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This dissertation presents a body of work aimed at transitioning robots from tools

to genuine teammates. The central approach involves leveraging our understanding

of how human teammates communicate and coordinate their actions, and applying

those principles to the design of computational models of dialogue and teaming for

human-robot interaction (HRI). While this work can apply to any domain involving

HRI, the focus is on the application domains of urban search-and-rescue (USAR)

and space exploration, as these represent some of the most important use cases, as

well as greatest challenges, for human-robot teaming.

Robots serving as teammates in USAR and space need to be able to engage

in task-oriented dialogue with humans. In order to inform the critical properties

of effective team communication, we perform a corpus analysis of language data

from human dyads in a cooperative remote search task (CReST). The results show

that effective human teammates engage in fast-paced and fluid turn-taking that is

characterized by great amounts of disfluency and speech overlap, and that they are

better able to achieve common ground through dialogue interaction. These findings

highlight the need for robot teammates to manage these requirements if they are to

function as genuine teammates.

In order to support the aforementioned dialogue capabilities for robots, we

introduce a computational framework and algorithms to enable robots to engage

in fluid turn-taking as well as to manage a wide variety of speech overlap behav-
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iors. This framework is based on a taxonomy of speech overlap that we developed,

and the framework was integrated into the DIARC cognitive robotic architecture.

Evaluation of the framework on task-oriented dialogues demonstrates its ability to

support recovery from different kinds of speech overlap. Moreover, the framework is

also shown to enable the production of certain kinds of “supportive” overlap, such

as early failure explanations and collaborative completions. Finally, we demon-

strate that robots using this framework can manage the micro-timing involved in

turn-taking by making incremental predictions of an ongoing utterance and using

these predictions to produce timely responses to verbal instructions. The novelty of

this framework lies in its focus on speech overlap handling and production, treating

overlap not as an intrusive event to be ignored, but rather as a feature that signals

information about a speaker’s intention that can be used by the dialogue system.

Other language capabilities of effective teammates are also explored. To

support the handling of disfluency in team communication channels, we introduce a

classification-based approach to language understanding and dialogue management

which is robust to variations in the speech input. This is evaluated on a corpus of

language-guided collaborative navigation in an USAR domain and shown to be an

effective way to interpret speaker intent in the presence of disfluency.

To support language that is tied to an appropriate social context, we present

a framework for language generation which allows a robot to modulate the surface

form of its utterances based on a variety of socio-linguistic criteria. The approach

works by ranking a list of candidate utterances according to a set of social and

pragmatic criteria and using a voting algorithm to select between them. The weights

for each ranking are based on human judgments from a crowd-sourced online study,

thus supporting context-appropriate utterance selection.

Apart from communication skills, robots also need to coordinate their ac-

tions with human teammates. Analysis of data from the CReST corpus shows that

effective teams establish common ground with respect to the task domain, and thus

are better able to coordinate their actions. To support such grounding and coor-

dination, we develop a framework based on the concept of a shared mental model

(SMM), which is a widely studied coordination mechanism from the behavioral liter-

ature. In the framework, robots track the same kinds of representations that human
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teammates use, and access this information through a shared knowledge base.

To properly evaluate the SMM framework requires a task domain for human-

robot teaming which is scalable to various team structures and configurations. Over

several iterations, we design such a task domain, implement it in a 3D simulation

environment, and interface it with the DIARC architecture. In an HRI evaluation

with human subjects and autonomous robots in this domain, we show that teams in

which robots use SMMs display improved performance compared to teams in which

the robots do not use SMMs. Finally, we extend this framework to model aspects

of human mental states using an epistemic planning approach. This is evaluated to

show that it meets the coordination requirements needed for effective teaming.

As a whole, we present a variety of novel contributions to support genuine

robot teammates, including: computational dialogue models for fluid turn-taking,

speech overlap recovery and production, disfluency handling, and pragmatic lan-

guage generation. We also introduce a coordination framework based on SMMs,

an extension of this framework with epistemic planning, and a scalable evaluation

environment to study human-robot teaming. Empirical analyses are also presented,

which contribute to our understanding of factors that influence effective communi-

cation and the role that SMMs play in facilitating team performance. These novel

contributions serve as important steps in the direction of genuine robot teammates.
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Chapter 1

Introduction

\I shall introduce myself. I am R. Daneel Olivaw... I am a robot. Were you

not told?" The robot's hand closed on his with a smoothly increasing pressure

that reached a comfortably friendly peak, then declined. \Yet I seem to detect

disturbance. May I ask that you be frank with me? It is best to have as many

relevant facts as possible in a relationship such as ours. And it is customary

on my world for partners to call one another by the familiar name. I trust that

that is not counter to your own customs."

- Isaac Asimov (The Caves of Steel)

1.1 Robots as Teammates

As the �elds of Arti�cial Intelligence (AI) and Robotics become more advanced, we

are seeing the potential and need for robots to integrate into human teams. Human-

robot teaming enables a host of novel capabilities that surpass what humans and

robots can achieve independently. For example, a human-robot team can support

disaster relief in a dangerous area because a robot can scout the area while a human

monitors and gives instructions from a safe distance (Lukin et al., 2018). The shift to

human-robot teaming is relatively recent, as traditionally, robots have been viewed

more as computers or tools to carry out tasks to assist humans. However, this

view is limiting, as robots already possess capabilities to interact and coordinate

more closely with humans, and such capabilities can be leveraged to support new

paradigms of teamwork.

1



A major drive in Human-Robot Interaction (HRI) research is to enable robots

to perform various functions in teams with humans. Speci�cally, three kinds of roles

have been described for robots in teams (Sycara and Sukthankar, 2006): (1) robots

supporting individual team members in completion of their own tasks, (2) robots

supporting the team as a whole, and (3) robots assuming the role of an equal team

member. The �rst role �ts the robot-as-tool philosophy, in which robots provide

information and assistance to individual team members. An example of this is

an interface that supports a human operator in controlling multiple robots (Squire

et al., 2006). The second role involves robots that assist the team as a whole and

is related to the �eld of computer-supported cooperative work. This can involve

facilitating communication and access to shared information, making it easier for

the humans to complete their tasks, although the robot does not directly perform the

task at hand. An example of this is a robot that moderates interpersonal dynamics

to support team functioning (Jung et al., 2015). Finally, the third role involves

robots that act as equal teammates. That is, the robots perform at least part of

the actual task and coordinate their actions with other humans much like genuine

human teammates. An example of this is a collaborative repair task on a spacecraft

in which the human-robot team works together to weld panels (Fong et al., 2005).

While each of the above roles is important for di�erent applications, this

thesis focuses on the third kind -robots as genuine teammates. Genuine suggests

that the robot has characteristics of good human teammates, including the ability

to e�ectively communicate and coordinate with the team. The robot need not be an

equal team member in terms of responsibilities, but rather equal in the sense that

they are a viewed and treated as members of the team rather than a tool at the

team's disposal. This is no doubt the most challenging role for robots to �ll, but

it also o�ers the most potential bene�t. Below we discuss some of the application

domains that will be examined in this thesis, as well as the teaming requirements

in these domains.
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1.2 Application Domains and Teaming Requirements

As robots transition from tools to teammates, they will need to coordinate e�ec-

tively in teams with humans in a variety of complex domains, each with their own

challenging interaction requirements. This thesis focuses on two domains of impor-

tance to the �eld, which together cover a broad range of interaction: urban search

and rescue (USAR) and space exploration .

1.2.1 Robots for Urban Search and Rescue

USAR is a major area of research in the HRI community, as it o�ers some of the most

practical bene�ts for humans (Goodrich and Schultz, 2007). Robots for USAR can

perform disaster relief, scouting, bomb disposal, �re�ghting, and other tasks. While

most current USAR robots are tele-operated (i.e., remote-controlled by a human),

this presents challenges for operating in unknown environments with limited network

connectivity where joysticking a robot is not feasible. Two solutions exist for this

problem. The �rst is the development of advanced autonomous capabilities such that

the robots can perform their tasks independently of human guidance. However, since

this level of autonomy is not attainable in the foreseeable future (Liu and Nejat,

2013), the alternative is to support robot activity with human guidance to o�set

some of the autonomy limitations. Such guidance goes beyond tele-operation, as the

robot retains autonomy, but can now request assistance from the human in terms

of information or action. To achieve this, techniques for HRI are needed such that

human operators can communicate with USAR robots to exchange task-relevant

information and support the shared goal.

An important interaction requirement for USAR robots is the need to pro-

cess natural language commands and ground linguistic referents to objects in the

world (Lukin et al., 2018). This supports language-guided collaborative navigation,

and reduces the need for human tele-operation. The process of natural language

grounding involves recognizing the intent of an instruction and acting on it, but

also clarifying any uncertainty in the command by asking appropriate questions as
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needed (Marge and Rudnicky, 2015). This is crucial for robots that serve as genuine

teammates, as it may lead to more e�ective communication patterns that resemble

those seen in high-performing human teams (Gervits et al., 2016b).

1.2.2 Robots for Space Exploration

Robots have a critical role to �ll in supporting humans in current and future space

operations. They can perform dangerous, tedious, and long-duration tasks that

would otherwise be prohibitive for human crews. Robots are also much cheaper

to deploy than astronauts, and so are more practical for a variety of missions such

as exploration of small bodies (e.g., asteroids) and planetary surfaces. For these

reasons, robots are frequently utilized in space exploration to carry out a variety

of tasks, including scienti�c �eld work, reconnaissance, site preparation, structure

assembly, and many others (Fong et al., 2013).

On top of the many challenges of coordination in human-robot teams, there

are additional interaction challenges for teams operating in space environments

(Fong and Nourbakhsh, 2005). One such challenge is that teams are often spa-

tially distributed, making it di�cult to achieve situational awareness and integrate

perceptual context from multiple sources. The extent of this spatial distribution

ranges from teammates in separate rooms on the same spacecraft to astronauts in

Mars orbit and ground control on Earth coordinating with astronauts and robots on

the Martian surface. Certain team structures may also involve a variable degree of

proximity, wherein teammates alternate between proximal and remote interaction in

the same task (Fong et al., 2006b). Another challenge is varying time scales. Though

co-located teammates can typically communicate without any latency, ground con-

trol may experience long delays or even signal loss when communicating across large

distances (e.g., Earth to Mars). Since ground control and astronaut crews are a dis-

tributed team which must make decisions together, it is important that monitoring

and control of the robots be shared between all teammates operating at di�erent time

scales. Another challenge is team heterogeneity, which involves variable team size,

structure, and distribution. For example, some missions may involve only co-located
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humans, but others may involve mixed teams of spatially-distributed agents. As it

stands, these issues create a bottleneck in the future application of space robots.

These challenges call for a method to manage coordination in heterogeneous,

distributed teams that operate at varying spatial ranges, time scales, and interac-

tion modalities. Moreover, such a method needs to be evaluated in real human-robot

teams, which requires novel task domains that support the experimental manipula-

tion of various properties of the team, including organizational structure, interaction

modality, spatio-temporal dynamics, and others.

1.2.3 Communication: A Unifying Requirement

A unifying and critical requirement of e�ective teaming in all of these collaborative

domains is communication. While communication can take many forms, includ-

ing text, gesture, or graphical user interface (GUI), verbal communication is faster,

more-expressive, and is ideally suited for real-time, task-oriented interaction. Hu-

mans use verbal communication to share task-relevant information, give instructions,

discuss plans, and generally coordinate their actions (Gervits et al., 2016b; Murphy,

2004). As a result, robots will need to handle at least some of these functions if

they are expected to �ll the role of a human teammate.

To achieve pro�cient verbal communication in task-oriented environments,

robots will at minimum need to interpret a command in the form of speech input,

perform the action corresponding to the command, and produce a response to the

human. This involves bidirectional communication in which the robot not only takes

orders but also responds in meaningful ways. In social contexts, such responses

should be sensitive to social and pragmatic criteria. Naturalness and 
exibility

are also desirable features for social robots (Dautenhahn, 2007): it is important

that humans can talk to the robot in a natural manner, as this supports easy-to-

use, 
exible, and responsive interactions (Edlund et al., 2008). Natural language

dialogue requires adherence to norms for conversational turn-taking, as well as the

ability to handle dis
uencies and other \irregularities" that arise in natural language,

such as speech overlap. Error handling and dialogue management are additional
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requirements needed for more robust interactions, such as in collaborative teams.

Finally, robots need to represent aspects of the task and the team and possess some

mechanism to coordinate their activity with other teammates. To achieve these

goals we can take inspiration from the extensive behavioral literature on dialogue

and teaming, and model our robots after humans in order for them to be more

natural and e�ective teammates.

1.2.4 What Can We Learn From Humans?

A central premise of this thesis is that robots serving on teams with humans

will need to interact in much the same way as human teammates in order

to be as e�ective . That is, if we want robots to act like human teammates, we

should model them after human teammates. That means leveraging the behavioral

literature corresponding to each of the requirements described above. For natural

language dialogue capabilities we can look to the vast literature in psycholinguistics,

discourse analysis, and conversation analysis. This will inform ways to facilitate ef-

fective communication, the exchange of turns in conversation, recovery from overlap

and dis
uency, and other capabilities. To achieve the team coordination require-

ments, we can look to the literature on human factors and organizational psychology

to inform how humans represent and share task-relevant knowledge and how they

use that knowledge to coordinate among themselves to achieve a shared goal.

While it may be possible to achieve the teaming requirements without lever-

aging the behavioral literature, it is not clear that the robots will be as compatible

(and hence, as e�ective) with their human teammates. To o�er one illustrative

example, consider the standard approach to conversational turn-taking in the dia-

logue systems literature in which utterances are processed non-incrementally and the

agent takes a second or longer to respond (e.g., theLet's Go system from Raux et al.

(2005)). This is objectively unlike how humans process speech, as humans take in

each word incrementally and build up a partial understanding as the utterance un-

folds (Levelt, 1993). Not surprisingly, there is much evidence that non-incremental

systems are viewed as less natural and less preferred compared to incremental sys-
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tems that are based on human-like processing (Hough and Schlangen, 2016; Skantze

and Schlangen, 2009). This has implications for performance too, as reduced pref-

erence to interact with an agent may have unforeseen consequences for team func-

tioning. For this reason, it is important that robots behave in human-like ways to

support more e�ective teaming with human partners.

1.3 Contributions and Outline

The main contribution of this thesis is to advance the state-of-the-art in

human-robot dialogue and coordination capabilities based on cognitively-

plausible models in order to facilitate genuine robot teammates . To demon-

strate this, we will discuss empirical analyses performed to better understand dia-

logue and coordination mechanisms used in human teams. Computational models

based on these empirical results will be introduced and evaluated on their abil-

ity to lead to more natural and e�ective interaction for human-robot teams. This

work contributes to several �elds, including Cognitive Science, AI, HRI, and Orga-

nizational Psychology. Over the course of this thesis, the following theoretical and

technical contributions will be demonstrated:

� Experimental analysis of human team communication on the role of grounding,

dis
uency and other factors on e�ective team performance (Chapter 3).

� A taxonomy of speech overlap in task-oriented human dialogue which can be

applied to spoken dialogue systems (Chapter 3).

� A computational framework for managing speech overlap and for predicting an

ongoing turn in order to achieve 
uid turn-taking, preemptive action execution,

and supportive overlap production (Chapter 4).

� A computational framework for modulating natural language generation based

on social and pragmatic criteria (Chapter 5).

� A data-driven approach to language understanding and dialogue management
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that is resilient to dis
uency, and a system that uses this approach to perform

language-guided collaborative navigation (Chapter 6).

� A novel task domain and evaluation platform for studying human-robot team-

ing that is scalable to various team con�gurations (Chapter 8).

� Implementation of a coordination framework for shared mental models (SMMs)

and experimental results showing the bene�t of SMMs for supporting coordi-

nation in human-robot teams (Chapter 9).
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Part I

Dialogue for Human-Robot

Teaming
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Chapter 2

Background on Dialogue for

Human-Robot Teaming

This chapter reviews background work on dialogue in human teams and human-

robot teams. The focus is on properties of dialogue that are critical for teams,

including grounding, turn-taking, speech overlap, and dis
uency. An introduc-

tion to spoken dialogue systems is also presented, with a description of the ba-

sic components of dialogue systems as well as approaches to modeling dialogue,

turn-taking, and speech overlap.

2.1 Spoken Dialogue

Spoken dialogue is the process by which two or more people (or agents) commu-

nicate. It is a critical component of information exchange, and thus serves as a

critical modality for human interaction and teaming. In this thesis, we focus on

task-oriented dialogue, in which agents use information from dialogue to perform

actions in support of some task. This is distinguished from more conversational

types of dialogue, which are not part of a broader task.

Dialogue is the main topic of study in the �elds of Discourse Analysis (DA)

(Stubbs, 1983) andConversation Analysis (CA) (Goodwin and Heritage, 1990). DA

primarily emphasizes analysis of large text corpora to understand general patterns

and structure of dialogue, whereas CA focuses on the personal dimension, limiting
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the scope of analysis to information available to the conversational participants. Due

to this methodological di�erence, DA has been criticized for the lack of ecological

validity, whereas CA has been criticized for the lack of external validity. While the

two �elds have been traditionally separate in their philosophy and methodology,

attempts have been made to unify them (de Ruiter and Albert, 2017), and such a

uni�ed approach is the one taken in this thesis.

In the computational literature, a great deal of work has been done to im-

prove spoken dialogue technology (see McTear (2002) for an overview), but the

state-of-the-art is still far from human-level performance. Moreover, dialogue sys-

tems research is often performed separately from teaming research, and so the par-

ticular communication requirements of teams are often overlooked. To help bridge

this gap, we carried out an empirical investigation (described in Chapter 3) to bet-

ter understand the requirements of e�ective communication in humans teams. It

was revealed that human communication is comprised of fast-paced and 
uid turn-

taking, as well as dis
uency and speech overlap. E�ective teams displayed even

more of these features, and they were also better at establishing common ground

with respect to the task. As a result, it is these components of dialogue that we

address in this dissertation. Below we discuss the relevant background literature on

these dialogue properties from both the human dialogue and spoken dialogue system

(SDS) literature.

2.1.1 Grounding

Among the many elements needed for coordination in human-agent teams, one of the

most important for team success is establishingcommon ground(Klein et al., 2005).

Common ground is a mutual understanding between teammates, involving shared

knowledge of the task environment, goals, perspectives, etc. For common ground

to be established, it is important that teammates not only share information, but

also ensure that the information was understood the way it was intended. This

process, known asgrounding, results in a mutual recognition by both parties of the

shared information being a part of their common ground, and forms the basis of
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coordination in both dialogue and action (Clark, 1996).

In teams with open communication channels, common ground is largely es-

tablished through dialogue interaction. The grounding process which facilitates this

consists of two phases according to Clark and Schaefer (1989) - the Presentation

Phase and the Acceptance Phase1. In the Presentation phase, a speaker makes an

utterance and seeks con�rmation from the listener that the utterance was under-

stood. This con�rmation of understanding comprises the Acceptance phase, wherein

the listener provides evidence that they understood the message. Such evidence can

take the form of an overt acknowledgment (e.g., \Okay"), the relevant next contri-

bution in the exchange (e.g., responding to a question), or simply through continued

attention. Exchanges that contain a Presentation and Acceptance phase are known

as contributions, and form the essential unit by which grounding occurs. \Contri-

butions, therefore are di�erent from most standard linguistic units. They are not

formulated autonomously by the speaker according to some prior plan, but emerge

as the contributor and partner act collectively. Success depends on the coordinated

actions by the two of them." (Clark and Schaefer, 1989).

Grounding is especially important in task-oriented dialogue, in which people

need to use language to coordinate their actions and accomplish a joint-task. Con-

sider the following example from the CReST corpus (Eberhard et al., 2010) where

a director (D) and a searcher (S) must communicate (remotely) to locate various

colored boxes in a novel environment:2

Presentation Phase:

D: Do you know where the s- the- where's the sixth green box?

Acceptance Phase:

Side sequence:

S: Um [pause] u:m [pause] wait where number six is?

1While this approach is accepted in DA, it has been criticized in Traum (1999) for requiring
o�ine, post-hoc interpretation, thus making it not suitable for computational dialogue systems.

2 In the dialogue examples, asterisks (*) indicate simultaneous speech, hyphens (-) indicate re-
paired segments, colons (:) indicate prolongations, commas indicate brief silent pauses, and longer
pauses are indicated in brackets. For readability, the director will be referred to as male and the
searcher as female, although the gender distribution varied between teams
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D: Yeah

S: Number six is in a room where there's like a pink box

D: Okay

Due to the highly dis
uent Presentation Phase, the searcher is not able to

understand what was said, and so must initiate a clari�cation request through the

use of a side sequence. The Acceptance Phase thus consists of this side sequence,

followed by the searcher's response to the initial question and the director's �nal

acknowledgment (\Okay"). Though it took multiple turns, this exchange is consid-

ered a contribution since an utterance was both presented and accepted. At the

end of this contribution, the team's common ground is successfully updated with

mutual knowledge of the location of the sixth green box.

The extent to which common ground can be e�ciently established and main-

tained depends largely on the constraints of the particular medium of interaction

(Clark, 1991). This is closely related to the principle of least collaborative e�ort

(Clark and Wilkes-Gibbs, 1986), which holds that people seek to minimize the joint

e�ort needed to ground a communicative exchange in a particular medium. For

example, face-to-face interaction provides the most reliable basis for grounding due

to factors such as gaze direction and eye contact, which facilitate joint attention

and permit the use of deictic (e.g., pointing) gestures to signal reference. Interac-

tion in the email medium is further constrained due to lack of cotemporality and

sequentiality, which requires people to adapt to longer turns and delayed feedback.

In mediums where verbal communication occurs simultaneously and remotely (e.g.,

the CReST example above), people must manage additional constraints due to lack

of co-presence and visual access. Gestures cannot be reliably used as communica-

tive devices, so people would have to adapt by using additional words to describe

what would ordinarily be signaled visually (Doherty-Sneddon et al., 1997). This

presents a challenge to the interlocutors since verbal descriptions are not as reliable

a basis for grounding as shared perception and joint attention (Clark and Marshall,

1981). In sum, conversational exchanges in any medium involve a trade-o� in e�ort,

but people seek to minimize the overall collaborative e�ort needed to manage the
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constraints.

Though there is no objective way to measure common ground directly, evi-

dence for it may be found in the team communication channels. However, grounding

in task-oriented remote communication is complicated by a number of factors, in-

cluding time pressure/workload (Entin and Serfaty, 1999; Khawaja et al., 2012;

Urban et al., 1995), mode of interaction (Clark, 1991; Doherty-Sneddon et al., 1997;

Krauss and Weinheimer, 1966), and team structure (Bortfeld et al., 2001; Clark and

Krych, 2004). Given the di�culty of grounding exchanges in task-oriented dialogue,

it is not surprising that communication channels in remotely-communicating action

teams often contain features such as dis
uency, overlapping speech, and ambiguity.

2.1.2 Dis
uency

Dis
uencies are de�ned as irregularities in speech, and include self-repairs, �llers,

pauses, and prolongations (Shriberg, 1994). Dis
uencies are particularly interesting

because they are very common in spontaneous speech, and have been implicated

in various interpersonal and cognitive functions (Nicholson et al., 2010). One view

holds that dis
uencies are noise resulting from increased production di�culty due to

cognitive workload. Several studies have found support for this view by showing that

dis
uency rates tend to increase with higher workload (Berthold and Jameson, 1999;

Lindstr•om et al., 2008). Another position is that dis
uencies may not be solely due

to workload, but may re
ect underlying coordination processes such as monitoring

one's addressee (Clark and Krych, 2004) or soliciting help in the dialogue (Bortfeld

et al., 2001). In support of this view are studies showing that speakers detect and

utilize dis
uencies to help process surrounding speech (Brennan and Schober, 2001),

resolve reference ambiguities (Arnold et al., 2007), hold the conversational 
oor

(Smith and Clark, 1993), improve recall (Corley et al., 2007), and mark discourse

structure (Swerts, 1998). Barr (2001) has likened dis
uencies to \vocal gestures"

due to their ability to provide insight into a speaker's metacognitive state.
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2.1.3 Managing Communication Medium Constraints

Teams interacting in settings where access to shared visual information is limited

must dynamically adapt to various constraints on their communication channels.

These constraints necessitate the use of additional techniques to manage the costs

of grounding. To evaluate some of these grounding techniques, Clark and Wilkes-

Gibbs (1986) asked participants to verbally describe ambiguous tangram shapes

to a partner looking at the same shapes across an opaque screen. The results

showed that in cases when the initial noun phrase description was not su�cient to

resolve the referent, people employed a range of techniques to establish common

ground, including: (1) self-repairs - the director would modify his initial utterance

to better describe the object, (2) expansions- the director would add an additional

description at the end of the noun phrase to further elaborate what he meant, and

(3) replacements- the matcher would reject the director's description and o�er one

from her own perspective that was also compatible; this replacement would then be

accepted by the director. The results also showed that directors did not initially

refer to a �gure from an egocentric perspective (e.g., \the ice skater"), but rather

described the �gure in more general terms on the �rst trial (e.g., \...looks like a

person who's ice skating, except they're sticking two arms out in front"). This

was done to establish a common perspective, which was then utilized to minimize

collaborative e�ort in subsequent trials. In general, directors initially used more

words and turns to describe a referent to a partner, but once the referent had been

established in common ground, they tended to shorten their description. This �ts

in line with the principle of least collaborative e�ort, and shows how people adapt

to the constraints of the medium to e�ciently establish common ground.

In another study examining the role of interaction and grounding in task

performance, Clark and Krych (2004) carried out a collaborative building task in

which a director was tasked with instructing a builder to construct various Lego

models. In one condition, the builder's workspace was visible to the director, and

in another condition it was not visible. In another non-interactive condition, the
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director was not even physically present. Instead, the builder listened to an audio

recording of the instructions while constructing the model. The results showed that

(not surprisingly) teams performed best when they had full visual access to their

partners and could interact with them as needed. Teams were much less e�cient

when they could not monitor one another's workspaces, and they made 8 times as

many errors when there was no interaction between partners. This latter �nding is

signi�cant because it suggests that when directors spoke without monitoring their

listener (e.g., audio recording) their instructions were not easily followed. These re-

sults point to the important role that feedback and interaction play in the grounding

process, and show how these factors can a�ect team performance.

2.1.4 Turn-Taking

Turn-taking is an important component of team communication, and behavioral

evidence has shown that humans are able to exchange turns extremely quickly in

conversation - within a few hundred milliseconds on average (Levinson and Torreira,

2015). This is a universal human characteristic, though the nature of the timings

varies slightly across languages (Stivers et al., 2009). There is some debate about

exactly how humans achieve this performance, but evidence from psycholinguistic

studies suggests that it is likely done by processing ongoing utterances incrementally

and making lexicosyntactic predictions about the turn in progress (De Ruiter et al.,

2006; Magyari and de Ruiter, 2012). This allows humans to plan what to say and

to anticipate the end of the turn accurately so that turn-transitions are seamless

and gaps between turns are minimized. It also allows for the production of speech

overlap so as to achieve a variety of conversational goals such as backchanneling or

repair.

The normative \rules" for conversational turn-taking are described by the

Sacks et al. (1974) model and have been supported by decades of literature, albeit

with some objections (e.g., Duncan (1972); Heldner and Edlund (2010)). On this

view, turns-at-talk are separated by a transition-relevance place (TRP), which is
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located after a complete3 segment of speech (known as aturn-construction unit , or

TCU ), and represents a point at which a speaker change can \legally" occur. The

claim is that people can readily predict the location of a TRP and thus aim to start

their turn around that point. The decision of who gets to take the next turn is

governed by these rules, and works roughly as follows. First, if the current speaker

has selected another speaker (e.g.,via question) then that speaker takes the next

turn. Otherwise, the other speaker(s) may self-select and take the turn. If this does

not happen, then the current speaker may take another turn, though they should

yield if another speaker joins in.

2.1.5 Speech Overlap

Since natural language dialogue is fast-paced and complex, issues can arise in follow-

ing the rules of turn-taking, resulting in speech overlap (i.e., simultaneous speech).

There has been a great deal of empirical work on speech overlap phenomena, largely

from the CA literature (Drew, 2009; Je�erson, 1982, 1986, 2004). Je�erson (1986)

identi�ed several types of overlap based on their location relative to the TRP (be-

fore, during, slightly after, and much after; see Figure 2.1). These overlap types

have been systematically examined over the years and have been shown to capture

a large range of human overlap phenomena (Je�erson, 2004). Importantly, such an

account suggests that overlap is not to be confused withinterruption (Drew, 2009).

While interruption implies a kind of intrusion into the turn, overlap is oftentimes

a�liative in nature. For example, people may start their turn slightly before their

interlocutor has reached a TRP in order to minimize the gap between turns. This

is known as Last-Item overlap, and can be accomplished by projecting the end of

the �rst starter's turn. The second starter can also come in slightly after the TRP

in order to respond to the content of the �rst starter's prior turn; such late entry

is known asPost-Transition overlap. Additionally, the second starter can come in

mid-turn (far from the TRP) as a kind of \recognitional" overlap in order to repair,

clarify, or otherwise respond to the content of the �rst starter's turn in progress

3 \Complete" in this sense refers to syntactic, pragmatic, and prosodic features of the turn.
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- this is known as an Interjacent overlap. Overlap can also be unintentional, as

in Transition-Space overlap. This type usually involves simultaneous turn start-up

wherein two people both take the turn at the TRP. In sum, because overlap is

classi�ed into these functional categories (largely based on timing), it is possible to

identify the function of an overlap in a particular context as well as the behaviors

that people use to manage and resolve overlap (see Gervits and Scheutz (2018b)).

These properties make overlap identi�cation and resolution appealing targets for the

design of more natural spoken dialogue systems, and this is the topic of Chapter 4.

Figure 2.1: Key overlap onset points.

2.2 Computational Dialogue

In this section, we describe the components of traditional SDSs as well as various

computational approaches to dialogue.

2.2.1 Components of a Spoken Dialogue System

SDSs have a basic set of required components (Jokinen and McTear, 2009). The

�rst is an Automatic Speech Recognizer (ASR), which converts a real-time speech

signal into text that can be used by the rest of the system. Many ASRs use proba-

bilistic approaches such as hidden Markov models (HMMs), and more recently, deep

neural networks, to recognize speech. The models are trained on some grammar,
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which includes acoustic as well as lexical properties of speech in some domain. Lan-

guage models are used to constrain the search process by specifying which words are

likely to follow others. The output of the ASR is a hypothesized sequence of words

corresponding to the speech input.

The Natural Language Understanding (NLU) component receives text input

from the ASR, and interprets the semantics (meaning) and sometimes also the

syntax (structure) of the utterance. Symbolic approaches achieve this by means of

a lexicon of the language and agrammar, which together represent phrase structure

rules for how words in the domain can be combined. Depending on the system, a

semantic parser can be used to interpret meaning by \translating" the words into

a logical form (e.g., in �rst-order logic). Various formal representation languages

have been used for parsing, including lambda calculus, Prolog, and abstract meaning

representation.

The output of the NLU component serves as input to the Dialogue Man-

agement (DM) component. The role of the DM is to select a response to the user

and (for situated agents) perform some action. Most DMs use a database which

either links an input utterance to a response utterance or serves as a knowledge

base through which inference or planning can be conducted to select an utterance.

Error-handling is needed when the DM input is insu�cient for a response, and may

involve eliciting clari�cation requests or asking the user to repeat the instruction.

Common approaches to dialogue management are described in the next section.

Once the DM has selected a response, the next step is to produce it. This

requires the Natural Language Generation (NLG) component, which �nds the ap-

propriate surface form of the response utterance. This process involveslinguistic

realization, in which rules for syntax, morphology, and others are combined with

the output words to generate an appropriate response. Proper tense and orthogra-

phy are also considered so that the response �ts with the previous utterance and

the dialogue history.

The output of the NLG component is fed to the Speech Synthesis, or Text-

to-Speech (TTS) component, which produces the �nal speech. This involves the
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processes of text analysis and speech generation. In text analysis, the text is seg-

mented into phonemes with parts of speech, morphology, and syntactic properties

appended. Speech generation then uses properties of the acoustic signal to generate

a continuous speech signal from the phonemes, including prosodic contours.

2.2.2 Computational Approaches to Dialogue Modeling

Various types of dialogue models have been proposed and implemented (McTear,

2002). The most basic is�nite-state systems in which dialogues are represented

as a pre-determined state transition network (McTear, 1998). Finite-state systems

are e�ective for small, highly-structured domains in which the 
ow of dialogue is

known in advance, and those in which the system takes the initiative. These include

many commercial systems for information-retrieval, troubleshooting, and directory

assistance. However, such systems are generally in
exible to input that is not in the

network, and do not have mechanisms for error handling or repair since this would

lead to an intractable number of transitions. Another drawback is that dialogue

must follow a path set by the system designer in advance. This is clearly not how

human dialogue works, and such an approach is not well suited to the complex

natural language found in our domains of interest.

Frame-baseddialogue systems have also been proposed, which involve �lling

in various slots in a \form" corresponding to an action or utterance (Xu and Rud-

nicky, 2000). These o�er more 
exibility to handle increasingly complex dialogues,

but struggle with utterances that do not �t into a frame. As a result, frame-based

models have been mainly used in tasks with a �xed set of slots, such as travel book-

ing (Issar and Ward, 1993). Since the structure of the user-provided information is

required in advance, frame-based systems do not perform well in unstructured do-

mains. On the other hand, they have some mechanisms for repair since it is possible

to detect missing slot items and request these explicitly. Moreover, the system can

initiate these requests, or the user can provide them, supportingmixed-initiative

interaction .

Finally, agent-basedsystems turn dialogue into an inference problem in which
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a human's utterance is mapped to aspeech act(Searle, 1969) and the system per-

forms logical inference over its beliefs and goals in order to select an appropriate

response (Allen and Perrault, 1980; Cohen and Perrault, 1979). In some cases,

planning may even be used (Allen and Perrault, 1980), which involves modeling the

user's beliefs, desires, and intentions in order to select a response that accomplishes

the desired goal (Bratman et al., 1988). Such agent-based systems are the right

approach toward handling mixed-initiative natural language interaction in complex

domains. They allow for the system to maintain dialogue state, model the user, and

negotiate with side sequences and repair much like data from human interlocutors

(Gervits et al., 2016b). The main drawback of this approach is the development

and computational overhead at all levels of the system, requiring the need for more

sophisticated ASR, semantic parsing, dialogue management, and generation capa-

bilities.

2.2.3 Turn-Taking and Speech Overlap in Dialogue Systems

Much of the work on turn-taking in the SDS literature deals with identifying the

TRP, or the endpoint of an utterance. One such framework by Kronlid (2006) is

based on the Sacks et al. (1974) model and describes the requirements of turn-taking

for arti�cial conversational agents. These requirements include a mechanism that

predicts the TRP, decides when to start speaking, and handles predictions (and

mis-predictions). While the framework is conceptual in nature and has not been

implemented in a SDS or a robotic platform, it highlights some of the challenging

requirements for e�ective turn-taking.

Another prominent model of turn-taking for SDSs uses a non-deterministic

�nite state machine that tracks various states of the conversational 
oor (e.g., sys-

tem speaking, user speaking, etc.) as well as actions that can be performed to take

or release the 
oor (Raux and Eskenazi, 2009). In this model, TRP detection is

viewed as a pause classi�cation problem in which a classi�er determines whether a

pause marks a turn boundary or is part of an ongoing turn. A number of features are

used for pause classi�cation, including partial semantics at the time of pause, tim-
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ing, prosody, speaker-speci�c characteristics, and discourse structure. This model

was implemented in the Let's Go bus information system, and was found to re-

duce between-turn latency by several hundred milliseconds (Raux and Eskenazi,

2012). Despite impressive results, such a system is unlikely to reach human levels

of responsiveness because it lacks incrementality and the ability to make and revise

online predictions (though this approach was extended for incrementality in Zhao

et al. (2015)). By waiting for a pause, it also will not be able to overlap an ongoing

utterance unless it mistakenly classi�es the pause as a turn boundary.

While overlap resolution is important in human conversation, it has not

historically received the same treatment in dialogue systems. One reason for this

may be that it is seen as interruption, and thus not worthy of additional study.

Many systems ignore overlap altogether, and simply continue speaking throughout

the overlapping segment (e.g., Allen et al. (1996)). While such systems may be

e�ective for certain applications (e.g., train booking), they are not su�cient for

dialogue with social agents in collaborative task environments. On top of being less


uid and natural, these systems also present problems for grounding. If the system

produces an utterance in overlap, it may not be clear that a person understood or

even heard what was said. An alternative approach, and a popular one used by

some commercial dialogue systems that handle overlap, is one wherein the agent

responds to overlap by simply dropping out (see e.g., Raux et al. (2006)). Apart

from the limitation that such a system may drop its turn when detecting ambient

microphone noise, another problem is that it ignores the supportive bene�t that

overlap can provide, such as last-item overlap to reduce inter-turn gaps. Since these

overlaps are among the most common, it is very ine�cient for a system to abandon

an utterance at the last-item point.

Recently, there have been more advanced attempts at modeling overlap be-

havior (DeVault et al., 2009; Selfridge and Heeman, 2010; Zhao et al., 2015). Many

of these approaches involveincremental parsing to build up a partial understand-

ing of the utterance in progress and identify appropriate points to take the turn

(e.g., Skantze and Hjalmarsson (2010)). Such incremental models have been used
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for the generation of collaborative completions(Baumann and Schlangen, 2011; De-

Vault et al., 2009) and backchannel feedback(DeVault et al., 2011a; Skantze and

Schlangen, 2009) during a human's turn. While these computational approaches

tend to focus on overlapping the human, it is also important to handle overlap

when the system has been overlapped. Relatively little work has been done to this

end, and there remain many open questions about how to interpret the function of

overlap as well as how to respond. Moreover, overlap management for HRI is an

under-explored area, and one which presents additional challenges for dealing with

situated, embodied interaction.

2.3 Chapter Summary

This chapter reviewed the relevant background literature in the areas of human-

human and human-robot dialogue for team communication. The topics covered

included grounding, turn-taking, speech overlap, and dis
uency, which are properties

and processes commonly found in team communication channels, and which will be

explored further in the remaining chapters. An overview of SDS technology was

also provided, including the required components as well as di�erent approaches to

dialogue modeling.
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Chapter 3

Exploring E�ective

Communication in Human

Teams

This chapter1highlights a series of empirical investigations aimed at under-

standing e�ective communication in human teams. Prior work has not fully

explored the role that communication plays in facilitating team coordination

and performance, as well as the variables that in
uence these processes. To

address this gap, we introduce a corpus of task-oriented remote dialogue, and

describe our discourse-analytic approach to systematically examine grounding,

dis
uency, and other dialogue properties in the corpus. We also describe a tax-

onomy of speech overlap based on the same corpus, which is used as the basis

for computational models of turn-taking and overlap in the next chapter.

3.1 Discourse Analysis on a Corpus of Task-Oriented

Dialogue

Various factors can a�ect communication and grounding in remotely-communicating

teams. First, time pressure can increase cognitive workload by causing mental stress

that disrupts a wide range of team-related factors, including planning and coordi-

1This chapter is based on the following papers: Gervits et al. (2016a,b); Gervits and Scheutz
(2018b). We thank Kathleen Eberhard for providing the CReST corpus data annotations.
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nation (Entin and Serfaty, 1999). Language is particularly a�ected by cognitive

load, and can manifest through dis
uency, speech rate, and dialogue-level proper-

ties (e.g., responsiveness, agreement, cohesion). In terms of dis
uency, Berthold

and Jameson (1999) found that fragments, false-starts, repetitions, and pauses in-

creased with higher workload, whereas speech and articulation rate were found to

decrease. Other studies, however, have suggested that increased dis
uency rate may

be due to coordination processes rather than planning di�culties associated with

workload (Bortfeld et al., 2001; Clark and Krych, 2004; Swerts, 1998). As no prior

studies have examined the role of speech dis
uencies with regard to performance

in an unscripted collaborative task, it remains unclear whether the interpersonal

bene�t of dis
uency overrides the cognitive drawback also associated with dis
uent

speech. Moreover, most of the existing literature on the bene�t of dis
uency deals

with �lled pauses (\uh", \um"), whereas relatively little is known about other types,

such as self-repairs. In terms of speech properties, Lively et al. (1993) found that

utterance length decreases with workload, but more recent work by Khawaja et al.

(2012) found increases in sentence length as well as in speech rate, words indicating

disagreement, and the usage of plural personal pronouns (e.g., \we", \us"). Finally,

Urban et al. (1995) found that under high workload, e�ective teams asked fewer

questions, made fewer requests, and made fewer responses to requests.

The �ndings presented above should be interpreted with caution because the

corresponding studies varied widely in task domain, team size, and team structure.

Due to these con
ating factors, the e�ects of workload on dialogue and coordination

in remotely-communicating teams remains unclear. It is also unclear how factors

such as team structure and speaker role interact with workload, and if e�ective

teams can overcome the negative constraints on their communication channels by

increasing collaboration in speci�c ways. Our study was designed to address these

gaps in the empirical literature.

The main purpose of this study was to investigate the e�ect of workload,

speaker role, interaction strategies, dis
uency, and grounding techniques on team

performance. To explore these factors, we analyzed the annotated Cooperative
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Remote Search Task (CReST) corpus (Eberhard et al., 2010), which contains task-

oriented dialogue between pairs of humans (dyads) in a hierarchical, director/searcher,

structure. Dialogue was spontaneous and unscripted, with teammates communicat-

ing via remote headset in order to coordinate their actions and achieve a variety of

objectives within a set time limit. Time pressure was introduced 5 minutes into the

task, requiring the team to complete an additional objective with a timer counting

down the remaining time.

3.1.1 Hypotheses

One speci�c question of interest is how time pressure and speaker role impact re-

mote communication. Although some studies showed a decrease in speech rate,

utterance length, and overt communication with increasing workload (Entin and

Serfaty, 1999; Serfaty et al., 1993), these studies predominantly involved face-to-

face interaction. However, there is evidence that remote communication and lack of

visual monitoring impose additional constraints on communication. In one study,

Krauss and Weinheimer (1966) found that people communicating by remote chan-

nels used more words when they received reduced or no concurrent feedback from

the listener. Other �ndings suggest that people require additional verbal feedback

in remote communication (Doherty-Sneddon et al., 1997). Lack of visual monitor-

ing can also lead to decreased task e�ciency, an increase in errors, and an increase

in dis
uencies (Clark and Krych, 2004). For these reasons,we expect speech

rate and dis
uency rate to increase with time pressure, particularly for

directors because of their greater role in managing the task . Moreover,

we expect directors to exhibit greater initiative under time pressure as

re
ected in an increase in directive utterances, with searchers exhibit-

ing a corresponding increase in receptive utterances, such as replies and

acknowledgments . These predictions are based on prior studies on two-person col-

laborative tasks, which show that directors typically take more initiative (Bortfeld

et al., 2001; Clark and Krych, 2004).

It is important not to isolate the in
uence of speaker role and time pres-
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sure, aswe also expect that these factors would strongly interact with

grounding and coordination strategy . Currently, it is unknown how di�erent

coordination strategies may a�ect performance in teams with asymmetrical roles.

We predict that e�ective coordination strategies will involve a sharing of

the task responsibilities , as this sharing has been previously shown to distribute

the e�ects of workload between teammates (Khawaja et al., 2012). For example,

a strategy in which the director and searcher manage the task demands equally

might be more e�ective than a strategy in which one role takes control. However,

it is possible that strategies involving the searcher taking more initiative may also

be e�ective, as this would allow the searcher to describe her location while simul-

taneously navigating the environment. Another possibility is that e�ective teams

would overcome the deleterious e�ects of workload by switching to a more implicit

mode of coordination (Entin and Serfaty, 1999; Serfaty et al., 1993). For example,

Orasanu (1990) found that successful teams planned more during low workload pe-

riods, enabling them to use this built-up shared understanding (common ground)

to adapt to increasing workload without the need for explicit communication. How-

ever, given the di�culty of the CReST task, it is predicted that task demands

will increase the need for planning, and therefore, more explicit commu-

nication .

In general, we predict that teams that establish common ground

with respect to objects and locations in the environment should perform

better than teams that fail to do so . Evidence for this may be found in the

teams' distribution of conversational moves. One example of this would be speakers

showing a greater responsiveness to their teammate by consistently seeking con�r-

mation that a message was understood or that an action was successfully accom-

plished. Consequently, the receptive partner would make more dialogue moves that

signal understanding. Additional evidence of e�ective grounding can be obtained

through analyzing dis
uent speech. Though dis
uencies may indicate production

di�culty due to workload (Berthold and Jameson, 1999), they have also been shown

to provide an interpersonal bene�t (Arnold et al., 2007; Bortfeld et al., 2001). For
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example, Clark and Krych (2004) found that rates of self-repair dis
uencies were

high in a collaborative task, likely due to increased coordination and planning. Clark

and Wilkes-Gibbs (1986) showed that in a referential communication task, people

made many self-repair errors in the process of adjusting their verbal descriptions

to a partner's perspective. Importantly, it has been demonstrated that the pres-

ence of dis
uency in spontaneous speech does not negatively impact comprehension

(Brennan and Schober, 2001). For these reasons,we expect that e�ective teams

will make more self-repair dis
uencies 2. Successful grounding, either through

speci�c conversational moves or self-repairs, would enable misunderstandings to be

repaired before they can build up and a�ect performance (Levelt, 1993).We pre-

dict that e�ective teams would sustain this collaborative interaction even

under time pressure.

3.1.2 Method

Approximately 8 minutes of annotated natural language data were extracted from

each of 10 teams in the CReST corpus (Eberhard et al., 2010), for a total of 20

dialogs, 2712 utterances, and 15194 words. The corpus was annotated for speech

events, dis
uencies, and dialogue moves (see below), and teams were assigned to one

of two performance groups (E�ective vs. Ine�ective ) based on their objective score

on the task.

3.1.2.1 Participants

The 10 teams (20 individuals) from the 2010 corpus were analyzed. The participants

were all college-aged (19-25 years old) native speakers of English, and were paid up

to $10 for their participation. Five of the 10 teams were previously acquainted

(either friends or roommates) while the other 5 teams were unacquainted. Six of

the teams had a homogeneous gender composition (2 M/M; 4 F/F), while the other

4 had a mixed-gender composition. Five of the teams had a female director and the

other 5 had a male director.
2This is a novel hypothesis that has not previously been demonstrated.
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3.1.2.2 Cooperative Remote Search Task

In the task, pairs of individuals worked together to explore a physical environment

and achieve a variety of objectives while under time pressure. One teammate was

assigned theDirector role while the other was designated as theSearcher. The

director was not physically present in the environment, but rather was seated in front

of a computer with an on-screen map of the environment and a headset with which

to communicate with the searcher remotely. By contrast, the searcher was situated

in the environment and had to interact with physical objects while communicating

with her partner via headset. The environment consisted of a hallway and six

connected o�ce rooms which contained various colored boxes: eight empty green

boxes, eight blue boxes (numbered 1{8) containing three colored blocks, eight empty

pink boxes, and a cardboard box.

Several objectives needed to be completed within the time limit of 8 minutes.

One objective was for the searcher to locate the cardboard box and place blue

blocks from each of eight blue boxes into the target box. The director's map of

the environment contained most of the locations of these blue boxes, but not all of

them (see Figure 3.1). Another objective was for the director to mark on his map

the location of eight green boxes. Since this information was only available to the

searchervia exploration, a high degree of information exchange was required. To

examine performance under time pressure, teams were given an additional set of

instructions after 5 minutes. They were told that in the remaining 3 minutes they

had to complete all previous objectives as well as a new one. This new objective

required them to collect yellow blocks from the blue boxes and place them into

the eight pink boxes. During these �nal 3 minutes, a timer was displayed on the

director's screen counting down the remaining time.

3.1.2.3 Dis
uency and Speech Coding

Dis
uencies in the natural language annotations were coded based on the HCRC

Dis
uency Coding Manual (Lickley, 1998) and included repetitions (e.g., \in the b-
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Figure 3.1: Map of the search environment showing the locations of the cardboard
box, eight green boxes, eight blue boxes, and eight pink boxes, as well as the in-
accurate locations of three blue boxes on the director's map (crossed in red). One
additional blue box (circled in red) was not marked on the director's map but did
exist in the environment. The color labels and locations of the green boxes are
included for explanation but were not present for the director.

box"), substitutions (e.g., \through the door-, er, window"), insertions (e.g., \walk

to the door { the nearby door"), and deletions (e.g., \look toward the { just go

back"). Pauses were common in the corpus but were not included in the analysis as

they have been shown to re
ect di�erent kinds of processes (Swerts, 1998; Nicholson

et al., 2010). Dis
uency rates were reported for each participant as a proportion

per every 100 words. Speech rate(words/minute, or w.p.m.) and mean length of

utterance (MLU, or average number of words per turn at talk) were also calculated.

3.1.2.4 Dialogue Structure Annotation

Each utterance in the transcribed annotation was coded as a type of conversational

move using the scheme from Carletta et al. (1997). This scheme views dialogue
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as a conversational game, wherein exchanges serve to ful�ll some mutual purpose.

Each utterance in this game is called aconversational moveand can �t into one of

three broad categories:Initiation, Response, and Ready. A conversational game is

started with an Initiation move (see Figure 3.2), which can be either a command

(Instruct ), a Wh- or Yes/No question (Query), or a statement (Explain). Queries

can be further broken down into Checks and Aligns. Checks involve paraphrasing

the previous utterance to insure understanding of what was recently said, whereas

Aligns are an explicit query to insure that the teammate has understood what was

said before moving on.

Figure 3.2: Initiation moves and examples.

Responsemoves (see Figure 3.3) includeAcknowledgmentsand Replies (Y/N and

W-). Yes/No replies may be expressed in di�erent ways, but always serve to indicate

an a�rmative or negative response. Reply-W moves are other replies that do not

explicitly mean \yes" or \no."

Figure 3.3: Responsemoves and examples.

Ready moves consist of an utterance-initial acknowledgment, such as \Okay" or

\Alright," followed by an Initiation move. They are used to open a new segment of

discourse and also may simultaneously close a preceding segment.
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Ready: \Alright, what's in the next room?"

The rates of producing each type of move were reported as a proportion based on

the total number of utterances (e.g., Checks/Utterance).

3.1.2.5 Team E�ectiveness

Performance was objectively scored with respect to the teams' successful comple-

tion of each of the three subtasks (i.e., the blue, green, and pink colored boxes).

The maximum score for each subtask was 8, for a total maximum score of 24. The

average score was 9.9 (range 1{19), and the median was 8. To examine performance

di�erences, the 10 teams were assigned to one of two performance groups,E�ective

or Ine�ective , based on whether they fell above or below the median score, respec-

tively. The average score for the e�ective group was 14.8 (SD = 4.0), whereas for

the ine�ective group it was 5.0 (SD = 2.5).

The two groups di�ered slightly in demographic measures. For the e�ective

group, four out of �ve teams were previously acquainted, and four of the �ve teams

consisted of same-sex individuals (one M/M; three F/F); two directors were male

and three were female. For the ine�ective group, one out of �ve teams was previously

acquainted, and two out of �ve teams consisted of same-sex individuals (one M/M;

one F/F); three directors were male and two were female. These potential limitations

are discussed in Section 3.1.5.2.

3.1.3 Quantitative Results

We performed a series of statistical analyses to test our hypotheses of the various

factors in
uencing team communication in the CReST corpus.

3.1.3.1 Speech and Dialogue Measures

One question of interest was what e�ect time pressure and speaker role would have

on dis
uency rate, speech rate, and MLU. The rates of these speech measures were

calculated for the �nal three minutes (time pressure) and for the �ve minutes before

that (no time pressure). A MANOVA was conducted with Speaker role (Director vs.
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Searcher) and Time Pressure (absent vs. present) as factors. There was a signi�cant

Speaker x Time Pressure interaction [F (2,35) = 3.863, p = .030] which was driven

by speech rate [F (1,36) = 4.424, p = .042]. Under time pressure, directors spoke

faster than the searchers [mean of 105.7 w.p.m. vs. 80.4 w.p.m;t (18) = 2.134, p

= .047; see Figure 3.4], but the result for MLU did not reach signi�cance [5.0 vs.

4.5; t (18) = 1.041, p = .312]. However, the directors' MLU increased under time

pressure [mean 4.1 vs. 5.0;t (18) = -2.442, p = .025] though there was no signi�cant

di�erence in speech rate [mean of 82.5 w.p.m vs. 105.7 w.p.m;t (18) = -1.867, p =

.078].

Figure 3.4: Speaker x Time Pressure interaction for speech rate. Error bars represent
standard error.

The same MANOVA was conducted on rates of four types of dis
uencies:

repetitions, substitutions, insertions, and deletions. There was no signi�cant dif-

ference between speaker roles - a �nding which supports previous investigations of

the same corpus (Nicholson et al., 2010). However, dis
uency rates in the �nal 3

minutes (time pressure) did change signi�cantly with Speaker role; directors had

higher dis
uency rates than searchers,F (4,15) = 3.813, p = .025. Univariate tests
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revealed that the directors' substitution rates were signi�cantly higher, F (1,18) =

7.564, p = .013. Overall, our data support the prediction that dis
uency

rate and speech rate would increase with time pressure, especially for

directors .

We also predicted that time pressure would impact the types of dialogue

exchanges that occur, but would a�ect each role di�erently. Speci�cally, directors

would make moreInitiate and Ready moves with time pressure and searchers would

make moreResponsemoves. Univariate Mixed 2x2 ANOVAs were conducted on the

number of the di�erent types of Initiate , Response, and Ready moves, with Speaker

role as a between subjects factor and Time Pressure as a within- subjects factor.

For Initiate moves, there was a main e�ect of Speaker, with directors making more

Instruct [F (1,36) = 50.449,p < .001],Query [F (1,36) = 19.059,p < .001], andReady

[F (1,36) = 25.494, p < .001] moves. There was no e�ect of Speaker role onCheck

moves [F (1,36) = 3.142, p = .085], However, searchers made moreExplain moves

[F (1,36) = 32.980, p < .001]. There was a Speaker x Time Pressure interaction for

Explain [F (1,36) = 6.136, p = .018] and Align moves [F (1,36) = 7.626, p = .009], but

no di�erence in Query moves [F (1,36) = 3.284, p = .078]. Directors produced more

of these moves under time pressure, whereas searchers produced fewer. There was

also a Speaker x Time Pressure interaction forCheck moves [F (1,36) = 50.449, p <

.001] due to searchers producing more under time pressure and directors producing

less. Consistent with our predictions, directors produced more initiating

moves than searchers, especially under time pressure. The one exception

was that searchers produced moreExplain moves, which upon further inspection,

was due to their being responsible for describing the locations of the green boxes to

the director.

In terms of Responsemoves, there was a Speaker x Time Pressure interaction

for Acknowledgments[F (1,36) = 10.732, p = .002], resulting from directors making

fewer acknowledgements and searchers making more under time pressure. ForReply

moves, there was a main e�ect for Speaker [F (1,36) = 15.856, p < .001] and a

signi�cant Speaker x Time Pressure interaction [F (1,36) = 4.669, p = .037] due to
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Figure 3.5: Distribution of dialogue moves by speaker role under time pressure.
Error bars represent standard error.

searchers making fewer replies under time pressure. Despite this downward trend

for replies under time pressure, searchers still had a higher rate ofResponsemoves

than directors. For Ready moves, there was a main e�ect for Speaker [F (1,36) =

25.494,p < .001], resulting from directors producing more of these dialogue moves.

Overall, these results support our predictions that directors would take

more initiative in the task, whereas searchers would be more receptive

(see Figure 3.5).

3.1.3.2 Performance Measures

Next, we examined the e�ects of performance and time pressure on the directors'

and searchers' dis
uency rates, speech rates, and dialogue moves. We �rst tested for

di�erences between the groups' dis
uency and speech rates under no time pressure

using unpaired t-tests. The results showed no signi�cant di�erences between groups
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in the rates of the di�erent types of dis
uencies (all ps > .05).

Mixed 2x2 ANOVAs with Time Pressure (absent vs. present) as a within-

subjects factor and Group (e�ective or ine�ective) as a between-subjects factor were

conducted on MLU and speech rate. There was no e�ect of Group on MLU (F <

1), suggesting the lack of positive evidence for e�ective teams using an implicit

coordination strategy (Orasanu, 1990). The e�ective directors' average speech rate

was also not signi�cantly di�erent from the searchers' (101.4 w.p.m vs. 86.8 w.p.m,

F < 1).

Next, we compared dis
uency rate between performance groups. A MANOVA

was conducted on the rates of the four types of dis
uencies, with Group as a between-

subjects factor and Time Pressure as a within-subjects factor. A signi�cant Group

e�ect was observed [F (4,33) = 2.787, p = .042] on rates of self-repair dis
uencies (see

Figure 3.6). Speci�cally, the e�ective group displayed an increased rate ofInsertions

[F (1,36) = 4.292, p = .046] and Deletions [F (1,36) = 4.414, p = .043]. The ef-

fective teams' increased self-repair rate is consistent with our prediction,

which attributed it to additional planning and coordination .

Next, we compared the distribution of conversational moves between both

performance groups using 2x2x2 mixed ANOVAs with Group and Speaker as between-

subjects factors and Time Pressure as a within-subjects factor. We observed a

Group x Speaker interaction for Check moves [F (1,32) = 7.053, p = .012], with

e�ective directors producing more Checksthan the ine�ective directors, and ine�ec-

tive searchers producing more than the e�ective searchers (see Figure 3.7). In the

analysis ofReady moves [F (1,32) = 4.657, p = .039], we observed a 3-way interaction

wherein e�ective directors' rate of Ready moves was higher than their teammates'

with and without time pressure. However, ine�ective directors only used moreReady

moves than their teammate when there was no time pressure; under time pressure,

the rate was not signi�cantly di�erent (see Figure 3.8). These results support

our prediction that directors will take more initiative in the task, espe-

cially under time pressure . They also show that speaker role is a signi�cant

factor that interacts with overall communicative e�ectiveness.
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Figure 3.6: Group e�ect for dis
uency rate.

3.1.4 Qualitative Results

Though we found support for our hypothesis that e�ective teams would exhibit

more collaborative dialogue, our speech and discourse measures may not quite tell

the whole story. It is possible that performance was also in
uenced by the particular

coordination strategies and grounding techniques that teams adopted. For example,

a coordination strategy in which the director takes more initiative might be su�-

cient to produce e�ective performance, regardless of how the team communicated.

Thus, it is important to evaluate examples from the teams' dialogue exchanges to

investigate how common ground was established in e�ective vs. ine�ective teams.

In the following analysis, we looked at several additional factors that may have in-


uenced communicative e�ectiveness: coordination strategy, goal communication,

dis
uency, and grounding techniques.
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Figure 3.7: Group x Speaker interaction for Check moves. Error bars represent
standard error.

Figure 3.8: Group x Speaker interaction for Ready moves. Error bars represent
standard error.

3.1.4.1 Coordination Strategy

Although each team was given the same set of instructions, there were signi�cant

di�erences in the approaches that teams used to perform the task. We have classi�ed

these coordination strategies into three major categories:director leads, searcher

leads, and shared leadership. Each of these strategies di�ers with respect to the

involvement of each role in managing the team's actions.

In a director leads strategy, the director has an increased speech rate and

MLU, and produces more Instruct moves. By contrast, the searcher is the more
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receptive party, displaying a reduced speech rate and utterance length, but more

Responsemoves (especially acknowledgments). The main role of the director in

this strategy is to manage the searcher throughout the environment, while eliciting

information about the green boxes scattered throughout. The main role of the

searcher is to follow the director's instructions and provide information when it is

requested. One would think that such a strategy would reduce interactive dialogue

due to the distinct separation between roles; however, it is still important to ground

conversational exchanges. Since the two teammates are not co-located in the same

physical environment, they still need to engage in perspective-taking when giving

and responding to instructions. For example, the director needs to consider the

searcher's movement in a 3D environment, and likewise, the searcher needs to tailor

her descriptions to match the director's 2D 
oor plan. Of all the teams, one team

from the e�ective group used this strategy throughout the task, and another e�ective

team switched to it under time pressure. The same trend was found in the ine�ective

group as well, so this strategy on its own was not linked to improved performance

(see Figure 3.9).

Figure 3.9: Team and participant composition.

As an example of the types of exchanges used by teams that employed this

strategy, consider the following example from an ine�ective team (#4) (dialogue

moves have been included for reference):

D: So are - you're walking into a big room (Instruct) am I right? (Align)

S: Uh yeh (Reply-Y), the room with the �ling cabinets? (Check)

D: Okay (Ready), uh, no- no (Reply-N),
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leave that room make a right (Instruct)

S: Uh huh (Acknowledge/Continue)

D: Leave that room (Instruct-repeat), what do you see? (Query-W)

S: To the right there's a closed door (Reply-W).

D: No. . . laugh no, well can you open the door? (Check)

No you can't open the door that's right. This is so odd (Explain).

Here, the director attempted to ground locational information by using more

Check, Align, and Query moves. Despite the attempt, the team was unsuccessful

because the teammates still had not identi�ed one another's location. The direc-

tor was not solely to blame either. The searcher did not volunteer information,

but instead merely replied to the director's queries. As a result, the director had

to (ine�ciently) ask multiple questions to determine the searcher's location. This

trend actually got to the point where, in the last utterance, the director asked and

responded to his own question. Now, compare this to an example from an e�ective

team (#1) using this same strategy:

(A)

D: If you: (pause) turn around go out of that room (Instruct)

S: Okay (Acknowledge)

D: Straight in front of you there should be a chair (Explain)

S: Yes (Acknowledge)

D: At a table, there's a blue box there (Explain)

S: Yes (Acknowledge)

D: Okay (Ready). Get that (Instruct)

Here, the director produced his utterances in installments, seeking con�rma-

tion that each step was understood before proceeding. Notice also how the director

engaged in perspective-taking by referring to locations from the searcher's perspec-

tive (e.g., \Turn around" and \Straight in front of you"). Overall, the fact that
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these two teams used the same strategy, yet performed di�erently, suggests that

this particular coordination strategy may not re
ect performance. Factors such as

perspective-taking and grounding may have more of an impact on team performance

rather than the coordination strategy used.

A searcher leadsstrategy is the reverse ofdirector leads. Here, the searcher

is the one initiating more utterances, along with an increased speech rate and utter-

ance length. The utterances mainly serve to update the director about her actions

and movements, as well as to indicate the location of the green boxes. One common

dialogue pattern found in teams using this strategy was the searcher volunteering

information unprompted. This allowed the searcher to give an update while navi-

gating the environment, which helped to e�ciently establish and maintain common

ground. Consider the following example of an e�ective team (#3) using this strategy:

(B)

S: I'm going straight (pause) and then there's a doorway and at the very

very left hand side, there's the �rst green box

In this example, the searcher took initiative by providing information as she

navigated the environment. At �rst glance, the searcher leadsstrategy seems to

be the most e�ective since it minimizes joint e�ort as the director is continually

updated on the searcher's location and current plan. However, the team still needs

to establish common ground with respect to the locations being described, which

may be di�cult if the searcher is operating from an egocentric perspective. Consider

the following example from an ine�ective team (#11) using a searcher leadsstrategy:

(C)

D: Okay where are those?

S: Okay (pause) um (pause) the �rst one (pause) as I came into this room

(pause) and I walked straight ahead *um*

D: *Okay*
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S: (pause) just as I was about to turn right (pause) there's kind of this uh

stage in front of me a:nd there's steps up to it and the green box is right in

front of that on (pause) the- on the step

D: Okay

Notice how the searcher used egocentric language such as: \as I came into

this room", \just as I was about to turn right", \this stage in front of me", etc. The

searcher was not pausing to seek con�rmation, but was rather stringing together

lengthy descriptions that may or may not have been understood correctly. So, even

though the director was responding with acknowledgments to all this, it was likely

di�cult for him to orient to the searcher's exact location on the map. This pattern

of communication, more so than the coordination strategy, may have contributed to

this team's poor performance.

Overall, this strategy requires the same degree of perspective-taking and

grounding that a director leads strategy would require, and so it is not surpris-

ing that it was not well correlated with performance. In particular, one team in

each performance group used this strategy, but two additional teams in each group

changed to it during time pressure (see Figure 3.9). Again, we found no evidence of

coordination strategy alone being indicative of performance.

The �nal strategy we observed is the shared leadershipstrategy. Here, the

director and searcher play a relatively equal role in managing the task. This strat-

egy is characterized by an equal speech rate, as well as an equal rate ofInitiate and

Responsemoves; teammates alternate giving and receiving instructions depending

on the situation. Such a strategy should require the most collaboration between

teammates since they each equally contribute to the dialogue. This strategy was

slightly more common in the e�ective teams, with one team using it only when time

pressure was absent, and two teams switching to it under time pressure. Interest-

ingly, both of these teams that switched were the top performers. Only two of the

ine�ective teams used this strategy, with one of them using it for the duration of

the task, and the other team switching to it under time pressure (see Figure 3.9).
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One pattern of behavior observed in e�ective teams using this strategy was

the director keeping the searcher up to date about the remaining time, as in this

example from Team #2:

(D)

D: We only have like 30 seconds just to let you know

S: Alright

This was a short, e�cient utterance which served to establish common ground

with respect to time remaining. Since the director had a timer on his map, he deemed

it informative for the searcher to have this information as well. There is evidence

that sharing such information may distribute the workload between members of a

team (Khawaja et al., 2012). Below is another example from the same team using

this strategy:

(E)

S: Well (pause) see the two pink boxes?

D: Yes

S: On the right corner - the inside corner

D: Yes

S: There's a green box on that corner

D: Okay, alright

S: Okay

This exchange was initiated by the searcher, who explicitly sought con�r-

mation at the end of each utterance to ensure that both teammates formed an

accurate shared understanding of the location being described. This highlights an-

other bene�t of the shared leadershipstrategy, which is that it takes elements from

the other role-focused strategies - in this case, the searcher volunteering information

unprompted. However, this strategy is also susceptible to the weaknesses of those
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strategies, as can been in the following example from an ine�ective team (#10):

(F)

D: So was the: - the: (pause) block that you received from the �rst blue box

(pause) yellow?

S: Yeah (pause) ah yeah (pause) *it was*

D: *Okay* well that's wonderful (pause)

S: Mhm, I mean there were a couple in there and I just happened to grab

the yellow one

D: Okay (pause) um (pause) have you taken a block out of the: - (pause) uh

the- the second blue box?

S: Ye:s

Here, the team was spending valuable time establishing what the searcher

had previously done, when this information could have been provided earlier in a

more e�cient manner. For example, the searcher could have stated which blocks

she was taking out of which boxes as she was doing so. This shows how ashared

leadershipstrategy is really a trade-o� between the other role-focused strategies. In

some cases it could be bene�cial, but the team still needs to ground their exchanges

e�ciently.

Overall, coordination strategies may have some e�ect on performance, but

they do not tell the whole story. Since we did not �nd a single coordination

strategy that was used by all, or even most, e�ective teams, it is unlikely

that coordination strategy alone can explain performance . We will now

consider how teams communicated the new goal information and how they grounded

their communicative exchanges.

3.1.4.2 Goal Communication

Another potential factor determining success in the task was how well the directors

communicated the new goal. Recall that directors received a new set of instructions
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after 5 minutes, which they had to convey to the searcher. Some directors were able

to communicate this more e�ectively, giving them momentum going into the �nal

three minutes. All of the e�ective directors accurately conveyed the new goal, but

two of the �ve ine�ective directors incorrectly explained the new goal; one failed

to mention the yellow blocks, and another failed to mention the pink boxes (see

example below). This could explain some of the poor performance observed in the

ine�ective teams, especially with regards to their score on the new task. Below is

an example of goal communication from an e�ective team (#2).

(G)

D: Alright, can you hear me?

S: Yeah

D: Okay. Alright, you- me- you- your new task is to place a yellow block into

each of the pink boxes

S: Okay

This exchange took about 6 seconds and consisted of two contributions (in

four turns). This statement also made use of the team's shared knowledge, since

there was no explicit mention that the yellow blocks are located inside the blue

boxes or what the pink boxes are. This was all established as common knowledge

from prior interaction, so the team was able to minimize joint e�ort by recruiting

this information. Since the searcher replied \Okay", this signaled that the message

was understood and that there was no need for further explanation. Next, we turn

to an example of an ine�ective team (#4) incorrectly communicating the new goal:

(H)

D: Alright, new task. Listen. In every blue box there's gonna be a yellow

block. Okay?

S: Uh huh

D: I need you to grab the yellow block and put it into (pause) um a yellow
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box. Okay?

S: Into a yellow box?

D: Yeh, apparently there are more yellow boxes. Okay.

S: Okay

D: Okay so basically look we were just - okay we weren't oriented, we have

three minutes by the way so we're gonna have to hurry up.

The new goal was to collect yellow blocks from the blue boxes and put them

into each of the pink boxes. This was erroneously communicated by the director,

likely due to cognitive load impacting his ability to retain the instructions. The

searcher even questioned this instruction by initiating a side sequence (\Into a yellow

box?"), but the director con�rmed the original erroneous instruction. As a result,

neither teammate knew what the real goal was, and so (unsurprisingly) the team

scored no points on this new task. This kind of miscommunication is especially

problematic for a team using adirector leads strategy, since this is the role entrusted

to take initiative and make decisions.

Overall, we found important di�erences in goal communication be-

tween e�ective and ine�ective teams. However, since 3 out of 5 ine�ective

teams communicated the goal correctly, and still displayed poor perfor-

mance, we must consider additional factors.

3.1.4.3 Dis
uencies as Collaborative Tools

The �nding that self-repairs increased for the e�ective teams supports our hypothesis

that these types of dis
uencies are not solely due to production di�culty, but rather

may serve an interpersonal function. Examples from the corpus further show how

dis
uencies were used by e�ective teams as collaborative tools to enhance ground-

ing. Consider the following dialogue exchange from one of the top performing teams

under time pressure:

(I)
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S: Yeah, there's one all the way to the right

D: Okay, you should see- you should (pause) be- go to that end hallway

The director's mixed substitution/deletion self-repair served to make the

utterance more accurate and clear for the searcher. Since the director was unsure

of exactly what the searcher was seeing, he repaired his utterance and changed it

to an instruction that did not provide false information, and that was simpler to

understand. This is in line with prior evidence showing that self-repairs increase

when people accommodate their partner's perspective (Clark and Wilkes-Gibbs,

1986).

Due to the fast-paced nature of the task, some searchers tended to \think

out loud" and update their directors with new information as they obtained it. This

naturally led to an increase in dis
uency, as in the following example from an e�ec-

tive team:

(J)

S: But I'm out of- I'm out of- uh (pause) actually,

there's a blue one to my left

D: Yes there should be- yes pick that up

In this exchange, the searcher started to say that she is out of blocks, but

then changed this mid-utterance (via deletion dis
uency) to share new information

(\there's a blue one to my left"). Similarly, the director used a substitution to

con�rm the prior utterance (\yes there should be") and also as a new instruction

(\yes pick that up"). The dis
uencies here maximized the information that each

speaker shared in a single turn, leading to increased e�ciency under time pressure.

E�ective teams were also able to resolve reference ambiguities in dis
uent

utterances, as in the following example:

(K)
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D: There's also one in the second- (pause) uh,

we only have three minutes to do this, okay

S: Okay, second cubicle I got that

Here, the searcher was able to predict that the director was referring to

the cubicle, even though this was part of the deleted reparandum, and the word

\cubicle" was not even explicitly uttered. The silent pause combined with the non-

lexical �ller \uh" may have signaled that the director was referring to an object,

namely, the cubicle (see Arnold et al. (2007) for a similar �nding). Despite the fact

that this segment of the utterance was deleted, the searcher was still able to resolve

the intended referent by drawing on the mutual knowledge that both teammates

share a similar 
oor plan of the room. This example shows that dis
uent speech

may not have negatively impacted speech comprehension, and in some cases, it may

have aided it. This parallels a similar �nding in Brennan and Schober (2001) which

found that dis
uent speech does not impair comprehension. For e�ective teams in

the study, the bene�t of clarifying an utterance may have outweighed the cost of

dis
uent speech because it is cheaper for a person to repair their own speech rather

than to have a partner do it for them (Levelt, 1983). In cases where an error was

not self-repaired (such as the miscommunication of an important goal), this could

have led to misinformation resulting in confusion, or loss of e�ciency due to the

need for additional repair sequences.As a whole, these data suggest that self-

repairs served as collaborative tools in the discourse, and were utilized

by e�ective teams to enhance coordination and e�ciency.

3.1.4.4 Grounding Techniques

Another factor that may have in
uenced performance is how teams grounded their

exchanges. Grounding can involve a number of techniques, including: seeking con�r-

mation that a message has been understood (Clark, 1991), engaging in perspective-

taking (Brennan and Schober, 2001), using shared referents (Clark and Wilkes-

Gibbs, 1986), monitoring one's listener (Bavelas et al., 2000), breaking up longer
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utterances (Clark, 1991), and using self-repairs to clarify the message (Bortfeld et al.,

2001). We have already seen some of these in previous examples, but additional cases

will be discussed below. Consider the following example from an e�ective team (#3)

that highlights many of these properties:

(L)

S: So now if you look straight like- okay if there like- do they show you how

there's two mini rooms attached?

D: Yes

S: Okay, so the �rst mini room which is parallel with that desk, right?

D: Yes

S: There's a table with um a- one chair

D: Mhm

S: And there's a green box there

D: Okay

In this exchange, the searcher led the interaction and sought con�rmation

after each utterance. The director in turn provided an acknowledgment after each

installment to ensure that common ground was maintained. Notice also the exten-

sive perspective-taking by the searcher. Her �rst utterance \if you look straight"

initially contained an egocentric statement (since the director does not have a 3-

dimensional perspective of the room) but upon noticing this, she self-repaired it to

a query in order to accommodate her partner's perspective. By engaging in many of

the grounding techniques that characterize e�ective coordination, the searcher was

e�ciently able to share the location of the green box.

Monitoring of one's conversational partner is another important grounding

technique used by e�ective teams. Consider the following example below from team

#2:

(M)
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S: So in every pink box I'm putting a:

D: Yellow cube

S: Yellow cube in, kay

D: Okay

In this example, the prolongation after \I'm putting a:" signaled di�culty in

retrieving the next word, so the director made an accurate prediction and �nished

the sentence to help out his teammate and minimize joint e�ort. This suggests

active listening and monitoring, both hallmarks of collaborative dialogue.

Another important grounding technique utilized by e�ective teams is estab-

lishing shared referents (i.e., labeling) for objects in the environment. By using

shorthand names for various rooms and locations, it becomes easier (and more e�-

cient) for teams to refer to them without needing to give a full description. Consider

the following exchange from an e�ective team (#2) that shows this technique:

(N)

S: I'm going back into room one

D: Okay room one, like the very �rst starting room?

S: Yeah

D: Okay

This particular labeling strategy is known as refashioning (Clark and Wilkes-

Gibbs, 1986), and involves one person proposing a label and the other person agree-

ing to it. Importantly, this exchange involved a side sequence to clarify that \room

one" referred to the starting room. This completed the contribution and allowed

the label to be added to the team's common ground. However, if the director had

not sought clari�cation about \room one", then both parties would be operating

from an egocentric perspective, and the intended referent would not be shared in

common ground. This could actually hinder the team, as is seen in the following

example from an ine�ective team (#11):

50



(O)

S: And the:n (pause) as I came in this room that I called th- the server room

*um*

D: *Mmm*

S: There's a green box

In this example, the searcher referred to \the server room", but this was not

previously established in common ground. As a result, the director could not resolve

the referent and produced a hesitation (\Mmm"). Such egocentric labeling makes

it di�cult for teams to take their partners' perspectives and discuss locations with

one another e�ciently.

Generally, teams that did not establish common ground with respect to the

various referents in their environment were less e�cient at coordinating their ac-

tions. This was particularly evident in the following exchange by Team #4 which

took 29 seconds to communicate the location of a single green box:

(P)

S: By the way there's a green box here in this hallway.

D: Where which hallway?

S: The- the- okay so you know where the cardboard box is where I told you?

D: Yeah yeah uh huh

S: So right at the end of that wall um to the right like right at the edge is ...

D: What number?

S: Box number 8.

D: 8? And it's on- to that- next to the cardboard box on the right?

S: Well okay so the cardboard box is at the very end of that hallway (pause)

and at the other end of that little hallway.

D: Oh okay

S: On the right is the green box, number 8.
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D: Okay. I gotcha.

TIME UP

This exchange took 98 words over the course of 12 conversational turns. Be-

cause the team was not successfully grounded, they had to spend excess time and

resources to communicate a small piece of information. If these teammates had

established shared knowledge of the 
oor plan and the various referents (e.g., the

hallway, box locations, etc.), then this exchange of information could have been

accomplished more e�ciently. Overall, e�ective teams used a number of

grounding techniques to coordinate their actions, including using shared

referents, perspective-taking, speaking in installments, seeking con�rma-

tion, and attentive monitoring of one another's speech.

3.1.5 Discussion

3.1.5.1 Summary and Interpretation of Results

One observation of our analysis was that factors such as time pressure and speaker

role interact with speech and dialogue measures. First, we found that time pressure

was associated with an increase in speech rate, MLU, and dis
uencies - particularly

for directors. The e�ect for speech measures was not tied to a performance group,

but rather seemed to result from increased workload demands imposed by the task

(see Figure 3.4).Previous studies have not reached a consensus about the

e�ects of time pressure on speech rate and MLU, but here we provide

evidence of a positive correlation for directors. The �nding that dis
uencies

increased for directors supports Bortfeld et al. (2001). However, our results

extend this �nding by showing that time pressure and team performance

interact with speaker role to a�ect rates of self-repairs.

We had several hypotheses about how e�ective teams might communicate in

the task. In terms of dialogue, we found that directors produced more initiating

conversational moves (Instruct , Query, Ready) than searchers did, and their rates
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generally increased with time pressure (see Figure 3.5). However, Searchers pro-

duced more Explain moves which was due in part to their being responsible for

describing the locations of the green boxes to the directors. Searchers also pro-

duced more Checks and Acknowledgementsunder time pressure. These results

suggest that directors generally took more initiative, whereas searchers

were more receptive on the whole. This is consistent with previous �ndings

(Bortfeld et al., 2001; Clark and Krych, 2004), but we extend this result by showing

that coordination strategy may have interacted with these dialogue patterns (see

Figure 3.5). We found no support for the view that e�ective teams would

shift to a more implicit communication strategy (Entin and Serfaty, 1999).

Given the nature and overall di�culty of the task, it was very unlikely that teams

could succeed without explicit communication. Instead,we observed that more

e�ective teams tended to produce more dis
uencies. Moreover, the observed

increase in dis
uency rate was not simply due to longer utterances in e�ective teams,

as their MLU did not di�er from ine�ective teams.

Our results support the view that information provided by speech dis
uency

could be essential to the e�ective coordination of a team. Due to the fast-paced and

di�cult nature of the task, repairs were inevitable. However, if such dis
uencies

were solely indicative of production di�culty then we might have seen an increase

for all teams, or only for the ine�ective teams. However, since they increased for the

e�ective teams, dis
uencies may indicate something else besides increased workload

(see Figure 3.6). Teams that used more self-repairs may have been able to minimize

collaborative e�ort by clarifying and adjusting their utterances to their partner's

perspective. Another bene�t may have come from the improved recall associated

with words preceded by dis
uent speech (Corley et al., 2007). In this way, dis-


uencies can be viewed as a type of grounding mechanism, which, ironically, may

have been utilized by e�ective teams to enhance the clarity and accuracy of their

utterances.

We examined a number of dialogues from the teams to understand some

of the ways in which self-repairs may have bene�ted performance, and found that
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self-repairs served an interpersonal function by enabling speakers to (1) adjust their

utterances to improve perspective-taking and grounding, (2) maximize information

in a single turn, leading to more e�cient exchanges, and (3) make (inevitable)

repairs much faster, since it is known that self-repair is faster than other-repair (the

latter requiring multiple turns and possible recovery from incorrect actions). This

is consistent with previous �ndings that dis
uency serves an interpersonal function

(e.g., Arnold et al. (2007); Brennan and Schober (2001)).

Given the bene�t of self-repair dis
uencies, we next turn to the question of

why e�ective teams made more of them. Importantly, we do not claim that self-

repairs were intentionally made by e�ective teammates. Rather, it is likely that

they arose out of the multiple demands on the task participants (e.g., communica-

tion constraints, time pressure, di�erences in perspective, etc.). We know from prior

studies that dis
uency rates are higher in remote, rather than face-to-face, commu-

nication (Oviatt, 1995). This is due to communication constraints (discussed in

Section 2.1.1), which cause people to verbally (rather than visually) signal metacog-

nitive information such as planning di�culty, issues in perspective-taking, or the

desire to continue speaking.Our �ndings indicate that e�ectively managing

constraints of remote communication may involve more frequent signaling

of such metacognitive information in the form of self-repair dis
uency .

Another possible explanation for the role of self-repairs on performance is

that they are not causally related to performance, but are rather a symptom of

enhanced interpersonal dynamics, manifested as self-repair. That is, if e�ective

teammates were already more willing to adopt their partner's perspective, speak

in installments, provide feedback, etc. then they were also more likely to carefully

phrase, monitor, and repair their own utterances. On this view, self-repairs may

serve no direct bene�t, but rather emerge as symptoms of other, more useful coor-

dination behaviors. It is di�cult to reconcile this view with our �ndings, and others

from the literature, which show that self-repairs serve a coordination function. As

a result, a uni�ed interpretation is also possible in which self-repairs do serve a

coordination function, but that they are also more prevalent in teams that already
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coordinate e�ectively.

To properly disentangle this alternative interpretation in future work would

require several developments. First, is a scheme to identify self-repairs based on

the particular functions they support (e.g., clarifying an instruction or expressing

planning di�culty), or whether they are due to an overburdened production system

resulting from cognitive load. To our knowledge, no such scheme currently exists.

Next, the CReST corpus would need to be annotated based on this scheme, and

also based on the other dialogue coordination mechanisms described (speaking in

installments, seeking con�rmation, etc.). With this newly annotated corpus it will

be possible to explore the interaction between the function of self-repair and the

incidence of coordination mechanisms in e�ective vs ine�ective teams. Given our

hypothesis that self-repairs bene�t coordination, we would expect e�ective teams to

make more self-repairs that indicate coordination as opposed to those that indicate

workload or other functions. On the other hand, if self-repairs are symptoms of

general coordination, then we would expect to see these coordination mechanisms

in e�ective teams, whereas self-repairs in these teams would be due to other func-

tions like workload. A �nding of both coordination functions of self-repair and also

coordination behaviors in e�ective teams would suggest a uni�ed view in which self-

repairs are used as coordination tools, and teams that use more of them display

enhanced coordination in other ways.

Other explanations for the increased prevalence of self-repairs is that they had

more to do with the e�ective teams being previously acquainted rather than serving

a coordination function, or that they were due to workload. These interpretations

are addressed in the next section below. Finally, self-repairs may have been partly

caused by speech overlap. If a speaker came in during a turn in overlap, this may

have caused the initial speaker to repeat or restate part of their utterance, resulting

in a self-repair. While the current study did not examine turn-taking and overlap,

it is possible that e�ective teams displayed higher rates of speech overlap, resulting

from more fast-paced turn exchanges and greater coordination. Overall, while it is

di�cult to establish causation with the kind of corpus analysis performed here, our
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results provide evidence that self-repairs served as coordination tools to

improve performance and that e�ective teammates made more of them

in their e�orts to overcome the communication constraints in the task .

In our analysis of conversational moves, we found an increase in the rate

of Check moves for e�ective directors compared with ine�ective directors (see Fig-

ure 3.7). E�ective directors consistently used these dialogue moves to establish

common ground and manage the various task-induced constraints on their commu-

nication channels. In general, we expected directors to use moreCheck moves since

their 
oor map was a less reliable basis for grounding than the searchers' direct

experience in the environment. We also found a similar e�ect forReady moves, with

e�ective directors displaying a higher rate than their teammate under time pres-

sure, whereas ine�ective directors' rates did not di�er from their teammates under

time pressure (see Figure 3.8).Ready utterances are often short con�rmations (e.g.,

\OK", \Right") used to end an existing dialogue sequence and prepare the start of

a new one. E�ective directors' consistent use ofReady moves with and without time

pressure supports our prediction that this role would take the greater initiative in

managing and guiding the team.

With regards to coordination strategies, we found that teams generally co-

ordinated their activities in one of three ways: director leads, searcher leads, and

shared leadership. We did not �nd that any particular coordination strategy was

more e�ective than others, as teams from both performance groups used a mixture

of these strategies. This suggests that coordination strategy alone was not indica-

tive of e�ective performance. However, these strategies may have interacted with

speaker role, making it di�cult to establish whether some of the e�ects we found

were due to speaker role alone or to an interaction with coordination strategy. For

example, though we found that directors had an overall increase in initiating ut-

terances, this may not have held for all directors. A director on a team using a

searcher leadsstrategy did not display the same increased speech rate and initiative

that we found in directors from teams using a di�erent strategy. Because we only

had 5 participants per group, we were limited in our ability to tease apart these
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di�erences (however, see Figure 3.5 for some general trends). Future studies will

need to incorporate larger samples to compare these di�erent strategies and test

how they a�ect team communication and performance.

3.1.5.2 Communication, Coordination, and Performance

While our results suggest that e�ective teams displayed improved performance due

to increased collaboration and grounding, we must also consider how and why in-

e�ective teams failed. One possibility is that ine�ective teams failed to establish

common ground, which increased collaborative e�ort and made coordination more

costly and e�ortful. We found some evidence for this, as directors on the ine�ec-

tive teams made fewer dialogue moves indicating cohesion (e.g.,Check, Ready) with

their teammate. As a result, these teams had problems grounding their exchanges,

which led to an inability to determine their partner's location and coordinate their

actions with respect to objects and locations in the environment.

Another explanation for poor performance is that some teams failed due to

reasons unrelated to coordinated dialogue (e.g., workload, coordination strategy,

miscommunication, or team composition). Regarding workload, we did not �nd

evidence that the ine�ective teams were di�erentially a�ected by the time pres-

sure in our task. Our analysis showed that speech rate, average utterance length,

and dis
uency rates were not higher in ine�ective teams. Since these measures have

been associated with increased workload in previous studies (Berthold and Jameson,

1999; Khawaja et al., 2012), we cannot conclude that ine�ective teams experienced

greater workload. However, it has been shown that di�erent operationalizations of

workload (time pressure vs. task/resource demands) can lead to di�erent e�ects

on team performance (Urban et al., 1995). Our study did not disambiguate these

factors since the workload condition involved both time pressure and increased task

demands. Furthermore, workload was not measured apart from indirectly through

our dis
uency and dialogue measures. This made it di�cult to rule out if certain

roles or teams were di�erentially a�ected by time pressure. One resulting possibility

is that only the director was a�ected by time pressure because the timer was only
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visible on his map. Another possibility is that e�ective teams may not have actually

been under any workload at all. These scenarios are unlikely because (1) our work-

load manipulation involved both time pressure and additional task demands, so it

was unlikely that people were entirely una�ected, (2) dis
uency rates, which have

been associated with workload, increased for e�ective teams, and (3) the median

score of all teams was an 8 (out of 24), and even the best team only scored a 19

- suggesting that the task was fairly challenging for all teams. Still, future studies

will need to objectively measure workload to determine if the e�ects of workload are

variable across performance groups and speaker roles.

One additional factor that may have a�ected performance is team composi-

tion. Due to the limited sample size, the two performance groups were not equally

matched for gender or familiarity relationship. Though real-world teams are known

to be heterogenous with respect to these factors, it is possible that teams in our

study performed di�erently as a result of their gender composition or prior inter-

actions (Bear and Woolley, 2011; Myaskovsky et al., 2005). For example, Bortfeld

et al. (2001) found that men produced more �llers and repetition utterances than

women, especially when they were in the lead role of a task. This should not have

a�ected our results since the gender composition between groups was fairly equal,

and we did not examine �llers. The same study (Bortfeld et al., 2001) also found

no di�erence in 
uency between married (i.e., familiar) dyads and stranger dyads

in task-oriented dialogue. Thus, we would not expect the self-repair �nding to

be in
uenced by group familiarity. However, it still remains a possibility that fa-

miliar teammates were more comfortable with one another (thus leading to more

dis
uency) or that unfamiliar teammates planned their speech more carefully (thus

leading to less dis
uency). Future controlled studies will be needed to de�nitively

rule out these possibilities. One such study might involve the same task, but with

two experimental groups - one comprised of mixed-gender married couples (perhaps

even controlling for duration of marriage) and the other comprised of mixed-gender

strangers. If familiarity increases self-repair rates, then we would expect the married

group to produce more self-repairs than the group of strangers. This study could
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also examine measures of anxiety in both groups (physiologically or through surveys)

to test the hypothesis that self-repairs are due to comfort with one's conversational

partner.

There is also some evidence that team familiarity may a�ect coordination and

performance (Jehn and Shah, 1997). Our performance groups did di�er with respect

to familiarity relationship (see Figure 3.9), so this may have contributed to the

performance disparity. To rule this out, future work may utilize the study results of

Jehn and Shah (1997), who found that familiar teams perform better than unfamiliar

teams in decision making and motor tasks. The authors identi�ed four group process

components implicated in the performance disparity between familiar and unfamiliar

teams: information sharing, commitment to the group, monitoring, and cooperation.

Additional annotation of the CReST corpus with these categories can reveal the

in
uence of familiarity on performance. If familiarity leads to improved performance

then we would expect the e�ective teams to display these four components more so

than the ine�ective teams. Otherwise, we would expect to see no di�erence. This will

be tricky, however, because many, if not all, of the characteristics of familiar teams

are also characteristics of e�ective teams (especially cooperation and monitoring).

In fact, it is unlikely that teams could be e�ective in this task without these four

components. As a result, properly addressing this alternative explanation might

require a new data set in which group familiarity is a controlled factor, such as the

one described in the previous paragraph). Overall, though it is possible that gender,

familiarity, and other factors (e.g., speed, personality, etc.) may have in
uenced the

performance of our groups, this does not change the �nding that teams of varying

e�ectiveness exhibited di�ering patterns of communication. It was these patterns,

and their relation to team coordination, that our study sought to investigate.

Another possible explanation for poor performance was the miscommunica-

tion of the new goal in two of the teams. This did seem to result in a lower score

for the new task, but did not signi�cantly a�ect these teams' overall performance.

The mean score for ine�ective teams thatcorrectly communicated the goal was 5.7

(S.D. = 1.5), whereas the mean score for the two teams thatincorrectly commu-
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nicated it was 4.0 (S.D. = 4.2). Though the means are numerically di�erent, the

two teams that incorrectly communicated the goal were the highest- and lowest-

scoring teams in the ine�ective group. As a result, we cannot claim that this factor

alone contributed to their poor performance. Finally, we have already ruled out the

likelihood that coordination strategy alone in
uenced performance, as teams from

both performance groups used a mixture of these strategies.Overall, the abil-

ity to establish common ground through collaborative exchanges seemed

to be the key factor in e�ective team performance. E�ective teams were

able to accomplish this through particular communication strategies that involved:

self-monitoring one's speech for clarity (e.g., self-repairs), being responsive to one's

teammate (e.g.,Ready moves), as well as monitoring them for understanding (e.g.,

Check moves).

3.1.5.3 Conclusion

The results of our investigation revealed a number of novel e�ects of dis
uencies and

dialogue moves in task-oriented remote communication. In our analysis of dialogue

moves, we found that the best performing directors used moreCheckutterances than

the ine�ective directors (see Figure 3.7). Check utterances are used as a means to

gauge a partner's understanding, and are especially useful for reducing uncertainty

when interlocutors are remotely separated and need to establish shared knowledge.

E�ective directors also produced more Ready utterances under time pressure than

ine�ective directors (see Figure 3.8), indicating that they showed receptiveness to

their partner and maintained control over guiding the team through the changing

task conditions. Moreover, these patterns were maintained under time pressure, as

e�ective teammates e�ciently grounded their exchanges and engaged in perspective-

taking of their partners.

We also observed that more e�ective teams produced twice as many self-

repair dis
uencies as the less e�ective teams. Although previous studies have demon-

strated some e�ects of dis
uency on dialogue (Arnold et al., 2007; Brennan and

Schober, 2001), ours is the �rst to link these e�ects with improved performance in
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a joint task involving spontaneous speech. Our results indicate that e�ective team-

mates were monitoring their own speech and repairing it for clarity and accuracy in

order to accommodate their partner's perspective and facilitate grounding. In this

way, dis
uencies suggest a greater team awareness, which may have contributed

to improved performance (see Figure 3.6). These results �t in line with the view

that language is a collaborative activity, and speakers are necessarily and actively

engaged in monitoring their listeners (Clark and Schaefer, 1989).

3.2 Toward a Conversation-Analytic Taxonomy of Speech

Overlap

The interesting �nding in the previous analysis of e�ective teams being more dis
u-

ent led to some follow-up investigation. Upon further examination it was revealed

that many of the self-repairs in the corpus occurred during periods of overlapping

speech. In fact, in some cases, the self-repaircausedthe overlap, because either the

other speaker came in to repair or they thought they had the 
oor, only for the

initial speaker to continue. This prompted further investigation into the properties

of speech overlap in the CReST corpus, which served as the basis for computational

modeling in Chapter 4.

3.2.1 Background on Speech Overlap

Speech overlap is a common phenomenon found in human dialogue across the world

(Scheglo�, 2000). Overlap is not the same as interruption, as the former is consid-

ered to be a product of turn-taking organization while the latter is a violation of

conversational norms (Drew, 2009; Drummond, 1989). Much of the past work on

speech overlap comes from the �eld of CA. CA studies the ways in which social in-

teraction is managed by conversational participants through dialogue. At the heart

of CA is the model proposed by Sacks et al. (1974) (hereafter referred to asSSJ for

Sacks, Scheglo�, and Je�erson) which describes the turn-taking organization at the

core of human social interaction. The SSJ model makes some important predictions
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about the structure of turn-taking and how it relates to speech overlap. The most

important of these predictions is that while speakers exchange turns in the course

of a typical dialogue, they tend to follow the \one-speaker-at-a-time" rule. Another

prediction is that speaker changes occur with minimal gap or overlap, and when

overlap does occur, it is usually resolved very quickly.

Much of our understanding of the structure of overlap comes from the work

of Gail Je�erson (Je�erson, 1982, 1986, 2004). Je�erson showed that overlap is

an orderly process characterized by precise onset times with regards to turn-taking

structure. She identi�ed several types of overlap based on these onset points (de-

scribed in Section 3.2.2.1 below), and found that they generally coincide with the

point in a turn at which a speaker change can occur. This suggests that overlap is a

consequence of peoples' adherence to the one-speaker rule and the goal to minimize

gaps in between turns. On this account, overlap in collaborative dialogue is not

seen as rude, but rather supportive. It indicates that conversational partners are

receptive to one another and attempt to make smooth and e�cient turn transitions

- all predictions of the SSJ model.

In addition to characterizing overlap onset, there has also been some work

on understanding how people manage and recover from overlap. Je�erson (2004)

addresses some aspects of overlap management by describing ways in which people

can drop out or hold the turn during overlap, as well as how people deal with

segments of speech in overlap that were not heard. In terms of overlap recovery,

Scheglo� (2000) describes an \overlap resolution device" used by participants in an

interaction to recover from overlapping speech. Because of the focus on recovery

from overlap, Scheglo� limits his analysis to competitive overlap, in which there is an

explicit claim for the 
oor that needs to be resolved. As a result, he excludes certain

types of non-competitive overlap from his analysis, including: terminal overlap,

continuers, conditional access to turn (e.g., word search), and \chordal" cases (e.g.,

laughter). However, these cases are very common dialogue phenomena, and should

be included in any thorough account of overlap.

The present work seeks to develop a comprehensive taxonomy of speech over-
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lap that incorporates past work from CA as well as our own contributions. While

several aspects of overlap have been studied independently, there does not exist

an overall scheme that captures all the critical dimensions for classifying overlap.

We seek to develop such a scheme, utilizing methods from CA and DA in order to

balance ecological validity with experimental control (de Ruiter and Albert, 2017).

Importantly, the features in our scheme are quanti�able and com-

putationally tractable so as to be useful not only as an explanation of

empirical data but also in computational models. This necessitates an im-

portant trade o� between empirical validity and computational tractability. Com-

putational models and dialogue systems that utilize this framework must operate at

the millisecond time scale, so the number of features to consider must be kept to a

minimum. As a result, cues from the visual modality (e.g., gaze) are absent from

our scheme due to computational complexity, even though they have been identi�ed

as important for managing turn-taking in face-to-face interactions (Duncan, 1972).

3.2.2 CReST Corpus Annotation

We used annotations of the CReST corpus (Eberhard et al., 2010) to develop our

taxonomy. Speech overlap was relatively frequent in the corpus due to the remote

communication, time pressure, and interaction demands imposed by the task. We

extracted all instances of overlapping speech in the corpus and classi�ed them ac-

cording to our scheme.

In order to classify overlap according to our scheme, we de�ne the following

categories. These will be discussed below with example dialogues from the corpus.

Onset Point

- Transition-Space, Post-Transition,

Interjacent, Last-Item

Local Dialogue History

- Turn-Holder:

- Previous, Current, Next
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- Dialogue Move:

- Initiation, Response, Ready

Overlap Management

Non-Competitive

- Drop Turn, Single Item, Wrap Up,

Finish Turn, Laughter

Competitive

- Continue

- Dis
uency:

- Prolongation, Silent Pause,

Filled Pause, Combination

- Self-Repair:

- Repetition, Substitution

Insertion, Deletion

3.2.2.1 Onset Point

Perhaps the most important feature to classify overlap is the onset point at which

it occurs. Our scheme includes the following types based on Je�erson (1986):

A last-item overlap occurs at the point immediately before a TRP (seeD1 3).

They typically involve an overlap on the last word, but could also occur at the last

lexical item (e.g., \tra�c light"). Sometimes a person will attempt to come in at

the last-item position, but the �rst starter will continue their turn after the TRP.

These are still treated as last-item overlaps since the second starter's entrance was

at the perceived last-item position (seeD2).

(D1) D: There is . one yellow block . per blue b[ox]

S: [ok]ay

3Overlap is represented in brackets.
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(D2) S: There is an open do[or to my rig]ht

D: [per:::fect p]erfect

A transition-space overlap (i.e., simultaneous startup) occurs in the transition

space between TCUs when the previous speaker continues their prior turn at the

same time that the other speaker started their new turn (seeD3). The startup can

be simultaneous or o�set within up to one conversational beat (up to 180 ms). One

special case here is when a speaker prolongs the last item of a TCU and the second

starter comes in at this point. Instead of being marked as a last-item, this would

actually be a transition-space since the speaker was aiming for the TRP (seeD4).

(D3) S: Yes

(0.5)

D: [So is]-

S: A[n d I] just leave that there correct?

(D4) D: Ye : :[ : :s]

S: [o k ]a y

A post-transition overlap occurs when a speaker starts their turn slightly after

the current speaker started a new TCU (i.e., after the transition space). \Slightly

after" is de�ned as within 1-2 conversational beats (180-360 ms) of the �rst starter.

It is distinct from the transition-space overlap in that one speaker has already laid

claim to the turn. This type of overlap usually occurs when the second starter refers

to something that the �rst starter said in their previous TCU (see D5 - the TRP is

between \sure" and \where").

(D5) S: Is there a time limit?

D: I'm- I'm not sure whe[re are you?]

S: [o k a y]

An interjacent overlap occurs in the middle of a turn, not directly near a

TRP (see D6). Thus, any overlap that does not fall within the 2-beat window

of a transition-space/post-transition or on the last-item of a speaker's turn can be

classi�ed as interjacent. While these are closest to \interruption", in practice these
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types of interjections are usually what are known asrecognitional overlaps. They

occur when speakers seek to correct, clarify, or otherwise respond to something that

the �rst starter said. Continuers or other acknowledgments can also occur at the

interjacent point, but it is more common that they occur near TRPs (Duncan, 1972).

(D6) D: Okay maybe that was a-

(0.5)

D: like they said th[e r e w a s ]- [okay

S: [it was a pin]k b[ox

3.2.2.2 Local Dialogue History

Local dialogue history is a crucial element of our scheme, as people appear to be sen-

sitive to this information when resolving overlap of di�erent types (Scheglo�, 2000).

For example, if a speaker asks a question and then overlaps the recipient as s/he is

responding, then the recipient is likely to drop out. This is because the �rst speaker

violated the adjacency pair, thus creating an implicature that an expansion or clar-

i�cation of the initial question will occur. Knowledge of the previous turn-holder

and dialogue move is necessary to identify this type of behavior. Another common

pattern is when a person drops out of competitive overlap only to restart exactly

what they were attempting to say at the next available opportunity. Knowledge of

the local dialogue history is necessary to classify these examples as well.

Overlap onset point alone is not su�cient to account for such cases, so our

scheme includes information about the previous, current, and next turn-holder, as

well as the corresponding dialogue moves with respect to the overall sequence or-

ganization. Dialogue move classi�cation is based on the annotation scheme from

Carletta et al. (1997), which codes dialogue moves as types ofInitiation, Response,

and Ready moves. ExpandedAcknowledgmentcategories are from Eberhard et al.

(2010). While the other features are straightforward to code,current turn holder

requires slightly more consideration in cases of overlap. For interjacent and last-item

overlaps, we mark the �rst starter as the current turn-holder since they already had

a turn in progress. For post-transition overlaps, we similarly mark the �rst starter
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as current turn-holder because they have made a perceivable sound (> 1 beat) to

claim the turn. In transition-space overlaps, however, current turn-holder is set to

\both", as both speakers have laid claim to the turn simultaneously.

3.2.2.3 Overlap Management

Je�erson (2004) describes the following types of general behaviors that can occur

to manage overlap, and return the dialogue back to a single speaker: First starter

drops - second starter begins; second starter drops out after false start; both parties

continue simultaneously; both parties drop out simultaneously.

We expand on this preliminary scheme to capture both competitive and non-

competitive overlap management behaviors. Though we use the termcompetitive

to describe a �ght for the turn, it is important to note that such \�ghts" are very

brief and are typically not contentious (barring political debates). They are used

as a means to quickly establish who will take the next turn. In our scheme, these

behaviors are only considered as overlap management mechanisms if they occurred

within two beats of the end of the overlap (following Scheglo� (2000)).

The non-competitive categories denote ways in which people come in during

overlap with no attempt to take (if second starter) or hold (if �rst starter) the turn.

One such type isSingle Item, in which the speaker utters a single word (or lexical

item) TCU in overlap. Oftentimes these are continuers such as \okay", \right", etc.

Another type is Wrap Up, which we de�ne as �nishing up a turn when overlap is

detected. The �rst starter continues their turn just enough to get to the next TRP,

and then allows the second starter to take the 
oor. This is in contrast to Finish

Turn which involves completing the remaining item and relinquishing the turn, as in

last-item overlap. Drop Turn is when a speaker drops out before a TRP, abandoning

their utterance. Laughter is the �nal category here. It is a non-competitive activity

that typically elicits a similar response from the recipient.

The competitive overlap management categories include several behaviors

which participants use to take or maintain the turn during overlap. One such cate-

gory includes dis
uencies such asprolongations (> 180 ms/syllable), silent pauses,
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and non-lexical �lled pauses (uh/um). Combinations of the above behaviors can

occur, such as a �lled pause followed by a silent pause. The other category includes

self-repairs from the HCRC map task coding scheme - repetitions, substitutions,

insertions, and deletions (Lickley, 1998). Repetitions can be a restart from the

beginning of the turn, or can involve repeated syllables or fragments, as in \recy-

cled turn beginnings" (Scheglo�, 1987). Substitutions occur when a word/item is

replaced in the TCU, and Insertions occur when a new word/item is added. Dele-

tions are abandoned utterances followed by a restart. If a dis
uency (pause or

prolongation) occurs within a self-repair then the self-repair is given priority for

purposes of annotation. This is done to resolve ambiguity in coding overly complex

repair combinations which sometimes arise. Finally, the scheme includes a category

called Continue which indicates that the speaker continued to talk through overlap

with no dis
uent behavior. They also did not stop at the next TRP, as in the Wrap

Up case.

Table 3.1: Frequency of overlap onset points.

Overlap onset Frequency
Transition-Space 35%
Post-Transition 15%
Interjacent 15%
Last-Item 35%

3.2.3 Corpus Annotation Results

As a demonstration of the present scheme, we extracted the above categories from

the annotated CReST corpus. While a complete analysis of the corpus is a work in

progress, here we report on some observed frequencies in the data.

There were a total of 541 overlaps in the 10 teams we analyzed. Table 3.1

shows the frequency of each type of overlap based on the onset point. Transition-

space and last-item overlaps accounted for 70% of all overlap in the corpus. While

this may seem surprising given that these overlaps have the smallest window of

classi�cation (less than a beat in most cases), this �nding highlights the orderly
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Table 3.2: Frequency of overlap management behaviors for asynchronous onset cases
(post-transition, interjacent, last-item).

Overlap
Management

(asynchronous)
First Starter Second starter

Non-Competitive 38% 26%
Drop Turn 2.6% 1.5%
Single Item 8.8% 21%
Wrap Up 3.4% 1.6%
Finish Turn 20% < 1%
Laughter 3.4% 1.5%
Competitive 12% 24%
Continue 6.5% 16%

-Dis
uency- 4.3% 4.7%
Prolongation 1.9% 2.6%
Silent Pause 2% < 1%
Filled Pause < 1% < 1%
Combination < 1% < 1%

-Self-Repair- 1.1% 3%
Repetition < 1% 1.8%
Substitution < 1% < 1%
Insertion 0% < 1%
Deletion 0% < 1%

nature of overlap.

We also looked at overlap management behaviors from our scheme. There

were 1082 cases here (twice the number of overlaps) because we tracked both speak-

ers' responses. Table 3.2 shows the distribution of behaviors for post-transition,

interjacent and last-item overlaps (total: 741), while Table 3.3 shows the distribu-

tion of transition-space overlaps (total: 341). The data were divided in this way

because transition-space overlaps involve a synchronous startup of both speakers,

and do not have a �rst or second starter.

Overall, there was a numerically higher rate of non-competitive overlap in

all cases. This supports the SSJ model in that most overlap is not competitive

and is resolved quickly. For asynchronous cases, the most frequent behavior for

�rst starters was Finish Turn (20%), with most of these coming from last-item

onsets. For second starters, the most frequent behavior wasSingle Item (21%).

Interjacent overlaps had a high proportion of these, which suggests that they served
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Table 3.3: Frequency of overlap management behaviors for synchronous onset cases
(transition-space).

Overlap Management (synchronous) Frequency
Non-Competitive 55%
Drop Turn 7%
Single Item 39%
Wrap Up 5.8%
Finish Turn < 1%
Laughter 2.1%
Competitive 45%
Continue 24%

-Dis
uency- 15.6%
Prolongation 9.6%
Silent Pause 3%
Filled Pause 1.2%
Combination 1.8%

-Self-Repair- 5.8%
Repetition 3%
Substitution 1.2%
Insertion < 1%
Deletion 1.5%

as verbal acknowledgments, i.e., \continuers". A total of 33% of turns in which a

speaker was overlapped at the interjacent point contained aSingle Item utterance

by the second starter. Continues were also frequent for second starters (16%), and

often occurred at last-item positions. Despite being classi�ed as competitive, when

Continues occur at the last-item point there is often no competition for the turn; the

�rst starter typically �nishes the turn immediately. For the synchronous onset cases,

Single Items were by far the most common (39%), and often involved both speakers

producing them simultaneously (e.g., \OK", \OK") in the transition space between

turns. Continues (24%) and Dis
uencies (15.6%) were also relatively common, and

here they were often used to hold the 
oor. This suggests that transition-space

overlaps may have led to more competition for the 
oor than the other types. This

is not surprising given the fast-paced nature of the task and the fact that teammates

could not rely on visual cues to predict turn completion.
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3.3 Chapter Summary

Team communication is a complex process with many factors in
uencing both

coordination and performance. This chapter highlighted our e�orts at analyzing

the CReST corpus to better understand the e�ects of time pressure, speaker role,

grounding, dis
uency, and coordination strategy on coordination and performance

in remotely-communicating action teams. The best-performing teams in our study

utilized a variety of communication strategies to enhance coordination, including

monitoring for understanding, perspective-taking, self-repairs and others. Impor-

tantly, we showed that these strategies can be identi�ed by discourse properties

available in team communication channels. We also developed a novel taxonomy of

speech overlap that extends prior work in CA and DA. The scheme classi�es overlap

on the basis of onset point, local dialogue history, and management behavior. We

applied our scheme to the CReST corpus and reported the distribution of the var-

ious features of interest. Applying these empirical results to dialogue agents is an

important future direction that can lead to more natural and improved human-agent

interaction. This is the topic of the next chapter.

71



Chapter 4

Modeling Turn-Taking and

Speech Overlap

This chapter1describes computational work aimed at modeling 
uid turn-taking

and speech overlap based on the analysis described in the previous chapter. We

start with an overview of the DIARC cognitive robotic architecture which is the

computational platform used for modeling throughout this dissertation. Next,

we describe our approach to managing and resolving overlap in human-robot

dialogue, followed by an extension of this work to model 
uid turn-taking.

4.1 The DIARC Cognitive Robotic Architecture

Throughout this dissertation we use the cognitive robotic architecture, DIARC

(Scheutz et al., 2019). Below is an overview of the architecture along with a de-

scription of several key components in the natural language pipeline.

4.1.1 Overview

DIARC is the Distributed, Integrated, A�ect, Re
ection, Cognition architecture. It

is an architecture scheme that supports various component con�gurations in order to

model di�erent kinds of cognitive systems. The primary design principle for DIARC

1This chapter is based on the following papers: Gervits and Scheutz (2018a); Gervits et al. (under
review). We thank Ravenna Thielstrom for her assistance with implementation of the turn-taking
framework, and Tony Roque for his guidance throughout the project.
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is to support robust, natural language interactions with humans in social contexts.

Thus, it was speci�cally designed to handle (1) social behaviors, (2) goal-oriented

cognition, and (3) robust intelligence (Scheutz et al., 2007). Though DIARC is not

intended as a model of human cognition (unlike classical cognitive architectures), it

has been used in the past for cognitive modeling (Scheutz et al., 2014).

Components in DIARC represent discrete and critical functions for situated

agents, including vision, speech recognition, and action. Components related to

natural language processing are at the core of the architecture, and are discussed in

detail in the section below. In general, components in the architecture are decentral-

ized, in that there is no central component that manages the others. They are also

asynchronous, and run in parallel. Moreover, compared to cognitive architectures

like ACT-R (Anderson et al., 2004) and SOAR (Laird, 2012), there are much fewer

constraints on components. For example, DIARC components can use whatever in-

ternal representations are necessary to carry out their functioning, and components

operate on their own cycle. However, messages exchangedbetweencomponents are

typically in the form of logical predicate representations.

DIARC is implemented in the Agent Development Environment (ADE),

which is a robotic infrastructure, or middleware (Kramer and Scheutz, 2006). ADE

supports the passing of information between components (using Java RMI), as well

as the interface to hardware components like sensors and actuators. As a middle-

ware, ADE supports the realization of DIARC architectural instances as distributed

multi-agent systems.

4.1.2 Natural Language Pipeline

The natural language pipeline is the central set of components in the DIARC archi-

tecture, and the most relevant for the present work. It includes the basic components

of an SDS, described in Section 2.2.1. First, speech is received by theASR compo-

nent, which converts it into text. For ASR, we use the Sphinx4 recognizer (Walker

et al., 2004), modi�ed to process incremental input. A text interface can also be used

to simulate incremental speech input. The resulting text is parsed by thetemporal
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Figure 4.1: DIARC architecture component diagram.

logical dynamic logic (TLDL) parser, a symbolic rule-based parser, which performs

NLU and produces a semantic translation in predicate form (Dzifcak et al., 2009).

The predicate is then sent to theDM component, which is a goal-based system that

uses a Prolog knowledge base for storing declarative knowledge, and performing

logical inference over that knowledge to engage in mixed-initiative dialogue. The

DM receives utterances from the parser that are represented using the formalism:

Uagent = SpeechAct(�; �; �; M ) where SpeechActdenotes the speech act classi�ca-

tion, � denotes the speaker,� denotes the addressee,� denotes an initial semantic

analysis, whileM denotes a set of sentential modi�ers (e.g., \please"). Utterances of

this form are also generated by the DM, and sent to theNLG component as output.

The 
ow of dialogue is handled in the system through explicit exchange

sequences which are part of the dialogue context. An example of such a sequence is:

AskY N (A; B ) ) ReplyY(B; A ) ) Ack(A; B ). This represents a sequence involving

a yes-no question, followed by a reply-yes, followed by an acknowledgment. Since

DIARC supports mixed-initiative interaction, exchanges can be initiated be either

a human or robot agent. At runtime, a list of known sequences is provided to the

system, and the current sequence is represented in a stack calledExchanges.

The DM also interacts with the Goal Manager (GM) component, which con-

tains a database of actions that the robot can perform (including dialogue actions)
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and facilitates action execution. Actions in ADE are de�ned by their pre-, post-,

and operating conditions. Pre-conditions are the requirements for an action, which

must be met for that action to be performed. Operating conditions are require-

ments that must be met while an action is being performed. The post-conditions

of an action are goal predicates that describe a state of the world that an agent

is trying to achieve, e.g., did(self,moveTo(self,bookshelf ))for an action goal, and

did(self,sayText(okay)) for a dialogue goal. The system also supports the simula-

tion of actions, either in a virtual environment or by checking preconditions to see

if they are satis�ed. A success or failure status is returned based on if the speci�ed

action exists and if the preconditions are met.

For dialogue actions, the DM obtains the surface form of the response ut-

terance from the NLG component (which performs morphological realization), and

then submits the goal associated with the action to the GM. The GM then calls

the TTS component (which is a wrapper for the MaryTTS speech synthesizer) to

produce speech output. Physical actions are handled in a similar way, except that

the E�ector component corresponding to the action handles the execution.

4.2 Overlap Resolution for Human-Robot Dialogue

4.2.1 Overview

E�cient turn-taking is at the heart of human social interaction. The need to 
uidly

and quickly manage turns-at-talk is essential not only for task-oriented dialogues but

also in everyday conversation. Speech overlap is also a ubiquitous feature of natural

language dialogue, and serves various supportive functions that people utilize to

manage turn-taking (Je�erson, 2004). As SDSs continue to advance, it is impor-

tant that they support increasingly natural interactions with human interlocutors

involving both turn-taking and overlap resolution.

Research in the �eld of HRI has generally overlooked the supportive role

of overlap and the ways in which it a�ects coordination. However, robots are en-

visioned to serve as teammates in complex domains that involve a great deal of
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communication with humans (Fong et al., 2003). This requires nuanced methods

to handle 
uid turn-taking and overlap, especially because the frequency of overlap

is higher in task-oriented settings involving remote communication (Heldner and

Edlund, 2010).

In this chapter, we present a computational framework for overlap identi-

�cation and resolution behavior in embodied, arti�cial agents. The present focus

is on mechanisms to allow an agent to handle being overlapped on its turn. The

model is based on empirical work in a search and rescue domain, and utilizes a

variety of features including overlap timing and dialogue context to resolve overlap

in real-time in a human-like manner. We implement the model in the DIARC cog-

nitive robotic architecture (Scheutz et al., 2019) and demonstrate its performance

on various overlap classes from the behavioral data.

4.2.2 Framework Description

As a framework for classifying overlap, we use the scheme from Section 3.2 which in-

cludes categories from Eberhard et al. (2010), Je�erson (1986), and Scheglo� (2000)

as well as our own analyses. Included in this framework is a set of categories for

identifying overlap (onset point, local dialogue history) and overlap management

behavior. We provide formal de�nitions of the various categories of the scheme be-

low, and in Section 4.2.3 we show how a model using this framework was integrated

in DIARC.

For our task domain, we use the USAR domain from CReST (Eberhard et al.,

2010). Instances of overlap in the CReST corpus were categorized according to their

onset point and other features (Gervits and Scheutz, 2018b). There were a total of

541 overlaps in the 10 teams that we analyzed, with Transition-Space and Last-Item

overlaps being the most frequent (see Chapter 3, Table 3.1).

An utterance in our scheme is represented as follows:

Uagent = SpeechAct(�; �; �; �; 
 ; � ) (4.1)
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where agent can be the human or robot,� represents the speaker,� represents

the recipient, � represents the surface form of the utterance,� represents the di-

alogue context, 
 represents a set of four time intervals corresponding to possible

overlap onset points (see below), and� represents a boolean priority value (see Sec-

tion 4.2.3.1). The surface form of an utterance,� is an ordered set of lexical items in

the utterance: � = f item initial ; :::; item f inal g. Dialogue context, � , can be realized

in various ways, but here we use a record with one �eld to represent the previous

utterance and one �eld to represent the current dialogue sequence. Every utterance

also has a speech act type associated with it to denote the underlying communica-

tive intention (obtained from the parser). These include various types of questions,

instructions, statements, acknowledgments, and others from Carletta et al. (1997).

We also include the following components (see Section 4.2.2.2 for more de-

tail): (1) a set of competitive overlap resolution behaviors,C, which include f Continue,

Dis
uency , Self-repairg, and (2) a set of non-competitive overlap resolution behav-

iors, NC , which include f Drop Turn, Single Item, Wrap Up , Finish Turn g. Op-

erational de�nitions for these behaviors can be found in Section 3.2 (Gervits and

Scheutz, 2018b).

4.2.2.1 Overlap Onset Point

Onset point is the key feature for classifying the function of an overlap, and refers

to the window of time in which the overlap occurred (see Je�erson (2004)). There

are four types in the scheme (see Figure 2.1), and these are represented as elements

of 
, where 
 = f 
 T S; 
 P T ; 
 IJ ; 
 LI g, and each element is a bounded time interval

specifying a lower and an upper bound. The �rst overlap interval, Last-Item (seeD1

from Chapter 3) refers to overlap occurring on the last word or lexical item2 before

a TRP. Last-Item overlap is de�ned in our scheme as an interval containing the

range of time from the onset to the o�set of the �nal lexical item in the utterance:


 LI (Uagent ) = [ jonset(item f inal ) + 1 j; jof fset (item f inal )j]. These values can be

2Note that lexical items need not be single words, but may also be collocations such as \tra�c
light".
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obtained from the speech synthesizer or estimated from syllable count.

Two other overlap types in our scheme are theTransition-Space (see D3

from Chapter 3) and Post-Transition (seeD5 from Chapter 3). Transition-Space

overlaps are characterized by simultaneous turn startup, and occur when overlap

is initiated within a conversational beat after the �rst starter 3 began their turn.

Scheglo� (2000) de�nes a conversational beat as roughly equivalent to the average

length of a syllable in spontaneous speech. This corresponds to the average gap

time (silence) between speakers' turns, and has been estimated to be between 80-

180 ms (Wilson and Zimmerman, 1986; Wilson and Wilson, 2005). Since this varies

depending on rate of speech, we use the upper bound of 180 ms as one conversational

beat. Transition space is thus de�ned as the following interval: 
 T S(Uagent ) =

[jonset(item initial )j; jlen(beat)j], or [1, 180].

The Post-Transition case is similar to Transition-Space except that here the

timing window is o�set by an additional conversational beat. The interval is de�ned

in our scheme as: 
P T (Uagent ) = [ jlen(beat) + 1 j; j2(len(beat)) j], or [181, 360] using

180 ms as the length of a beat.

The �nal overlap type is the Interjacent (see D6 from Chapter 3). This

type of overlap occurs when the second starter comes in during the middle of

the �rst starter's turn, i.e., not directly near a TRP. In our scheme, Interjacent

overlap is de�ned as an interval specifying a range from the o�set of the Post-

Transition window (361 ms) to the onset of the Last-Item window: 
 IJ (Uagent ) =

[j2(len(beat)) + 1 j; jonset(item f inal )j].

4.2.2.2 Overlap Management Behaviors

The overlap management category describes various ways in which overlap can be

resolved4. We distinguish between non-competitive behaviors, which do not involve

an intent to take the turn, and competitive behaviors, which involve a \�ght" for the

3When discussing overlap, we use the terms�rst starter and second starter to denote the order
in which speakers initiated speech.

4We are not claiming that any of these behaviors are intentionally produced by speakers to
manage overlap (though some may be), but rather that they result from the dynamic nature of
conversational turn-taking.
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turn. Non-competitive behaviors include simply dropping out, or uttering a single

word or lexical item (e.g., \okay"). Wrap Up is a speci�c non-competitive behavior

which involves brie
y continuing one's turn (\wrapping up") after being overlapped

and then stopping at the next TRP. Wrap Up is performed by a speaker when the

overlap occurs near the end of their planned turn (within 4 beats, or about 720 ms

from the TRP). Finish Turn similarly involves reaching the TRP, but this behavior

only involves a completion of the word or lexical item on which the overlap occurred

(as in Last-Item). Both are considered non-competitive because the intent is to

relinquish the turn.

In contrast, the competitive behaviors involve maintaining one's turn during

overlap. One such behavior isContinue, in which the overlapped speaker simply

continues their turn. This di�ers from Wrap Up in that the speaker continues

beyond the next TRP, and so is not relinquishing the turn. Other competitive

behaviors include dis
uencies and self-repairs from Lickley (1998), which are only

marked as competitive if they occurred within two conversational beats of the point

of overlap (following Scheglo� (2000)) and no other behavior was performed. These

categories include silent/�lled pauses, prolongations, various types of self-repairs,

and combinations of all of these.

4.2.3 Model Implementation

To demonstrate our proposed model, we implemented it in the natural language

pipeline of the DIARC cognitive robotic architecture (Scheutz et al., 2019) described

in Section 4.1. The architecture was integrated in a SoftBank Robotics Nao robot

and evaluated on the CReST corpus data. Although the CReST task was intended

for a robot to �ll the role of the searcher, we provide examples in which the robot can

�ll either role. Currently, we have implemented all of the non-competitive behaviors

from the scheme, and two of the competitive behaviors (Continue and Repetition).

A full implementation of all the behaviors is ongoing work.
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4.2.3.1 Model Con�guration

Several additional ADE components are needed to implement the model described

above. First, we require a mechanism to determine whether to compete for the

turn or not. This decision is partly determined by dialogue history (e.g., previous

speaker in the Post-Transition case) but also by utterance priority. As a result, a

boolean priority value, � , is assigned to every utterance that a system running the

model produces in a given context,� : � (Uagent ). This represents the urgency of

that utterance at that point in the dialogue, and is used as a tiebreaker in several

of the cases to determine whether to hold the turn or not.

We also need speci�c behaviors for managing turn-taking and dialogue con-

text in the face of overlap. Since the DM in our architecture is a goal-based system,

utterances can be thought of as (speech) actions performed to achieve a goal of

the agent. As a result, dropping out of a turn (even when appropriate) should not

result in the utterance being inde�nitely abandoned. Thus, we need a mechanism

whereby the system can store a dropped utterance and produce it later. A ques-

tion then arises about exactly when is appropriate to produce the stored utterance.

Our method for addressing these problems involves storing a dropped utterance in

a priority queue called NLGrequests, and removing it from the current Exchanges

stack. With this method, the system responds to the exchange that the human's

overlapped utterance produces until it is resolved. At this point, the system will

initiate utterances stored in NLGrequests, in order of priority.

One remaining topic to discuss is how to handle di�erent kinds of feedback in

overlap. Given that acknowledgments come in many varieties depending on context

(Allwood et al., 1992), we distinguish between several di�erent functions of acknowl-

edgments in our system. Speci�cally,continuers, sometimes known as backchannel

feedback, are distinguished from a�rmations related to perception or understand-

ing. This is accomplished using the onset point at which these acknowledgments

occur. Acknowledgments during the Interjacent position are treated as continuers

so that the agent does not attempt to drop out, compete for the turn, or add this
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feedback to the exchange. On the other hand, acknowledgments occurring at the

Last-Item position are treated di�erently, and are included in the current exchange.

For identifying acknowledgments, we use a simple �lter that includes several of the

most common feedback words, including \okay", \yeah", \right", and \mhm".

4.2.3.2 An Algorithm for Overlap Resolution

We now turn to the task of selecting the appropriate behavior for detecting and

resolving speech overlap (see Algorithm 1). A key design goal for the algorithm

was speed. It is important that overlap is detected, identi�ed, and resolved within

a few hundred milliseconds in order to accommodate human expectations. Since

we are modeling remote communication, the robot transmits its speech directly to

a headset worn by the human (i.e., it does not hear its own voice). In this way,

we avoid the problem of disambiguating multiple simultaneous speech streams, and

allow the robot to parse the human's utterance during overlap.

The algorithm described here operates during the robot's turn, checking for

an overlapping utterance by the human. It receives both overlapped utterances,

Uhuman and Urobot , as well as the overlap onset point, as input. The main 
ow

of the algorithm involves using this onset point in a switch statement to decide

which case to enter, and consequently, which resolution behavior to perform. The

algorithm output is a behavior that corresponds to the function of the overlap.

The �rst step in the procedure, before considering the various cases, is to

check if Urobot is a Single Item or Wrap Up (see Algorithm 1, line 3). We have found

that people do not typically compete for such utterances, so the robot's behavior

here is to just �nish its turn. Both utterances are then added to the Exchanges

stack in the local dialogue context, � .

If Urobot is not a Single Item or Wrap Up, then the algorithm checks the

onset point and goes into the respective case for each type. Each case is handled in

a unique way in order to select the proper competitive or non-competitive behavior

based on the \function" of that overlap type. For example, because Transition-

Space overlap is characterized by simultaneous startup, it uses the priority of the
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Algorithm 1 Speech Overlap Management

1: procedure ManageOverlap (Uhuman ,Urobot , onset point) . Input: Human
and robot utterances in context � , where Uagent = SpeechAct(�; �; �; �; 
 ; � );
onset point is the timing of the overlap. Output: Resolution behavior.

2: while robot speaking do
3: if � (Urobot) = Single Item or (length( � (Urobot)) - onset point < 720) then
4: Finish Turn( Urobot)
5: Exchanges.push(Urobot , Uhuman )
6: else if onset point 2 
 T S then
7: if � (Urobot) = low then
8: Drop Turn( Urobot)
9: NLGrequests.push(Urobot)

10: Exchanges.push(Uhuman )
11: else
12: Compete(Urobot)
13: Exchanges.push(Urobot)
14: end if
15: else if onset point 2 
 P T then
16: if � (Urobot).previous speaker = robot then
17: Drop Turn( Urobot)
18: NLGrequests.push(Urobot)
19: Exchanges.push(Uhuman )
20: else if � (Urobot).previous speaker = human then
21: if � (Urobot) = low then
22: Drop Turn( Urobot)
23: NLGrequests.push(Urobot)
24: Exchanges.push(Uhuman )
25: else
26: Compete(Urobot)
27: Exchanges.push(Urobot)
28: end if
29: end if
30: else if onset point 2 
 IJ then
31: if � (Uhuman ) 2 f Backchannelsg then
32: Continue(Urobot)
33: Exchanges.push(Urobot)
34: else if � (Urobot) = low then
35: Drop Turn( Urobot)
36: NLGrequests.push(Urobot)
37: Exchanges.push(Uhuman )
38: else
39: Compete(Urobot)
40: Exchanges.push(Urobot)
41: end if
42: else if onset point 2 
 LI then
43: Finish Turn( Urobot)
44: Exchanges.push(Urobot , Uhuman )
45: end if
46: end while
47: end procedure 82



robot's utterance, � (Urobot), to determine whether to hold the turn or not (see

Algorithm 1, line 7). If priority is low, then it drops the turn; otherwise it competes

for the turn. Post-transition overlap uses a similar mechanism, but �rst checks the

previous speaker (see Algorithm 1, line 16). This is done to give the human a chance

to respond if the robot had the prior turn. Likewise, if the human had the prior

turn, the robot is given a chance to respond, but only if� (Urobot) is high. Interjacent

overlap also uses the priority mechanism, but �rst checks ifUhuman is a backchannel

(see Algorithm 1, line 31); if so, it will continue the turn. Finally, Last-Item overlap

involves �nishing the current turn and adding both overlapping utterances to the

Exchanges stack. This means that if an acknowledgment occurs in this position, it

is treated as part of the exchange rather than as backchannel feedback.

In all cases in which a turn is dropped (see e.g., Algorithm 1, line 8), this

involves not just abandoning Urobot immediately, but also storing it for later in the

NLGrequests priority queue. The system simultaneously parses the ongoingUhuman

and adds this to the top of the Exchanges stack.

Competing for the turn (e.g., Algorithm 1, line 12) involves producing one of

the competitive behaviors from C, including Continue, Dis
uency , and Self-Repair.

Selecting which behavior to employ is a challenging problem due to its stochastic

nature, and one which remains elusive even in the empirical literature (but see

Scheglo� (2000) for some ideas). Our approach is based largely on our analysis of

the CreST corpus, speci�cally on the frequency of the various overlap management

behaviors for each overlap type. We use a proportion-based selection method5 which

assigns a probability for a behavior to be selected,pb, based on its frequency (in the

corpus) over the sum of the frequency of all behaviors,f i , where jCj is the number

of competitive behaviors:

pb =
f b

P jC j
i =1 f i

As an example, we found that for Transition-Space overlaps, Continues were used

24% of the time in resolution, and Repetitions were used 3% of the time. Since

5This is analogous to the �tness proportionate selection operator for genetic algorithms - see
Back (1996)
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we only have these two competitive behaviors currently implemented (jCj = 2), the

algorithm will produce a Continue about 89% of the time and a Repetition about

11% of the time for Transition-Space overlaps in which it is competing for the turn.

These probabilities vary depending on the overlap type.

4.2.4 Evaluation

Below we present the results of a preliminary evaluation on the CReST corpus data.

4.2.4.1 Results

To evaluate our algorithm, we demonstrate that it can handle the main classes of

overlap observed in the corpus data6. These include the four main overlap types

(see Figure 2.1), the resolution behaviors, and the additional features from Sec-

tion 4.2.3.1, including handling feedback and restarting abandoned utterances.

Transition-Space overlap (simultaneous startup) is handled by using the pri-

ority of the robot's utterance to modulate behavior. If we set � (Urobot) = low, then

it will drop the turn, as the director does in D3 from Chapter 3. On the other

hand, if priority is high, then it will maintain the turn as the searcher does in the

same example with a Continue. We have also implemented the Repetition behavior,

which the director performs to maintain the turn in D7 below. The Repetition is

maintained until the other speaker stops talking. Note that, as in the corpus, these

competitive behaviors are not invoked during the production of a single word or

lexical item. SeeD5 from Chapter 3 for an example where the searcher produces

\okay" in overlap.

(D7) D: Can you hold on a second?

D: They'[re- they're] giving me instructions

S: [y e a h]

Post-transition overlap is characterized by a late entry by the second starter.

The algorithm handles this case by checking the previous speaker and dropping out

6There is an accompanying video showing some of the algorithm behaviors (post-transition
overlap recovery). It can be found at: https://vimeo.com/410675122
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if the robot had the prior turn. Otherwise, it uses priority as a tiebreaker as in the

Transition-Space case.D8 below shows an example of prior speaker being used to

resolve overlap. The behavior of the director in this example is demonstrative of the

algorithm's performance. On the third line, the director says \I'm not sure" which

ends in a TRP. He then continued the turn with \I - I don't..." at which point the

searcher overlaps to respond to the previous utterance and the director drops out

mid-turn.

(D8) S: Do I just take-

D: There's other things in the box too um .

D: I'm not sure I- [I don't know what they]-

S: [o k a y . I'm just tak]ing everything in the box

Interjacent overlap is handled solely through the use of the priority mecha-

nism to determine turn-holding or turn-yielding behavior. As demonstrated above,

both of these cases are readily handled by the algorithm, and only require that

� (Urobot) be reasonably set.

Last-Item overlap is handled by �nishing the turn, and adding Uhuman to

the current exchange, as inD1 from Chapter 3. Here, the algorithm replicates the

director's behavior of �nishing the turn and treating the searcher's feedback as an

acknowledgment in the current exchange.

Handling di�erent kinds of feedback is another important component of our

approach. In Section 4.2.3.1 we showed that continuers at the Interjacent point are

handled di�erently than those at the Last-Item point. In D9 below, the director

produces a continuer (\yeah") at the Interjacent point, followed by a \got that" at

the last item position. The continuer is identi�ed by the algorithm as such (and

e�ectively ignored), whereas the Last-Item acknowledgment is added to the current

exchange:Stmt (A; B ) ) Ack(B; A ).

(D9) S: like . um . there's a green box number t[wo o]n the st[ a i r ]s

D: [yeah] [got that]

Wrap Up is another class of overlap behavior that was observed in the corpus.

We handle these cases by checking the remaining length ofUrobot after the overlap
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onset. If the utterance is within 4 conversational beats (720 ms) of completion

then the robot will simply �nish it, as seen in D10 below. Otherwise, resolution is

handled based on the time window in which the overlap occurred.

(D10) D: ... but was there? O[r was there not?]

S: [ n o::: ]

Finally, resolving the e�ect of overlap on the current dialogue sequence rep-

resents a common pattern seen in the corpus. The algorithm handles this di�erently

depending on whether the robot held the turn or dropped out. If the robot held the

turn, then Urobot is used as the next element in the exchange. Otherwise, the robot

drops the turn, and stores Urobot in NLGrequests to be uttered after the current

exchange is complete. An example of this behavior can be seen inD11 from the

corpus. Our algorithm behaves as the director in this case. It drops the \go down"

utterance to quickly handle the new Stmt (A; B ) ) Ack(B; A ) exchange introduced

by the searcher in the second line. The abandoned utterance is now at the top of

the NLGrequests stack, so it is restarted once the prior exchange is complete.

(D11) D: G[o d o w n ]- [yeah yeah ok]ay

S: [there's lik]e boxes all ov[er the place]

D: Go down

S: Okay

D: And turn- turn right

4.2.4.2 Discussion

The computational framework described here represents a step towards the goal of

more natural and e�ective turn-taking for HRI. A main advantage of our approach

is that it enables robots running the model to manage overlap in human-like ways,

at human-like timescales, and at minimal computational cost. By handling the

di�erent kinds of overlap, robots can produce a wide range of supportive

behaviors, including: maintaining dialogue 
ow during overlap, allow-

ing people to start their turn early for more e�cient turn transitions,

supporting recognitional overlap during the robot's turn, dropping out
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to allow a human to clarify or respond, prioritizing urgent messages by

holding the turn, and handling simultaneous startup.

One potential issue is that, with only two of the competitive turn-holding

behaviors implemented, the current system will tend to produce Continues most

of the time when competing for the turn. As mentioned previously, this can be

problematic because Continues present ambiguity in grounding. We will need to

conduct empirical studies using our model to explore the grounding cost of di�erent

competitive turn-holding behaviors and establish which are the most e�ective. It

is likely that trade o�s between model accuracy and usability will be necessary

moving forward. For example, in order to maintain grounding, the system may

need to prolong its turn-holding behavior until the human stops talking. This is not

necessarily what we �nd in the human data, but nevertheless it may be crucial for

a dialogue system.

4.3 Fluid Turn-Taking in Human-Robot Dialogue

Following up on the previous section, we extend our framework to support more

responsive turn-taking behaviors as well as a full set of adaptive human-like overlap

and completion behaviors. Previously, the framework only supported overlap by a

human during the robot's turn, but we extend it here to enable a robot to take turns

in a timely manner and even overlap the human if necessary. We propose a novel

computational framework to achieve this objective, describing a set of required com-

ponents needed for a system to engage in 
uid turn-taking. Our approach involves

using utterance-level predictions from partial input and information from a world

modeler to determinewhen to enter the turn (including producing overlap at any of

the entry points shown in Figure 4.2), and whether to initiate actions early. Such ca-

pabilities are particularly important for situated dialogue agents, as responses, and

especially actions, often involve lengthy processing delays, which can be mitigated

by preparing or initiating them during an ongoing turn. Section 4.3.1 describes how

this framework builds on existing research, including our novelTurn-Entry Manager
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Figure 4.2: Turn-taking onset points.

(TEM) described in Section 4.3.1.4. In Section 4.3.2 we describe implementation

details related to integrating the framework in the DIARC architecture. Then in

Section 4.3.3 we evaluate our implementation on a corpus of situated human-robot

dialogue utterances. Finally, we close with a discussion of the contributions and

directions for future work.

4.3.1 Requirements for Fluid Turn-Taking

Here we discuss the framework needed to manage turn-entry timing for situated

dialogue agents, and the related work that the framework builds on.

4.3.1.1 Incremental Processing with Prediction

Obtaining an early understanding of the meaning of an utterance allows for faster

feedback, supportive overlap, and faster actions. To achieve this, the SDS needs to

predict the turn in progress, which is enabled by incremental processing.

Extensive prior work has supported fast and e�ective incremental process-

ing with prediction. For example, Schlangen and Skantze (2011) developed the

Incremental Unit (IU) framework which supports incrementalaity with prediction,

revision, and management of alternative hypotheses. This and other related ap-

proaches (e.g., Heintze et al. (2010); Skantze and Schlangen (2009)) involve inter-

preting meaning from each partial input rather than trying to predict the complete

utterance. Other work has focused on predicting a full utterance (or semantic frame)

from partial input using a maximum entropy classi�cation approach (DeVault et al.,

2011a; Sagae et al., 2009). These approaches attempt to �nd the point of maximal

understanding at which a response can be initiated, and have been demonstrated to

support the production of collaborative completions (DeVault et al., 2009). While

88



these approaches use lexical cues in the input to generate predictions, other cues can

also be used for situated interaction, including gesture and gaze (Kennington et al.,

2013), and acoustic features (Maier et al., 2017; Ward et al., 2010). Our approach

builds on this prior work, using it as a component in our overall framework.

4.3.1.2 Speech Overlap Production

Speech overlap has been shown to serve many useful functions in conversation,

including responsiveness and repair (Je�erson, 2004), but historically the SDS com-

munity has viewed it as an intrusive property and used the termbarge-in. Some SDS

work exists on the topic of intentional overlap production, including a body of work

aimed at producing appropriate backchannel feedback (Lala et al., 2017; Truong

et al., 2010). Another example comes from DeVault et al. (2011b), who designed a

prototype system using predictive capabilities to perform collaborative completions

and backchannel feedback. This work provided a necessary �rst step, but it only

covered a subset of the di�erent types of overlap possible, leaving out those that

occur at the transition space, post-transition, and interjacent positions. Moreover,

this work does not deal with situated dialogue or issues of timing in speech synthesis.

Situated dialogue presents additional opportunities for overlap which have yet to be

explored, such as coming in mid-utterance to clarify an un-actionable command.

Finally, if a system will be producing overlap, then mechanisms to manage and re-

cover from overlap are also needed. A preliminary approach was demonstrated in

Section 4.2 (see Gervits and Scheutz (2018a)), but otherwise there is limited work

in this area.

4.3.1.3 Pre-emptive Action Execution

For dialogue in real-world or virtual environments with humans, situated agents

can use predictive language capabilities to perform actions early or at least begin

some processing during an ongoing utterance. This has been explored by Hough and

Schlangen (2016), who developed a real-time incremental grounding framework that

supports \
uid" interaction using the IU framework. The framework was evaluated
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on the PentoRob robot, which is a robotic arm running a dialogue system that can

pick and place pentomino pieces. An empirical study using PentoRob showed that


uidity improves perceptions of robot understanding, and even though more repair

was needed by the user (to correct errors), this did not reduce task performance.

While the system performance is impressive, this work only focused on action and

did not involve timing dialogue responses. Moreover, the only actions considered

were those that the robot could carry out. In HRI, a robot might be instructed to

perform an action that it does not know how to do or that it cannot currently do. In

order to respond early, the robot will need to simulate the action to determine if it

will be successful. This simulation may involve a cognitive architecture carrying out

an actual \mental" simulation of the action, or simply checking if the preconditions

for the action are met. This type of processing can be doneduring an ongoing

utterance.

4.3.1.4 Turn-Entry Management

Given the multitude of points for which a system may need to enter a turn (as

shown in Figure 4.2), some process is needed to manage turn entry. We propose

a Turn-Entry Manager (TEM) component that carries out these tasks. The TEM

works as follows: it receives full utterance predictions from partial ASR results

and determines when to initiate a follow-up utterance and action based on the

con�dence in the prediction as well as task context and agent goals. The most

intuitive location for the TEM is in the DM, as it uses information only available

further along in the pipeline. The TEM will store the following information about its

prediction of an ongoing utterance: semantics and text of the utterance, remaining

words and expected duration of the utterance, response and action associated with

the utterance, con�dence in the prediction, cost of the action, entry time for the

TRP and several overlap positions, and latency of various components. Most of

this information is updated with each increment received by the parser. Using this

information, the TEM determines the timing of when to take a turn so as to achieve


uid turn transitions. Depending on its policy, it can also come in early to produce
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Figure 4.3: Component diagram of the turn-taking framework as implemented in the
DIARC cognitive robotic architecture. Boxes represent architectural components
and arrows represent the 
ow of information.

various kinds of overlap. While most SDSs have some process that manages turn

entry, none, to our knowledge, possess the capabilities described here.

4.3.2 System Implementation

We developed a system that realizes the requirements of the above framework, and

integrated it into the DIARC cognitive architecture (Scheutz et al., 2019) (see Sec-

tion 4.1). Below we discuss each of the key components in our architectural con�g-

uration (see Figure 4.3).

4.3.2.1 Utterance Prediction

For utterance prediction, we implemented a bigram language model trained on the

frequency distribution of bigrams in the HuRIC corpus (see Section 4.3.3). More

sophisticated prediction algorithms are possible, but given the importance of speed

and the need to represent lexico-syntactic properties of the utterance, we chose this

approach. The prediction is computed as follows: given an initial word as input,

the model generates a set of complete utterances based on the most probable follow-

up words along with their associated probability. A probability threshold is used to

determine when a prediction is su�cient, at which point the full utterance prediction

with the highest probability is sent to the parser. If the threshold is not reached,

then the algorithm waits for the next input word and repeats the same process. See

Figure 4.4 for an example of the prediction method.

A contextual bias is included to represent the in
uence of the situated en-

vironment as observed by the robot and included in a world model. This context
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Figure 4.4: Example of the Utterance Prediction algorithm constructing a tree from
the bigram distribution of the HuRIC corpus. The only input received here is the
word \go", and the context is \kitchen", so any bigrams with this word are boosted.

in
uences the utterance predictor by increasing the probability of speci�c bigrams

by a set amount, causing the model to favor those words. In our preliminary im-

plementation, the context is hand-tuned for each utterance in the corpus7, but situ-

ated agents would be able to determine this context by perceiving the environment,

through task knowledge, or through the dialogue history.

4.3.2.2 An Algorithm for Turn-Entry Management

Algorithm 2 describes the TEM approach, and works as follows: First, an utterance

is received incrementally from theASR component (Algorithm 2, line 2). In par-

allel, each word is sent to theUtterance Prediction component (line 3), where the

bigram language model described in Section 4.3.2.1 generates predictions based on

the frequency distribution of the training corpus and any contextual bias.

If a prediction clears a set threshold (line 4), then it is sent to the DM

component. The DM �rst computes a score for the prediction based on the cost of

the associated action and the con�dence in the probability (line 5). If the score is

7For example, the context for the utterance \Grab the bottle on the kitchen table" may be
`kitchen' (describing the environment) and `bottle' (describing an item in the environment)
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Algorithm 2 Turn-Entry Manager Algorithm

1: procedure TEM (Utterance u)
2: for all word 2 u do
3: Prediction p = generatePrediction(word)
4: if p.probability > probThreshold then
5: p.score = p.cost * p.con�dence
6: if p.score> = scoreThreshold then
7: p.TRP entry = p.startTime + p.duration - TTS delay
8: p.LI entry = p.startTime + p.duration - TTS delay -

p.lastWord.duration
9: actionStatus = simulateAction(p.action)

10: if actionStatus == fail then
11: generateResponse(failure)
12: else
13: p.response = setResponse()
14: p.setOverlapType(p.response)
15: performAction(p.action)
16: end if
17: end if
18: end if
19: end for
20: end procedure
21:

22: procedure waitToSpeak (Prediction p)
23: if currentTime > = p.TRP entry then
24: generateResponse(p.response)
25: end if
26: end procedure

above a set threshold (line 6) then it continues; otherwise it does not respond early.

Score can be used to minimize early execution for costly actions (e.g., actions that

can cause delay to repair such as movement) in the case of a wrong prediction. If

the score threshold is exceeded, the DM next computes the TRP and last-item entry

points based on the utterance start time and expected duration, accounting for the

known TTS delay, which was about 40 ms in our system (lines 7-8).

Next, to determine if an action can be carried out, the preconditions for the

action associated with the predicted utterance are checked (line 9). If the action

exists and the preconditions are met, then a response is set (but not yet generated;

line 13); otherwise, a failure explanation is generated andimmediately produced

(line 11). In the case that the preconditions are met, the DM sets the overlap type
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(TRP, last-item, or collaborative completion) based on a simple policy (line 14).8

The action corresponding to the prediction is then performed (line 15). Finally,

once the overlap type is set, a separate thread running every 1ms (line 22) waits

until the current system time reaches the designated entry point and then produces

the stored response (line 24).

4.3.3 Evaluation

To evaluate the e�cacy of our framework, we used a corpus of directives to a house-

hold robot from the S4R data set of the HuRIC corpus (Bastianelli et al., 2014).

The data set consisted of 96 imperative utterances from two phases of data collec-

tion. In the �rst phase, people were asked to give commands to a physical robot

operating in a household environment. In the second, a crowd-sourced study was

run in which people were shown pictures of household locations and asked how they

would verbally instruct a robot to perform a task in that location. In both phases,

the language was unscripted and had few constraints, though people were told about

the robot's capabilities and the locations and objects that it could recognize. While

the evaluation corpus contains only directives (no dialogue), it includes the kinds

of utterances commonly seen in situated task-based dialogues, to which a robot

would need to promptly respond (and potentially initiate early), and serves as a

useful benchmark to test our framework. Most of the corpus utterances involved

the actions of bringing (e.g., \bring me the bottle"), moving (e.g., \go to the living

room"), and searching (e.g., \look for the soap in the bathroom"), with the others

split up between taking, releasing, placing, following, and several others. It would be

advantageous if a robot could initiate actions early in response to such commands.

The central aim of the evaluation is to show how a situated agent

given these instructions can make predictions and respond at the TRP

compared to a non-incremental baseline system. We also seek to demon-

strate the potential for overlap production and preemptive action execu-

8The current policy is that if the response utterance is an acknowledgment then the system will
produce a last-item overlap, otherwise it will aim for the TRP with no overlap.
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Table 4.1: Utterance subsets used in the evaluation.

Subset Example Utterance
1 go to the kitchen
2 < um> go to the kitchen
3 go < uh> to the kitchen
4 go to the < 200 ms pause> kitchen
5 go- go to the kitchen

tion . In addition to the standard directives in the corpus, we also evaluate several

variants of them which contain dis
uency. This was done to show that the algorithm

can handle variations in the input and still produce timely responses. Table 4.1 lists

the utterance subsets that were constructed from the original corpus data. These

include: (1) the original utterance, (2) utterance-initial non-lexical �ller, (3) non-

lexical �ller after the �rst word, (4) 200 ms pause before the �nal word, and (5)

repetition self-repair of the �rst word.

4.3.3.1 Approach

First, the text strings from the HuRIC corpus were extracted, along with the fre-

quency distribution of bigrams. Parse rules (linking the text string to a semantic

form) and actions (specifying the pre-conditions and e�ect) were de�ned for each

utterance, and we generated the 5 subsets (see Table 4.1) for each utterance in the

corpus.

While the system is capable of processing speech incrementally, we used

incremental text input for the evaluation in order to abstract away some of the

ASR noise (e.g., latency, errors, etc.)9. To simulate the timing associated with real

speech, we added a delay before each word corresponding to 180 ms x the number

of syllables in the word. This decision is based on the upper bound of the estimated

duration of a syllable from Wilson and Wilson (2005), and is roughly in line with

data from the Switchboard corpus, in which the mean syllable duration was 200

ms (SD: 103) (Greenberg, 1999). To handle the dis
uency in Subsets 2-5, we used

9We also experienced signi�cant delays with incremental speech input. This is likely due to
our Sphinx4 con�guration, as others have reported much faster performance with the same ASR
(Baumann and Schlangen, 2012).
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a simple keyword-spotting approach to detect �llers and pauses in the input, like

most ASRs can do. These �llers were excluded from the recognizer result, but

importantly their duration was added to the timing. We assume that �llers such as

uh and um are one syllable in length, and so have a duration of 180 ms. While not

all types of dis
uencies are handled with these subsets, we leave prolongations and

more complex self-repairs for future work.

The turn-taking policy used in the evaluation is that the robot will attempt

to come in at the TRP if it made an early prediction and the action status of the

prediction was successful. If the action status was a failure then the robot will

overlap with the failure explanation immediately. The score threshold was set to

0 to maximize data collection. Other policies are, however, possible such as never

overlapping, or using a higher score threshold to minimize wrong predictions for

costly actions.

In total, 480 text utterances (5 subsets for each of the 96 unique utterances)

were evaluated. Timestamped points of interest were logged including the onset

point of each increment, the duration of the whole utterance, the times at which

messages were passed between components, the prediction (along with the proba-

bility, cost, and time that the prediction was made), the TRP entry point, the goal

status, the response, and the time when the system spoke.

4.3.3.2 Measures and Hypotheses

Our primary measure was theFloor Transfer O�set (FTO) , a term introduced by

De Ruiter et al. (2006). FTO is de�ned as the time di�erence in milliseconds between

the start of a turn and the end of the previous turn. Positive values indicate gaps

whereas negative values indicate overlap. We also computed the accuracy of the

prediction model, the timing of when a prediction was made, and the point at

which an action was initiated.

Overall, we expected the algorithm to perform well for the majority of exam-

ples in Subset 1, leading to smaller FTOs compared to a non-incremental system.

This gives us the following hypotheses:
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H1 : Incremental utterance prediction would lead to smaller FTOs and earlier ac-

tions than non-incremental processing without online prediction.

The non-incremental baseline system we used is a similar DIARC con�guration, with

the main di�erence being that input is non-incremental and the Utterance Predictor

component is bypassed. We ran utterances from Subset 1 in which a correct predic-

tion was made through this non-incremental con�guration to compare performance.

Next, we expected that the timing in the system would work out such that it can

time its turn to come in at or near the TRP for actionable predictions, and much

earlier for un-actionable ones. Thus we have:

H2 : Incremental utterance prediction would enable the system to (1) hit the TRP

entry point for responses to actionable predictions, (2) initiate those actions early,

(3) and produce interjacent (mid-speech) overlap for un-actionable predictions.

If the system makes an early prediction, subsequent processing takes minimal time,

so it should be able to hit the TRP for all but very late predictions. It would also

be able to initiate the action shortly after the DM receives the prediction. For early

predictions that are not actionable, it should produce an interjacent overlap well

before the utterance is �nished. Finally, we expect performance on Subsets 2-5 to

be dependent on whether a prediction was made before or after the dis
uency was

detected. This is because the TRP entry point is computed from the expected dura-

tion of the predicted utterance, and this duration may be incorrect if the prediction

did not incorporate the additional timing of the dis
uency. This leads to:

H3: The approach would be robust to dis
uency in the input, but only if the dis
u-

ency was detected before a prediction was made.

Given H3, we expect the FTO for Subsets 1 and 2 to be close to 0 for correct pre-

dictions, since these involve either no �ller or an utterance-initial �ller (which will

always be detected before a prediction is made). Subset 4 will likely have a negative

FTO, as predictions will usually be made before the �nal word, and so the 200 ms

pause will not be added to the utterance duration, leading to earlier turn entry.
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Table 4.2: Table of evaluation results. Mean values for 
oor transfer o�set (FTO)
are displayed for all evaluation cases (N = 480).

TRP Entry Interjacent Entry
N FTO (early prediction) N FTO (no prediction) N FTO

All 340 -55.7� 88.0 65 157.9� 47.5 75 -709.3� 714.2
Subset 1 68 -1.1 � 3.2 13 164.8� 21.3 15 -683.2� 713.7
Subset 2 68 -5.5 � 31.8 13 148.3� 19.4 15 -710.9� 703.5
Subset 3 68 -40.7� 75.9 13 147.8� 15.4 15 -746.4� 717.6
Subset 4 68 -191.2� 46.1 13 149.9� 13.9 15 -687.6� 780.1
Subset 5 68 -41.0� 75.6 13 176.0� 101.4 15 -630.6� 661.8

4.3.3.3 Results

Below we present the results of the evaluation described in Section 4.3.3. In general,

prediction accuracy of our bigram model was 70.8% with 340 of 480 test utterances

predicted correctly. On average, a prediction was made 50.8� 17.7% of the way

into an utterance, duration-wise.

H1: Incremental vs Non-Incremental Processing

H1 dealt with the di�erence in FTOs between our framework implementation and a

non-incremental baseline con�guration of the same architecture. We compared the

correctly-predicted utterances from Subset 1 (N =68) and the same utterances tested

on the baseline system. A Welch's independent-samples t-test showed a signi�cant

di�erence between FTOs for the incremental prediction cases (M = -1.1 � 3.2 ms)

compared to the baseline cases (M = 1409.5 � 8.6 ms), t (85) = 1259.2, p < .001

(see Figure 4.5). These results supportH1 in that a system running our framework

was able to take a turn signi�cantly earlier than a non-incremental one that did not

use the framework.

H2: Timing Turn-Entry

H2 stated that our framework implementation would allow the system to reliably

come in at the TRP for actionable predictions, and produce early failure explana-

tions in the form of interjacent overlap for un-actionable predictions. For Subset 1

(
uent) utterances, we found a mean FTO of -1.1 � 3.2 ms. Since an FTO of 0

means a seamless transition, these results supportH2 in that the system was able

to time its turn to hit the TRP very accurately for actionable predictions. For those
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Figure 4.5: Histograms showing the 
oor transfer o�set for (A) predictive system and
(B) non-incremental (baseline) system for cases in which a correct early prediction
was made.N = 68.

predictions that were un-actionable in Subset 1, the system produced a failure ex-

planation with a mean FTO of -683.2 � 713.7 ms. The earliest FTO was -2780 ms

and the latest was -8 ms (see Figure 4.6). These results provide further support for

H2 in that the system was able to provide early failure explanations (i.e., interja-

cent overlap) when a predicted action could not be performed. See Table 4.2 for an

overview of the results.

To demonstrate preemptive action execution, we calculated (for Subset 1)

the earliest point at which an action can be initiated. This is the point at which a

prediction was sent to the DM and the preconditions for the corresponding action

were checked. The di�erence between the end of the utterance and this point was
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Figure 4.6: Floor transfer o�set for early failure explanations for un-actionable
predictions that resulted in interjacent overlap. N = 75

635 � 197 ms, meaning that on average, an action could be initiated 635 ms before

the end of an utterance.

As a supplementary analysis and to evaluate performance with varying syl-

lable duration, we tested 10 random utterances from Subset 1 in which each syllable

in the input was assigned a random duration between 100 and 200 ms (following

Greenberg (1999)). The average syllable count for these utterances was 5.7� 1.6

and the average FTO was -16.5� 87.9 ms, with a range of -155 to 152 ms. The

di�erence between these results and the original set was that the predicted duration

could now be wrong, and this was re
ected in the slightly early entry times. Still,

the mean FTO was close to 0, suggesting that the model still performs well with

variable duration modeling.

H3: Robustness to Dis
uency To evaluate H3, which involved the ro-

bustness of the algorithm to dis
uency in the input, we analyzed all of the dis
uency

cases in which a correct prediction was made (Subsets 2-5;N = 272). As expected,

a key factor in correct timing here had to do with whether the prediction was made

before or after the �ller. This was con�rmed with an independent-samples t-test,

which found a signi�cant di�erence between FTOs for predictions made after the

�ller ( M = -2.4 � 0.12 ms) compared to those made before the �ller (M = -188.1

� 0.17 ms), t (127) = 44.6, p < .001. Predictions made before the �ller were most
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common in Subset 4 (making up 69% of the examples) and predictions made after

the �ller were made up entirely of Subsets 2, 3, and 5. In Figure 4.7, we show the

mean FTO for each of the utterance subsets.

Figure 4.7: Floor transfer o�set for correct predictions in each utterance subset.N
= 340

4.3.3.4 Demonstration

To supplement the evaluation and show a real-world use-case, we ran the framework

on a PR2 robot using real speech input (see Figure 4.8). A video of the interaction

is available at https://vimeo.com/410675260 . This video compares our baseline

(non-incremental) system to the system running our turn-entry timing framework,

and demonstrates that a robot can reliably make predictions about ongoing utter-

ances using speech input, and that it can initiate actions and responses early.

4.3.4 Discussion

Below we discuss the the contributions, as well as some limitations of the present

work.

4.3.4.1 Contributions

Overall, we found support for H1, H2, and partial support for H3.
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Figure 4.8: Robot performing a situated interactive task involving dialogue.

For H1 , we demonstrated that our system was able to take a turn

signi�cantly faster than a non-incremental version of the same architec-

ture. The main reason for the improvement is that the incremental system can

make early predictions and carry out additional processing during the speaker's

turn. Alternatively, the non-incremental system must wait for the full input to be

received and then begin processing. Our non-incremental system was not particu-

larly slow compared to other such systems, as the observed FTOs were similar to

those of the Let's Go system - a SDS for bus scheduling information (Raux et al.,

2005) which had a mean FTO of around 1500 ms. The improvement with incre-

mentality was not surprising, as the advantages of incremental processing are well

known (Baumann et al., 2017). However, the comparison quanti�es the amount of

time that our approach saves.

H2 was also supported in that the system was able to hit the TRP

very accurately for correct and actionable predictions (see Figure 4.5 A).

Moreover, those actions were initiated on average 635 ms before the TRP, provid-

ing further support for H2. For un-actionable predictions, interjacent overlap was

produced on average 709 ms before the TRP, suggesting very early turn entry (see

102



Figure 4.6).

Finally, H3 was partially supported in that �llers that were pro-

cessed before a prediction (i.e., utterance-initial �llers) had their duration

added to the overall utterance duration, but �llers towards the end of an

utterance (after the prediction) were not detected in time. In these latter

cases, the system came in earlier than expected (40 - 191 ms early), which would be

a last-item overlap, and would likely not require repair (see Figure 4.7).

Overall, our domain-independent framework can be integrated into

various SDSs in order to support responsive dialogue behavior and early

actions, as well as to enable certain kinds of overlap that would not be

achievable in other approaches.

4.3.4.2 Limitations

One limitation is that the evaluation involved text rather than real speech and only

considered simple directives. More work is clearly needed to evaluate the accuracy of

the proposed approach with respect to variable speech input. Nevertheless, state-of-

the-art ASRs can display very low recognition latency (e.g., Baumann et al. (2009)),

suggesting that this would not signi�cantly change our results.

Another limitation is that a �xed syllable duration was used to estimate tim-

ing, which was the same duration used in the input text. Since syllable length is

a parameter in the model, this can be adjusted as needed to better estimate spo-

ken syllable length. We have shown in a supplementary analysis on 10 utterances

that the approach works reasonably well with variable syllable length. Future work

will test other methods of estimating utterance length, including the clever dura-

tion modeling technique used in Baumann and Schlangen (2011) involving the ASR

and TTS modules. The current results can be thought of as a best case scenario,

and we expect that with more accurate duration estimates of real speech, system

performance will approach this upper bound.

Recovering from incorrect predictions is another important area for future

work. Currently, when the system makes a prediction it cannot change it, even if
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new input comes in that contradicts the prediction (this is because the timing is

very tight). In future work, it should be possible for the TEM to be updated if the

prediction changes. This will support the handling of utterances such as those in

Subset 4 which were characterized by late pauses.

4.4 Chapter Summary

In this chapter, we have described the DIARC cognitive robotic architecture and

showed how it was used to model speech overlap resolution. A follow-up to this

model involved an approach to 
uid turn-taking and the production of overlap by

the system. Taken together, these frameworks o�er a novel contribution to the

computational turn-taking literature and extend the capability of SDSs to support

more human-like dialogue. In the next chapter, we describe a computational model

of another aspect of human dialogue - pragmatic language generation.
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Chapter 5

Pragmatic Language Generation

This chapter1represents work aimed at modeling another component of dialogue

- in this case, the modulation of NLG based on social and pragmatic criteria.

We demonstrate how an agent can consider a variety of socio-linguistic criteria

and use a voting algorithm to select between them for the purpose of socially-

appropriate utterance selection. This is an important capability that a�ects

human perceptions of robots, and allows robots to better interact with people in

teams that require social skills.

5.1 Socially-Appropriate Utterance Selection

One of the key strengths of humans as social agents is the ability to adapt our

language to the communicative norms and needs of the present situation. When

giving directives and making requests, we generally know when it is appropriate to

be terse and direct (e.g., \Move out, double-time!"), and when it is appropriate to

be polite and circumspect (e.g., \Would you mind passing the salt, please?"). In all

our natural language interactions, we are faced not only with the complex problem

of what to say, but also how to say it. Much of this complexity originates from the

fact that the intended meaning of utterances in di�erent situational contexts often

di�ers with the literal meaning. For example, asking a waiter, \Can I have a steak?"

is not a literal query as to one's physical ability to possess a particular menu item,

1This chapter is based on the following paper: Gervits et al. (2017a). We thank Gordon Briggs
for his help with implementation of the framework.
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but rather a means to convey an order.

Dialogue interaction for arti�cial agents can be viewed from a plan-oriented

standpoint, in which the key plan-operators are speech actions used to achieve some

high-level set of task goals. The precise way in which these speech actions are real-

ized (in so far as it does not a�ect the e�cacy of the speech act) is often of secondary

concern. As dialogue agents become more prevalent in society, and as their manu-

facturers increasingly market these devices as \social" agents, the disparity between

the state-of-the-art in SDSs and the richness of human-generated language will be-

come increasingly apparent. As such, the ability for a dialogue agent to consider and

modulate their generated language in human-like ways will become correspondingly

more relevant and important.

There is a sizable literature that draws inspiration from pragmatics and socio-

linguistics in order to address speci�c subproblems in NLG at the subsentential,

sentential, and discourse levels. For example, there has been extensive work in

operationalizing Gricean pragmatic criteria (Grice, 1975) at the subsentential level,

speci�cally in the area of referring expression (RE) generation (Dale and Reiter,

1995; Krahmer and Van Deemter, 2012), in which considerations of correctness,

informativeness, and brevity are addressed. There also exists a small body of work

that seeks to modulate NLG at the sentential level (Briggs and Scheutz, 2013; Gupta

et al., 2007; Miller et al., 2008). These approaches seek to operationalize the notion

of face-threat from politeness theory, and adjust the behavior of an agent accordingly.

Much of the previous work at the intersection of pragmatics, socio-linguistics,

and NLG focuses on tackling speci�c subproblems in NLG or on modulating lan-

guage based on a small set of criteria, such as politeness, e.g., (Gupta et al., 2007).

Yet, in order to generate more human-like language, a much more general framework

is necessary. Below we propose some features that such a framework should possess:

1. The method of NLG modulation should be able to explicitly consider anex-

tensiblenumber of pragmatic and socio-linguistic criteria.

2. The method of NLG modulation should be adaptablesuch that the current
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situational context may a�ect the relative importance of communicative cri-

teria.

3. The method of weighing communicative criteria should beagnostic to the

choice of the underlying semantic representations used by the system.

At present, there exists no framework that meets all of these criteria. Much of the

work in RE generation implicitly considers pragmatic criteria in the design of its

algorithms (i.e., RE generation algorithms often search in order of shortest to longest

solution and terminate when a su�ciently informative solution is found (Bohnet and

Dale, 2005)), but does not provide an extensible framework for pragmatic and socio-

linguistic modulation. Work such as Briggs and Scheutz (2013) is extensible, but it

sorts potential utterances according to a �xed preference ordering of communicative

goals, and its adaptability is limited. The work in Bayesian cognitive models of

pragmatics (Goodman and Stuhlm•uller, 2013) can be extended to account for social

communicative criteria, but it is tightly coupled to semantic representations and

small domains amenable to Bayesian computational algorithms. Finally, there are

promising approaches which meet some of the requirements, but they are limited to

speci�c domains such as tutoring (e.g., Moore et al. (2004); Nye et al. (2014)), and

do not o�er general solutions outside of that context.

In the following section, we present an approach that possesses all of the

above desired features. We focus, in this chapter, on the problem of modulating

generated language at thesentential level, though we hope to apply similar tech-

niques to NLG problems at subsentential and discourse levels. We �rst begin by

examining various communicative goals that dialogue agents may need to consider.

Next, we present a novel method of balancing these communicative criteria based

on techniques fromsocial choice theory(speci�cally, voting algorithms). Finally, we

demonstrate our approach in the context of an HRI scenario, and discuss directions

for future work.
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Figure 5.1: Diagram outlining an architecture for 
exible NLG that is modulated
by an extensible number of pragmatic criteria. The dotted line represents the ar-
chitectural components we focus in detail on in this chapter.

5.2 An Algorithm for Utterance Selection in Arti�cial

Agents

In this section we describe an utterance selection algorithm designed to achieve

the sort of linguistic modulation we have proposed. In Figure 5.1 we outline the

key components to this approach, which bridges, within the context of an NLG

architecture, the output of a dialogue planning component (responsible for selecting

an appropriate sequence of speech actions to achieve some agent goal) and the

input of an NLG surface realizer component, which is responsible for translating

some symbolic linguistic representation into text to be displayed or to be output

via text-to-speech. In many architectures, this connection is direct. However, as we

have previously addressed, there are multiple ways of realizing speech actions. To

e�ectively consider them, we need the following components:
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� A component that factors situational context to produce multiple potential

candidate utterance realizations for a given speech action. Examples of NLG

pipelines that include such a component are Briggs and Scheutz (2013) and

Gupta et al. (2007).

� A set of pragmatic or social criteria P, each with a corresponding utility

function U� (� 2 P), that generates a weak preference order over candidate

utterances (� ). These criteria include correctness (Maxim of Quality), infor-

mativeness(Maxim of Quantity), directness and brevity (Maxim of Manner),

and politeness.

� A component that factors in the agent's beliefs about the current situational

context, current goals, and potentially any \personality" model given to the

agent in order to produce a set of weights for each pragmatic criterion:W =

f W1; :::; WjP jg, where W� 2 N denotes the current strength of criteria � .

� A component that merges the rankings of candidate utterances� produced by

the pragmatic criteria evaluations (U1; :::; UjP j) in accordance with the weights

generated by the communicative norm reasoner.

In order to merge the rankings of candidate utterances, we used the Schulze

voting method (Schulze, 2011), where each ordering produced byU� was counted

W� times. This voting method is a ranked single-winner election system from so-

cial choice theory, which is used by many organizations to select a candidate that

maintains voters' individual preferences. While this approach has not been previ-

ously applied to the domain of computational pragmatics, we �nd that it o�ers a

robust, computationally-tractable solution to the problem of balancing communica-

tive goals in natural language generation. In the following sections, we present a

proof of concept demonstration of our framework, and show how it can be used to

generate socially-appropriate directives in the context of human-robot interaction.
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5.3 Demonstration: Directive Generation

In order to demonstrate the generality of this framework, we describe how our

proposed framework has been integrated with the natural language pipeline in the

DIARC architecture (see Section 4.1). There has been growing interest in the �eld

of HRI in the ways in which robots could phrase requests for assistance from human

interaction partners with respect to politeness and other social norms (Gupta et al.,

2007; Srinivasan and Takayama, 2016; Strait et al., 2014; Torrey et al., 2013). Below

we present how our framework can be used to address this challenge.

5.3.1 Framework Con�guration

In DIARC, utterances are represented in the following form (see Section 4.1):

� = UtteranceType(�; �; X; M )

The pragmatic reasoning component in the architecture associates an utterance�

in context C with a set of implications:

� C := hB lit ; B int ; � i

Each rule associates a particular utterance form� in context C with a tuple con-

taining the set of beliefs B int to be inferred based on the intended meaning of the

utterance, the set of beliefs to be inferred based on the literal meaning of the ut-

terance B lit , as well as the degree� to which the utterance can be considered a

face-threatening act (i.e., a threat to a person's self-image or autonomy) in context

C (Brown and Levinson, 1987).

We de�ne the criterion of correctnessas:

Ucorrect (� C ; � ) = �jf x : x 2 B int (� C ) ^ � 6`xgj

where � consists of the agent's current set of beliefs. Therefore, utterances that
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imply more facts unsupported by the agent's beliefs are considered less correct than

those that imply fewer unsupported facts. We de�ne the criterion of informativeness

as:

Uinform (� C ) = jB int (� C )j

such that utterances that imply more facts are considered more informative than

those that imply fewer facts. We de�ne the criterion of directnessas:

Udirect (� C ) =

8
>><

>>:

1 B lit = B int

0 B lit 6= B int

such that utterances in which the literal and intended meanings are the same are

considered more direct than those in which they di�er. We de�ne the criterion of

politenessas:

Upolite (� C ) = � � (� C )

such that utterances in which the associated face-threat value (� ) are lower are

considered more polite than those in which in it is higher. Finally, we de�ne the

criterion of modi�er-brevity such that:

Um� brevity (� C ) = �j M j

utterances with fewer sentential modi�ers are considered briefer than those with

more sentential modi�ers2.

5.3.2 Example Scenario

In this section, we present a proof-of-concept demonstration of the pragmatic modu-

lation framework as applied to a directive formulation problem. Consider a scenario

in which a robot is low on charge and needs a human to plug it in. This will require

a directive to be formulated and communicated to the human in order to accomplish
2 Ideally, an operationalization of brevity should obtain some metric from the surface realization

of a potential utterance (e.g., phoneme count, simulated speech output time, etc.). This architec-
tural integration is still a work in progress.

111



the end goal of being plugged in. We consider four main directive formulation strate-

gies in this scenario, realized in the following pragmatic rules in the architecture's

DM component3:

Instruct (�; �; X; M ) :=

hfwant(�; bel (�; want (�; X ))) g;

f want(�; bel (�; want (�; X ))) g; � instruct i (5.1)

represents a literal directive from � to � . In the case of no politeness softeners,

M = ; , where in the case of softeners,M = f pleaseg. In contrast, an indirect

request can be represented by:

AskY N (�; �; capableOf (�; X ); M ) :=

hfwant(�; informif (�; �; capableOf (�; X ))) g;

f want(�; bel (�; want (�; X ))) g; � AskY N i (5.2)

which represents the query \Can youX ?" It is literally a query about one's capa-

bility, but can be interpreted as an indirect request. In the case of no politeness

softeners,M = ; , where in the case of softeners,M = f pleaseg. The relative face-

threat values for each strategy are: � AskY N � p < � AskY N < � instruct � p < � instruct ,

where \p" indicates the presence of politeness softeners.

Table 5.1: Utterance selections for various communicative criteria priority orderings.

Relative Criteria Weightings Utterance Selected Utterance Output
Directness> Brevity > Politeness Instruct(R, � ,do(� ,plug in(R)), fg ) \Plug me in"
Directness> Politeness = Brevity Instruct(R, � ,do(� ,plug in(R)), f pleaseg) \Plug me in"/\Plug me in, please"
Brevity > Politeness> Directness AskYN(R, � ,capableOf(� ,plug in(R)), fg ) \Could you plug me in?"
Politeness> Brevity > Directness AskYN(R, � ,capableOf(� ,plug in(R)), f pleaseg) \Could you plug me in, please?"
Directness = Politeness = Brevity Instruct(R, � ,do(� ,plug in(R)), fg ) \Plug me in"/\Plug me in, please"
Politeness> Directness = Brevity AskYN(R, � ,capableOf(� ,plug in(R)), f pleaseg) \Could you plug me in, please?"

Table 5.1 contains the utterance forms selected by the voting algorithm given

the relative weights of the communicative goals of directness, politeness, and brevity.

3While DIARC has the capacity to handle unconventional indirect requests (e.g., "My batteries
are running low..."), for sake of clarity we focused on more conventional cases in our demonstration.
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Correctness and informativeness were weighted above these criteria, but for the

purposes of this scenario were irrelevant (as all candidate utterances were equally

correct and informative). Our framework allows for socially-appropriate directive

generation, as the various directive strategies, including: Direct - \Plug me in",

Direct with softener - \Plug me in, please", Indirect - \Could you plug me in?",

and Indirect with softener - \Could you plug me in please?" were generated in

di�erent potential contexts. For example, if directness is the top priority (e.g., in

a task-oriented environment) then a direct utterance will be selected. However, if

politeness is required (e.g., in casual conversation or a service-robot scenario) then a

more indirect utterance will be selected. The results of the demonstration show how

our framework can be integrated in a dialogue system in order to produce robust

socially-sensitive natural language utterances in a variety of contexts.

Table 5.2: Scenarios used in the empirical investigation

Scenario Domain Robot Directive
1 Elder Care \Hand me the red pills."
2 Home Emergency \Plug me in."
3 Service \Hand me your coat."
4 Military Training \Move out of the way."

5.3.3 Setting the Pragmatic Criteria Weightings

Next, we conducted an empirical investigation to establish an initial set of weights

for the model (see `Pragmatic Criteria Weightings' component in Figure 5.1) that

is consistent with human judgments. To this end, we conducted a crowd sourcing

study on Amazon Mechanical Turk in which people were shown hypothetical human-

robot interactions and asked to rate various features of the interactions. A total of 42

people participated in the study - 23 of the participants were male, 17 were female,

and 2 did not specify a gender. The average age was 35.9. All participants had US

zip codes and received $1 for their participation. The study was approved by the

Tufts Institutional Review Board and all participants gave informed consent. In the

study, participants were shown a text description of four scenarios (see Table 5.2)
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and were asked to rate various social context dimensions (potential for harm, time

pressure, interlocutor authority, and formality) and pragmatic criteria (directness,

politeness, brevity) associated with the robot's speech in each scenario on a sliding

scale from 0 (Strongly Disagree) to 100 (Strongly Agree). Scenario 1 involved an

elder care setting in which a robot asked the nurse for a sick patient's medication

(\Hand me the red pills."). Scenario 2 involved a household robot running low on

battery that asked to be plugged in before important data was lost (\Plug me in.").

Scenario 3 involved a service robot that requested to take a child's coat at a fancy

reception (\Hand me your coat."). Finally, Scenario 4 involved a mine-sweeping

robot that asked its superior o�cer to step aside as it searched a room in a training

exercise (\Move out of the way.").

Figure 5.2: Ratings of social context dimensions from behavioral data. Error bars
represent standard error.

Analyses of the data were carried out in order to establish a mapping be-

tween the pragmatic criteria, weightings, and utterance selection. First, the results

for social context dimensions (see Figure 5.2) showed that each scenario had a dis-

tinct feature pro�le. Consequently, people expected the robot to adopt a di�erent

set of pragmatic criteria in each scenario (see Figure 5.3). The link between these

contextual dimensions and the corresponding pragmatic criteria is important for
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Figure 5.3: Ratings of pragmatic criteria from behavioral data. Error bars represent
standard error.

determining the model weights in new contexts, but this will require future investi-

gations that address the problem directly (see Section 5.4). For the present work,

we focus on using people's ratings for the pragmatic criteria to set the initial weights

of our model. In order to rank these weights, we conducted a repeated measures

ANOVA (with Bonferroni correction) to tease out the ordering of the pragmatic

criteria for each scenario. In scenario 1 [F (2,82) = 18.237, p < .001], post-hoc tests

revealed that people expected the robot to be more direct (89%) vs polite (71%,p <

.005) and brief (62%,p < .005). There was no signi�cant di�erence between polite-

ness and brevity in this scenario (p = .309). This corresponds to criteria weightings

of Direct > Polite = Brief, which would result in a tie in the selected utterance:

\Hand me the red pills"/\Hand me the red pills, please" (see Table 5.1). In scenario

2 [F (2,82) = 4.470, p < .05], post-hoc tests revealed that people expected the robot

to be slightly more direct (87%) vs polite (74%, p < .05). However, there was no

signi�cant di�erence between directness and brevity in this scenario (p = .092) or

between politeness and brevity (p = .673). This corresponds to criteria weightings

of Direct = Polite = Brief, and a tie in the selected utterance: \Plug me in"/\Plug

me in, please". In scenario 3 [F (2,82) = 44.334, p < .001], post-hoc tests revealed
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Table 5.3: Candidate utterance types with corresponding directives from Scenario
#2.

Utterance Type Robot Directive
(u1) Direct \Plug me in."
(u2) Direct with softener \Plug me in, please"
(u3) Indirect statement \I would like you to plug me in.
(u4) Indirect statement with softener \I would like you to plug me in, please."
(u5) Indirect question \Could you plug me in?"
(u6) Indirect question with softener \Could you plug me in, please?"

that people expected the robot to be more polite (92%) vs direct (58%,p < .001)

and brief (56%, p < .001). There was no signi�cant di�erence between directness

and brevity in this scenario (p = 1.00). This corresponds to criteria weightings of

Polite > Direct = Brief, and a selected utterance of \Could you hand me your coat,

please". Finally, in scenario 4 [F (2,82) = 32.004, p < .001], post-hoc tests revealed

that people expected the robot to be more direct (85%) vs polite (42%,p < .001)

and brief (77%, p < .005). People also expected the robot to be more brief vs polite

(p < .001). This corresponds to criteria weightings of Direct> Brief > Polite, and

a selected utterance of \Move out of the way". The utterance output corresponding

to each of these criteria weightings is listed in Table 5.1, and was selected from a list

of 6 possible utterance types (see Table 5.3). Overall, these empirical results serve

as a starting point by which to set the weights of our model for socially-appropriate

utterance selection. Extensions of this approach as well as suggestions for future

work are discussed below.

5.4 Discussion

In the previous section, we demonstrated how the application of our novel, pragmatically-

sensitive framework can result in richer, more human-like modulation of natural lan-

guage. The method of explicit operationalization of pragmatic and socio-linguistic

criteria into functions that can produce preference orderings over candidate NLG

representations holds advantages over many of the pre-existing approaches. For ex-

ample, the merging of preference orders produced by utility functions rather than
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the direct merging of utility values avoids tricky questions about the direct quantita-

tive comparisons of di�erent pragmatic and socio-linguistic criteria 4. Additionally,

the explicit operationalization of criteria allows for more extensibility and 
exibility

compared to algorithms in which communicative criteria are factored in implicitly.

Nonetheless, this extensibility and 
exibility leads to a variety of challenges for

future work.

5.4.1 Computing and Learning Criteria Weights

While we used an empirical approach to initially set the weights for utterance se-

lection, there still exists the normative challenge of determining what the most

appropriate orderings/weightings of pragmatic and social goals are in any given

communicative context. We allude to possible sources of information that could be

used to compute these weights in Figure 5.1. These include the current beliefs of the

agent about the situational context, the agent's goals (task-goals and social-goals),

and potentially even models of personality (Mairesse and Walker, 2011) or culture

(Endrass and Andr�e, 2014) that a designer may wish to imbue in the agent (e.g., a

social robot con�gured to be impolite for entertainment purposes). Thedynamicsof

how weights change within a single interaction and context are also a matter for fu-

ture investigation. For example, a robot could become more polite if it detects that

its interlocutor is distressed. The appropriate solution for this component would

be entirely dependent on the particular interaction purpose, context, and desired

e�ect. We view the present work as the �rst necessary step to opening up this rich

area of future research.

We envision the process of computing criteria weights as a two-step pro-

cess. First, various observable or inferable social context factors are evaluated in

the given interaction scenario. These contextual features may include factors such

as those in Figure 5.2. These in turn govern the weights that modulate utterance

selection. The mapping between social context features and communicative criteria

4For example, what does it mean for utterance A to be equally less polite (e.g., 0.4) than
utterance B as utterance B is less informative than utterance A?
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weights could potentially be learned in the following ways. Explicit feedback: the

human interactant could provide explicit negative or positive feedback about the

agent's recently-produced utterance with respect to a particular communicative cri-

terion (e.g., \That was rude!" would indicate that weights for politeness should be

increased in the present context). More subtle cues from facial expression, body

language, or a�ect could also be used to modulate politeness, as in Moore et al.

(2004). Passive observation: in a given interaction context, the agent could observe

the utterances generated by other agents. An assumption of appropriateness could

be made, in which case hypotheses for the possible criteria weights that the agent

utilized in the present scenario could be abduced. These hypotheses can be used

by the agent itself as constraints that in turn govern its own utterance selection in

similar social contexts.

5.4.2 Improved Operationalization of Criteria

Because our proposed framework relies on explicit operationalization of commu-

nicative criteria in order to rank candidate utterances, adapting and re�ning these

operationalizations to new criteria, semantic representations, and NLG architectures

will be an ongoing task. Adaptation will likely be fairly straightforward for crite-

ria such ascorrectness, but other pragmatic and socio-linguistic criteria are more

complex and leave room for future work. In particular, within DIARC the opera-

tionalizations of politenessand brevity can be improved and expanded. As alluded

to earlier, brevity will require architectural integration with the lower-level NLG

components such as the surface realizer and text-to-speech in order to calculate

metrics for lexical and auditory brevity. This will be especially important when the

spoken tempo of utterances can be manipulated (one can imagine a speed vs. intel-

ligibility trade-o�). Politeness is another criterion ripe for re�nement. For example,

though we modeled a scenario in which positive face (agent standing) was poten-

tially threatened, a general framework to detect and evaluate threats to positive

face is still needed (Briggs and Scheutz, 2014).
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5.5 Chapter Summary

It is important that socially-embedded arti�cial agents generate speech in human-

like ways in order for interaction with such agents to be truly natural. To this end,

we have introduced a framework to modulate a robot's utterances based on socio-

linguistic criteria. The framework works by taking a list of candidate utterances for

production, ranking them according to various social and pragmatic criteria, apply-

ing weights to each ranking based on crowd-sourced human preferences, and using

a voting algorithm to select the most appropriate utterance in the current context.

This work represents a step toward imbuing robots with basic social communicative

skills so that they can function as e�ective partners in human-robot teams.
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Chapter 6

Data-Driven Dialogue

Management for Collaborative

Navigation

In this chapter,1we demonstrate a data-driven approach to natural language

understanding and dialogue management for collaborative navigation. We use

an information retrieval classi�cation approach in which a situated dialogue

agent learns to respond to commands and take actions in a virtual environment.

This represents an alternative approach to dialogue than previously covered, and

shows how a robot's behavior can be automated based on training data from a

corpus. Moreover, the approach is resilient to noisy, dis
uent speech, making

it especially promising for team communication.

6.1 Motivation and Present Work

An approach to HRI that has gained popularity in recent years is the corpus-

based roboticsapproach, wherein a system is trained on corpus data from the tar-

get domain (Bugmann et al., 2004). The corpus used for training could involve

human-human instruction, human-robot instruction, or human-robot instruction in

1This chapter is based on the following paper: Gervits et al. (2019). We thank Anton Leuski
for help with training the classi�er, and Claire Bonial, Carla Gordon, and David Traum for help
with corpus annotation.
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a Wizard-of-Oz (WoZ) paradigm (i.e., tele-operation) (Bonial et al., 2017; Dahlb•ack

et al., 1993). The corpus data includes examples of natural commands that robots

will need to interpret and act on, and serves as a source of interaction patterns

to inform dialogue management policies for e�ective teaming. Through the use of

statistical techniques, systems using this approach have been very e�ective at mod-

eling various aspects of dialogue (Serban et al., 2016; Vinyals and Le, 2015; Wen

et al., 2015). This approach also o�ers 
exibility, as data-driven models

are often robust to noisy and dis
uent data. This is important, as we have

demonstrated that dis
uency is common in team communication channels, and es-

pecially so for e�ective teams (see Chapter 3). However, a major drawback with

many machine learning techniques is that large, annotated data sets are required

for training (Serban et al., 2018). Such data sets are often unavailable or infeasible

to produce due to the large cost and e�ort needed to collect, transcribe, and anno-

tate data. Moreover, new ones are often needed for each target domain because the

systems do not usually extend beyond the particular training domain.

We have developed an end-to-end SDS for use in a collaborative human-robot

navigation domain. The system is trained on a small corpus involving a dual WoZ

setup in which one wizard handles the DM and the other handles robot navigation

(RN). The rationale behind using such a corpus is that we wanted the system to

interpret speech and respond in an appropriate, human-like manner. This approach

provides data-driven insights into what such a response would be, and what variety

we should expect, in the context of a collaborative navigation task. Our ultimate

goal is to create a fully autonomous robot. In this chapter we describe initial at-

tempts to automate the natural language dialogue capabilities using a statistical

classi�er based on cross-language information retrieval. The system operates across

multiple 
oors (i.e., distinct communication channels) and \translates" messages

between the human user and the RN component or wizard, and gives positive and

negative feedback to the human user.

Given our small corpus, we were interested in exploring how far we can get

with a data-driven approach using such limited training data and limited annotation.
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Most end-to-end systems require large training sets to get reasonable performance,

but previous evaluations of a similar classi�er have shown reasonably high accuracy

with only a few hundred utterances for training (Leuski and Traum, 2008) compared

to the hundreds of thousands needed in other systems (e.g., Serban et al. (2016)).

Note that we do not claim that our approach is immune to the limitations of other

data-driven systems, and we discuss some of these limitations in Section 6.4.2. How-

ever, the goal is to mitigate some of these limitations through our classi�cation and

DM approach.

Below, we introduce our task domain and provide details of the corpus used.

Next, we describe our classi�cation approach as well as the DM policies that were

implemented. Finally, we evaluate our system on several data sets of varying size

from the corpus to compare response accuracy. In the evaluation, the following

points will be addressed: (1) accuracy of the classi�er (especially as it relates to the

size and composition of the training data), (2) adequacy of the DM response, and

(3) integration of the system in a robotic architecture.

6.2 Collaborative Human-Robot Navigation Task

6.2.1 Task Domain

Our task domain involves collaborative navigation akin to an USAR scenario. In the

task, a human serves as aCommander and supervises a remotely-located robot to

perform a navigation task in an unfamiliar physical environment. The environment

is modeled after a house and includes various rooms and objects consistent with this

environment type (rooms, hallways, etc.). The goal of the task is to work together as

a team to accomplish two subtasks - one related to searching (e.g., locate shoes) and

one related to analysis (e.g., evaluate whether the area can serve as a headquarters).

Throughout the task, the Commander is seated in front of a computer with an

interface showing task-relevant information. The interface includes a 2D occupancy

grid showing the robot's location, a snapshot of the last image taken by the robot,

and a textbox showing the robot's dialogue responses (see top-right of Figure 6.1).
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To direct the robot, the Commander is able to speak freely using unconstrained

natural language. Examples of common instructions include \Move forward 10

feet", \Take a picture", and \Turn right 45 degrees". People also used landmark-

based instructions such as \Move to face the yellow cone", and \Go to the doorway

to your right", although there were fewer instances of these in the data set compared

to the metric-based instructions (Marge et al., 2017).

Figure 6.1: Experimental task domain with dual-wizard setup (from Marge et al.
(2016a)).

The task was run using a dual-WoZ setup wherein one wizard controlled the

DM and the other controlled the RN. Importantly, the wizards had to communicate

with one another to ensure that actions and responses were performed correctly and

in a timely manner (Marge et al., 2016b). The task was run over several experiments,

with additional experiments currently in progress. In Experiment (Exp.) 1, the

DM-Wizard typed free responses to the Commander and RN-Wizard according to

pre-established guidelines (see Marge et al. (2016a)). From this, we developed a GUI

that was used by the DM-Wizard in Exp. 2 to provide quicker and more uniform

responses (Bonial et al., 2017; Marge et al., 2018). The same GUI was used in

Exp. 3, except that here we used a simulated robot and environment rather than

123



a physical one. Exp. 1 and 2 had 10 participants each, whereas Exp. 3 had 62

participants.

6.2.2 Corpus and Annotation

A corpus was created from the Exp. 1 and 2 data (annotation for Exp. 3 was still

in progress at the time of this writing). Dialogues were annotated according to the

scheme described in Traum et al. (2018), which was speci�cally designed to handle

the multiple conversational 
oors in our dual-wizard setup. These 
oors include:

(1) Commander and DM-Wizard and (2) DM and RN-Wizards. The main unit of

dialogue in our annotation scheme is thetransaction unit (TU) , which includes the

initial utterance expressing the intent of the speaker and all subsequent utterances

across all 
oors that are used to achieve the intent of the original speaker. An ex-

ample TU can be found in Table 6.1. In addition, our scheme also includes three

distinct types of relations, which are used to characterize how an utterance is related

to an antecedent (previous utterance). These relation types includeexpansions, re-

sponses, and translations along with various subtypes of each. Expansions are con-

tinuations of a previous utterance by the same speaker in the same 
oor. Responses

are produced by di�erent speakers in the same 
oor, and include several types of ac-

knowledgements, clari�cations, and answers. Finally, translations are used to relate

utterances in di�erent 
oors, and include two subtypes: translation-right involves

the DM-Wizard translating a Commander's instruction to the RN-Wizard for ac-

tion (e.g., \Move forward three feet"), and translation-left involves the DM-Wizard

translating the RN-Wizard's action to the Commander in the form of feedback (e.g.,

\I moved forward three feet"). In total, the corpus included 2230 TUs across 60

dialogues from 20 di�erent Commanders (each Commander participated in three

dialogues) (Traum et al., 2018).
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Table 6.1: Example transaction unit (TU) and annotation from the corpus. The *
indicates that the antecedent is part of a sequence of expansions.

Left Floor Right Floor Annotation
# Commander DM - > Commander DM - > RN RN Ant. Rel.
1 rotate to the right ninety degrees
2 and take a photo 1 continue
3 ok 2* ack-understand
4 turn right 90 degrees 1 translation-r
5 then... 4 link-next
6 send image 2 translation-r
7 done and sent 6* ack-done
8 done, sent 7 translation-l

6.3 Dialogue Modeling in the Virtual Human Toolkit

In this section, we provide an overview of the NL approach toward mimicking the

DM-Wizard's utterance selection policies based on input from Commander instruc-

tions. We �rst outline the classi�cation approach and describe the data processing

that we carried out on the corpus data. We then describe the DM policies that were

implemented to make use of the classi�er output in order to produce appropriate

responses across the multiple 
oors. Finally, we evaluate the output on new test

data from Exp. 3.

6.3.1 Classi�cation Approach

The task of the language classi�er is to analyze the Commander's instruction and se-

lect the appropriate utterances from the system's collection of responses. It involves

the following three step process:

First, the classi�er indexes the existing language data { a data set of instruction-

response pairs that we have collected during WoZ experiments. It generates a sta-

tistical language model for each natural language utterance (both instruction and

response):P(wjW ), where w is a word in the vocabulary and W is the utterance.

Note that the vocabularies of instructions and responses are di�erent.

Next, the classi�er uses the indexed data to construct a joint model of the

instructions and responses, and to compute the cross-language relevance model for

each new Commander's instructionP(wjC), where w is a word in the response

vocabulary and C is the instruction. See Leuski and Traum (2010) for the technical
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details of the approach.

Finally, the classi�er compares the language modelP(wjC) with the language

model of each response in the system's data set,P(wjRi ). Here Ri is the i -th

response in the data set. It returns all the responses with the similarity score above

a prede�ned threshold. The threshold is determined during the classi�er training

phase.

The classi�er implementation is part of the NPCEditor platform in the Vir-

tual Human Toolkit, which has been used in the past to build e�ective question-

answering conversational systems (Leuski and Traum, 2011). The approach requires

a relatively small amount of training data, has a small number parameters to tune

(three parameters, including the threshold, in most cases), and is robust to noise and

errors in the input (Leuski and Traum, 2008). Next, we explain how we processed

our experimental data to train the classi�er.

6.3.2 Data Processing

6.3.2.1 Instruction-Response pairs

The �rst step was to constrain the multi-
oor data to something closer to what the

classi�er uses in terms of linked initiative-response pairs. This is challenging be-

cause in our data there are two di�erent types of reactions to a Commander input:

responsesto the Commander (including positive and negative feedback) andtrans-

lations of actionable Commander instructions to the RN. To create this data set, we

�rst used a script to parse the annotated corpus data and link each utterance pro-

duced by the Commander with the DM-Wizard's responses to it. We did this for sev-

eral relation types, including translation-right, and several response subtypes (clari-

�cation, acknowledgment, answer, etc.); this resulted in a set of instruction-response

pairs. For example, \Take a picture" �! \image" is an example of atranslation-right

pair, in which a Commander's instruction is translated into a shorthand request sent

to the RN-Wizard, and \Move forward" �! \Please tell me how far to move forward"

is an example of arequest-clari�cation pair, in which the Commander's open-ended
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instruction prompts a clari�cation request from the DM-Wizard.

6.3.2.2 Coherence rating

Since the resulting set of instruction-response pairs were automatically generated

from scripts, the next step involved �ltering these pairs for coherence. We used

the 4-point coherence rating scale from Traum et al. (2015), where a 1 represents

a response that is either missing or irrelevant to the instruction, a 2 represents a

response that relies on external context to match, a 3 represents a response that

indirectly addresses the instruction but that contains additional (irrelevant) infor-

mation, and a 4 represents a response that directly addresses the instruction. Using

this rating scale, we manually inspected the instruction-response pairs from Exp. 1

and 2 and rated each one. In Exp. 1, out of a total of 999 pairs, 96 pairs had a

rating of 1, 222 pairs had a rating of 2, 1 pair had a rating of 3, and 680 pairs had

a rating of 4. In Exp. 2, out of a total of 1419 pairs, 50 pairs had a rating of 1, 387

pairs had a rating of 2, 4 pairs had a rating of 3, and the remaining 978 pairs had

a rating of 4. For the �nal training set, we included all the pairs that had a 3 or 4

coherence rating.

6.3.2.3 Data smoothing

Finally, we conducted a smoothing step in order to ensure that the training data

would cover the various �elds in the most common instructions. For example, a

command such as \Move forward four feet" might not exist in the corpus, but is

nonetheless an instruction that the system should be able to carry out. In order

to capture these missing �elds, we added a set of 250 pairs to the training data.

196 of these \smoothing pairs" came from the table which was used to generate the

Exp. 2 GUI (see Bonial et al. (2017)). This ensured that the system could at least

interpret the most common actionable commands from the experimental studies.

The remaining 54 pairs were hand-generated to �ll in values that were missing from

the corpus data, and simply included additional values for the existing commands.
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6.3.3 Dialogue Manager Policies

After being trained on the instruction-response pairs as described above, the clas-

si�er learned a mapping between commands and responses from the data. We then

implemented a DM whose role it was to use the classi�er output to select appropriate

responses and send them to the corresponding 
oor (Commander or RN).

The DM works in the following manner. First, it receives an utterance in

the form of a string after it has passed through the speech recognizer. The classi�er

then ranks the top responses that match the instruction and sends this list back

to the DM. Upon receiving the matching response from the classi�er, the DM then

sends this to the corresponding 
oor. Actionable commands are formatted and sent

to the RN whereas the corresponding feedback message (\Executing", \Moving",

\Turning", etc.) is sent to the Commander's interface. Non-actionable commands

cause the system to generate a response (usually a type of clari�cation or acknowl-

edgment) to the Commander in order to repair the instruction.

Some speci�c policies were implemented to handle problematic input. One

such policy handles the case when the classi�er �nds no match. This usually means

that the command was outside of the domain, or that any potential matches were be-

low threshold. In either case, the DM will cycle through several general clari�cation

requests when this happens, prompting the Commander to repeat and reformulate

the instruction. Another policy was implemented to handle cases in which the clas-

si�er selected multiple responses. In this case, it always picks the one with the

highest score, but in the case of a tie, a random response is chosen from the tied

options.

6.4 Evaluation

The DM in combination with the trained classi�er allowed us to replicate many of

the dialogue behaviors from the experimental data. To evaluate the performance

of our system, we trained six classi�ers using varying amounts of source data from

each of the �rst two experiments (Exp. 1 and Exp. 2). Training data for each
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classi�er consisted of annotated user utterances from a given experiment, which

were processed using the methods described in Section 6.3.2. Additional smoothing

data was added to each of the three original classi�ers in order to test for the bene�t

of including these extra pairs. A summary of the combinations of data, as well as

the number of training utterances, responses and links between the two is presented

in Table 6.2 below. The \# links" column refers to the number of connections

between utterances and responses in that set. These connections do not represent

a one-to-one relationship, as any given utterance can be linked to more than one

response, and vice versa. We also evaluated the DM separately from the classi�er

to test the appropriateness of responses produced by the system.

6.4.1 Classi�er Evaluation and Results

Each of the six trained classi�ers was tested on a test set comprised of three previ-

ously unseen dialogues that were randomly selected from Exp. 3. These dialogues

were annotated, and the instruction-response pairs were extracted, but no other pro-

cessing was done on these pairs as we sought to maintain the raw data for testing.

In total, the test set included 183 instruction-response pairs.

For each utterance in the test set, we compared the best classi�er match

to the expected output, which is the one actually produced by the DM-Wizard in

the test data. Accuracy was calculated as the percentage of queries where the best

classi�er match is the expected response. The results of our evaluation are displayed

in the right-most column of Table 6.2. Accuracy scores ranged from 61% in the Exp.

2 classi�er to 75% in the combined Exp. 1+2 classi�er with added smoothing pairs.

In general, we found that performance improved with the addition of the smoothing

pairs, and this improvement ranged from 2.7% to 5.5% depending on the original

training set. As expected, this largely bene�ted the Exp. 1 and Exp. 2 classi�ers,

which had limited data and were missing many of the basic pairs that were part of

the smoothing set. Interestingly, we found that accuracy on the unconstrained Exp.

1 data (65%) was higher than the GUI-based Exp. 2 data (61%). This is likely

due to the reduced number of responses in Exp. 2 caused by the standardization
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Table 6.2: Classi�er Data Summary. Accuracy represents the proportion of the
classi�er's responses that matched the test query.

Training Data Test Data # Utterances # Responses # links Accuracy
Exp. 1 only Exp 3 347 247 366 .6503
Exp. 1 + smoothing Exp 3 593 436 614 .6831
Exp. 2 only Exp 3 424 141 429 .6066
Exp. 2 + smoothing Exp 3 670 328 675 .6612
Exp. 1 & 2 Exp 3 722 303 751 .7268
Exp. 1 & 2 + smoothing Exp 3 966 483 995 .7541

of the GUI. Without the smoothing data added, there may not have been enough

unique responses to match the test queries. Overall, the highest accuracy (75%) was

obtained for the classi�er trained on all the data. This is a promising result, and

suggests that relatively high accuracy can be achieved with under 1000 utterances

of training.

6.4.2 Dialogue Adequacy Evaluation

It is important to note that classi�er accuracy is only part of what we are inter-

ested in. Perfect matches are of course desirable, however a response can still be

reasonably appropriate even if not an exact match of the corpus data (e.g., \turn

20 degrees" vs \turn 25 degrees"). In order to evaluate the classi�er in terms of

expected impact on the dialogue, we examined the 45 (about 25% of test set) utter-

ances that the combined classi�er got wrong in the previous evaluation. For each of

these responses, we placed them into one of �ve categories:Felicitous - appropriate

responses that would have the same e�ect as the correct response,Approximate -

responses that di�ered only slightly from the correct one (e.g., variation in turn ra-

dius or movement distance),Context-Dependent - responses that could be correct,

but that depend on the context in which they occurred, Wrong - responses that

were not appropriate for the given command, andNo Response- indicating that

the classi�er did not �nd a match. Table 6.3 summarizes the analysis of responses

that did not match the test-set, including examples of each type and the frequency

of each.
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Table 6.3: Dialogue Adequacy Evaluation showing the type and relative frequency
of the 45 system responses that did not match the test set.

Felicitous Approximate Context-dependent Wrong No response
Instruction turn one eighty go west �ve feet go to plant go back to table rotate toward camera towards calendar

Test-set response turn 180
turn to face west;

move forward 5 feet
go to Dark room plant move back towards table move to conference calendar

DM response rotate 180
turn to face west;

move forward 10 feet
go to Foyer plant return to starting point < no response>

Count (out of 45) 8 15 14 7 1
Proportion .18 .33 .31 .16 .02

Felicitous responses are expected to have no negative impact on the dialogue.

Approximate responses might have a small delay to extend or correct the robot's

behavior. Wrong responses are expected to have a more severe impact in terms

of either cancelling the instruction mid-operation, or undoing it after. Context-

Dependentresponses might either have no negative e�ect (likeFelicitous responses)

or a negative e�ect (like Wrong responses), depending on how the context is applied

to create a full instruction. When the classi�er does not �nd a match, the DM

instructs the user to repeat or rephrase the previous instruction, slowing down the

dialogue, but not impacting the robot's physical state.

In our analysis, we found that over half of the incorrect responses in the test

set were eitherFelicitous or Approximate to the correct response. This suggests that,

despite not matching the test data, these responses would still be appropriate and

would advance the dialogue. Only one case had no response, and the remaining cases

were split between the Context-Dependent and Wrong categories. TheContext-

Dependent cases were expected because of the large number of landmarks in the

environment, and the current limited ability of the system to handle landmark-

based instructions. The Wrong cases highlight the limits of our small training set,

and are problematic in that the system is likely to produce undesirable behavior.

Fortunately, these responses were infrequent, representing only 11% of the total test

set. Overall, it is promising that even if the classi�er returns an incorrect response,

the DM will still produce reasonably appropriate behavior to continue the dialogue

in most cases.
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6.4.3 Demonstration: Integration in the ScoutBot Architecture

One of the primary goals of this research project is to develop a fully automated

end-to-end dialogue system for collaborative navigation. To that end, we (and

colleagues) have implemented a system calledScoutBot, which was designed to au-

tomate the tasks of the dual wizards in our navigation task (see Figure 6.2) (Lukin

et al., 2018). We have found in pilot testing that Scoutbot can e�ectively inter-

pret simple instructions and navigate accordingly, but a more detailed evaluation

is work in progress. Currently, the main limitation of Scoutbot is the inability to

handle landmark-based instructions such as \Move from A to B". Addressing this

will require additional mechanisms, but importantly, the system still works well

for the majority of examples and should be su�cient for the team to complete

the task. A demonstration video of ScoutBot can be found at the following link:

http://people.ict.usc.edu/ ~traum/Movies/scoutbot-acl2018demo.wmv .

Figure 6.2: Scoutbot architecture (from Lukin et al. (2018)).

6.5 Chapter Summary

The ability to converse with robots is an important part of human-robot teaming

envisioned for many applications. As a result, end-to-end dialogue systems that
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facilitate e�ective communication are becoming increasingly needed. We presented

a data-driven system to achieve this goal that uses a statistical classi�er and DM

to interpret natural language commands, produce appropriate responses, and carry

out actions. In our evaluation, the system was shown to maintain relatively high

response accuracy even with limited and noisy (dis
uent) training data. In Chap-

ter 9 we integrate this classi�cation approach with DIARC for more e�ective NLU

in team interaction. In the next chapter, we switch to the topic of teaming with a

literature review of relevant topics.
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Part II

Coordination for Human-Robot

Teaming
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Chapter 7

Background on Team

Coordination

This chapter reviews background work in the area of human teaming and

human-robot teaming. On the human side, the focus is on conceptual models of

teaming from the behavioral literature that represent core processes and coordi-

nation mechanisms in human teams. The properties of shared mental models

are explored in depth. Based on this discussion, we introduce requirements

for human-robot teaming and discuss frameworks that have been developed to

manage coordination in these kinds of teams.

7.1 Teamwork Models

Human teaming has been studied extensively in the Cognitive/Organizational Psy-

chology literature. As a result, a number of relevant concepts have been identi�ed

and studied, and frameworks have been developed to encompass the various dimen-

sions of teaming. In this section, we do not attempt to review the entire literature

(see Kozlowski and Ilgen (2006); Mathieu et al. (2008); Salas et al. (2005) for com-

prehensive surveys), but rather we focus on the core perspectives of human teaming

and some of the key concepts that have come out of the Psychological literature.

A team can be de�ned as \two or more individuals with speci�ed roles inter-

acting adaptively, interdependently, and dynamically toward a common and valued

goal" (Salas et al., 2005). Teams can be eitherco-located, in which all the agents are
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physically co-present, ordistributed, in which the agents are spread across multiple

spatial ranges and/or timescales. We will focus our review in this area on work

teams (rather than, say, sports teams or social organizations). Work teams exist to

perform an interdependent task typically involving social interaction, communica-

tion, and shared goals (Mathieu et al., 2008). A number of other team types have

been identi�ed by Sundstrom et al. (1999), however, since it has been argued that

team processes and the task itself are more relevant for understanding team e�ec-

tiveness (Ilgen et al., 2005), we will focus on those elements rather than attempting

to distinguish between di�erent types of teams. Regarding team e�ectiveness, it

is often con
ated with team performance. Team performance can be viewed as a

subset of team e�ectiveness, involving measurable performance on a task. However,

team e�ectiveness captures additional aspects of the interaction that may a�ect

performance directly or indirectly. For example, a team can perform very well on

a task but display poor communication, low con�dence, and limited adaptability.

Such a team may be considered less e�ective than a team that displays the same

performance, but communicates better.

Over the years, various frameworks have been proposed to capture the rel-

evant processes involved in e�ective human teaming. The McGrath framework for

team e�ectiveness was among the earliest approaches, and it has been in
uential

in shaping our understanding of the processes involved in team performance and

e�ectiveness (McGrath, 1964). The framework emphasizes the central components

of teaming, which include inputs, processes, and outcomes; as a result, it has been

called the IPO framework. The IPO framework involves Inputs, which are con-

straints on team interaction imposed by various aspects of the team/task, including

the organizational structure of the team, the nature of the task, and environmental

constraints. These inputs feed into teamProcesses, which describe how these inputs

in
uence team interaction with regards to carrying out the task. Outcomes are the

result of the team activity, and can include measures of performance as well as at-

titudes (internal and external) about the team. This framework has been extended

over the years to add environmental constraints, interaction over time, and nested
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structures within each level. As it became evident that not all factors that in
u-

ence team outcomes can be considered \processes", the framework was extended to

Input-Mediator-Output-Input (IMOI) by Ilgen et al. (2005) (see Figure 7.1). Me-

diators include processes such as coordination, feedback, and planning, which are

distinguished from emergent statessuch as team con�dence, climate, and cohesion.

Mediators can exist at the individual level, the group level, and the organizational

level, with di�erent e�ects at each of these levels. The additional \Input" at the end

of IMOI represents the cyclical nature of the framework and the dynamic feedback

between levels.

Figure 7.1: Input-Mediator-Output-Input (IMOI) Framework. Boxes represent dis-
tinct concepts/factors and arrows indicate causal in
uence.

Team processes broadly represent the ways in which team members handle

task demands. Marks et al. (2001) proposed a scheme in which team processes were

grouped into three categories:transition , action, and interpersonal. In this scheme,

transition processes represent the early stages of teaming in which the goals are

formulated and strategies/plans are developed to achieve these goals. Action pro-

cesses represent the performance of the actual task activities as well as coordinating

with teammates and monitoring their status. Finally, interpersonal processes in-

volve aspects related to trust, motivation, and interpersonal dynamics (e.g., con
ict

management, motivation building, etc.). This way of thinking about team processes

has seen some empirical support, with teams in a study showing better adaptation

after disruption by focusing on transition and interpersonal (rather than action)

processes (LePine, 2005).
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In addition to team processes, a number ofemergent stateshave been iden-

ti�ed which have bearing on teamwork. These emergent states are di�erent from

processes in that they are dynamic properties of the team that are related to cogni-

tive and a�ective states of the individuals rather than interaction processes of the

team as a whole. Some of the key emergent states compiled by Mathieu et al. (2008)

include the following:

� Team Climate, or collective climate, is a team-level state which has to do with

the attitudes and expectations by which the team operates. Team Climate

has been implicated in team e�ectiveness with regards to customer satisfaction

(Schneider and Bowen, 1985), improved safety (Hofmann and Stetzer, 1996),

and other outcomes.

� Cohesion is a team-level state which emerges somewhat late in a group's op-

eration, and broadly deals with the unity or bond that is formed in the team.

Cohesion has been decomposed into three component categories of interper-

sonal attraction, task commitment, and group pride, and has been strongly

associated with e�ective team performance (Festinger, 1950).

� Trust broadly describes the belief that team members will ful�ll their part of

the task without the need to monitor or intervene. It has been implicated in

improved interpersonal con
ict management (Simons and Peterson, 2000).

� Shared Mental Models (SMMs)are structured representations of various team-

and task-related components that are shared among all teammates, and that

are essential for e�ective teaming (Converse et al., 1993; Jonker et al., 2011;

Mohammed et al., 2010). SMMs are discussed in more detail in Section 7.1.4

below.

7.1.1 Measuring Team E�ectiveness

The success of a team largely depends on how well teammates can coordinate their

actions in an e�cient manner. However, coordination can be di�cult when team-
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mates must dynamically adapt their decision-making, communication, and planning

strategies (Serfaty et al., 1993). Sycara and Sukthankar (2006) have identi�ed sev-

eral capabilities that a team needs to plan and coordinate its actions e�ectively.

These include: an overall intention to execute a plan (joint intention ), sharing of

goals, plans and knowledge of the environment (common ground), and awareness

of the roles and responsibilities, as well as the capabilities and limitations of one's

teammates (team awareness). Of these elements, perhaps the most important for

team success is establishing and maintaining common ground. Common ground

facilitates e�cient communication, particularly for teams working under stress, by

serving as a mutual knowledge base from which information about goals, plans, and

perspectives may be shared (Clark, 1996).

Determining ways to measure team mediators as a function of team e�ec-

tiveness represents one of the major contributions of this �eld of study. Team

performance is naturally the most common metric of team e�ectiveness, and has

been studied extensively. There are a host of possible outcome measures, including

composite measures (Pritchard et al., 1988; Steinfeld et al., 2006; Sundstrom et al.,

2000), and the right one to use depends heavily on the team being evaluated. In

general, team e�ectiveness should be measured in a way that corresponds to the

desired outcomes of a particular team. While it would be ideal to have a \one size

�ts all" metric of team e�ectiveness, the reality is that each team is di�erent and

prioritizes di�erent outcomes. In a team whose goal it is to produce a speci�c out-

come, the quality of that outcome should be the performance measure. For example,

in a team that seeks to improve customer service, customer satisfaction should be

the main outcome measure.

While there are many ways to measure team e�ectiveness, it is recommended

that a wide variety of metrics be used that assess di�erent components of the team

(Salas et al., 2017). This is done so as to avoid the limitations of each particular

measure, and to obtain a \big picture" view of the team's functioning. Examples of

common metrics include task performance, task e�ciency, workload, team workload,

situational awareness, and many of the mediators (e.g., trust, cohesion, coordina-
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tion). These metrics often have both objective and subjective ways to assess them.

For example, workload can be estimated objectively through pupil dilation (van der

Wel and van Steenbergen, 2018) or skin conductance (Shimomura et al., 2008), or

subjectively through a questionnaire (Hart, 2006). Deciding which metrics to use

and how to measure them is often a challenging problem. Some suggestions for team

measurement provided by Salas et al. (2017) include: using both quantitative and

qualitative measures such as self-report and observation, looking at the individual

and the team level, focusing on a few relevant metrics of e�ectiveness, using un-

obstructive measurement tools, and measuring at various time points. While there

currently exists no single approach that can measure all the relevant team processes

in real time while adhering to the above principles, the development of such an

approach is a primary research focus.

Since the goal of the present dissertation is to facilitategenuine robot team-

mates, it is important that measures are developed to capture this. The most

intuitive one is a similarity measure with human teammates. That is, the task is

�rst performed with human teammates to obtain a performance baseline, and then

with robots to compare performance with the human team. The extent to which

the robot teammates support the same (or greater) levels of the various measures

(performance, e�ciency, SA, attitudes, etc.) as the human teammates indicates how

close they are to the human baseline. Of course there may always be di�erences in

how humans interact with robots versus other humans (e.g., how they talk), but the

point is to compare task-relevant metrics between the di�erent teams.

7.1.2 The \Big Five" of Teaming

Due to the sheer number of mediators that have been implicated in e�ective team-

ing, it is di�cult to practically apply �ndings from the literature. In addition, many

of the concepts above do not naturally extend to human-robot teams, e.g., a robot's

attitude does not change with new leadership. To address these issues, there have

been some attempts to focus on only a core subset of the mediators in order to

capture the essential requirements of teaming. Salas et al. (2005) proposed �ve key
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attributes that are vital for e�ective teamwork, and which can serve as a frame-

work to describe the key dimensions or requirements of teaming. These attributes

include team leadership, mutual performance monitoring, backup behavior, adapt-

ability, and team orientation. Team Leadership involves one or more agents on a

team that are responsible for several executive functions. They de�ne goals, manage

resources, assign roles, and perform other leadership tasks to ensure the function-

ing of the team. Mutual performance monitoring involves the mutual monitoring

and tracking of the tasks and performance of other agents on the team. Mutual

performance monitoring requires an understanding of the task as well as the role

of each agent in accomplishing the task (similar to an SMM).Backup behavior in-

volves assisting another teammate who cannot perform their task e�ectively due

to, e.g., being under high workload. The assistance can come in the form of giving

advice/coaching, assisting in the task, or completing the task for them (Marks et al.,

2001). Adaptability involves recognizing changes or issues as they arise and adjust-

ing behavior to compensate. The issues can be internal to the team (e.g., con
ict,

failure, etc.) or external (e.g., environmental change, contingency, etc.). Finally,

team orientation refers to teammates maintaining a favorable, team-oriented atti-

tude during the task. Such an attitude has been shown to improve various aspects of

team e�ectiveness, including decision-making and performance (Driskell and Salas,

1992).

7.1.3 Team Coordination Mechanisms

In addition to these Big 5 attributes, Salas et al. (2005) proposed three coordi-

nation mechanisms which are additional requirements needed to support the �ve

critical components of teaming. These include SMMs, closed-loop communication,

and mutual trust. SMMs, as de�ned above, describe organized representations of

team and task knowledge that are shared and updated among teammates (Mathieu

et al., 2000). SMMs are considered a primary coordination mechanism because they

enforce a shared understanding among teammates and ensure that the team has up-

dated information about the critical components that are needed to facilitate joint
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behavior. In this way, SMMs directly enable the Big 5 attributes above. Closed Loop

Communication emphasizes that communication in teams is critical for coordinating

joint activity. Of course there are tasks in which communication is limited or even

absent, but generally, teams performing interdependent tasks require some degree of

communication between teammates. However, communication alone is not enough

since real-world task environments are often noisy, and the message may not get

through. Thus, it is important that the communication is \closed-loop", meaning

that not only should the listener acknowledge the message, but the speaker should

also con�rm that the message was correctly interpreted (this is related to contribu-

tions in Clark and Schaefer (1989), which we explored in Chapter 3).Mutual Trust

is de�ned as an understanding that teammates will perform their part of the task

in a timely and appropriate manner. It has been shown to support various aspects

of teaming, including con�dence in teammates, help-seeking behavior, and free ex-

change of information - all of which are associated with improved team e�ectiveness

(Jones and George, 1998).

Overall, these Big 5 attributes highlight some of the key requirements for

e�ective human teams, and the coordination mechanisms describe additional re-

quirements which are necessary to support the critical components of teaming. Due

to the inherent complexity in the teaming literature, frameworks such as this are

extremely useful to help researchers focus on the key attributes that facilitate team

e�ectiveness.

In summary, the literature on human teaming has advanced our understand-

ing of the psychology of teams in signi�cant ways. First and foremost, it has estab-

lished frameworks like IMOI and the Big 5 which help illustrate the critical factors

inherent in teaming. Next, it has illuminated the mediators that a�ect teaming,

and demonstrated how these relate to team performance and e�ectiveness. Finally,

the �eld has established techniques and conventions for measuring various aspects

of teaming, many of which can be applied to teams composed of arti�cial agents,

which we will cover in Chapters 8 and 9.
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7.1.4 Shared Mental Models

In this section we cover in detail one of the most critical coordination mechanisms

for human teams - shared mental models (SMMs). SMMs serve as tools to unify the

various team mediators described above (Converse et al., 1993; Stout et al., 1999;

Espinosa et al., 2001; Jonker et al., 2011). They are related to the concept ofcommon

ground (explored in Chapter 3), which is de�ned as mutual knowledge { that is, I

know something, you know something, and we both know that the other knows that

thing (Clark and Marshall, 1981). An SMM is similar, but involves task- and team-

relevant knowledge that is shared among teammates. Moreover, while the SMM

can include knowledge of who knows what (i.e., transactive memory as explored

in Wegner (1987)), it is not a requirement, and the SMM can still be useful with

missing information. Previous studies in humans have shown SMMs to be critical

for coordinating team activities in varied domains such as software development

(Espinosa et al., 2001), 
ight crew planning (Mathieu et al., 2000; Orasanu, 1990;

Stout et al., 1999), and product design (Lee et al., 2012). There is empirical evidence

that SMMs can directly impact team performance (Mathieu et al., 2000). Since

SMMs are associated with e�ective coordination and performance in human teams,

they are a promising approach to manage the coordination requirements of human-

robot teams. In this section, we discuss some of the core properties of SMMs and

explain how they are useful for team coordination.

7.1.4.1 Core Properties of SMMs

SMMs in human teams are comprised of a set of core properties that, together,

are used to support team coordination. Since a team is partly de�ned by having a

shared goal, the SMM can be thought of as a coordination tool to achieve that goal.

Representing task and team knowledge

The foundation of an SMM is knowledge representations about the task and the

team. These representations include information about the task itself (Task-SMM )

such as the environment, the required equipment, the operating procedures, strate-
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gies, etc. They also include information about the team (Team-SMM ) such as the

various roles, interdependencies, communication channels, and mental models of

the individual teammates (their beliefs, goals, workload, etc.). Figure 7.2 shows the

kinds of representations that are part of an SMM.

Figure 7.2: Shared mental model knowledge representations (from Scheutz et al.
(2017)).

Aligning representations

Knowledge representations alone are not enough to support coordination, as they

must also be updated and aligned between teammates. This directly supports a key

coordination requirement, which is the maintenance of common ground (Klein et al.,

2005). Ososky et al. (2012) argue that mental models can have high or lowagreement

and high or low quality. The combination of these two dimensions can lead to very

di�erent outcomes for team functioning. For example, if a team has high agreement

of low quality models, this may cause problems for the team. In a collaborative

repair task, if both teammates believe that a prerequisite step was accomplished

then this can have disastrous consequences moving forward since no one will be able

to correct the mistake. On the other hand, teams with high quality models, but low

agreement between the models will have a di�cult time coordinating their actions.

The ideal for teams to achieve is high quality models with high agreement.

Achieving high quality / high agreement SMMs is supported by various align-

ment processes (Scheutz et al., 2017). One way to align the SMM is for teammates

to provide updates or reminders. A mother reminding her child of the morning

school bus is a form of alignment, as is an employee giving a status update to his

boss. This supports the process oftask monitoring, which allows teammates to bet-
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ter understand one another's actions and how they contribute to the shared goal.

Task monitoring can include tracking task focus (what task someone is doing) as

well as task progress(how far along they are in the task). Assignment monitoring is

another critical alignment process, and is particularly important in teams with mul-

tiple, 
uid roles. For example, soccer teams often have de�ned player positions (e.g.,

defender and striker), but these can be changed on the 
y such as when a defender

makes a run up the �eld, thus switching to a more attacking role. In such cases,

it is important that other teammates are aware of the change in role, and adapt

accordingly by, e.g., covering the defender's position. Other types of monitoring

behaviors include equipment monitoring and performance monitoring. Equipment

monitoring allows teammates to track equipment status, such as if a tool is broken,

or if di�erent usage protocols are being employed. In the repair task example, this

could involve knowledge of one tool being preferred over another, or knowledge of a

fault in a piece of equipment. Performance monitoring involves tracking the work-

load or performance state of one's teammates. This includes assessment of fatigue

levels and the ability of a teammate to carry out their actions.

Predicting other team members' states and actions

By sharing common knowledge representations of the task and team states, team

members are able to predict the states and actions of one another to support the

team. This kind of interpredictability has been described as a requirement of coor-

dination (Klein et al., 2005), and is directly supported by the SMM.

Consider a task in which two people are carrying a table down a 
ight of

stairs. This task requires coordination in that the people must share the load and

also synchronize their movements so as not to drop the table. Since they both have

a shared goal to get the table from point A to point B they can predict roughly

what the other will do based on their own understanding of the task and their

understanding of the other person. For example, if the other person seems tired

or starts to drop their side, this is an important signal about their workload state,

which has implications about their ability to carry out the task. A person can detect

this, and knows to either ask if the other person needs a break, or motivate them
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to keep going.

In another example, using the soccer team from before, a defender may only

be comfortable leaving their position to make a run up the �eld if they expect some-

one to cover their position until they get back. This is something that is practiced

such that it can be done without any explicit planning or communication. In fact,

e�ective teams must be able to generate accurate predictions about their teammates'

behavior, as otherwise people will need to provide constant and intrusive updates

about their planned activities. To support interpredictability, team members must

also take actions that are predictable to their teammates. These must be based in

expectations that teams have about certain roles. For example, a goalkeeper would

not normally run up the �eld to try to score a goal, and this would generally be

a very unexpected action. However, if a team is losing and there is a last minute

corner kick, then a goalkeeper may come up the �eld in a desperate attempt to

score a goal. The point is that e�ective teams must be able to predict the states

and actions of their teammates to coordinate, and teammates must take actions

that are themselves predictable in order to support this process.

Adapting behavior to support the team activity

Finally, with accurate and aligned knowledge of the task and team state, as well as

predictions about what teammates will do, it becomes possible to adapt one's (and

others') behavior to support the team activity. This has sometimes been de�ned as

directability (Klein et al., 2005), and it is another one of the requirements of team

coordination that SMMs support.

Adapting a teammates' behavior based on the SMM state is critical for team

functioning. In the table carrying example, one person will typically be facing in

the direction of movement, with the other person having their back turned. It is

important that the lead person instruct the other person as they carry out the task.

This may involve discrete verbal commands (e.g., \move a bit to your right" or

\keep it level") or more complex plans (e.g., \okay we're going to have to get this

through the doorway").

Adapting one's own behavior based on the SMM state is also a critical ability
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for teams. In the soccer example, a player who sees their defender run up the �eld

with the ball may drop back to cover the defensive position. This is an example of

task assignmentbased on the assignment monitoring process described above. If a

player notices that one of their teammates appears fatigued (i.e., through perfor-

mance monitoring), then they would expect that player to be less e�ective in their

role and thus \cover" for them to reduce their workload.

7.2 Human-Robot Teaming

7.2.1 Requirements

We now switch to the topic of human-robot teaming, its requirements, and compu-

tational frameworks to support coordination.

To start, some basic requirements for coordination in human-agent teams

have been proposed by Klein et al. (2005), which include: common ground, inter-

predictability, and directability. As described above, common groundcan be de�ned

as the set of mutual knowledge, goals, and assumptions among agents on the team.

It would be di�cult to coordinate e�ectively without at least a shared goal and

an understanding of the task. Interpredictability means being able to predict the

actions of teammates, and likewise having one's actions also be predictable. With

this in place it becomes possible to plan actions based on predictions of what one's

teammates will do. Finally, directability refers to in
uencing the behavior of one's

teammates. This could involve issuing an order, asking for help, or reassigning roles

to deal with unexpected situations. We showed above how SMMs directly support

these three requirements of team coordination.

7.2.2 Coordination Frameworks

A number of coordination frameworks have been developed to address these and

other challenges of human-robot teaming. One prominent example is theCollabora-

tive Control framework (Fong et al., 2001), which is centered around the idea that

humans can be used as sources of information for tele-operated robots to make in-
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teraction more natural, 
exible, and adaptable. When robots encounter a problem,

they can use dialogue to request information from the human, give task updates,

and direct attention. Dialogue serves as the means to adjust robot autonomy to the

needs of the situation. This makes the robot a more equal teammate and can be

used to o�set some of the limitations of autonomous operation.

Another framework for coordinating human-robot activity is based on Joint

Intention Theory (Ho�man and Breazeal, 2004). The central notion of teamwork

here is a commitment to a shared goal, updating teammates about the state of

the goal, and assisting one another in service of the goal. The establishment and

maintenance of common ground, or shared knowledge, is a key feature here, but

since the robot they used does not speak, the focus was on non-verbal grounding in

the form of gesture and demonstration. In general, this approach emphasizes the

social skills needed to perform joint activity in a human-like manner.

The �nal framework we will cover is the KAoS HART architecture (Brad-

shaw et al., 2008), which uses the teaming requirements from Klein et al. (2005),

including interpredictability, common ground, and directability. To manage these

requirements, Bradshaw et al. (2008) introduce a system called KAos HART, which

operates according to a number of coordination policies written in a semantic web

language called OWL. The two main types of policies areauthorization and obliga-

tion, which specify permitted and required actions, respectively. All other policies

are based on these, including a policy to notify teammates when an action has

�nished, to acknowledge requests, to accept and perform actions authorized by a

superior, and others. Policies in con
ict with one another can be de-con
icted based

on a priority system.

While the above approaches are steps in the direction ofrobots as genuine

teammates, they lack some of the key capabilities of real human teammates. For

example, none of the approaches support robust natural language interaction, but

rather they require the humans to produce highly constrained in-domain language

with limited (Fong et al., 2001; Bradshaw et al., 2008) to no (Ho�man and Breazeal,

2004) responses by the robot. This is problematic because human team discourse
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is often composed of a range of linguistic features, including dis
uencies, discourse

markers, and others which robots will need to handle (see Chapter 3). Another

drawback is the lack of mental modeling of the human. It is known that humans form

rich models of the mental states of their peers, including their beliefs, desires, and

intentions, and that these are used to coordinate and plan joint actions (Mohammed

et al., 2010). While Collaborative Control does include some user modeling for

dialogue, it is limited to assigning users to pro�les based on factors such as expertise

and response time. Ho�man and Breazeal (2004) focus on joint action and do not

represent mental states at all, while Bradshaw et al. (2008) only track features like

roles and obligations. Finally, apart from Bradshaw et al. (2008), these approaches

do not scale well to additional human and/or robot teammates. Adding humans to

the team introduces problems of sharing and trading control, whereas adding robots

to the team introduces multi-agent coordination challenges. Few of these problems

are addressed because current approaches have not been designed with all these

issues in mind. We address these challenges with our SMM framework in Chapter

9.

7.3 Chapter Summary

This chapter explored the background literature on teamwork models from the be-

havioral and computational literature. We have discussed a variety of mediators for

team activity as well as coordination mechanisms used in human teams. Of these,

SMMs are the most critical and should be part of a coordination framework for

human-robot teaming. In the rest of this dissertation we seek to explore the po-

tential for SMMs to improve coordination and performance in human-robot space

robotics teams. However, �rst we need to develop a task domain for space robotics

that allows us to manipulate and explore some of the core properties of such teams.

In the next chapter, we describe our e�orts toward developing such a domain.
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Chapter 8

Towards a Task Domain for

Space Robotics

This chapter1describes our e�orts to develop a novel task domain to study

human-robot teaming in space. Key requirements of this domain include the

ability to manipulate team-relevant properties like: structure, spatial range,

time scale, autonomy, and interaction modality. Other requirements include a

variety of metrics such as workload, situational awareness, and performance

measures. We discuss our preliminary e�orts in constructing such a domain,

as well as lessons learned, and steps toward an improved domain.

8.1 Unique Challenges of Space Domains

Among the greatest challenges for coordination in space robotics teams is supporting

interaction over a wide variety of team con�gurations. This interaction can range

from co-located teams performing joint work to spatially separated teams that op-

erate at di�erent time scales and that have no physical contact. One key distinction

here is the degree to which agents depend on the actions of their teammates in order

to perform their own actions - a type of interdependent relationship (Johnson et al.,

2014). Tasks with a high degree of interdependence are those in which a human and

robot collaborate in real-time on some problem, e.g., a collaborative navigation task

1This chapter is based on the following paper: Gervits et al. (2017b). We thank Harrison Downs
and Charlotte Warne for their help in designing the study.
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such as in Chapter 6. In contrast, a task can be considered more \independent"2 if

agents can perform their part of the task without waiting for their teammates.

Both interdependent and independent interactions are important moving for-

ward, but the former involve signi�cantly more technical challenges to implement in

robotic systems. The biggest challenge is operating at human time scales. Human

time is perhaps the most valuable resource in space, so it is highly important that

it not be wasted waiting for a robot to act. Because few if any systems exist that

can operate at human time scales under real-world mission constraints, the current

research focus has been on utilizing robots in distributed interactions in which the

robot performs their task before or after human activity3 (Fong et al., 2010a,b).

Previous work has addressed this challenge, seeking to evaluate the utility

of distributed HRI for supplementing human exploration in the context of robot

reconnaissance and follow-up activities (Deans et al., 2012). In one scenario, ad-

vanced robot scouting was found to improve mission objectives in a simulated lunar

extravehicular activity (EVA) mission. Data gathered from the preliminary robot

mission was integrated with orbital sensing data to establish new traverses for future

human crew missions, ultimately enhancing scienti�c exploration. A related exper-

iment demonstrated the utility of robot follow-up after a simulated human mission

on the moon. It was found that robot follow-up was useful for exploring additional

locations that the humans did not have time for, as well as for collecting additional

data. In sum, these experiments show that HRI can be useful to support human

exploration when the actions of each agent are separated in time, and thus require

less interdependence.

While the above studies demonstrate the successful use of robots to supple-

ment human exploration objectives, it is important to extend these principles to

other domains and address the new challenges that arise. A particularly relevant

and under-explored domain is one in which robots support other robots aboard a

2Note that true independence may not even be considered interaction by some de�nitions. We
are using the term to refer to tasks in which the interdependent human and robot actions are
separated in time.

3Note that operating the Mars rovers (Opportunity and Curiosity) involves human-robot activity
occurring in parallel, albeit over lengthy temporal delays (see Mishkin et al. (2006))
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spacecraft, such as the International Space Station (ISS) or Deep Space Gateway

(DSG) (Crusan et al., 2018). The DSG is envisioned to only be manned by astro-

nauts for 30-60 days of the year, so it is important that on-board robots can maintain

the systems and repair any faults that arise in the absence of human activity. Since

di�erent robots have di�erent capabilities, they must coordinate their actions to

support the overall team. For example, Astrobee (Bualat et al., 2015) is e�ective

for navigating the spacecraft and performing maintenance duties, while Robonaut 2

(Diftler et al., 2011) is better suited for actions that involve manual dexterity such as

repair tasks. Another relevant domain involves HRI with co-located robots such as

ERA, SCOUT, and SEV (Fong et al., 2013), as well as crew-centric operations with

a surface robot such as Valkyrie. Yet another domain involves teams of humans on

Earth interacting with robots in orbit (e.g., Robonaut or Astrobee). Computational

approaches for managing the interaction challenges of such teams are underexplored

(but see Fong et al. (2005, 2006a)), yet they are crucial for future space robotics

missions.

8.2 The Need for a Task Domain to Study Human-

Robot Teaming in Space

As discussed above, human-robot teams in space are highly distributed and must

coordinate under varying spatial ranges, time scales, and interaction modalities.

While relatively little work has been done toward addressing these particular coor-

dination challenges in space domains (but see Fong et al. (2006a)), there have been

several e�orts at studying these issues independently in the broader human-robot

teaming literature. One subset of the literature attempts to gain insight about fun-

damental issues of coordination and teaming by investigating human-human task

performance (Anderson et al., 1991; Eberhard et al., 2010; Gervits et al., 2016b).

These are useful �rst steps for understanding the kinds of interaction patterns that

make e�ective partners, and the �ndings may certainly inform future robot policies.

Using actual robots on a team introduces many additional variables that are
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not accounted for in human-human studies, including di�erent communication pro-

tocols, misunderstandings, etc. Thus, without including robots in the actual task

it is di�cult to apply the results directly to human-robot teams. E�orts involving

robot teammates exist, but they are largely limited to domains in which spoken

language route-instructions are given to remotely-located robots (Marge and Rud-

nicky, 2011; Marge et al., 2017; Voss et al., 2014). While insights from these studies

can certainly be applied to search-and-rescue scenarios, the domains themselves are

not particularly relevant for current space robotics applications. There have been a

few studies that explored collaborative task execution between co-located humans

and robots (Green et al., 2006; Ho�man and Breazeal, 2004). One study in par-

ticular investigated the kinds of heterogeneous, mixed-initiative teams of interest

to space robotics (Fong et al., 2006b). However, the task was somewhat complex,

involving speci�c robots with specialized roles, and so would not be able to scale to

variable team sizes and structures without signi�cant changes to the design.What

is needed is a framework that is scalable and customizable in order to al-

low for a variety of experimental manipulations while retaining the same

basic design and metrics .

To �ll this gap, we have developed a novel scenario to study human-robot

teaming in a virtual space environment. The environment is designed to be 
exible

and scalable with respect to varying team sizes and structures, and also semi-realistic

with respect to the use of robots in current and future space operations (Fong

et al., 2013). The main bene�t of such a customizable design is that it allows

researchers to modify individual study parameters (e.g., team size) without needing

to redesign the entire task. This enables the straightforward implementation of new

experimental conditions, and the ability to compare results between these conditions

to see how the changes a�ected performance and other metrics. The long-term

goal of the project is to collect data in various experimental conditions and to

develop a corpus of multi-agent teaming in a space domain. This will serve as

a testbed to examine various empirical issues in the �eld of HRI, such as team

cohesion under time pressure, the impact of a robot on team performance, and
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language as a coordination tool. Analysis of the corpus will also advance the team

coordination literature, informing computational mechanisms needed by robots to

function as more e�ective teammates (Gervits et al., 2016a). This chapter serves as

an introduction to the framework and task domain. We will also discuss the results

of a pilot study in this domain to demonstrate the framework and discuss some

preliminary results.

8.2.1 Domain Description

The task domain involves an in-
ight maintenance task to simulate robotic assistance

on a spacecraft. It takes place in an indoor environment consisting of three rooms

connected by various narrow passageways representing the interior of a spacecraft

(see Figure 8.1). The rooms are empty except for a computer in the starting room,

which is used to complete the task. The scenario works as follows: participants

are told that they are astronauts aboard a spacecraft orbiting Mars, and need to

complete several objectives. The primary objective is to oversee a planetary rover

carrying out a geological survey mission on the Martian surface. The participant

is told that this crucial mission is being done to prepare a site for an incoming

colonization crew. They are also told that during this task, their spacecraft will pass

through space debris, which may cause damage to critical components on board the

spacecraft. When this happens, they must seek out the damaged components and

repair any resulting air leaks. In short, the participant must balance two tasks: (1)

update the map of the critical area on the planet via information from the remote

rover, and (2) �nd and repair air leaks on the spacecraft. It is not possible to suspend

the survey task to �x air leaks because the rover proceeds along a scripted path and

has limited time to navigate the critical area on the planet. It also is not possible

to ignore the air leaks because both the duration and number decrease air pressure

in the spacecraft, which must remain above a critical minimum level. If the cabin

pressure drops too low, then the spacecraft will need to make an emergency landing,

thus ending the mission. Participants are instructed to persist in the task as long as

possible so that the incoming colonization mission is not jeopardized. Task di�culty
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Figure 8.1: Schematic of the interior \spacecraft" environment. The computer is
marked with a monitor icon, and the wall panels are numbered 1-5. Participants
begin the task at the computer.

is increased over time by increasing the rate of air leaks. This is done in order to

provide a consistent (and known) level of task-induced workload across participants

and to make the task di�cult so as to require coordination in the team conditions.

All participants are equipped with a bluetooth headset to be able to hear

the rover and spacecraft announcements. The headset also has a built-in micro-

phone, which is used for communication in the team conditions. During the task,

participants are exposed to three types of announcements (described in the sections

below): landmark, pressure level, and air leak. To prevent overlap, the announce-

ments are scheduled in a queue and are sometimes delayed if another announcement

is in progress. Participants are also equipped with a head-strapped GoPro camera

which records video for the duration of the trial. This video is used to track partic-

ipants' pathing, task execution, and gaze location. In the team conditions it will be

used to collect interaction data related to the teammates (e.g., gesturing).
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8.2.1.1 Geological Survey Task

The primary task on which participants are scored is the geological survey task. In

the task, a simulated Martian rover explores some remote terrain, takes rock samples

and radiation readings, and communicates map coordinates which correspond to the

locations of the rocks and radiation zones. The \rover" is actually a series of scripts

that sends transmissions (landmark announcements) at regular intervals to simulate

movement on a map. An example landmark announcement is: \Transmitting data.

Rover has encountered a rock at position G2". The rover script runs the same

sequence for every participant, and is set up to send a new transmission every 30

s. Rocks are transmitted at a rate of 2:1 relative to the radiation zones. The map

coordinates increase slightly with each transmission to give the impression that the

rover is moving within the remote environment. Note that while the rover can send

messages to the participant, it does not respond to commands, as communication is

only one-way in this condition.

When the rover sends a landmark announcement, a picture of the landmark

is included in the transmission and sent to the on-board computer. This picture

remains on the screen until the next landmark announcement. The participants'

task is to mark the locations of these landmarks on a virtual map, and additionally

classify the rocks into one of three categories depending on the visual data that is sent

by the rover (see Figure 8.3). To complete this categorization task, the participant is

provided with a reference sheet next to the computer which shows a picture of each

type of rock along with the corresponding label (volcanic, sedimentary, sandstone;

see Figure 8.2). This additional subtask was implemented to prevent memorization

by requiring the participant to return to the computer after each announcement to

view the image. There is only one type of radiation zone, and this is marked in the

same way on the map. Thus, in principle, people can retain the coordinates for the

radiation zones in memory without immediately returning to the computer. Before

starting the task, participants are allowed to practice marking landmarks on the

map as long as they need until they are comfortable with the task.

156



Figure 8.2: Rock types in the geological survey task include volcanic, sedimentary,
and sandstone.
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Figure 8.3: Study interface, including a map of the \Martian surface" for the ge-
ological survey task. Buttons V (volcanic), Se (sedimentary), and Sa (sandstone)
represent the three types of rocks, and the green circle represents radiation zones.
A picture of the rover's last sent image appears in the upper-right corner.

8.2.1.2 Air Leak Repair Task

While the participant is attending to the rover task, the spacecraft will pass through

orbiting debris, and will \take damage". Whenever the spacecraft is struck by debris,

a message is transmitted to the participant's headset informing them that a wall

panel has been damaged, resulting in an air leak that is causing a drop in the

cabin pressure level. An example of such anair leak announcement is: \A new

panel has been damaged. 1 panel is now damaged". The location of the damage is

one of �ve wall panels distributed throughout the spacecraft environment, but the

exact location of the damage is not known to the participant. All participants are

familiarized with the spacecraft layout and the location of each wall panel before

the task begins.

The spacecraft also communicates periodicpressure level announcementsas

cabin pressure drops in increments of 10: e.g., \Air pressure at 60%". Cabin pressure

steadily decreases at a rate dependent on the number of damaged panels (each leak

has a constant 
ow rate of 10% every 20s), and increases at the same rate as the

panels are repaired. If a panel is not repaired, then it is possible for multiple panels
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Figure 8.4: Sample wall panel and QR reader used to scan and repair wall panels.

to be simultaneously damaged. This results in an accelerated 
ow rate of twice the

normal rate for two panels, three times the normal rate for three panels, etc.

The air leaks are detected and repaired using an \ultrasonic scanner" (for

the current study - a smartphone) that is moved across the surface of the panels in

various compartments on the spacecraft. To simulate the repair process, each of the

panels is represented by a unique QR code, and the smartphone runs a generic QR

reader application to identify the particular panel. Once scanned, this information

is transmitted to a web server where it interacts with a central program to determine

if the scanned panel is currently damaged. If so, a button appears on the scanner

that allows for the repair of the panel. Participants are then able to repair the panel

by pressing the button and waiting for 5 seconds (see Figure 8.4). A �nal scan of

the panel is then required to complete the repair process. This is done to prevent

people from scanning a panel and then moving to search for others while completing

the repair process. Participants are allowed to practice scanning and repairing wall

panels as long as they need until they understand the task.

The order of panel damage as well as the rate at which damage occurs is

set by the program in advance and is consistent for every participant. This can

be customized as needed, but for the current study the �rst panel (#3) becomes
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Table 8.1: Overview of pilot study participants.

ID Duration (min:s) Score Landmarks Distance (m) Leaks repaired

1 4:20 6 8 74 2

2 5:10 4 10 67 4

3 5:20 5 10 88 3

4 4:12 5 8 17 1

5 3:16 3 6 89 0

damaged at the 1:30 mark into the task. The rate then drops to a new panel every

minute for the next two panels (#1 and #4), and then this drops to 45 s for the

following two panels (#5 and #4). The rate drops further to 30 s after that, but no

one in the current data set managed to last this long.

8.2.1.3 Performance Measures

All participants are instructed that their score will be entirely based on how well

they perform in the geological survey task, i.e., the number of landmarks correctly

marked on the map. The air leak repair task can be considered a kind of distractor

task, but of course people will need to attend to it in order to maximize their score.

We are also recording a number of subjective measures including personality, using

the Ten Item Personality Inventory (TIPI) (Gosling et al., 2003), and demograph-

ics in a pre-experiment survey. After the experiment, participants �ll out another

survey to assess workload and situational awareness. Workload is measured us-

ing the NASA Task-Load Index (TLX) questionnaire (Hart, 2006), and situational

awareness is measured using the Situation Awareness Rating Technique (SART)

(Taylor, 1990). These metrics are important for understanding various team and

performance dynamics, and we expect them to be customized depending on the

experimental condition.

8.2.2 Preliminary Study and Results

We collected preliminary data from �ve participants running through the baseline

condition of our task - four female, one male. The age range was 18-41, with an

average age of 24 years (SD = 9.4). Table 8.1 shows the participant data, including
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demographic and performance measures. Score was reported as the total number

of correct landmarks placed, although the total number of landmarks announced by

the rover varied between participants depending on the duration of the trial. Those

participants that lasted longer in the task naturally had more landmarks available

to place. Despite the variability, we were mainly interested in correct landmarks

placed, as these re
ect the completeness of the map. \Distance" represents the

total distance traveled by the participant during the trial. This was approximated

from the video �les based on the path that the participant took, and known distances

between various points in the environment. Due to the limited sample size in this

exploratory study no statistical analyses were performed. We were mainly interested

in using these pilot data to evaluate strategy and decision-making trends in the

baseline condition of our task. We were also interested in investigating how people

managed both subtasks, and the frequency with which they switched between them.

These results will be used to further re�ne the experimental setup as well as to inform

policies for a robot partner in future team conditions.

Table 8.2: Task-switching frequency by participant for each announcement prompt.

Participant
Announcement Type 1 2 3 4 5
Landmark 4 1 3 1 2
Pressure level 3 0 1 0 1
Air leak 4 2 3 1 1
Total task switches 11 3 7 2 4

8.2.2.1 Task-Switching

Due to the fast-paced nature of the task, and the fact that the baseline condition in-

volved only single individuals, frequent task-switching between the geological survey

and air leak repair tasks was crucial for success. Since there were two main tasks,

we de�ne a task switch as any change in behavior that is associated with switching

between the geological survey task and the air leak repair task. An example of a

task-switching behavior includes leaving the computer to go search a panel. Simi-

larly, moving back to the computer to add a landmark also constitutes a task-switch.
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Typically a prompt from the rover or spacecraft was responsible for this task-switch

- either an announcement of a new landmark, a new air leak, or an update on the

pressure level. In order to investigate this phenomenon more systematically, we ex-

tracted the prompted task-switching behaviors from the task tier in our transcripts.

Whenever a participant switched tasks within 5 s of an announcement, that event

was marked as a task-switch.

Our results indicate a wide range in task-switching frequency between the

study participants (see Table 8.2). Most of the task-switching occured immedi-

ately after a landmark or air leak announcement. This suggests that these were

particularly salient messages that elicited an immediate change in behavior. Pres-

sure level also sometimes led to an increase in panel searching, especially as the

pressure level dropped to 50% or less. Interestingly, certain participants (1 and 3 in

particular) engaged in prompted task-switching with greater frequency than others.

This is re
ected in their overall path-planning and strategy, which we explore in

Section 8.2.2.2 below.

Figure 8.5: Average time elapsed between landmark announcement and participant
starting to move back to computer.

An important factor that re
ects task switching behavior is the relative prior-

ity of each of the subtasks for each participant. To approximate this, we calculated

the elapsed average time before a person started to move back to the computer

following a landmark announcement (see Figure 8.5). If they were already at the
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Figure 8.6: Time elapsed from the air leak announcement to the moment in which
each panel was repaired.

computer, that event was not included in the average, and if they started moving

immediately then that event was marked as 1 s. The lower times generally indicate

that these people prioritized the survey task, whereas the higher times indicate a

priority for the air leak repair task.

Another related indicator of subtask priority is how much time elapsed before

a panel was successfully repaired following an air leak announcement (see Figure 8.6).

This gives an indication of how e�cient people were at repairing the panels. Recall

that if a panel is not repaired then air pressure drops fairly quickly, making proactive

repair a high priority. We found that most people repaired the �rst panel within a

minute, although one participant never repaired it. Generally, more panels repaired

suggests that people were prioritizing the repair task, although participant 5 is an

outlier to this trend as they were not able to �nd even the �rst damaged panel.

The impact of subtask priority and task-switching behavior on overall strategy is

explored below.

8.2.2.2 Task-Management Strategies

The baseline condition of this task was designed to be extremely di�cult for a

single person to perform. This is evidenced in the short trials, low scores, and high

ratings for categories like \E�ort" and \Temporal load" in the workload survey (see
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Figure 8.7: Average scores for the NASA-TLX survey. Error bars represent standard
error.

Figure 8.7). It is reassuring at least that, while di�cult, we did �nd a performance

range, and that people approached the task in di�erent ways to varying degrees of

e�ectiveness. As a result, we were able to identify several basic task-management

strategies in the data. One strategy involved a particular emphasis on the geological

survey task. This strategy was characterized by a short overall distance traveled,

low task-switching, and a short study duration. Participant 4 best exempli�ed the

use of this strategy. The participant spent most of her time in front of the computer

adding landmarks, and largely ignored the air leaks. This person lasted only 4

minutes and 12 seconds (the second-shortest time), but they also got a decent score

of 5 (the median). While the study does place importance on the survey task, it is

important to also repair the air leaks in order to prolong the task.

Another observed strategy was, conversely, one in which the emphasis was on

repairing the air leaks. This was typically characterized by a large distance traveled,

low task-switching, and a variable study duration which depended on early success of

�nding the damaged panels. Participants 2 and 5 employed this strategy, to varying

degrees of e�ectiveness. While participant 5 traveled the greatest distance, most

of this time was spent �nding the �rst damaged panel (which was never repaired).

She was unfortunate in that the damaged panel was the last one searched, so this

naturally set her back. As a result, this person �nished in only 3 minutes and 16
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seconds with the lowest score. Participant 2 on the other hand was fortunate in

that he successfully found the damaged panel on the �rst try for three out of the

�ve panels. Though this prolonged the task signi�cantly, he missed a number of

the landmarks as a result, and only scored a 4. Figure 8.6 is informative here, as it

demonstrates the relative priority that people assigned to repairing air leaks. Here

again we see that participant 2 spent much longer than anyone else searching and

repairing leaks, and that participant 5 was unsuccessful in repairing any leaks.

The �nal strategy we observed was balancing both subtasks, which was char-

acterized by a large distance traveled and a high degree of task-switching. Partici-

pants 1 and 3 used this strategy, and they achieved the highest scores. While both

participants balanced the two subtasks, they each slightly emphasized one over the

other, which may explain di�erences in their performance. Participant 1 was very

e�cient, and managed to repair several panels while accurately placing 6 landmarks.

She prioritized the survey task, and was able to put her panel-searching on hold when

a landmark was announced in order to rush back to the computer. On average, when

a landmark was announced by the rover she started moving to the computer within

10.5 s (see Figure 8.5). On the other hand, participant 3 took on average 35.2 s to

start moving to the computer after a landmark was announced. Though she lasted

a minute longer in the task than participant 1, she also scored a point less due to her

slight preference for the air leak repair task. Overall, the high performance of the

two participants that employed this strategy suggests that balancing both subtasks

is required for e�ective performance in this condition; however, there seems to be a

bene�t to slightly prioritizing the geological survey task.

Another interesting result is that, contrary to the well established �nding

that task-switching incurs a cognitive cost (Monsell, 2003), our subjective workload

results did not indicate that the highest scoring participants were under any more

workload than the others. It is possible that the time pressure and workload already

inherent in the task masked any e�ect of task switching, or that the cognitive cost

of switching may not have manifested in any of our measures. This �nding is worth

exploring in future studies with larger, controlled sample sizes. If there is a cognitive
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cost of task-switching, then it is unclear whether this burden will be alleviated in

the team conditions. This is because people will still need to switch between their

current task and the task of keeping track of their partner's activities and (in the

case of the robot) managing their actions. Though this may increase workload more

than doing the task alone, we would still expect to see a performance improvement

from having multiple teammates. It will be interesting to examine the results in

future conditions and to see if having a partner (human or robot) will o�set the

cognitive cost associated with task-switching, as well as to examine the extent to

which a partner can improve performance (if at all).

8.3 Designing a Virtual Spacecraft Domain

In this section, we discuss lessons learned from the previous design and the steps we

took to improve upon it to design the task domain used in Chapter 9.

8.3.1 Limitations of Existing Domain

There were a number of limitations in our previous approach that we sought to

address. First, is that we only ran a baseline condition with one human and no

robots. This was partly due to di�culty in getting our PR2 robot ready for a study

like this. Clearly, using physical robots for HRI studies presents a number of chal-

lenges. On top of the many software challenges like speech recognition, navigation,

and others, we need to deal with additional hardware challenges, including motors

overheating, battery dying, etc. While these are real and important challenges that

HRI as a �eld needs to address, they are not of particular interest in our studies of

human-robot teaming. For example, we are not studying how teams recover from

robot hardware faults. As a result, we decided to switch to a simulated environment

using virtual robots. It is still critical that the robot models we use are based in real

robot physics so that our results are extensible to real-world environments, however

using simulated robots alleviates some of the practical challenges of running these

kinds of studies and allows us to add complexity to the robot autonomy without
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jeopardizing data collection.

Another limitation is that some people were faster than others and ran

through the task to repair as many wall panels as possible. It is problematic if some

people perform better simply because they are faster. As a solution, we considered

using a pedometer app on the smartphone in order to track steps and normalize the

�nal score based on how much they moved and how quickly they repaired panels,

but this seemed excessive. Using a virtual environment solves this problem, as it

allows us to normalize the movement speed.

We experienced some limitations in the environment itself that we sought to

address. First, it was fairly small, with narrow corridors that would be problematic

in the team conditions. In fact, we ran a pilot study with two humans and found it

to be very cramped. Second, the number of wall panels was too few. People seemed

to develop a routine in which they \made their rounds" and checked each panel for

damage. In order to address the problems, the virtual environment will need to be

much larger and have more panels to repair.

Regarding the team conditions, we sought ways to elicit more interaction

between the human and robot teammates. We did not want people to only give

basic instructions to the robots such as \move to panel" and \repair panel". It

would be ideal if people could also ask status questions to the robots and give them

status information as well. This led us to remove the automated announcements

produced by the spacecraft. Now, to get this information, people will either need

to get it from the environment or ask the robots. To this end, we added amonitor

action for the robots, which allows them to scan an area for damaged panels and

report this information to the human. Now, instead of the spacecraft announcing

when a new panel has been damaged, this information can be obtained from a robot

that performs the monitoring action. Moreover, the robot will only know which

panels are damaged in that particular area, requiring them to move around.

Regarding the task measures, it turned out that using a primary performance

metric based only on the rover task was problematic. Several participants completely

ignored the panel repair task, but still got decent scores. Others even ignored the
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rover task, to their detriment. To amend this, we need our primary performance

measure to be a composite metric that includes both task duration and task accuracy

(on the rover task). Moreover, to incentivize performance, we need to (1) pay people

to participate, and (2) pay people extra for especially good performance. This latter

point will serve as an incentive for people to try their very best. As a result, we

changed the subject payment from a constant $10 to $10 plus a possible extra $5

depending on performance (> 75% on rover task, and task duration> 10 minutes).

Finally, our study had limited instrumentation, which future studies will

need to address. For team conditions, it is critical that we record audio data of the

team communication channel. Video recording is also essential, as it is important to

know who was in a person's visual �eld at any given moment, as this has implications

for the interaction. Eye-tracking is also important to study the interface between

language and gaze.

8.3.2 Steps Toward an Improved Task Domain

Given the limitations above, we sought to improve upon the task domain. The core

of the design was kept the same, including the spacecraft scenario, the two subtasks,

the ramping workload, and the scalable design. However, we expanded on this core

in the following ways.

First, we developed a virtual 3D spacecraft environment using the Unity

game engine (see Figure 8.8). The environment contained a central chamber with

the same rover map as before. Instead of the hallway structure from the previous

design, we designed a new layout which included threewings (Alpha, Beta, Gamma)

connected to the central chamber. Each of the wings contains 24tubes that serve

as a functional replacement for the wall panels. These tubes become damaged over

the course of the task and need to be repaired by the human-robot team. The

repair process requires interdependence between the human and robot teammates.

Speci�cally, the human must turn o� the damaged tube, and then the robot can

take a repair action. Following this, the human must turn on the tube again so that

it can continue to function. This 3-step repair process ensures that the team must
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coordinate their actions to achieve the shared goal.

Figure 8.8: New task design in 3D virtual spacecraft environment.

Next, we added support for virtual robots in the environment. The robots use

physics models based on the uni�ed robot description format (URDF) of the actual

PR2 robot. We use the Robot Operating System (ROS) (Quigley et al., 2009) for

path planning and navigation, and Gazebo for the physics simulation. The robots

navigate the environment and move between key locations including the entryway

to each of the wings, and each of the tubes. We tested multiple robots navigating

the same environment, and �xed a great deal of bugs related to obstacle avoidance

and path planning, especially in cases where the robots would block one another.

One of the main goals of the team conditions was to evaluate performance

of human-robot teams with autonomous robots. Autonomy policies for the team

conditions were initially going to be very simple { move to the nearest damaged

tube in the current wing and start repairing it. If no damaged tubes exist in the

current wing, then move to the nearest wing in clockwise order. Human instructions

should override these policies, so the current action would need to be canceled and

overridden by the new instruction. We ended up making some changes to this

basic policy in order to better test the e�ects of SMM on team performance (see

Section 8.3.2.3 below).
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8.3.2.1 Human-Robot Communication

Verbally instructing and otherwise communicating with the robots is an important

component of the team conditions. Initially the language was going to be simple,

and we planned to give people a list of commands that the robots can understand.

However, in pilot testing we learned that even with such a simple set of commands,

there is still quite a bit of variability in how people instruct the robots. Especially

during time pressure, people would use alternative commands that the system can-

not handle (e.g., \uh go repair it then"). We tried adding some of these common

variants to the ASR and parser grammars, but it was still not enough to elimi-

nate NLU errors. This is a major issue because errors like this slow down the task

signi�cantly and cause frustration with the robots.

To address this NLU issue we decided to use a statistical classi�er to sup-

plement the parser. The goal was to train a model to translate text input into a

semantic representation that the system can process. For this, we used the NPC-

Editor classi�er described in Chapter 6. As training data we gave it a variety of

commands that could be spoken in this task that were obtained from pilot testing.

We also generated some of our own commands from the basic instructions (move,

repair, monitor). More details of this approach are provided in Section 9.1.5.1 in

the next chapter. With this in place, people could now talk to the robots more

naturally and with fewer constraints.

Regarding the kinds of instructions to give the robots, we initially had people

give low-level commands, e.g., \move to area alpha", \move to tube left 11", \repair

tube alpha left 11". That is, the robots could not move to a tube unless they were

in the corresponding wing. However, this proved too demanding in the task as it

was di�cult to keep track of where the robots were in the plan, even with feedback.

We eventually changed it so that people could instruct a robot directly to a speci�c

tube from anywhere in the environment. However, robots would still need to be at

a particular tube to repair it.

One goal of the studies was to scale the number of robots and have the task
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still work. Thus, for the team conditions we needed a way for it to work with

N robots. Initially, we planned to only use two robots and give each of them a

di�erent voice to distinguish them. However, that would not work for more robots,

so we decided to give them all the same voice, but instead have the robots preface

each utterance with their name, e.g., \Robot 1 here, I am moving to alpha left

11". All commands to the robots would need to start with this identi�er, and the

corresponding robot would process the instruction (e.g., \Robot 1, move to area

alpha"). The rover however would have a di�erent voice (di�erent pitch) for the

landmark announcements, as there would only be one of them.

8.3.2.2 Other Challenges

Apart from the human-robot communication, we addressed a number of other issues.

One big problem from piloting was that many people got motion sick from the VR.

This ranged from minor to major, and occurred for more than half of the pilot

participants. As a result, we made a few changes to try to reduce this problem.

Speci�cally, we turned o� the 3D e�ect in the cave and reduced the turn speed of

the participant. We found that this reduced the extent of the motion sickness, but

some people still reported minor e�ects. We also moved the camera up so that people

could not see the 
oor as much when they were moving, as this was another source

of motion sickness. Overall, these actions proved e�ective, as our study participants

(in Chapter 9) did not report any motion sickness.

We also manipulated a variety of study parameters as a result of piloting.

We increased the robot speed as much as possible, increased the time between rover

updates, displayed the landmark coordinates on the screen so people do not have

to rely on hearing them, and removed the classi�cation aspect of the rover task

since the rock images were too small to see on the screen. We also got rid of the

\radiation level" and just gave each tube a health bar that would start to decay

at a constant rate when it became damaged. Once it decayed fully the tube would

break and would no longer be repairable. The end condition of the task was also

changed from a radiation limit to having two tubes broken simultaneously. Finally,
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we also added lights above each of the wings to indicate that a tube is damaged in

that wing. This prevents people from needing to move into a wing to examine all

the tubes, which is time consuming.

Another issue discovered during piloting is that it is sometimes hard to keep

track of the task status, i.e., how well you are doing. For example, it is possible

to lose without even knowing that a tube broke somewhere in the spacecraft. As

a result, we modi�ed the end condition of the task. Previously, the task would

end when two tubes broke. We considered an alternative end condition in which a

number of tubes are o� simultaneously, as otherwise people have no reason to turn

a tube back on after repairing it. This seemed somewhat arbitrary though, and

hard for the participant to track. We settled on an end condition based on total

damage to the tubes. The spacecraft now has a health bar that is displayed in the

central chamber. Tubes that are damaged, but still on, contribute the most damage

to the health, followed by tubes that are damaged but o�, followed by tubes that

are repaired but not turned back on (giving people a reason to turn them back on).

It is possible to increase the health by repairing tubes, but if a tube breaks, that

damage is not repairable anymore. This is similar to the radiation level that we had

before, but goes better with our current background story. We do not need to tell

people the exact formula used to calculate damage, but will tell them that all these

factors contribute. This approach has the bene�t of allowing participants to track

their task progress in a visual manner. It could also be used as a proxy for workload,

as the health bar changes color (green to yellow to red) depending on damage level,

and the di�erent colors will likely increase task urgency.

8.3.2.3 Designing to Test the SMM Hypothesis

One of the immediate goals for this task domain was to use it to test theSMM

hypothesis - that SMMs improve coordination and performance in human-robot

teams (see Chapter 9). As an intermediate step, we conducted a crowd-sourced

online study in a similar spacecraft domain (Gervits et al., 2018) (see Figure 8.9).

We found promising results suggesting that SMMs can improve task performance,
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