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Did Deep Blue's Win over Kasparov Prove That Artificial Intelligence
Has Succeeded? A Debate
Hubert Dreyfus and Daniel Dennett

On May 12, 1997, IBM's program Deep Blue defeated world champion Garry Kasparov at chess. Jim
Lehrer invited philosophers Hubert Dreyfus and Daniel Dennett to discuss the relevance of the
event on his National Public Radio's program NewsHour with Jim Lehrer. The debate continued in
the electronic magazine Slate in the following months. We thank Hubert Dreyfus, Daniel Dennett,
and Slate magazine for permission to reprint the exchange.

Message #1: May 20, 1997
From: Daniel Dennett
To: Hubert Dreyfus
Dear Bert,
The discussion we had on the NewsHour was fun but, really, Bert, I think you have only
yourself to blame for the widespread opinion that you said computers were not gonna
be able to play great chess. I went back and looked at the revised edition of your book
What Computers Still Can't Do, and you go to considerable lengths to pooh-pooh not
just the current prowess but the future prospects of computer chess. Yes, near the end
(page 259) of the book, you make the distinction between the closed nature of chess
and the open-ended nature of embodied life. But I think it is fair to say this is your fallback position, which runs: Computer tic-tac-toe is trivial; computer chess is almost certainly impossible (at the world-champ level); and computer conversation is out of
the question. Otherwise, why would you spend so much time bad-mouthing the
(over-)confident declarations of Simon et al.? And anyway, there are so many passages
in your book which-aside from sea-lawyering provisos-commit you to a negative
prophecy. For instance:
We shall soon see that given the limitations of digital computers, this [stagnation] is just what one
would expect .... (85)
Work on game playing revealed the necessity [sic] of processing "information" which is
not explicitly considered or excluded, that is, information on the fringes of consciousness .. . .
(107)
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In chess programs, for example, it is beginning to be clear that adding more and more specific
bits of chess knowledge to plausible move generators, finally bogs down in too many ad hoc subroutines .... What is needed is something which corresponds to the master's way of seeing the
board as having promising and threatening areas. (296)1

But let's let bygones be bygones, and consider the future; as one e-mail correspondent to me put it, you "wimped out" totally on my request for a test without
"points for style." Why don't you fish or cut bait? If "understanding natural
language" is not required for passing the unrestricted Turing test (with, say, you as
judge), name a tougher test-winning the Pulitzer Prize for fiction or poetry? Being
head gag writer for Jay Leno? Take your pick, but put up or shut up! I am not impressed by the claim that a computer won't really understand natural language (if
it uses GO FA I-good old-fashioned artificial intelligence-techniques) until you
couple it to a performance measure. After all, I once listened in utter fascination to
a well-known philosopher as he insisted that neither Joseph Conrad nor Vladimir
Nabokov understood English-it not being their native language. Surely (surely?) you
would not descend to such depths, would you? Just to be sure, I'd want a promise
in advance.
Otherwise you leave yourself in a particularly feckless rhetorical position, by the way:
"Understanding is mighty important, all important, wonderful, wonderful-but I can't
offhand think of a single stunt that requires it."
Ry the way, I've been defending you quite vigorously and sincerely in AI circles in recent years-saying that the only thing wrong with your line has been the misguided
(and misdirecting) tone of absolutism, as found in your book title. More specifically,
in your insisting that these were not just the hard problems (you've been right about
them being the tough problems all along), but being insoluble problems (sword-in-thestone problems, in the metaphor of Darwin's Dangerous Jdea).2 As I said in a talk at an
AAAI (American Association for Artificial Intelligence) workshop at MIT in November
(and even had an overhead proclaiming it): "Just because Bert Dreyfus said it doesn't
mean it's wrong."
Now I think that you would be quite consistent (and wise, and honorable) to say
that only a Cog-type, embodied robot has a chance of passing the unrestricted Turing
test (and you could add that it would be a colossally difficult feat, dwarfing Deep
Blue).3 Then you would be right about the limitations of GOFAI without going overboard. And you could admit that if any Cog of the future actually passed the unrestricted Turing test (with you as judge), you would declare it to be a genuine
.understander of natural language. Why not?
All the best, Dan
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Message #2: May 26, 1997
From: Hubert Dreyfus
To: Daniel Dennett
Dear Dan,
It's good to hear from you, especially since the sort of sound-bite discussion we had on
the NewsHour is very unsatisfying and needs some sort of follow-up.
I think that you are right that the tone of my discussion has always suggested that
symbolic AI is impossible, although I have always said that I had no in-principle argument to back me up. And all I could legitimately claim was that, based on the phenomenology of human skill acquisition, the GOFAI research program would almost surely
fail. I was surprised by the results of the last match as were many others. (There is
a growing consensus among chess masters that Kasparov may well have thrown the
match in order to promote a tiebreaker. We'll know for sure if Deep Blue is really better
if there is a playoff.) But I have never said that such a chess victory was impossible or
even "almost certainly impossible." I said that a chess master looks at only a few hundred plausible moves at most, and that the AI people would not be able to make a program, as they were trying to do in the 60s and 70s, that played chess by simulating this
ability. I still hold that nothing I wrote or said on the subject of chess was wrong. The
question of massive brute-force calculation as a way of making game-playing programs
was not part of the discussion, and heuristic programs without brute force did seem
to need, and still seem to need, more than explicit facts and rules to make them play
better than amateur chess. But I grant you that, given my views, I had no right to talk
of necessity.
Let's turn to the language issue, which is more important. There we seem to have
had a misunderstanding that another 30 seconds of air time would have allowed us to
straighten out. You seem to think I was asking, like John Searle in his Chinese Room
argument, that the computer do more than behave like it understood natural language.4 That it really understand, whatever that turns out to mean. But I have never
asked that. I have always been willing to play by the rules of the unrestricted Turing
test (that is, if a computer could be programmed so that most of the time when I was
conversing with it by teletype, I could not tell whether I was talking with a computer
or a human being. I would count that as thinking and admit the success of AI). It was
on those grounds that I proposed natural language understanding as a challenge for
Cog. Several e-mail correspondents who know my work have told me that they understood me that way. I would be happy to say in print that I sign off on everything in
your last paragraph.
A computer scientist here at Berkeley pointed out to me that, in the spirit of the current discussion, I could equally have asked that Cog be given a camera to see the
cards and the players and then be asked to play high-level poker. (Of course, given
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the stochastic nature of poker, a very large sample would be needed to evaluate performance.) Do you like that goal post better? The two goals-playing poker and conversing in ordinary English-seem equally hard to me. Both presuppose that the
computer can be given a knowledge of human psychology of the sort that we understand by being human, but that we cannot fully articulate.
Where should we go from here? Have you seen Drew McDermott's op-ed piece in
the New York Times of May 14th? I suspect we would agree that Drew is wrong to think
human beings might be using unconscious brute-force calculation, but I am not
sure what you think these days. Do you agree with me that the success of Deep Blue
in a formal domain like chess where relevance is settled beforehand and brute-force
calculation is, therefore, possible, shows nothing whatsoever about the possibility of
GOFAI? Why do you think GOFAI is a plausible goal for a research program? Or do
you? Have you written a paper on Cog? If so, I would love to see it. I am not clear
whether Cog will be using neural-net Simulation, symbolic representation, or both.
Regards, Bert
Message #3: May 28, 1997
From: Daniel Dennett
To: Hubert Dreyfus
Dear Bert,
What a pleasure to see some actual progress, for a change, in a philosophical"debate."
I think the key is that while you are sure that there is something importantly different
about the internal goings-on in a person and in a computer/robot, you see that this
difference of the innards has to be manifest somehow in ultimate behavioral competence in order to be ... important! You and I agree on this point, which smacks of
evil behaviorism (and evil operationalism, and evil verificationism, and who knows
what else evil ... ) to many of those who have been brainwashed by some of the ideologues of the Cognitive Revolution, but the alternatives all have the drawback of
deflecting attention from the interesting issue: whence cometh the mental power of
a mind? What is amazing about people is what they can do, in the hard world, in real
time.
In Darwin's Dangerous Idea, in the discussion of Roger Penrose's arguments against
strong AI, I call this a recognition of the importance of a "sword in the stone" test,
and you and Penrose and I agree with Turing-and Descartes, of course-that unless
you can describe an independent test of mental power, you are just waffling. Thus suppose some philosopher-not you, but we can think of others-were to declare that one
thing a robot could never do is make a hand-knit sweater. But then when the roboticists
produce their triumph, they encounter the retort-" But this isn't hand-knit, because
those aren't hands. Oh, sure, they have five so-called 'fingers,' and they dangle on the
so-called wrists of two so-called arms, but they aren't made from the right stuff, or they
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don't have the right history, to count as real hands." This move, the "it doesn't count"
move, is a loser.
We both agree with Descartes and Turing that jJassing the unrestricted Turing test
(with or without robotic add-ons such as eyes and hands) is an overwhelmingly difficult task, since it indirectly puts exactly the right strain on the innards: there is simply
no way-no physically possible way-of passing it by "cheating," but the test otherwise does not foreclose on "non-organic" or "artifactual" or "symbol-manipulating"
or "syntactic" paths. Let's see if such a program can do such a thing.s
That then leaves just the right empirical question open: is it possible to get humanlevel behavior out of a computer, and if so, will its methods show us anything interesting about human intelligence?
You ask me whether I disagree with Drew McDermott. I think he is right about something, but I would put it somewhat differently. Kasparov's brain is a parallel-processing
device composed of more than ten billion little robots. Neurons, like every other cell in
a body, are robots, and the organized activity of ten billion little unthinking, uncomprehending robots is a form of brute-force computing, and surely intuition is nothing
other than such an emergent product. As I said in my very first published paper back in
1968,6 when we say we do something "by intuition" we are saying we don't know how
we do it, and that is consistent with any story at all. When we discover how "intuitive"
thinking is accomplished, we will probably be surprised about many of the detailsand we will probably feel that mixture of amusement and letdown that often accompanies learning how a magic trick is done. I think it is quite clear that the answer will be
comprehensible in computational terms-a massively parallel dynamical competitive
process, in which the "magic" gets replaced, one way or another, with a lot of mindless
drudgery. But I do agree with you that that process will almost certainly not look much
like the brute-force search processes of Deep Blue. That is precisely why Deep Blue is
not very interesting as AI.
Yes, I have written a paper on Cog. It's a talk I gave at the Royal Society back in 1994.
And in other talks on Cog to AI groups I have stressed the fact that when we get to the
point of getting Cog to engage in human-only or "adult" cognitive activities, we will
not solve the problem by splicing a GOFAI system onto the underlying neural-net-style
architecture. When I speak about this, I use an overhead that always gets a laugh. It's
a parody of the "Intel inside" logo, with "GOFAI" instead of "Intel" and a big X
through it.
As for your suggested variations on the unrestricted Turing test, I am not convinced
they add anything, since there's nothing to prevent you as judge in the unrestricted
Turing test from playing a game-any game you can play via typing, in effect-and
blUffing and other psychological ploys are readily available to the resourceful judge.
Having human-acuity vision and the dexterity to shuffle cards is presumably not a
very central feature of genuine human consciousness. In any event, we agree on the
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fact (but I am sure it's "just" an empirical fact, not a conceptual or constitutive fact)
that human-level intelligence depends on competencies that are not practically achiev_
able by using "fully articulate" representations of a GOFAI sort.
Since we both agree that getting a robot to pass the unrestricted Turing test is incredibly more difficult than getting it to be world chess champion, perhaps the next constructive move would be to suggest some intuitively much easier test that would still
knock your socks off, and is a little closer (in my opinion, at least) to being implemented in a decade or so. Since Cog is supposed to go through a humanoid infancy,
you might propose some variation on a developmental milestone in the first two or
three years of a child's life, for instance. It is commonly said that the things that kids
can do easily are the things it is hardest for AI to do. So let's have some examplesperhaps something one-year-olds can do easily, two-year-olds can do easily, and so
forth. (Just remember: Cog is paraplegic and can't walk around, but it is designed
with two arms, two eyes, two ears, and can touch things.)
Best wishes, Dan
Message #4: June 4, 1997
From: Hubert Dreyfus
To: DanIel Dennett
Dear Dan,
It's a real pleasure to find that there is so much we agree on, that we can focus on the
hard and interesting philosophical issues that, to my knowledge, defenders of AI have
not yet faced, let alone answered. Happily, as you say, Cog gives us both a chance to
sharpen our philosophical intuitions and to test our conclusions.
I have been saying since 1972 (and have spelled out in detail in the preface to
the third edition of What Computers Still Can't Do) that computers will have to be
embodied as we are if they are to interact with us and thus be counted as intelligent
by our standards. Given this view, does Cog have a body enough like ours to have at
least a modicum of human intelligence? Despite Cog's arms, etc., I do not think Cog
will have any human intelligence at all. What, then, would it lack? It need not lack intuition. The billions of dumb robot neurons in our brain properly organized and working together, somehow, I agree, manifest expert intuition. 7 What I want to argue here
is that Cog cannot manifest human-like emotions. According to neuroscience, emotrons depend upon (although they are much more than) chemical changes in the
brain. These changes are due to hormones, adrenaline, and the like. It may not be important that Cog's brain is silicon and ours is protein, but it might be crucial that ours
is wet and Cog's is dry.
But the GOFAI believer has a ready answer to such an objection. !fit is to pass the
Turing test, AI researchers will just have to program into an artificial intelligence all
the facts about human emotions that it needs to know-facts the baby doesn't need
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to know because it is made of the relevant wetware and so can be socialized into the
emotions shared by members of its culture. Facts like being loved makes us happy, disapproval leads to shame or guilt, insults make us angry, we perform less well when we
are tired, but performance degrades differently for each domain and differently depending on how interested we are. As you say, putting in all these sorts of facts was Doug
Lenat's GOFAI approach in Cye. But CYC has not fulfilled any of the promises made
12 years ago about how it would be able to teach itself in 10 years' time, and all but
GOFAI fanatics agree that the CYC project is a failure. Having you as an ally against
GOFAI is so important to me that I will quote from your last posting: "We agree on
the fact ... that human-level intelligence depends on competencies that are not practically achievable by using the 'fully articulate' representations of a GOFAI sort."
We agree too that this is an empirical not an in-principle pOint. But I do not see how
you expect to put emotional responses into Cog's neural nets or get Cog to learn them
and I do not see what other resources you have. So my questions to you are, (1) Do you
have any in-principle arguments that a simulated neural network with emotions must
be pOSSible?, and (2) How do you expect to get these typically human emotional responses into Cog?
I think that you would be right if you claimed that some sort of intelligence does not
require these human emotions. All you need is pain and pleasure receptors, fight and
flight responses, and simple feedback systems that reinforce success in learning, penalize errors, and reward novelty. You can build all of this machinery into Cog. But then
you would be making an artificial "life-form" -certainly not a being that could share
our form of life where caring about who we are and getting others to recognize us on
our terms is crucially important. You seem to reduce your position to absurdity when,
in the Cog paper, you say that "while we are at it, we might as well try to make Cog
crave human praise and company and even exhibit a sense of humor." Is that meant
as a joke? If you were to tell me that the Cog project is simply misleadingly named,
that it is really an attempt to make a BUG-an artificial life-form with a humanoid
body-I'd be impressed with the robotic challenges afforded by such a project. In fact,
I thought the attraction of Brooks's approach was to start with insect-like "animates"
and slowly try to work one's way up to human beings. One might then learn a lot
about the difficulties in mechanizin/S the "right" receptors and emotional responses
for each particular new species. 8 I was stunned when I read your Cog paper and discovered Brooks's research team is now attempting to jump right from bugs to us.
Perhaps I have misunderstood, but you do say that you expect Cog to "engage in
human-only or 'adult' cognitive activities."
To help make my point I will accept your challenge and conclude by suggesting some early developmental examples of human intelligence Cog's performance of
which would knock my socks off. As you probably know, and my informant, Alison
Gopnik, a development psychologist at U. e. Berkeley, confirms, children are born
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able to imitate facial expressions and gestures. By 14 months they imitate the goals of a '.
person trying to fix some broken toy, for example, but will not imitate a machine "try- "
ing" to do the same thing. I remember that my kids imitated not only my gestures,
mannerisms, etc.; they imitated my style. Will Cog imitate other Cogs, or people? I
would be impressed either way. By 18 months, infants already demonstrate a rudimentary sense of shame and guilt which is quite different from fear of punishment. By 3, if
I remember rightly, my kids could talk about emotions and give psychological explanations. They could understand (that is, answer questions about) stories whose sense
depended on the fact that people can be envious of each other, admire each other,
etc. By 4, they could understand trickery, bluffs, etc. Any of these performances,
learned by a neural-net Cog, would blow me away. I haven't moved a goal post yet,
so you can count on me not to move any of these. If we are going to take goal posts
seriously, when would you be willing to admit that Cog had failed to achieve any of
the above and that that counts as a failure for AI?
The important pOint, as I argue in What Computers Still Can't Do, is not just that such
sensibilities are essential if an android is to inhabit our world and learn from us, but
having basic embodied experiences such as effort, fatigue, frustration, triumph, and so
forth, plays a crucial role in determining what counts as relevant for us and what situations count as similar to other situations. Thus such capacities are the basis for learning
from experience and so form the basis for "adult" cognitive abilities.
Regards, Bert
Message #5: June 12, 1997
From: Daniel Dennett
To: Hubert Dreyfus
Dear Bert,
Good. We are getting closer and closer to turning this into a straightforward empirical
disagreement about which we each have our strongly held hunches. For instance, you
note that Cog's silicon brain may not disqualify it from human intelligence, but "it
might be crucial that ours is wet and Cog's is dry." I suppose it might be, but why?
In Kinds of Minds, 9 I discuss this in some detail, noting that the paracrine and endo- .
crine systems in which the brain soaks its parts-the neuromodulators and hormones
and the like-do indeed play crucial mediating roles. But so far as I can see, the role is
always that of keys-hunting-for-Iocks, a process accomplished by differential diffusion.
The Cog team has been planning on installing "virtual hormones" and "virtual neuromodulators" (and a virtual amygdala to help orchestrate them) as needed. How this
might be accomplished is not yet clear in all its details, but I see no reason to think
there are any insuperable problems. There have been virtual fluids and other stuff floating around in computer science for years. Think of Donald Knuth's elegant idea (in
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TeX) of virtual glue for use in formatting text for fine printing-you put a little dab on
each word in a string, depending on its length (or weight), and then you (virtually)
stretch the string of words to fit the left and right margin, letting the virtual glue,
which has defined elastic properties, stretch just enough to make a properly wide space
between each pair of words. Or think of Doug Hofstadter's JUMBO program, with all
those codelets floating around like enzymes, latching onto this and that, snipping
here, joining there.lO Virtual neuromodulators diffusing by variable broadcast may be
computationally expensive to simulate on a large scale, but it is a well-explored idea,
not a stumper.
You see readily enough that Cog can have the basic animal rig for appreciating the
carrot and the stick, but wonder if this could be the foundation for "typically human
emotional responses." Well, it's a start, so what makes you think the problems would
be insuperable? My suggestion that Cog should have a sense of humor was not at all
meant as a ioke. How on earth would I go about installing such? Well, I'd build in several cravings that are not much in evidence in other species, such as a relatively insatiable appetite for novelty, with a bias in favor of complex novelty, and some built-in
gregariousness (hey, even Descartes' automata-sheep had that), and some particular
fears. And I'd let these do some of the driving of Cog's analogy-appreciation faculties
(which are certainly not "modules" in our way of thinking!)-along the lines inspired
by Douglas Hofstadter and Melanie Mitchell and Bob French.l1
I agree that it is startling to see Rod Brooks leap directly from "insects" to humanoids, but as I have always said, good AI is opportunistic, weaving back and forth between bizarre ambition and equally bizarre modesty (making toy problems comically
small when necessary). We'll just have to see if his eagerness to try his hand at the big
prize without spending a few decades more of apprenticeship on artificial iguanas and
tree sloths will payoff.
We've been working so far on the most fundamental equipment of newborn
infants-hand-eye coordination, location of sounds, distinguishing interesting things
in the visual world, so we haven't seriously begun work on specifically human talents.
But I like your developmental milestones. Imitation has been a theme in the recent
work of Maja Mataric and some others involved in Cog. Shame is a tough one, I grant
you, but it's probably a fair challenge-especially since you grant that what the 18month-old human exhibits is "a rudimentary sense of shame," not existential torment
or the sort of Weltschmerz only neurotic Viennese chainsmokers can enjoy. Your addition of higher-order intentionality-understanding trickery, bluffs, and the like-has
already been much discussed among us. I put a typescript copy of Simon BaronCohen's book Mindblindness 12 in circulation in the lab several years ago; it has a handy
list of suggested mechanisms that might rescue Cog from autism. (An automaton does
not have to be autistic, but it will be unless rather special provisions are made for it.)
There are lots more ideas along those lines to be explored as well.
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That isn't meant to be a complete answer to your challenges, but just a few hints ·
about how we've been thinking. You will see that your concerns have not gone unconsidered by us. I can't say now when I would be willing to admit that Cog had failed to
achieve any of this. Cog needs major funding and has so far been worked on in spare time only, instead of being a huge, well-funded project like the Japanese humanoid
project. We certainly agree with you that it will take "effort, fatigue, frustration, triumph, and so forth"-not just ours, but Cog's-to make a humanoid intelligence.
The sooner we get the funding, the quicker you can win your bet, so help us out! One
way or the other, we'll learn what no amount of philosophical argument by itself could
discover.
All the best, Dan
Message #6: June 17, 1997
From: Hubert Dreyfus
To: Daniel Dennett
Dear Dan,
I am glad to hear that the Cog team is thinking hard about questions like how to simulate _emotions in a simulated neural network. I'm also not surprised to learn that you
do not think you are clear about all the details. But philosophical discussion becomes
difficult when you don't tell us the limits on Cog's cognitive machinery. Any problem I
raise concerning the difficulty of doing x, you can always say you are working on a virtual x. So we are back to our opposed intuitions about how hard such a project is. I
do not claim so far to have brought up any "insuperable problems," but I think you
grossly underestimate how hard the problems are. Your idea of virtual emotions
reminds me of the old GOFAI researchers who had flow charts with boxes named "Understanding" and "Perception," but still had to work out the details of what went on in
each box. Just how would the simulated neuromodulators work to produce artificial
emotions? They couldn't just change the thresholds of the simulated neurons. That
might work for fear and lust but most emotions are not so straightforwardly chemical.
The chemical effects are mediated by meaning. As you recognize in insisting that Cog
be socialized, emotions such as shame, guilt, and love require an understanding of
public narratives and exemplars which must be picked up not just as information but
by imitating the style of people's behavior as they assume various social roles. Just how
-is Cog supposed to pick up the style of its caretakers? Which gender is Cog? Does Cog
come to recognize its virtual gender and others with the same gender? How is Cog's
imitation supposed to modify its net?
Also, emotions require that what happens to me and in my community matters to
me. This is in turn tied up with my identity-the sense I have of who I am-so that
for me courage is important but patience isn't, while for someone else these priorities
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might be reversed. The stand I take on who I am is not captured in the higher-order
intentions presupposed in bluffing, etc. It is a sense of what is ultimately worthy for
me.1 3 We know our brain, interacting with other brains, does something that enables
people to take stands on who they are, but I don't think we have a clue as to how this
could be done in the neural nets that make up Cog's brain.
You might well answer that, since I have accepted the Turing test, I should not
be concerned with how Cog feels or what it senses, but this leads to a whole bunch of
other problems. Suppose we grant that we can fix the net to respond to virtual neuromodulators and so act as if in fear or, although I do not see how, ashamed or in love.
To pass the Turing test it is not sufficient that Cog respond with appropriate emotional
behavior (for example, send back angry messages when I insult it); Cog must also be
able to answer questions about its emotional life. It must be able to formulate propositions like "insults make me angry unless I am just too tired to care, but my jealousy
increases with my exhaustion." We agree one cannot just store such factual knowledge
about our emotional and embodied life in a huge database like Lenat's CYC since we
can always mine out new explicit knowledge. Somehow, Cog will have to be able to
transform its virtual hormones, etc., and the responses they cause, into the required explicit knowledge. As I understand it, neural-net modelers at present have not a clue
how to do that sort of thing. How do you picture the conversion of Cog's nonpropositional know-how into propositional knowing-that? Is there reason for believing that
neural nets are the right causal mechanism for explaining propositional knowledge?
And there is a final problem that may well be insuperable. People and cultures can
change their worlds. This happens in people's lives when they have a change of identity, for example, a religious conversion that radically "re-gestalts" what they consider
worthy. It happens too when cultures change, as when our culture changed from the
Greek to the Christian, and then to the Modern World. Charles Spinosa, Fernando
Flores, and I have just published a book called Disclosing New Worlds 14 in which we describe three different ways this kind of change occurs (we call them reconfiguring,
cross-appropriating, and articulating), and we argue that these types of radical change
. are normally brought about by entrepreneurs, successful citizens' action groups, and
cultural figures like Martin Luther King Jr., respectively. Moreover, we hold that opening up or producing new worlds is a capacity that only human beings exhibit. Even if,
as I strongly doubt it could, Cog evolved from BUG to APE, I don't see how it could
override and/or transform the innate feature detectors and the innate Similarity space
that enabled it to start interacting with the world in the first place. So it could not open
up a new world in which what counted as significant features and similarities were totally changed. If, as I and my co-authors argue, disclosing new worlds is the most important thing human beings do, we have here the ultimate, immovable goal post. Any
of the developmental achievements I mentioned in my last letter would certainly be
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enough to bowl me over and change my view of what computers can do, but such behavior, as impressive as it would surely be, would still fall short of being human.
All the best, Bert
Message #7: June 19, 1997
From: Daniel Dennett
To: Hubert Dreyfus
Dear Bert,
You say we "grossly underestimate how hard the problems are," and you may be right.
Time will tell. But whatever mistakes we are making, we are not making the old "draw
a box around each residual problem and call it a system in a flowchart" mistake.
First things first. You have a knack for drawing a forbidding map of the hard problems that lie in the distant future, but long before we address Charles Taylor's concerns
about What Matters for Me, for instance, we would like Cog to pass the Gallup test:
self-recognition in mirrors, or watching itself on closed-circuit TV. As Jackie Gibson's
experiments showed long ago, even very young infants readily distinguish a closedcircuit video of their own waggling legs from a video of some other baby's waggling
legs. This is something Cog had better be able to do (lacking legs, it will have to recognize something else as a part of its own body in action).
You are right: "somehow Cog will have to be able to transform its virtual hormones,
etc., and the responses they cause into the required explicit knowledge." In other
words, infant Cog is eventually going to have to be able to say "I'm afraid" or "I'm
bored" and mean it. Eventually it should know its own emotional state in something
like the way we know our own. But again, first things first; it will be hard enough to
get Cog to be bored or frightened by something happening around it. I don't think
what you call the conversion from "non propositional know-how into propositional
knowing-that" is well described ... , and perhaps for that reason I don't see it as posing
quite the problem you see. I agree there's a bunch of tough problems lurking in the vicinity, however.
And as for "disclosing new worlds," your "final problem that may well be insuperable" is as good a candidate as any I've heard for the ultimate immovable goal post, but
it's so special I wonder how much people would care if it were (or seemed to be) offlimits. ("Yes, folks , these new humanoids make great caretakers for your kids-more
enj oyable and reliable than anybody you could hire, and better teachers, too. Kidsand grownups too-are finding them to be worthy intellectual companions ... but, of
course, they aren't gonna disclose new worlds .") Well, so what? I didn't say you would
want to marry one.
And besides, at this pOint neither of us can say anything very clear-cut and useful
about whether this talent is some emergent property of the lesser talents we might suc-
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ceed in designing. I'm quite content to leave these issues in the mists indefinitely, with
you having expressed your hunch and me having expressed mine. Meanwhile, you've
acknowledged plenty of nearby goal posts that we may live to see scored upon, and if,
on the other hand, all of them defeat us, you can say, "I told you so" and I'll still be
around to say, "So you did."
Best wishes, Dan
Message #8: June 24, 1997
From: Hubert Dreyfus
To: Daniel Dennett
Dear Dan,
I'm puzzled by your saying that Cog might not be able to disclose new worlds and then
adding: "Well, so what?" As I remember it, the starting pOint of our discussion way
back on the NewsHour was whether Cog could pass the Turing test. To pass the test it
is not necessary that Cog be a discloser of new cultural worlds, but as Disclosing New
Worlds points out, world-change happens in most people's lives and those who don't
initiate it have enough experience of it to understand it well, not simply as alien
onlookers. They live in a tradition that includes, for instance, born-again Christians
from St. Augustine to Eldridge Cleaver. They have seen, in movies and real life, men
go from being swinging bachelors to solid husbands and fathers, and women go from
devoting themselves to their career to becoming full-time mothers. On a cultural level,
people can understand that Henry Ford helped change our world from one where people felt they had to govern animals and their own desires, to a world in which people
control their cars, their desires, and even birth. Many can remember how Martin
Luther King Jr. changed the world of race relations and how MADD changed not just
the drinking laws, but the way people took responsibility for their relaxation. Moreover, in our pluralistic world, most people realize that there are many different cultures
each with its own understanding of which kinds of similarities are significant and
which aren't. An intelligence that could have no understanding of such things, or
only a distant spectator's, might still be, like a Saint Bernard, fun and reliable with the
kids, but it would not be much good as a teacher and certainly no "worthy intellectual
companion." By asking it about the above kinds of radical change it would be easy to
trap it in the Turing test.
I grant you it is logically possible that such a disclosing capacity might "emerge"
from the lesser capacities one might be able to design. That is why I did not introduce
disclosing as an absolutely unachievable goal. But I see no reason to think the capacity
to open new worlds will emerge from the sort of neural nets making up Cog's brain. It
has not emerged in chimps. Indeed, higher mammals have been around for millions of
years and, as far as we know, the capacity to change one's world only emerged once,
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along with language, art, institutions, and all the capacities that seem to be uniquely
human.
In any case, I agree that you will have your hands full giving Cog the simple developmental capacities that make animal coping possible. I can't tell just how hard you
think going from BUG to APE is going to be, since you wisely refrain from setting any
time limit. Still, while you work on this challenging project, I hope that you establish a
new scientific approach in AI by reporting your failures as well as your successes. Then,
no matter what finally results, the effort will have been worthwhile.
All the best, Bert
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