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Abstract

Membranes, those surrounding cells as well as organelles, play a key role in biology. These

membranes often spontaneously form tubes or tethers to facilitate various biological functions

due to forces exerted on them by motor proteins. Often, complex networks of such tubes

extend from vesicles and interact with other objects for structural and transport processes,

such as osmosis or viral encapsulation. Prior research has created computational models of

the shapes of tubes using various approximations and symmetries. This research modeled the

process of formation, without assuming these simplifications. In attempting to do this, the

initial configuration of the membrane is treated as a flat disk, which is gradually pulled into

an elongated tube. Throughout this process, the membrane is periodically optimized such

that its energy is minimized, using a projected gradient descent algorithm. Modeling this

process allows us to obtain snapshots throughout tubule formation, and discuss the energy

landscape throughout. Equilibrium states of other membrane structures, such as helicoidal

ramps, found in the rough endoplasmic reticulum, and the joining of two membrane sheets

with a connecting window can similarly be modeled.
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1. Background

1.1 Membrane Biophysics and the Helfrich Energy

Within biological cells, there exist organelles, smaller parts of cells each with specialized

functions, many of which are made from membranes. These membranes are selectively

permeable barriers made from a lipid bilayer and embedded proteins, with slightly different

properties depending on the lipid and protein composition [1] [7]. Some organelles present

in eukaryotic cells that are made from membranes are: the cell membrane, the endoplasmic

reticulum, the nuclear membrane, and the Golgi apparatus. The cell membrane forms the

boundary of a cell, controlling its shape and regulating what enters and leaves the cell, as

well as playing a key role in cell division [17]. The endoplasmic reticulum connects to the

outside of the nuclear membrane, and is made of cisternae, flattened vesicles with attached

ribosomes, and a network of membrane tubes, whose shapes are controlled by proteins known

as reticulons [19]. The nuclear membrane is a set of two lipid bilayers that cover the outside of

the nucleus, which control the substances that enter and leave the nucleus. The inner nuclear

membrane in particular, contains proteins that influence nuclear structure and participate

in DNA management [9]. The Golgi apparatus is an organelle responsible for organizing,

transporting, and packaging proteins and lipids using cisternae [14].

All these membranes are made of lipids, consisting of a hydrophilic “head” and one or two

hydrophobic hydrocarbon chains (the “tails”). In aqueous environments, such as those within

the body and within cells, they form bilayers, where the heads are facing outwards, and the

tails are facing inwards. This process is known as self-assembly because the lipids do this on

their own, without external interference [6].

Within cells, membranes are not static objects; for example, motor proteins move along the

cytoskeleton of the cell to exert forces on the membrane to deform and reshape them [10]. If

an entire membrane were to be rotated by some angle or translated by some linear distance,

the energy of the membrane would not change. However, the acts of stretching or bending
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(or some combination thereof) a membrane causes the energy of the membrane to change.

In a number of cases, such as for vesicle forming membranes, the membrane can be regarded

as a two-dimensional fluid, due to the smoothness of the membrane when observed through

electron microscopy [6]. Under weak stretching, the thickness of the membrane is treated as

unchanging, because the change in its thickness is small and has little effect on the energy of

the membrane. So, because of this stretching, approximating the membrane as a completely

internally free-to-move fluid, the elastic energy per unit area can be found as follows:

Estretch =
1

2
ks(

∆A

A
)2

Equation 1.1: Stretching energy per unit area (Estretch) is a function of the elastic modulus

of stretching (ks), and the change in surface area (∆A) divided by original surface area (A).

As membranes are being manipulated, they may also be tilted such that the lipid tails are

no longer normal to the surface of the membrane. However, this tilting is typically minute

and so is usually ignored when considering the energy of the membrane.

For curved membranes, what is known as the Helfrich energy is used to calculate the energy

of the membrane. The Helfrich energy was introduced in a 1973 paper investigating the

properties of membranes, specifically drawing connections to liquid crystals [6].

E =

∫
dS[

κ

2
(2H − C0)

2 +
κ̄

2
K]

Equation 1.2: Helfrich energy approximation of the elastic energy of a membrane modeled

as a surface with spontaneous curvature C0. In this equation, E represents the energy, κ

and κ̄ represent surface constants (elastic moduli), H represents the mean curvature, and K

represents the Gaussian curvature [11].

The Gaussian curvature is defined as the product of the principal curvatures at a point, while

the mean curvature is the mean of the principal curvatures. This specific expression of the

Helfrich energy is valid only for closed lipid vesicles. This equation ignores the spontaneous

curvature of the membrane. Spontaneous curvature is the curvature that a membrane would

have with no external forces on it. If this term is zero, this indicates that the membrane

would be completely flat in the absence of a net external force. Spontaneous curvature

can arise when the two sides of the lipid bilayer could be made from different lipids, with

different physical properties. In the above equation, κ represents the “bending modulus”

or “elastic bending modulus” and κ̄ represents the “saddle splay modulus,” two properties

of the membrane that determine its resistance to different types of bending. This equation
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is also only valid in cases where tilting is minute enough to be ignored [13]. An equivalent

formulation of this equation, if there is no spontaneous curvature, is:

E =

∫
dS[σ + 2κH2]

Equation 1.3: Alternate formulation of the Helfrich energy, where H represents the mean

curvature, σ represents the surface tension and κ represents the bending rigidity of the

membrane [18].

This expression has the benefit of eliminating the Gaussian curvature term in favor of a

surface area term, which is significantly less expensive to calculate.

1.2 Curvature

Within Helfrich’s expression for the elastic energy of a membrane, both the Gaussian cur-

vature and the mean curvature are referenced. The Gaussian curvature is defined as the

product of the principal curvatures, while the mean curvature is their average.

K = P1P2

H =
1

2
(P1 + P2)

Equations 1.4-1.5: Expressions for the Gaussian curvature (K) and the mean curvature (H)

at a point, given the principal curvatures P1 and P2 on a continuous surface.

At a given point, there are two principal curvatures, one associated with the maximal cur-

vature of the surface and the other associated with the minimum. The curvature of a circle

is the inverse of its radius, meaning that smaller circles having greater curvature. The cur-

vature at a point in a given direction on a generic continuous surface can be thought of as

the inverse of the radius of the circle that best approximates the curve in that direction at

the point [18].

1.3 Membrane Tubulation

One feature of membranes that has been observed both in vitro and in vivo is that the

application of a force over a sufficiently small area such that it can be thought of as a point

force leads to the formation of rounded tubes by the membrane. In nature, this force is
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applied by motor proteins, attempting to reshape the membrane. The exact protein and

situation will depend on the location and type of the membrane, the specific protein, and

the reason for which it is being reshaped. In labs, this force is often exerted using optical

tweezers [18]. Optical tweezers are instruments that use lasers to exert highly controlled

forces on a very precise area [17].

Figure 1.1: Optical tweezers applying a point force to a vesicle. The location of application
of this point force is shown by the cursor. Figure reproduced from: [16].

Some key qualitative aspects of membrane tube formation are the concavity shift and the

actual shape of the tube itself. While the example shown above forms a highly elongated,

thin tube, this is not the case for all membranes. In some cases, such as in the presence

of densely packed brush-like glycocalyx proteins on the surface of the membrane, different

membrane shapes can be formed.

Figure 1.2: The shape made by membranes as they are deformed from a flat shape varies by
the density of the proteins crowded onto the surface. Increasing protein density is shown
from left to right. From left to right, the structures shown are: a flat surface, a ‘bleb’, a

tube, and pearls [12].

Additionally, in figure 1.1, which depicts the formation of a tube, between the second and

third image a concavity shift is noticeable, as the partially formed tube changes from being
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convex outwards to slightly concave inwards. This concavity becomes more pronounced as

the tube becomes more elongated.

The surface tension, bending rigidity and spontaneous curvature, will affect the equilibrium

radius of the tubule in accordance with the following relationship:

R =
1√

C2
0 + 2σ/κ

Equation 1.6: Expression for equilibrium tubule radii given the spontaneous curvature (C0),

surface tension (σ) and bending rigidity (κ) [20].

Many different aspects of membrane tube formation have also been modeled numerically

[12] [18] [8] [11]. These simulations often make use of modeling simplifications, including

using the Monte Carlo method, or considering the azimuthal symmetry that is present (in

theory/an ideal environment) in the situation to simplify computations. If one capitalizes on

the azimuthal symmetry about the central axis of the tube, then the problem has been re-

duced from a 3-dimensional problem regarding deformation of a surface into a 2-dimensional

problem regarding deformation of a line segment, being pulled either about its center or one

of its ends. However, this is a simplification, and so some complexities of the situation may

be lost.

Past published models of membrane tubulation have approached the problem in a variety of

ways. For example, one experiment modeled a membrane whose shape was being remodeled

due to the crowding of densely packed proteins on the surface. In this case, the expression

for the energy of the situation was the Helfrich energy with an additional term resulting from

the packing of these proteins. The proteins are packed on a small area of the membrane,

and the membrane is treated as a portion of a curve, parameterized by a curve which is

then rotated about a central axis to recreate the three-dimensional membrane, due to the

assumed azimuthal symmetry of the situation [12]. Another approach drew on similarities

between the formation of some membrane tethers and catenoids to model the formation of

the membrane tubes. In this model, the membrane began spanning two initial concentric

circles, with the height of the inner ring being changed to induce the pulling. The behavior

of the membrane was then observed as it goes from more of a catenoid to more tubular

[18]. Monte Carlo simulations have also been used to model the behavior of membranes

in the presence of anchored polymer chains, which induce a spontaneous curvature of the

membrane, as well as the “pinning interaction” between randomly selected points on the

membrane and a substrate beneath it [11] [8].
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One other way that the situation has been modeled was by considering two concentric rings.

Originally, the membrane is a disk connecting this rings, coplanar with them. Then, the

smaller, central ring is displaced. At a critical height, a tubule is formed. Cross sections

throughout tubule formation in this manner are shown below.

Figure 1.3: Cross-sections of a tubule at various stages of formation using the ring
technique as described above. Figure reproduced from: [18]

1.4 Other Membrane Structures

Two other important membrane structures are Terasaki spiral ramps, and membrane catenoidal

windows. Terasaki spiral ramps are found in the endoplasmic reticulum and consists of

stacked sheets of membrane connected by helical ramps, which is likely where proteins are

synthesized, taking advantage of the increased surface area, but small horizontal profile of

the membrane structure [2].

Another important structure is known as a catenoidal window, which are two parallel sheets

of membrane joined by a catenoidal tube. Such a structure is made in laboratory environ-

ments by extending a membrane structure by pulling on the inner of two coaxial rings and

is useful for studying various properties of the membranes. Catenoids are best known for
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Figure 1.4: (a) scan of a slice of endoplasmic reticulum. (b) reconstruction of section of
Terasaki spiral ramp (black box in figure a). (c) reconstruction of section of Terasaki spiral

ramp (white box in figure a) Figure reproduced from: [2].

their prevalence in soap films [5].
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2. Methods

2.1 General Methods - Membrane Tubulation

The process of formation of a membrane tube was modeled discretely, using a triangulated

mesh in morpho, a programmable environment created for shape optimization created by

the Tufts Soft Matter Research lab. All code and meshes used in the modeling process are

available in Appendix A.

Meshes are discrete representations of continuous surfaces. They consist of vertices joined by

edges, which form faces. In this case the restriction that all faces are triangular is imposed.

The terminology of “vertex,” “edge,” and “face” refers to mesh elements, and not to aspects

of the shape that the mesh represents.

In the tubulation experiment, the mesh began as a flat circular disk. All vertices along

the boundary of the disk, as well as those within a certain distance of the disk were fixed.

This is because the discrete calculation of the mean curvature squared calculation uses the

vertices and faces surrounding a given vertex and behaves poorly near the edge of the mesh.

Additionally, as can be seen in figure 1.1, the effects of the pulling of the membrane decrease

the farther from the location of the pulling one goes. So, for sufficiently large membrane

disk, this approximation is valid.

The situation being modeled is that of a closed vesicle. Typically, the radius of the vesicle is

much greater than the length of the tube, and so the membrane in the vicinity of the location

of the tube can be approximated as flat. Additionally, because the effect of tubulation

diminishes greatly as the distance from the tube increases, only the region directly around

the tube must be modeled. This means that the model can visually depict an open vesicle,

but is modeling the closed situation. Since vesicles do not always conserve volume, this is

allowable.

The force applied by the motor protein was modeled as the continuous displacement of a small

number of vertices at the center of the mesh. From iteration to iteration, this displacement
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was a constant amount, so the time difference between iterations is not constant as the

iteration number increases.

In each iteration, the simulation followed the same process. First, the central vertices, deter-

mined by finding the 5-8 vertices closest to the center of the membrane disk, were displaced

by some distance ∆z below their current height. Then, the discrete Helfrich energy of the

mesh was minimized, preserving the membrane topology. Next, the mesh was regularized,

shifting vertices slightly to maintain relatively uniform face areas and edge lengths. In more

detail, another minimizer was created with penalization for faces and edges that are different

sizes/lengths. Then, this new regularization energy was minimized, with priority given to

not changing the shape of the mesh. The process of optimizing over the Helfrich energy and

the regularization energy was then repeated nine more times, for a total of 10. The mesh

then underwent a process of equi-angulation, which shifted the location of vertices slightly

such that each face was as close to an equilateral triangle as possible, without changing the

actual shape of the mesh itself. Next, the segments of the mesh connecting vertices (edges

– not to be confused with the boundary of the mesh) were checked, and any faces that were

more than some threshold (a higher threshold for edges closer to the center of the disk than

on the outside) were split into 4. This involved creating new vertices along the edge, con-

necting these new vertices with nearby vertices. The mesh was then equi-angulated again.

Another check over the mesh then flagged vertices that only joined 4 faces at them, ignoring

the boundaries. The last step in an iteration was to delete these vertices, to ensure that

each vertex joined more than 4 faces. This entire process was then repeated, increasing the

length of the pulled membrane tube.

2.2 General Methods - Other Membrane Structures

In the case of both membrane structures, the same general process was followed to attempt

to model the equilibrium states. These models were also created in Morpho, using discrete

triangular meshes. In these models, an initial mesh configuration with some rough initial

guess of the final configuration (that was topologically equivalent to the desired structure)

was fed to the optimizer. The mesh was periodically regularized throughout optimization.

Then, the discrete Helfrich energy of the mesh was minimized and the mesh was regularized.

Next, the mesh was equi-angulated. Note that these models, unlike the tubes described

above, are not concerned with the process of formation, and instead find the minimal energy

configuration of a mesh given some initial configuration. This can be used to model existing

structures, as theoretically nature seeks to minimize the free energy as well and so the
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equilibrium state of an existing structure will be the same in nature as in a simulation.

Therefore, there is no iterative deformation of the mesh present in these models.

2.3 Discrete Mean Curvature Squared

As described by equation 1.5, the mean curvature at a point is the average of the principle

curvatures at that point. These principle curvatures represent the most and least extreme

curvatures of the surface around the given point.

H =
1

2
(P1 + P2)

Equation 2.1: Expression for the mean curvature.

For a continuous surface, the mean curvature is defined at every point, based on the contours

of the surface in the immediate vicinity of the point. More specifically, the mean curvature

can be calculated based on the first and second order partial derivatives of the surface.

However, in the case of a discrete mesh, this is not possible, as in the immediate vicinity

of a given point on the mesh, the mesh is locally flat (for points in the middle of a face),

or the point is on an edge or vertex joining two flat faces, and so the derivatives of the

surrounding surface are not continous. So, technically the mean curvature squared at a

vertex of the mesh would be infinite, in all cases except a perfectly flat mesh, and not

representative of the surface as a whole [4]. Therefore, approximations of the mean curvature

must be used when dealing with discrete surfaces. At present, there is not an agreed upon

method of calculating the mean curvature on meshes, as different approximations are prone

to different errors. However, one commonality between most of the approaches is that some

approximation of mean curvature is calculated at each vertex of the mesh. For example,

several approximations of the mean curvature calculated at a mesh vertex are outlined in

the Surface Evolver Manual, most of which have a common structure.

hv =
Fv

2Sv

Equation 2.2: Expression for the contribution of a given vertex to a mean curvature squared

integral. Fv represents the force due to surface tension on the vertex, and Sv is the effective

area associated with that vertex.

Fv = −∂Av

∂v

Equation 2.3: Equation for Fv. Av represents the area of the star of the given vertex, and
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Fv is the gradient of the star area of a given vertex with respect to that vertex.

Some examples of the effective area associated with a given vertex are: 1/3 of the star area

of the vertex, 1/3 of the magnitude of the volume gradient at the vertex, and 1/3 of the

volume gradient vector dotted with Fv. Each of these approaches has its own problems.

The first type of weighting is unstable; if one attempts to minimize the mean curvature

using this definition, sharp corners tend to get sharper instead of smoothing out, as would

be expected. Additionally, some faces tend to get very large while others get very small.

While the latter issue can be somewhat mitigated through use of the regularizer (using an

equi-element energy), this is still not ideal. Nevertheless, this is the way the mean curvature

was implemented in all models that will be discussed, unless stated otherwise. The second

case, where the weight is determined using the magnitude of the volume gradient at the

vertex, can eliminate the spike instability, as this approximation underestimates the area

associated with the vertex. However, this can lead to some consistent discrepancies in the

actual energy calculated based on the mesh. Additionally, the faces still change size at each

other’s expense. Due to the reliance on the volume gradient, this method of calculation

requires an oriented mesh. In the last case, the effective area of the vertex is the component

of the volume gradient parallel to the mean curvature vector (as determined by taking the

dot product). This somewhat mitigates the tendency of some faces to substantially expand

at the expense of adjacent faces, however, also requires the mesh faces to be oriented [4].

When determining the contribution to the mean curvature squared of a given vertex, the

following formula is used:

Ev = h2
v

Av

3
=

3

4

FvAv

S2
v

Equation 2.4: Equation for the contribution of a given vertex, v, to the mean curvature

squared integral over a mesh.

The mean curvature described above is multiplied by Av

3
, i.e., one third the star area of the

vertex because that is the amount of surface area of the mesh associated with that mean

curvature in the integral and ensures that the entire surface area of the mesh is accounted

for, without double counting (as non-boundary faces are part of the stars of exactly three

vertices).

Another class of approximations of the discrete mean curvature uses trigonometry. The

fundamental idea behind this approximation is that information contained in the location of

a given vertex, and the location of each of its neighbor vertices provides sufficient information

to approximate the mean curvature for a patch of area surrounding the vertex, and that if

this patch of area is determined optimally, then there is correspondence between the discrete
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approximations and the continuous approximations [15].

One such approximation, put forward by Meyer et al. can be expressed as follows:

H(xi) =
1

4Amixed

∑
j∈N(xi)

(cot aij + cot bij)||(xi − xj)||

Equation 2.5: To calculate the mean curvature (H) associated with a given vertex (xi), each

vertex (xj) that is directly connected to xi is iterated over, and the cotangents of the angles

opposite the edge shared by these two vertices are summed and multiplied by the length of

that edge. This sum is then divided by 4 times an area (Amixed) associated with xi.

The diagram below illustrates the locations of vertex xj and angles aij and bij relative to

vertex xi.

Figure 2.1: Diagram showing locations of xi and the faces it is connected to. Some vertex
adjacent to xi, xj, is also labeled. The two angles opposite their shared edge, angles aij and

bij, are both labeled [15].

Another term in equation 2.5 that must be defined is Amixed(xi). A guiding principle of

this determination is that all area on the mesh should be assigned to some vertex, and each

portion of area should only be associated with one vertex. In determining Amixed(xi) for a

specific vertex, each of the faces that the vertex is a part of is iterated over, and for each face

some portion of the area of the face is added to that vertex’s Amixed, depending on properties

of the triangle. If the angle at xi in the triangle is obtuse, then ½ the area of the triangle is

added to Amixed(xi). If the triangle is an obtuse triangle, but the obtuse triangle is not at
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xi, then ¼ the triangle’s area is added to Amixed(xi). If the triangle is an acute triangle, then

the area added to Amixed(xi) is the Voronoi region of xi that is in that triangle.

The Voronoi region of some vertex is the region of space that is closer to that vertex than

any other vertex. The method put forth by Meyer et al. for calculating the size of the

intersection between the Voronoi region of some vertex and a face that vertex is attached to

is as follows:

AV oronoi =
1

8

∑
j∈N(xi)

(cot aij + cot bij)||(xi − xj)||2

Equation 2.6: Expression for the area of the portion of Voronoi region of some vertex xi

lying in some acute triangle. The adjacent vertices that are iterated over are the two other

vertices in the face. Angles aij and bij are defined as above in figure 2.1.

This definition of Amixed ensures no overlap and that all areas are accounted for, as Voronoi

regions are definitionally non-overlapping, and will make up the entirety of the acute trian-

gles. In the case of obtuse triangles, there is one vertex at the obtuse angle, and the other

two vertices of the triangle must be at acute angles. So, the total area that this triangle

will provide to all vertices is ¼ + ¼ + ½ = 1. Right triangles can be safely ignored, as it is

functionally impossible that any angles in a mesh will be exactly right angles.

Note that one assumption of this method of approximation is that each edge will be a member

of exactly two faces. Because the scenario in which this approximation is being used involves

a non-intersecting surface, it is reasonable to assume that each edge will be a part of no more

than two faces. And all edges except for those on the boundary of the mesh will be a part

of exactly two faces. However, this expression breaks down at the boundary of the mesh, as

edges that are directly on the boundary are only members of one face.

There is no mathematical proof of convergence of this approximation, however it has been

shown that it does not diverge as the mesh is refined [15].

2.4 Optimization Methods

The optimization of the mesh was done using a method of projected gradient descent. In

gradient descent, the general idea is that we assume the existence of some ‘true solution’ to

a given problem, that we are trying to produce better and better approximations of, until we

are within some tolerance of the ‘true solution.’ In traditional gradient descent, we develop

some function F of which our ‘true solution’ is a minimal surface. We can find the position

of vertex i on iteration k can be found as follows:
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x
(k)
i = x

(k−1)
i − α(k−1) · ∇F (x

(k−1)
i )

Equation 2.7: The position of a given vertex on the next iteration is given by the difference

between its location on the current iteration and some optimization constant, α, known as

the step size, multiplied by the gradient of a function F with respect to the current position

of the vertex. [3]

However, one problem with this method is that for blind, straightforward minimization of

the function, constraints on the mesh cannot easily be imposed. For this reason, a modified

version of gradient descent, known as projected gradient descent, is used in optimization

instead.

There are two types of constraints: global and local. Global constraints affect many elements

of the mesh, such as the surface area of the entire mesh. Local constraints are imposed on

specific elements, such as requiring that all edges of a mesh be some fixed length. The general

idea behind how these constraints are dealt with is similar.

If we are trying to minimize some set of energies E1...En over the mesh, we can denote the

‘total force’ on the mesh as the sum of the gradients of these energies: F =
∑n

k=0 ∇Ek.

The ith column of F is associated with the ith vertex. Let cj(xi) denote the jth constraint

functional which takes vertex i as an input. Note that this is a list for each vertex, meaning

that the jth functional for two vertices may be different, if they have different local constraints

acting on them. Each constraint function is iterated over, and the magnitude of the square of

its gradient compared to some set tolerance. If it does not exceed the tolerance it is ignored.

If it does exceed the tolerance, then the column of F associated with the ith vertex is then

updated as follows:

F [i] = F [i]− F [i] · (∇Cj)[i]

(∇Cj)[i] · (∇Cj)[i]
(∇Cj)[i]

Equation 2.8: The column of F associated with the ith vertex is updated to the vector

rejection of itself on (∇Cj)[i].

This process is done for every vertex and every constraint. In effect, after all constraints are

iterated through, F [i] will be the component of
∑n

k=0∇Ek that is orthogonal to the gradient

of every constraint with respect to xi. So, we can use a modified version of equation 2.7:

x
(k)
i = x

(k−1)
i − α(k−1) · F [i])
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Equation 2.9: The position of a given vertex on the next iteration is given by the difference

between its location on the current iteration and some optimization constant, α, known as

the step size, multiplied by the column of F associated with that vertex, as calculated above.

This process has ensured that motion of the vertices will not change the gradient of the

constraint functions, as all movement occurs orthogonal to the gradient of all constraints.

However, the vertex motion may still change the value of the constraint. To mitigate this,

we project the motion of the vertices onto the constraint. For some constraint, ci, let ci(x
∗)

be the value of the constraint at the ideal solution, and ci(x
(j)) be the value of the constraint

at the jth iteration. Then, δj is the difference between the two. If δj is greater than some

preset tolerance, then the mesh must be adjusted slightly:

xk+1 = xk+1 +
−δj

(∇(cj(xk+1) · ∇(cj(xk+1))
∇(cj(x

k+1))

Equation 2.10: Reprojection of the mesh such that it mitigates unsatisfaction of the

constraint.

This process is repeated until δj is less than the tolerance. Then, the energy of the mesh is

recalculated and compared to the energy from the prior iteration. If the difference in these

energies is less than some tolerance, then the algorithm is finished. If not, then it repeats.

2.5 Spike Instability

One known instability that almost all methods of calculating the mean curvature squared

can fall prey to is the creation of large spikes, that over the course of several iterations, will

turn into clusters of vertices. One way to mitigate this risk is to eliminate vertices that only

have 4 faces meeting at them (known as 4-fold vertices).

After several iterations, this vertex can become a spike.

2.6 Units

All discussion of results is using simulation units. To convert these results into standard

units, the dimensionless quantity σλ2

κ
can be used. σ is the surface tension of the membrane,

κ is its bending rigidity (as in equation 1.3). λ is some length, for example the radius of the

disk.
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Figure 2.2: Early phase of tubulation with a 4-fold vertex (boxed).

Figure 2.3: Several iterations later, from the same perspective. Note the spike (boxed)
protruding from the top of the tube.
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3. Results

3.1 Comparison of Mean Curvature Squared Approx-

imation

One way to compare the efficacy of the different approximations of the discrete mean cur-

vature squared is to solve the same problem using the different methods, and compare the

results, both in terms of the final mesh configuration and its energy, as well as in terms of

execution time. The mean curvature squared of a sphere is known to be the reciprocal of its

radius squared (as both principle curvatures at every point are the reciprocal of the radius)

and is a minimal surface of the mean curvature squared. So, starting with the same ellip-

soidal mesh, and attempting to optimize this mesh such that the mean curvature squared is

minimized should result in a sphere. The initial mesh was generated to be the set of points

obeying the following equation:

x2 + y2 + 2z2 − 1 = 0

Equation 3.1: Initial ellipse equation.
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Figure 3.1: Ellipsoidal mesh.

From there, an optimizer was created to minimize the mean curvature squared over 1200

relax iterations. The two different calculation methods are the one outlined in equations

2.2 and 2.3, with the weight being 1/3 the area of the vertex star (method a), and the one

outlined in equation 2.6 (method b).

Below are the results for the two different methods. Note that in neither case was a regularizer

used, so some vertex faces grew at the expense of their neighbors. The most egregious such

cases are displayed in the images below.

Figure 3.2: Resulting mesh from method a.
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Figure 3.3: Resulting mesh from method b.

The integral of the mean curvature squared over all points in the final mesh from method a

was 12.0400, calculated according to the functional that was used in minimization, while the

integral of the mean curvature squared from method b was 11.8522. As the known optimal

configuration is spherical, which both meshes approximated, the actual value of the mean

curvature squared integrated over a sphere (regardless of radius) is 4π, or about 12.5664.

As can be seen, both visually and in terms of the energies, the actual difference between the

two methods is not very dramatic. However, method b is significantly more computationally

complex than method a as it requires calculating and storing two cotangent values for every

edge, and combining them in unique ways for every vertex, as compared to a simple gradient

calculation for each vertex. Additionally, it produces better outcomes in the absence of a

regularizer. Therefore, for this project, method a was used.

3.2 Tubulation Results

The initial mesh used for this experiment was a flat disk of radius 1. In the first iteration,

the displaced points were moved upwards by 0.05, and for subsequent iterations, they were

displaced by 0.08 each time. The decreased height on the first iteration was found to increase

stability, as the mesh was generally less refined, and changes to heights of the central points

are more dramatic, as they are deforming an initially completely flat object.

A number of membrane parameters were used. While most parameters yielded relatively

stable results, the actual longevity of the simulation changed depending on the membrane

qualities. When it became clear that the simulation was no longer behaving correctly (such

as the mesh no longer being a surface, or the creation of clusters of vertices that are not
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possible), 5 iterations prior to the start of the issue were discarded. Below is a chart of the

surface tensions (σ) and the bending rigidities (κ), with the number of stable iterations the

program could perform under those parameters. In the bottom two cases, the model was

stable past iteration 100, where it was manually stopped.

σ κ Iteration Number Max Tube Height
4 0.3 45 3.57
3 0.25 60 4.77
4 0.35 65 5.17
3.5 0.3 70 5.57
3.5 0.25 — —
3 0.3 — —

Below are snapshots of key moments throughout the process of tubule formation. The

membrane parameters used in this simulation in which these images were generated were σ

= 3, κ = 0.3.

Figure 3.4: Snapshots from throughout tubule formation, with tube heights of 0.37, 0.77,
1.17, 1.97, 2.77, 5.57, 7.97.

We can also examine a cross-section of the tubules at different heights imposed over each

other, also shown below for σ = 3, κ = 0.3.
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Figure 3.5: Cross-sections of a tubule at various stages of formation.

Note that the radius of the tube remains relatively unchanged once the tube becomes well

defined. While the tubes were generally symmetrical, some asymmetry occasionally did

develop. This is somewhat visible when closely examining the sides of figure 3.5. The region

that was pulled throughout the model was always selected symmetrically about the center

of the disk. On early iterations, where the density of the vertices on the mesh is smaller,

the vertices selected may not have actually been configured symmetrically about this axis.

However, as this area is continuously refined, and the vertices’ locations are constantly being

adjusted, it may be that these asymmetries average out over many iterations. Or it may be

that the tilt of the tube is not due to this effect of discretization.

This result is consistent with results obtained by Powers et al., when using two concentric

rings, and drawing one outward to model a tubule, as shown in figure 1.3.

We can also create a heat map of the mean curvature squared, to view areas of highest

curvature. Since in a discrete mesh, the mean curvature squared is only defined at the

vertices, the value is interpolated onto the faces.
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Figure 3.6: A heat map of the mean curvature squared of the membrane. On the left, above,
is a view of the very top of the base of the tubule, from above. Below that is a bottom up
view of the most displaced portion of the membrane. In the center is a profile view of the

tube, with a scale bar on the far right.

As can be seen, the curvature at and near the boundary is significantly different from ev-

erywhere else in the membrane. It is reasonable to expect that it would be the lowest in

this region, as that is where the mesh is becoming more and more flat, however this is not

the case, as the methods for discretely approximating mean curvature squared are not well

behaved at the boundary. This was why the boundary, and an area slightly inside of it, was

fixed throughout optimization. Additionally, the curvature near the disk and throughout

the tube are relatively constant. This is because catenoids (which the portion of the tube

near the disk closely resembles) and cylinders (which the tube itself closely resembles) are

both surfaces of constant mean curvature. Near the most extended portion of the tube, the

mean curvature increases.

After each iteration, the Helfrich energy of the mesh was calculated. Below is a plot of these

values, plotted with their corresponding tube heights.

After some initial flatness, likely due to the mesh being less refined, as well as the structure

resembling a tube less, as can be seen in figure 3.4, the energies of the tubes tend to be

proportional (with some noise) to the height of the tube. Below is a chart of the membrane

parameters and the slope of the lines of best fit.
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Figure 3.7: Plots of the Helfrich energy, calculated for various membrane parameters.

σ κ Best Fit Line Slope Maximum tube height
3 0.25 7.53 3.57
3.5 0.25 8.31 4.77
3 0.3 8.53 5.17
3.5 0.3 9.25 5.57
4 0.3 9.74 –
4 0.35 11.1 –

As can be seen, membranes with higher surface tensions and higher bending rigidities have

steeper increases in their energy values as the tubes get longer. Within this, surface tension

has a greater impact than bending rigidity does.

The radii of the tube changed based on the membrane parameters, as outlined in equation

1.6. Below is a chart detailing the radii, calculated by examining the cylindrical portion of

the tube at the end of the model, as well as the expected radii and the discrepancy between

these values. The radii from the mesh were calculated under the assumption that the central

axis of the tube was located on the z axis, because the area being displaced each iteration

was always centered there,

The discrepancy between these values was small for all parameters, but was significantly

higher for meshes with σ = 4.
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σ κ Expected radii Radii from the model % Discrepancy
3 0.25 0.204 0.203 0.55%
3.5 0.25 0.189 0.188 0.52%
3 0.3 0.224 0.223 0.27%
3.5 0.3 0.207 0.207 0.01%
4 0.3 0.194 0.196 -1.21%
4 0.35 0.209 0.220 -5.18%

3.3 Other Membrane Structures

3.3.1 Terasaki Ramp

The initial guess for the equilibrium configuration is shown below. It was a square ramp in

two layers, with a square hole in the middle. It was created symmetrically by generating one

quarter and reflecting twice to get four symmetrical, and connected, quadrants.

Figure 3.8: Initial guess for the Terasaki ramp. Due to the refinement techniques of the
modeling software, the initial guess had to be topologically equivalent to the Terasaki Ramp.

On the left is a view from the top, and on the right is a side view.

After the refinement processes, the equilibrium configuration was found to be as is shown

below. The minimized version of this configuration features a much smaller central hole, as

well as a much smoother change in ramp height.
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Figure 3.9: Minimal energy state for the above initial configuration. On the left is a view
from the top, and on the right is a side view.

3.3.2 Catenoidal Window

The initial guess for the equilibrium configuration is shown below. It is two parallel square

sheets of membrane with central square holes, connected by a rectangular tube in the center.

Figure 3.10: Initial guess for the catenoidal window.
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Below is the minimal energy configuration resulting from optimizing the above initial guess.

The connecting tube is now catenoidal (as a catenoid is one of the minimal surfaces of mean

curvature squared) and has a more gradual decline into the central hole.

Figure 3.11: Optimized version of the initial guess shown in figure 3.10
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4. Conclusions

4.1 Summary of New Results

Throughout this research, the minimal energy configurations of various membrane struc-

tures was investigated, primarily focusing on snapshots throughout the process of formation

of membrane tubules. Equilibrium configurations of the catenoidal window structure and

Terasaki ramp were also modeled. Past research into tubule formation has relied on impos-

ing azimuthal symmetry or used Monte-Carlo simulations to model the application of point

forces. This work is one of the first to not rely on any symmetries or simplifications, except

for those inherent in discretization. As such, some asymmetry was visible in these models

that was not visible in those that relied upon symmetrical simplifications. Additionally, very

few models exist of the Terasaki ramp, as it was discovered extremely recently.

4.2 Future Work

Given that one of the features of membrane tubules is that they often form complicated

networks, the logical next step is to model the interaction between these tubules. Some

preliminary research has been done into this; however, the model was not robust enough to

deal with the new complexities introduced by multiple tubules.
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Figure 4.1: As can be seen in these cross-sections of a model with two tubules, the model is
no longer well behaved, and the membrane no longer appears as a surface. On the left is a
cross-section through the central plane of the model, where some internal segments have

been created, and on the right is a parallel cross section, offset somewhat, where the model
is no longer topologically behaving as expected.

This could likely be resolved by investigating the location on the mesh as this irregularity

develops and investigating what exactly causes this, which unfortunately this research did

not have time to do. From there, protocols could be implemented to prevent the conditions

where this issue originated. An additional avenue of exploration would be creation of a more

robust model, potentially involving a different implementation of the calculation of the mean

curvature squared, that can deal with a wider range of membrane parameters.

Membranes do not form tubules spontaneously and are pulled into these configurations by

motor proteins along their surfaces. Another avenue of investigation would be to model the

location of these proteins on the surface, and cause the forces exerted to originate from the

proteins, instead of imposing the force on the center.

It is not fully known what the purpose of a Terasaki ramp is. The leading theory is that they

are for protein synthesis. If diffusion of particles on the surface of the ramp were modeled,

insight into whether this is the case can be gained.
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[1] P. Bassereau, B. Sorre, and A. Lévy. Bending lipid membranes: Experiments after W.

Helfrich’s model. Advances in Colloid and Interface Science, 208:47–57, 2014.

[2] D. K. Berry, M. E. Caplan, C. J. Horowitz, G. Huber, and A. S. Schneider. “Parking-

garage” structures in nuclear astrophysics and cellular biophysics. Phys. Rev. C,

94:055801, Nov 2016.

[3] S. Boyd and L. Vandenberghe. Convex Optimization. Cambridge University Press, 2004.

[4] K. Brakke. Surface Evolver Manual. Susquehanna University, Selinsgrove, PA 17870,

2013.

[5] V. A. Frolov, V. A. Lizunov, A. Y. Dunina-Barkovskaya, A. V. Samsonov, and J. Zim-

merberg. Shape bistability of a membrane neck: A toggle switch to control vesicle

content release. Proceedings of the National Academy of Sciences, 100(15):8698–8703,

2003.

[6] W. Helfrich. Elastic properties of lipid bilayers: Theory and possible experiments.

Zeitschrift Für Naturforschung C, 28(11-12):693–703, 1973.

[7] P. A. Janmey and P. K. J. Kinnunen. Biophysical properties of lipids and dynamic

membranes. Trends in Cell Biology, 16(10):538–546, 2006.

[8] S. K. Kandy and R. Radhakrishnan. Emergent membrane morphologies in relaxed

and tense membranes in presence of reversible adhesive pinning interactions. Physical

Biology, 16:6, 2019.

[9] C. J. Katta, S. S. Smoyer and S. L. Jaspersen. Destination: Inner nuclear membrane.

Trends in Cell Biology, 24(4):221–229, 2014.

[10] G. Koster, B. VanDuijn, M. Hofs, and M. Dogterom. Membrane tube formation from

giant vesicles by dynamic association of motor proteins. Proceedings of the National

Academy of Sciences, 100(26):15583–15588, 2003.

33



[11] S. Kutti Kandy and R. Radhakrishnan. Crowding-induced membrane remodeling:

Interplay of membrane tension, polymer density, architecture. Biophysical Journal,

121(19):3674–3683, 2022.

[12] S. Liese and A. Carlson. Membrane shape remodeling by protein crowding. Biophysical

Journal, 120(12):2482–2489, 2021.

[13] M. Deserno. Fluid lipid membranes – a primer.

https://www.cmu.edu/biolphys/deserno/pdf/membrane theory.pdf. Accessed: 2023-

27-04.

[14] L. F. S. Mendes, N. A. Fontana, S. T. Reddy, V. N. Uversky, and A. J. Costa-Filho.

The exquisite structural biophysics of the golgi reassembly and stacking proteins. In-

ternational Journal of Biological Macromolecules, 164:3632–3644, 2020.
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L. Möckl, L. F. Kourkoutis, W.E. Moerner, C. R. Bertozzi, G. W. Feigenson, H. L.

Reesink, and M. J. Paszek. Physical principles of membrane shape regulation by the

glycocalyx. Cell, 177(7):1757–1770.e21, 2019.

34



A. Modeling Code

All code for this project was written in morpho version 0.5.5. Morpho is available at:

https://github.com/Morpho-lang/morpho. Morpho is based upon work supported by the

National Science Foundation under grants DMR-1654283 and OAC-2003820. The code and

initial mesh configurations used in this research are available under the MIT license and can

be found at at: https://doi.org/10.7910/DVN/CNOMUG.
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