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Thinking with a computer
By DANIEL DENNETT

Imagining and conceiving
According to Descartes, conceiving is one thing and imagining is quite
another. What we cannot imagine we may well conceive. His famous
example was the chiliagon, a regular 1000-sided figure, which is indistinguishable in imagination from a regular 999-sided figure. Both look (see Fig.
19.1) just like circles to the naked eye - and to the naked mind's eye, as
Descartes suggested. But conception, he insisted, was a distinct faculty,
purified of dependence on the fallible bodily senses and hence more powerful.
The image of a chiliagon may be easily confused with the image of a 999sided figure, but the concept of a chiliagon is as distinct from the concept of a
999-sided figure as any two clear and distinct concepts can be.
This idea that pure conception is a superior faculty of the mind, capable of

Fig. 19.1. Since vision cannot distinguish these two figures without the aid of their labels, neither can
imagination.
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taking us far beyond the limits of sensation, has confused and intimidated
generations of hapless imaginers, would-be conceivers, who have wondered
what it must be like to conceive of the unimaginable: seven-dimensional cubes,
the curvature of space, grades of infinity, or-more concretely -the operation of
the network composed of trillions of synapses in their own heads. At the risk of
unmasking myself as one of the handicapped, I declare my suspicion that
Descartes' highly touted act of pure conception is a myth, unattained by
Descartes himself and by the deepest, most adroit thinkers ever since. There is
no such thing. I can ask you to imagine a hexagon, or a horse, and there is
something relatively single and salient you can do in response: you can form an
image in your mind's eye, as we say, of a hexagon or a horse. The nature and
ontological status of such a mental image is a fascinating and controversial
topic in psychology and philosophy of mind, but that there is such a
phenomenon as forming a mental image is not in dispute (Nelson Goodman
discusses this in Chapter 22). If on the other hand I ask you not to imagine but to
conceive of a horse, or a four-dimensional Moebius strip, or a molecule of
human DNA, or the maximization of expected utility, there is no uniform,
stable way for you to comply. 'Saying the words in one's mind' is, for instance,
neither a necessary nor a sufficient condition for conceiving of something.
There is no single act of the mind that counts as conceiving of something.
This is striking, since we rely so heavily on our judgments about what we
can and cannot conceive. Consider the standard form of argument, exposed
in reverse: such-and-such is impossible - why do you think so? - because it is
inconceivable - how do you know? - I have tried to conceive of it, and failed.
What is it that one has not succeeded in doing when one has tried to conceive
of something and failed in the attempt? Many philosophers have considered
this mental exercise to be the universal litmus test for logical possibility and
truth, and yet, contrary to Descartes' vision, it is not a clearcut task made
possible by releasing the mind from the shackles of brute imagination, but
rather an indefinitely drawn-out and complex set of manipulations, shot
through and through with mental imagery -- not naked, but annotated,
tagged with caveats and provisos. Berkeley was alluding to this, the fundamental tactic of 'conception', when he suggested that conceiving of the
general triangle - the triangle that is neither definitely isosceles, right or
scalene - was a matter of imagining some particular triangle and then noting
parenthetically that the image had unintended features, reminding oneself
not to use the image in certain ways when employing it in the course of
thinking.
How do you know when you have succeeded in conceiving of DNA as the
vehicle of genetic inheritance? Only when you have run through the story in
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your imagination, at many levels, with many variations, checking first this
and then that, manipulating the details a thousand times, selectively ignoring now the woods, now the trees, now the branches. Conceiving of something complex - whether an abstract mathematical structure, a complicated
physical process, or a system of rules and moves like chess or a grammar - is a
matter of learning your way around in a 'space' you must construct in your
mind. Only by actively exploring such spaces can we become familiar with
them to the point of conceptual fluency, which is the point at which the
Cartesian illusion is engendered of an act of direct conception. Getting to that
level of fluency can be very difficult.
Primo Levi, in his magnificent personal odyssey through the space of
chemistry' notes one of the difficulties:
'If to comprehend is the same as forming an image, we will never form an
image of a happening whose scale is a millionth of a millimeter, whose
rhythm is a millionth of a second, and whose protagonists are in their
essence invisible.’
Yet certainly Levi himself comprehends these microscopic complexities.
His lifetime as a chemist has made him adept at juggling his representations.
with their well-worn and familiar handles and tags. They no longer have
much power to mislead him with their oversimplifications. He no longer
needs to read the warning on the rear-view mirror: CAUTION: OBJECTS
APPEAR FARTHER AWAY THAN THEY ARE. Years of practice and hard
thinking can bring an expert such as Levi to heights of conceptual virtuosity,
but are there no short cuts, no ways of easing and speeding the
apprenticeship?

Computer-enhanced conception
Here is where the computer comes in. Let us set aside for a moment the
engrossing idea that we might make a computer that could really think. Let
us attend instead to one of its more practical cousins: the idea that we might
make a computer that expanded our capacity to think in much the way
microscopes, telescopes, microphones, and cameras have expanded our
sensory capacities. Many science fiction writers have imagined implanting
electronic marvels in human brains to give their owners the vast and flawless
memory or sheer computing prowess of a mainframe computer, but what I
have in mind is, I think, more interesting and more useful. Looking up facts.
or performing vast computations, are sometimes essential accompaniments
to serious thinking, and sometimes even acceptable substitutes for serious
thinking, but they do not by themselves do much to enable one to think about
things one could not think about before. Is there some way of attaching a
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computer to a human mind so that the mind's powers of conception are
enhanced?
I think that there is, and - somewhat out of character for a philosopher - I
claim that this is not a mere possibility in principle, achievable in some distant
science-fictional world, but something that is achievable right now, using
existing technology. I will demonstrate some relatively simple devices that we
have already developed for stretching the imagination, forerunners, I hope, of
much more powerful systems.
Organic brains and electronic computers have very different architectures
and modes of operation, but no miraculous brain-implants or novel 'interfaces' are required to yoke the two sorts of systems into powerful new
configurations. Normal eyesight and hearing, if properly exploited, provide
broad, swift avenues for the receipt of huge amounts of brain-usable information, and one's fingers on a keyboard, with perhaps a 'mouse' or other input
gadget on the side, provide return channels capable of carrying back to the
computer a greater volume of responses than a mind can modulate. Once
these powerful channels have been exhausted we can begin to wonder about
designing more intimate links, but we have scarcely begun to tax the
resources already available.
Levi speaks of 'a happening whose scale is a millionth of a millimeter,
whose rhythm is a millionth of a second, and whose protagonists are in their
essence invisible' - if only we could make a space-time microscope, something
that would enlarge and slow down such happenings by a factor of a million.
and then go on to clothe the invisible features with visual metaphors! But we
can. An ordinary microcomputer with the aid of color graphics and the right
software can be turned into a space-time microscope, a vehicle for exploring
those forbidding mind-spaces of science, a vehicle that even a novice can soon
learn to drive.

Conceiving a computer
The computer itself will be our first terra incognita, a phenomenon of daunting
complexity. The IBM-PC. for instance, contains several hundred thousand
memory registers, linked to a central processing unit that steps through
millions of elementary electronic processes each second, each 'in their essence invisible'. Who can conceive of how those billions of happenings
somehow conspire to produce the visible, macroscopic magic we see on the
screen? Computer scientists can, of course, thanks to their long apprenticeship. And so can you, in a few hours, with the aid of this space-time
microscope.
First, let us look at a somewhat simplified computer, running about a
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million times slower than the PC that is simulating it (see Fig. 19.2).
This is AESOP, developed by Steven Barney at Tufts University, which has
256 memory registers - not 256 thousand - of which you are currently
seeing the top 32. If you look closely - and if you know what you are looking
at - you can see the individual instructions being brought, single-file, from
the memory to the instruction register, decoded and executed, with the result
appearing briefly in the accumulator. The program is generating the
Fibonacci numbers. Primo Levi seems to be right: this is millions of times
larger and slower than a real computer, and thousands of times simpler - and
yet still it is too complex to take in at a glance! But that is only because you are
unfamiliar with this particular system of landmarks and metaphors. Let us
slow the system down further, and step through the process taking as much
time as we need.
Focus, for instance, on a single memory register. It contains a 3-character
string of symbols. In what language? The unfamiliar language of 'HEX' or
hexadecimal notation. Each of these triplets can be understood to be a
number, written in base- 16 notation. It will help us understand why this is a

Fig. 19.2. AESOP, a simple computer whose operations are visible on the computer screen. Since
AESOP's power depends on interactive animation, the 'stills' used to illustrate the printed version of the
demonstration are almost guaranteed not to work for the reader, unfortunately, but are provided to help the
reader imagine what the running program looks like.
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natural and convenient way of representing happenings in a computer if we
enlarge a register and see how it stores a number (see Fig. 19.3). Each hex
digit is 'short for' four digits of binary arithmetic. There are 16 different
permutations of four ONs and OFFs, so we can characterize the state of any
group of 4 binary digits or BITS with a single character of hex. So the three
hex digits we see in each AESOP register stand for 12 binary digits: AESOP is a
12-bit machine. (The IBM-PC is a 16-bit machine: some microcomputers are
eight-bit machines, and larger computers are 32- and even 64-bit machines.)
Let's go back to AESOP and see what happens to one of these triplets when
it arrives at the instruction register (see Fig. 19.4). It is translated and then
executed. The first hex digit is the Op code or operation code: it tells the
computer what to do -add, subtract, multiply, divide, compare, fetch, store...
or stop - there are only 16 possible moves for this simple computer to make:
one for each hex symbol. The other two digits are for a memory address, to tell
the computer which item to do its task on. There are 162 or 256 different
addresses specifiable in two digits of hex: hence AESOP has a 256 register
RAM or random access memory.

Fig. 19.3. An AESOP memory register, enlarged. It is hard to 'read' long strings of zeros and ones. Groups
of 4 can be abbreviated into single symbols in hexadecimal notion. In this enlargement, it is possible to spin
the numbers up and down, watching the binary and hexadecimal values change in unison. A decimal
translation is also provided if the user wants it.
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Fig. 19.4. The AESOP instruction register, enlarged: the first 4 bits are the Op code. Rather like a longdistance telephone area code, they open a line to one specialized circuit or another. The next 8 bits give the
address of the item on which the specialized circuit is to do its work.

Why do computers use binary code - ONs and OFFs - to represent
everything? We can literally see why if we descend a few more levels.
magnifying our computer by another power of 10, and slowing down its
operation still further. Here is the accumulator, a register with 12 bits, 12
ONs and OFFs. in a row (see Fig. 19. 5). Each of those twelve boxes has to be
designed to 'remember' its value 01 or 0, ON or OFF, red or green) until the
computer does something to change it. If we zoom in on one box (see Fig.
19.6), we can see how this is accomplished, via a 'flip-flop' composed of
simple 'logic gates' representing the logical functions AND, OR and NOT.
Logic gates can be wired up differently to produce a circuit for performing an
arithmetical operation on two different 12-bit numbers. Here is the circuit
that is turned on by the ADD instruction (see Fig. 19.7): it too is composed of
12 boxes, each of which can add two digits and a 'carry' coming from the
adjacent column if there is one. If we zoom in on one of them, we can see how
they are composed of logic gates (see Fig. 19.8).
I have sped through this demonstration just to give you a brief glimpse of a
world that can be endlessly explored. AESOP is a completely programmable,
debuggable, runnable computer. If it strikes you as still too complicated a
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Fig. 19.5. The AESOP accumulator register, enlarged. A register is made of 12 separate flip-flops, each of
which must 'remember' what it has most recently been 'told': either 1 (ON) or 0 (OFF).

Fig. 19.6. How a flip-flop works. The triangular units are NOT-gates: they output the opposite of their
input: if their input is 1, their output is 0, and vice versa. The crescent-shaped units are OR-gates: they
output 1 if either OR both of their inputs are 1. The other units are AND-gates which deliver a 1 only when
both of their inputs are 1. Whenever a clock pulse arrives, the flip-flop gets a new value to remember.
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Fig. 19.7. The AESOP addition circuit. enlarged. When the number from the memory address and the
number from the accumulator are fed into the parallel adder circuit. their sum is output. The time it takes to
add the two numbers depends on how many 'carries' have to be performed, so there is a delay system,
represented by the hourglass on the left.

starting point for a novice, you are in good company. Here is a still simpler
world to explore, in an even friendlier vehicle: RodRego the Register Machine
(see Fig. 19.9).
Here the registers are simple boxes, each of which can have beans in them any number from zero on up. And there are only two operations the machine
can perform: adding a bean to a box (INC rementing a register) and taking a
bean out (DEC rementing a register). What if the register in question is empty
- has 0 in it? The Register machine must then Branch to another instruction,
so we call the taking-away instruction DEB, for DEcrement or Branch. With
INC and DEB our machine can compute anything AESOP can compute. In
fact, it can compute any function any computer at all can compute - only
very, very slowly! Teaching RodRego to add, subtract, multiply and divide,
and to move or copy the contents of one register to another, is a pleasant and
instructive exercise that is a vivid, memorable introduction to the fundamental principles of computer science: contents and addresses, subroutines,
loops, commands as contents of registers, conditional branching and much
more.
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Fig. 19.8. A single box from the addition circuit, enlarged. Each of the 12 elements in the addition circuit
shown in Fig. 19.7 has three inputs: one from the memory register, one from the accumulator, and a 'carry'
line from its neighbor to the right. This circuit of logic gates does the actual binary addition. In binary
arithmetic, 1 + 0 is 1, and 1 + 1 is 10, and 1 + 1 + 1 is 11. If you work out the outputs for each input
possibility in this diagram you will see that, for instance, when two of its three inputs are 1, it will 'put
down' the 0 and 'carry' the 1 to its neighbor. The Space- Time Microscope performs all these operations for
you, showing the flow through the logic gates in color.

Enhancing other concepts
Space-time microscopes are not the only instruments we can make for
stretching the imagination. Consider how excellently suited a piano is to the
task of exploring the complex space of musical harmony: it provides a swift.
accurate response to the explorer's hunches and queries, and uses three
different but easily inter-translated systems for displaying places, structures,
and events in that space: two visual spaces - written musical notation and the
keyboard array - and one auditory space. It is easy for the novice to use, but
virtually inexhaustible. Imagine concept pianos for exploring other complex
spaces.
In population genetics, for instance, one has to develop a feel for the
relation between two different sorts of mathematical models: the very idealized models in which probability is allowed to reign supreme (thanks to the
unrealistic assumption of unlimited population sizes) and more realistic
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Fig. 19.9. The simplest computer: RodRego. a register machine. In this animated register machine, a cousin
of the familiar Logo turtle (the little triangle) dashes back and forth, reading each instruction in turn,
running to the appropriate register, and either removing or adding a 'bean' to the contents.

models in which the spread of genes is sensitive to population size, migration
rates, and particular, local, 'random' factors. In the latter models, as in
Nature, improbable trends can be tenacious and even victorious.
GeneWright is a concept piano we have developed at the Curricular Software
Studio for exploring in an efficient and satisfying way this huge space of
possibilities. On it you can play all the standard textbook pieces, or create your
own themes and watch to see if you understand the rhythms of change that
develop before your eyes. You can refresh your understanding of the
underlying mechanisms by zooming in on them or sit back and take a bird's
eye view of generations swiftly succeeding each other (see Fig. 19.10).
GeneWright is named in honor of Sewall Wright, the biologist who has
perhaps done the most to expand biologists' appreciation of what is possible
when there are a large number of small populations subject to stochastic
phenomena, such as genetic drift. It is hard, even for experts, to imagine what
can happen in small populations. GeneWright lets you see the possibilities
unfold directly, and even experts find that there are ways they can use it to
extend and sharpen their understanding.
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Fig. 19.10. Two views of GeneWright: top, Determining phenotypes: bottom. Impact of selection events.
The graphs at the top show the frequencies of the alternative genes in a population of a species, and the
frequencies with which they get expressed in individual phenotypes. At the bottom, one group of these
phenotypes is seen being pruned by selection.

At Tufts we are now developing other devices for exploring other spaces:
for studying the uptake of anaesthetics by mammalian respiratory systems,
for internalizing the treacherous concepts of statistics, for learning to read the
geological record. and one of my favorites: a dynamic, color-coded, functional
architecture of the human brain, a space-time microscope I sometimes
describe as the London Underground Map of the brain. Nearby at Harvard.
Judah Schwartz and his colleagues at the Educational Technology Center
have designed similar systems: the Geometric Supposer and its offspring in
mathematics, and some elegant physics simulators.
Thinking with a computer
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The limits of these devices
I suppose there may be some complex objects of study that cannot be
significantly tamed by such exploratory devices. The chaotic spaces and
informal methods of philosophy itself have so far eluded us, perhaps because
we cannot identify any particular powers of conception aside from formal
logic) that might be enhanced by the sort of apprenticeship experiences these
devices can provide. Maybe we have just not given the matter the right sort of
thought yet. In any event, the devices we have created to date are still fairly
primitive, but I think they point in the right direction.
The most important feature of these prosthetic extensions of the mind is
that they are designed not to replace your mind, but to strengthen it, to the
point where you can drop the crutches and continue expanding your powers
of imagination and conception of your own, less docile in the face of complexity, less dependent on the computer for the answers.
We are no match for computers in the memory and computation departments. which is just as well. since memorizing and computing are not much
fun. Imagining, and the understanding that comes with it, is our strong suit,
and if we can turn computers to the task of enhancing that strength, instead
of just doing a crude and brittle job of mimicking it, we can increase our lead.
maintain control over the technology, and experience the world's complexities more acutely in the bargain.
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