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Abstract

Evana Gizzi

ADVISOR: Prof. Jivko Sinapov

Humans and many other species have the remarkable ability to innovate and cre-

atively problem solve on-the-fly. For example, when trying to remove a screw in the absence

of appropriate tools, we may resort to using a quarter as a makeshift screwdriver. Creative

problem solving (CPS) is the process by which an agent discovers unknown information

about itself and its environment, allowing it to accomplish a previously impossible goal. In

contrast to humans, robust CPS in intelligent agents is currently beyond the scope of exist-

ing artificial intelligence (AI) systems. Developing CPS in intelligent systems would greatly

improve their resourcefulness and adaptability, allowing for more seamless integration of

such systems into everyday life. To bridge this gap, this dissertation introduces a collec-

tion of contributions toward the development of CPS, including theoretical formalizations

of CPS, a framework for anomaly detection, a framework for fault diagnosis, two methods

for action discovery in robots, and a method for life-long CPS. The results from several

diverse experimental studies show that the tangible implementation of CPS is possible in

the following contexts – generalized anomaly detection, system-level fault diagnosis, action

discovery in embodied agents, and in using a trained world model for life-long learning. The

experimental domains of our studies include aviation (tested on a human-in-the-loop flight

simulation environment), satellite operation (tested on a realistic flight hardware test-bed),

and robotics (tested in 3D physics simulation environments). Future work should consider

the development of CPS in more realistic real-world environments to help expedite/realize

the beneficial integration of intelligent novelty resolution methods into everyday life.
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Chapter 1

Introduction

1.1 Motivation

Creative problem solving (CPS) has often been described as the hallmark of intelligence

and cognition [Olt16]. When faced with novel or challenging problems, both humans and

non-human species have demonstrated the use of CPS for deriving innovative solutions

[Bod04, FGB+09, She10, RL03, BB90, BAC+11]. These abilities enable us to find new

ways of solving old problems as well as to find solutions to new problems. In day to day

life, humans often augment the way they achieve a goal – for example, to open a tightly

closed jar, we may put a towel between our hand and the lid before twisting. In other cases,

we find new ways of using available objects, as is the case of using a mug, an object for

storing liquids, as a paper-weight when an actual paper weight is not present.

In addition to humans, research has documented such abilities in a variety of animal

species [GG14]. For example, crows have been shown to spontaneously modify tools by

shaping hooks out of wire, and using the modified tools in the correct sequence of actions

required to retrieve food [BE09]. In another example, CPS abilities were shown to be

present in great apes in a simple improvisation experiment using a puzzle box problem

[VC12]. The apes, when presented with a clear horizontal tube containing a food reward,

first attempted to retrieve the out-of-reach reward using their fingers. Through successful

improvisation, the apes were eventually able to figure out how to push a stick that was

pre-inserted inside the tube to displace the food outside of the tube, thereby attaining the
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reward.

Numerous real-world examples have demonstrated the practical importance of CPS,

particularly when dealing with crises or time-constrained scenarios. For instance, in the

Apollo 13 incident of 1970, the astronauts on board the spacecraft creatively constructed

a makeshift CO2 filter from a sock, a plastic bag, book covers, and duct tape, in order to

lower carbon dioxide levels in the spacecraft, enabling them to safely return home [Cas05].

More recently, makeshift ventilators built using low-cost 3D printed parts and off-the-shelf

items such as manual resuscitator PVC bags and motors, have been used to combat the

widespread equipment shortages during COVID-19 [Kit20, TDGM20]. However, similar

skills are currently beyond the scope of intelligent systems. Developing artificial agents

with similar capabilities would greatly improve the resourcefulness and adaptability of ex-

isting artificial intelligence (AI) systems. These capabilities will be especially useful for

robots that explore, as well as work in space, underwater, remote locations on land, and dis-

aster sites, where the robots are highly likely to face unprecedented circumstances which

require situational adaptation [ABB+18]. To this end, this dissertation focuses on enabling

domain agnostic CPS abilities in intelligent agents, such that they are able to reason with

flexibility in the face of novelty.

1.2 Dissertation Overview and Research Questions

In the most broad sense, this dissertation aims to investigate creative problem solving along

multiple axes, including its generalized theoretical underpinnings, which we implement and

test in various proof-of-concept models in a cross-domain manner. We can break down the

theoretical underpinnings of CPS into the continuum shown in Figure 1.1.

The CPS continuum starts with prediction, most commonly researched as anomaly

prediction. In a more generalized sense, this step involves detecting the particular salience

causing the need for CPS in a problem solving domain. Next comes diagnosis, or isolation

of the salience. The difference between detection and diagnosis is that in detection, we

sense “something is wrong,” (perhaps even detecting “what” is wrong, in a symptomatic

sense), whereas in diagnosis, we isolate the cause of the salience, or the symptom. Next is
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Figure 1.1: The creative problem solving continuum.

the reaction phase, or mitigation phase. Now that we know what is wrong, what do we do

in response? This stage involves knowledge synthesis in reaction to the salience. Lastly, in

the maintenance stage, we determine what to do after the salience has been resolved, in a

more long term sense. How can we resolve this sort of situation better next time?

From the CPS continuum, we derive our overarching research question: How can

we define creative problem solving in an application agnostic manner, and implement

its generalized nature to real world applications? Listed below are five key areas in this

investigation, each presented as an individual research question.

1. What is creative problem solving, and what kinds of problems require creative

problem solving? Before we are able to resolve CPS problems, we must understand

what CPS is and how it differs from general problem solving (GPS). Moreover, we

must examine the features which make CPS unique from other problem solving types.

2. How can creative problem solving problems be detected and/or distinguished

from other problem solving scenarios? This question is particularly important (and

challenging) when considering how to bridge the theory of CPS with tangible appli-

cations. How do we determine that we are in a novel problem solving context such

that CPS is necessary? Can we simply use the unique features of CPS as a way to

detect their existence in a problem solving scenario? And if not, is there a way to

approximate these unique salience features?

3. How can creative problem solving be implemented in intelligent agents, specif-

ically in the context of anomalies? The implementation of truly flexible reasoning

agents is quite challenging. Flexibility requires a balance between generalized rea-

soning, and the semantic understanding of application specific data, context, nuances,
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etc.

4. How can we derive (or diagnose) the unique salience features characterizing

a problem which necessitate creative problem solving? Once a problem has been

evaluated as one in which unconventional, or “out-of-the-box” reasoning is necessary,

how can we isolate the particular salience which explains the essence of the CPS

resolution needed?

5. How can an agent get better at creative problem solving over time? Many agent

based learning shows evidence of increased capability over time. Can we enable this

sort of evolution in CPS, despite its non-repetitious nature?

1.3 Outline and Contributions

This dissertation is organized as follows: Part I provides an introduction to creative prob-

lem solving. Chapter 2 provides a novel formalization for the definition of CPS, and a

framework for the general domain-agnostic CPS process. In Chapter 3, we review related

works, including existing frameworks for CPS, and CPS methods which closely relate to

our implemented methods. Part II reviews aerospace applications for CPS detection and

diagnosis as described in the CPS continuum. Chapter 4 provides a framework for anomaly

detection (specifically in the disambiguation of anomalies and outliers) in an aviation do-

main, tested in a human-in-the-loop rapid prototyping simulation environment. Chapter 5

reviews a systems-level fault diagnosis algorithm validated in a spacecraft flight domain.

Part III provides a collection of CPS resolution techniques within the context of robot ac-

tion discovery. In Chapter 6, we introduce the notion of MacGyvering, and provide an all-

encompassing framework for action discovery in embodied (robotic) agents. In Chapter 7,

we review a method for autonomous action discovery through trajectory segmentation, eval-

uated at a symbolic level. In a similar vein, Chapter 8 provides a method for autonomous ac-

tion discovery through motor babbling. Each of these work provides mechanisms for map-

ping sub-symbolic structures to symbolic representation for intelligent sequencing. Chapter

9 reviews a method for life-long creative problem solving through the use of a world model,
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which is able to use a combination of symbolic and sub-symbolic information to support

more informed exploration trials when attempting to solve CPS problems. Finally, Part IV

concludes this dissertation with remarks on future work and suggested directions in Chapter

10.
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Part I

Introduction and Preliminaries
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Chapter 2

Theoretical Formulations of Creative

Problem Solving*

In this chapter, we present a novel formalization of creative problem solving. We begin

with a description of preliminary concepts, used to frame our definition of creative problem

solving. Next we discuss the bridge between computational creativity research and CPS in

artificial intelligence, describing the adaptations of computational creativity research to the

formal CPS problem. Within this discussion, we formalize three main types of methods for

CPS, which build upon the work of Margaret Boden. Collectively, the work in this chapter

is intended to develop methods for the detection portion of the CPS continuum. We propose

that developing a robust definition for CPS will contribute toward answering the following

research question: “What is creative problem solving, and what kinds of problems require

creative problem solving?”

2.1 Definition of Creative Problem Solving

We begin by defining the components of a problem to be solved by an agent acting in its

environment through planning or learning. A planning or learning problem specification

*This chapter is based on the following paper: Gizzi, E., Nair, L., Sinapov, J. and Chernova, S., “From

Computational Creativity to Creative Problem Solving Agents”, The 11th International Conference on Compu-

tational Creativity, 2020. [GNSC20a]
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Figure 2.1: Creative problem solving occurs when the initial conceptual space of the agent
is insufficient to complete the task, and the agent needs to expand its conceptual space to
achieve the task goal. Traditional planning or learning in artificial intelligence would return
a failure in such scenarios.

in artificial intelligence typically consists of a task goal G to be accomplished, given a set

of environment states S and agent actions A. The agent produces a task plan or policy �

over the states and actions, in order to accomplish a goal. Thus, � : S ! A represents a

mapping from the set of environment states to the set of actions.

In creative problem solving, we broadly define the notion of a concept, as a state of

the environment and/or agent, or an action. More specifically, depending on the problem

formulation, concepts could refer to the actions that an agent can perform (e.g., “open”,

or “close”), or the state space including states of objects in the agent’s environment (e.g.,

“clean”, “dirty”), and the state of the agent (e.g., configuration of the agent’s joints). While

existing problems in AI focus on one or more of these aspects (actions and/or states), group-

ing them under the term “concepts” allows us to unify the range of problem formulations

within a single definition.

More generally, we denote concepts as cX , and conceptual space CX as the set of

all concepts cX , where X 2 fS;Ag. More specifically, CS denotes the set of all states

cS , and CA denotes the set of actions cA. Furthermore, let CX� denote the universal set of
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concepts cX , such that CX� contains every possible concept that the agent could know, e.g.,

the set of all possible actions and states. In this work, we assume that the initial conceptual

space CX � CX� , i.e., the agent’s initial knowledge is limited. Note that CX = CX� is

often not a practical assumption for real-world agents, since it implies that the agent knows

every concept possible.

A crucial aspect of CPS that differentiates it from general problem solving is

that the initial conceptual space CX known to the agent is insufficient to accomplish

the task goal. Traditional planning or learning approaches in AI often yield a failure in

these circumstances. For example, the agent might need to learn about a completely new

state or action to be able to accomplish the task. Thus, CPS is characterized by its flexibility

or adaptability to handle novel problems [Gui67]. We formally define CPS as (See figure

2.1):

Definition Creative problem solving is defined as the process by which the agent discov-

ers new concepts that were not in the initial conceptual space of the agent, allowing it to

accomplish a previously impossible goal. Formally, CPS refers to the process by which the

agent discovers new concepts c0X 2 C 0X , where C 0X * CX , such that C 0X enables the agent

to solve a task that was previously unsolvable when only CX was known.

In other words, the space of concepts that is explicitly represented by the agent

defines the boundaries of what the agent can plan to accomplish. Creativity arises when

the agent uses what it already knows, to discover something new. In the context of problem

solving, the newly discovered knowledge is applied to solve a previously impossible task. In

the following sections, we expand upon our definition, highlighting the theoretical aspects

in CC that apply to CPS.

2.2 Adaptations of Aspects in Computational Creativity to Cre-

ative Problem Solving

Computational Creativity (CC) is an active area of research that seeks to develop computa-

tional methods that are capable of generating a creative output, reminiscent of the creative
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processes in humans. The CC research community includes a diverse body of researchers,

spanning the fields of psychology, neuroscience, philosophy, and computer science. The

goal of CC research, as described by the Association for Computational Creativity*, is “[to

gain] the ability to model, simulate or replicate creativity using a computer, to achieve one

of several ends, including the construction of a program or computer capable of human-

level creativity, to better understand human creativity and to formulate an algorithmic per-

spective on creative behavior in humans, and to design programs that can enhance human

creativity without necessarily being creative themselves” [CCd].

While there has been extensive work in the area of CC in artificial intelligence, these

works are primarily focused on the generation of creative artifacts, e.g., paintings, poems

etc. In contrast, there is very limited focus on creativity that is specifically task-oriented,

i.e., creativity in problem solving. In this section, we review four major aspects of CC,

and their inheritance and adaptations to CPS (The four aspects include: novelty and value,

evaluative methods, procedural methods, and Boden’s types of creativity). These aspects

are grouped into two categories; output-based aspects and process-based aspects. These

categorizations are not meant to divide types of systems, but rather, to group key aspects.

2.2.1 Output-based Aspects

In output-based aspects, the focus is on evaluating the creativity of a system by determining

whether the output produced in a task is considered to be creative. These systematic out-

puts, referred to as artefacts in the CC community, may take physical and/or non-physical

form (e.g. paintings, songs, recipes). The first aspect (Novelty and Value) describes two

key characteristics of a creative output, whereas the second aspect (Evaluative Methods)

describes methods for making the evaluations.

Novelty and Value: This first aspect stems from the work of Margaret Boden, who

proposed that creativity necessitates both novelty and value [Bod98]. Novelty guarantees

that the generated outputs of a creative process are in some way original, whereas the value

criteria ensures that the generated outputs are not just random generations, but in some way

*The Association of Computational Creativity is a nonprofit organization dedicated to the advancement of

CC, and organizing body of the International Conference on Computational Creativity (ICCC)
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geared towards a creative goal. Both novelty and value have contextual considerations. For

example, an agent may produce a novel painting, but in the context of a scenario which calls

for a creative recipe, the novel painting would not be considered valuable [SG16, VWV16].

Evaluative Methods: In evaluative methods, the creativity of a system is evaluated

by judging the output of its processes, deeming them to be creative or not creative. Similar

in nature to the Turing test, these methods focus on using the judgement of an observer

on the product of a creative process. The evaluation can either happen computationally

[CBCH16, CW+12, VWV16], from a human evaluator [BB10, GSC17], or from a social

group [VWV16]. The nature of these evaluations vary, where in some cases the output

is compared to a human’s creative output, and in others, the output is judged in a social

context. Additionally, the evaluation of a creative output can be determined by the agent’s

ability to explain its own intentions and motivations to a human [CCPL19].

2.2.1.1 CPS Adaptation of Output-based Aspects:

In the context of problem solving, the novelty criteria is fully inherited. Creative solutions

may not be completely original themselves, but rather in their application to the problem.

For example, using Tupperware as a container may not be original in itself, but using Tup-

perware as a replacement for a soap dish may be considered a creative solution to a problem.

Formally, a concept c0X is said to be novel when it is not contained within the initial concep-

tual spaceCX of the agent for that problem, i.e., c0X =2 CX . The second criteria in CC is that

creativity necessitates value. In the context of CPS, this criteria is inherited as usefulness

or utility. That is, does the solution actually solve the problem? A conceptual space C 0X is

said to be useful, when the goal state G can be accomplished via concept(s) c0X 2 C 0X .

CPS does not directly inherit evaluative methods. This is because the output of a

CPS process is simply evaluated as either successful or not successful, based on its abil-

ity to solve the problem. As such, a successful solution to a problem which necessitates

CPS is inherently creative. Thus, evaluation in CPS involves evaluating whether the new

conceptual space C 0X is sufficient to accomplish the current goal.
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2.2.2 Process-based Aspects

Process-based aspects focus on the method by which creative output is generated. Contrary

to output-based, process-based aspects are concerned with the question of how outputs are

produced as opposed to the evaluation of what is produced. The first aspect (Procedural

Methods) reviews existing methods for synthesizing the creative process, whereas the sec-

ond aspect (Boden’s Types of Creativity) reviews three ways of implementing procedural

methods.

Procedural Methods: In procedural methods, the focus lies on evaluating creativ-

ity based on the method by which it systematically generates its creative output. These

methods have been explored across many processes, ranging from machine learning ap-

proaches [TG15], to associative algorithms [VWV16], and autonomous evaluation algo-

rithms [Jen10]. A popular approach in CC is a two part method, consisting of an expansion

phase where the agent synthesizes a large set of possible outputs for a creative process,

and a contraction phase where the agent processes the candidate outputs in order to select

valuable output. Analogous conceptualizations of the expansion phase include divergent

thinking, generative thinking, and defocused attention. Analogous conceptualizations of

the contraction phase include convergent thinking, evaluative thinking, and focused atten-

tion [Gui67, PC02, ZSH20, Sar18].

Boden’s Types of Creativity: Boden proposed three categories that describe the

process of generating creative outputs, namely, combinational creativity, transformational

creativity, and exploratory creativity [Bod98]. Combinational creativity involves taking

known or familiar information, and combining it in a way that generates a novel output

[PC02, LPPC19]. Transformational creativity involves transforming one or more dimen-

sions of the solution/output space to provide the means for new structures to emerge in

the transformed space. Lastly, exploratory creativity involves an exhaustive search of a

solution/output space to find a novel solution.
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2.2.2.1 CPS Adaptation of Process-based Aspects:

Creative problem solving directly utilizes process-based approaches. CPS is typically trig-

gered by an impasse moment, where the agent detects that nominal problem solving tech-

niques are insufficient for accomplishing the goal [KOHR99]. Impasse is followed by a pe-

riod of incubation, where the agent generates the solution space, synthesizing possible ways

of solving the problem using a relaxed representation of the problem and domain. Once a

viable solution is found in this space, the agent is said to reach its insight or “Aha!” moment

[CB19], wherein the agent proceeds to use the solution to solve the problem. We call this

process the impasse-incubation-insight process. While there exist other general formaliza-

tions of the creative process [MMRP+91, MSB+97], we use the impasse-incubation-insight

paradigm to facilitate our adaptations. The impasse-incubation-insight process can be im-

plemented using the two part method of expansion and contraction in the following manner

– the impasse moment triggers incubation, where the agent enters the expansion phase and

generates a new conceptual space C 0X from CX . This is followed by the contraction phase,

wherein the agent applies the newly discovered concepts c0X 2 C 0X to generate a plan for

accomplishing the goal (insight moment).

Boden’s types of creativity are inherited into creative problem solving by providing

three ways to expand an agent’s initial conceptual space. Thus, Boden’s types of creativity

can be applied to manipulate the initial conceptual space CX of the agent, in order to come

up with a new conceptual space C 0X * CX for solving the problem.

Combinational methods involve combining existing information in an agent’s con-

ceptual space to generate a novel conceptual space for solving the problem. The agent cre-

ates new concepts c0X 2 C 0X by combining existing concepts in CX . We define a function

f that combines concepts in CX to create the new conceptual space, such that f(cXi ) = cXi ,

when more than one concept is not combined:

f : CX ! C 0X j c0X = f(cX1 ; :::c
X
k ); C 0X * CX ; cX1 ; :::c

X
k 2 CX

If cX1 ; :::c
X
k 62 CX , we can redefine a new conceptual space of

Sk
i=1 c

X
i , where combina-

tional creativity applies. In CPS, combinational creativity can be observed when learning
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new behaviors or skills as a composition of previously known behaviors [HDBP20], or

constructing new tools by combining objects [NBC19].

Transformational methods involve transforming the problem representation in

some way to generate a novel and previously unknown representation of the same prob-

lem, i.e., the agent transforms the initial conceptual space CX into a new conceptual space

C 0X . The set of concepts c0X 2 C 0X can be represented as follows:

f : CX ! C 0X j c0X = f(cX) 8 cX 2 CX ; C 0X * CX

Thus, f denotes a surjective function that maps every concept in cX 2 CX to a new concept

c0X 2 C 0X . Transformational creativity involves a mapping from the initial conceptual

space to a new conceptual space, via an appropriate transform, e.g., rotations or translations

[FGT17], and segmentations [GCS19].

Exploratory methods involve searching the universal conceptual space CX
�
, to

discover a novel solution. The agent may discover a new conceptual space C 0X � CX
�

either via random exploration of its environment (i.e., babbling), or guided exploration

using heuristics or loss or reward functions. If the agent uses a loss function, the concepts

c0X 2 C 0X can be represented as follows:

fc0X = argmincX�L(cX
�
) s:t: cX

� 2 CX�g;

where L denotes an appropriate loss function, and C 0X contains novel concepts from the

universal conceptual space such that C 0X * CX . In general, approaches that explore the

state space to derive a solution, e.g., reinforcement learning (with reward functions), search

through planning spaces [ES13], and motor babbling [SS07], fall into this type. In large

conceptual spaces, this form of creativity can be prohibitive.

2.3 Summary

In this chapter, we presented a formal definition of creative problem solving drawing from

language around planning/learning problems. Using this definition, we highlight the in-
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tersection of computational creativity and problem solving in artificial intelligence. We

specified key aspects of CC systems, and formalized their adapted inheritance into CPS.

Research in CPS has taken place mostly within the confines of the artificial intelligence

community, and we believe that highlighting their intersection will enable necessary, and

more aggressive advancements in developing computational methods for CPS. The work

in this chapter contributes research toward the detection portion of the CPS continuum. In

the following chapter, we review related work in CPS research which address detection,

diagnosis, reaction, and maintenance.
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Chapter 3

Related Work*

In this chapter, we discuss literature that is relevant/related to the contributions of this dis-

sertation. We begin with a review on existing formalizations of creative problem solving

in the field of psychology, followed by a review CPS formalizations in the field of artificial

intelligence (Chapter 2). We then discuss relevant literature in novelty resolution within

the aerospace domain (Part II, Chapters 4, 5). We follow with a broad review of action

discovery method in robotics (Part III, Chapters 6, 7, 8). Finally, we discuss work related

to life-long CPS (Part III, Chapter 9).

3.1 Related Work in Defining Creative Problem Solving

There have been efforts within the research community to formalize a general definition and

process for creative problem solving, in both humans/animals and in intelligent agents. In

this section, we review selected works which aim to provide a definition of CPS, similar to

our work in Chapter 2. The development of formal definitions of CPS contributes research

toward the detection portion of the CPS continuum.

*This chapter is based on the following paper: Gizzi, E., Nair, L., Chernova, S., and Sinapov, J., “Cre-

ative Problem Solving in Artificially Intelligent Agents: A Survey and Framework”, Submitted to the Journal

of Artificial Intelligence Research (JAIR), 2022. [GNCS22]
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3.1.1 Creative Problem Solving in Psychology

Various models of creative problem solving in humans have been proposed by researchers

over the years [IT04], beginning as early as 1952 with the work of Alex Osborn, who pre-

sented a comprehensive description of a seven-stage CPS process [Osb52]. Osborn’s CPS

process starts with orientation where the CPS problem comes into focus to the agent (sim-

ilar to our detection stage), followed by the preparation, analysis, and hypothesis stages

where the agents investigates the root of the salience causing a need for CPS (similar to

our diagnosis stage). Next comes the incubation, synthesis and verification stages, where

knowledge synthesis occurs through and expansion/contraction process (similar to our re-

action phase). Similarly, prior work by Mumford et al. [MMRP+91, MSB+97] has also

investigated CPS processes in humans by conducting human participant studies and evalu-

ations. They define creative problems as problems that arise in ill-defined situations, thus

eliciting creativity in humans. Further, their work highlights core cognitive processes in-

volved in CPS, including problem construction, information encoding, idea evaluation, im-

plementation, and monitoring. While these works primarily explore CPS in humans and

other animals, which is relevant to this dissertation, the main focus of this dissertation is in

CPS in artificial agents.

3.1.2 Creative Problem Solving in Artificial Intelligence

Closely related to our work, prior research has formulated creative problem solving in intel-

ligent agents based on concept re-representation, and classical planning (Olteţeanu [Olt14]

and Sarathy [SS18], respectively). Olteţeanu’s definition of CPS stems from computational

creativity research, whereas Sarathy’s CPS definition stems from general problem solving

research in AI. In the following, we discuss these definitions in more detail.

Olteţeanu [Olt14] defines CPS from an object affordance perspective. Affordances

broadly refer to action possibilities for objects, e.g., cups are pour-able and doors are open-

able [Gib77]. Formally, affordances are defined as relationships between objects, actions,

and the effects of applying the actions on the objects [ŞÇD+07]. Olteţeanu [Olt14] distin-

guishes creative problems from normal problem solving tasks in that CPS problems have
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poor representational structure, mainly focused on the representation of objects and en-

vironmental elements (initial problem state, objects, relations, or saliency assignments to

elements). Collectively, these elements are referred to as concepts, and their representations

consist of affordances, visuospatial features, or semantic tags. From this, Olteţeanu defines

the process of CPS as “the ability of a cognitive, natural, or artificial system to use new

objects to solve a problem, other than the ones that have been stored in its memory as tools

for that specific purpose (if any), or to create those objects by putting together objects or

parts of objects the system has access to. Depending on the problem, objects can be either

physical or abstract/informational (concepts, problem templates, heuristics or other forms

of representations)” [Olt15]. However, the concepts in their framework specifically refer to

objects in the environment, and do not cover other concepts relevant to problem solving in

AI, e.g., actions and environment states.

Sarathy and Scheutz [SS18] define the notion of “MacGyver-esque” creativity as

embodied agents that can “generate, execute, and learn strategies for identifying and solv-

ing seemingly unsolvable real-world problems”. They approach CPS as a planning problem,

introducing the notion of a MacGyver Problem (MGP) as a planning problem in the agent’s

world that has a goal state that is currently unreachable by the agent [SS18]. They formal-

ize MGP with respect to an agent t, as a planning problem in the agent’s world Wt, that

has a goal state g currently unreachable by the agent. In order to solve an MGP, the agent

modifies its domain knowledge (through domain expansion or contraction) by sensing and

perceiving its environment and its own self, enabling the agent to discover previously un-

known information needed for accomplishing the goal. However, the proposed definition

of MGPs do not provide an organizational framework that covers both planning and learn-

ing approaches in AI. Further, their work does not fully leverage existing methods in CC

literature for expanding the domain knowledge.

Our definition of CPS differs from previous definitions in the following ways. Firstly,

in contrast to the prior definition by Olteţeanu where the concepts focused primarily on ob-

ject affordances, we describe the notion of concepts in terms of all the core entities involved

in a planning or learning problem, i.e., the actions and states (including, but not limited to

the states of objects). This allows us to capture CPS approaches that manipulate non-object
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related concepts as well. Secondly, in contrast to the prior definition by Sarathy and Scheutz

that formulated macgyvering problems specifically as a planning problem, we present CPS

as a planning or learning problem, and further connect problem solving in AI to relevant

aspects of CC. In particular, we describe i) how CPS can be performed by efficiently manip-

ulating the initial conceptual space via the function f(:) that correlates to existing methods

developed in CC, and ii) how the output of CPS can be evaluated by leveraging existing

notions of output evaluation in CC.

3.2 Related Work in Aerospace Fault Mitigation

In this dissertation, we describe our work in aerospace fault mitigation, which aims to ad-

dress CPS detection and diagnosis as it is described in our continuum in Chapter 1. While

this specific application of CPS is a new area of consideration in this dissertation, research

in autonomous fault recovery has grown significantly in recent years. Although this prob-

lem can be decomposed into three main challenge areas (detection, diagnosis, and predic-

tion), our work focuses on detection and diagnosis [HDA20]. In Section 3.2.1, we discuss

anomaly detection. In Section 3.2.2, we discuss fault diagnosis.

3.2.1 Anomaly Detection

Anomaly detection research has focused mostly on domain specific applications, such as

those in computer networking [SM07], digital finances [SKSM08], and digital surveillance

[MLBV10]. Machine learning-based methods cater well to these specialized applications,

typically employing various data mining techniques such as Artificial Neural Networks

(ANN), Bayesian Networks, clustering, or decision trees [BG16]. These techniques have

been shown to be very successful in their ability to detect anomalies in application specific

use cases [AA15], but not as well in a generalized sense. Chandola et al. highlight the

disparities which exist in generalized anomaly detection approaches [CBK09]. Laptev et

al. employ a generalized approach to the problem, focusing specifically on developing a

strong theoretical infrastructure, which affords the ability to use a robust framework with

specialized plug-in components to extract anomalous data [LAF15]. Agrawal et al. lever-
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age an “Association Rule” approach, which is able to generate symbolic representations of

casual relationships that exist in the data [AIS93]. This approach is limited because it is

unable to express the probability of rules holding true, which is characteristic of classical

logic. These shortcoming are addressed by “Fuzzy Association Rule” techniques, which at-

tach significance factors to rules as a way to quantify their relevance [KFW98]. Within the

aviation domain, Sharma et al. [SDB+16] use SME feedback to train a classifier to identify

operationally significant anomalies. Similarly, Houston et al. utilize machine learning with

data labelled by subject matter experts to identify operationally significant aircraft within a

flight airfield [HMGB19].

3.2.2 Fault Diagnosis

Similar to anomaly detection, a large body of fault diagnosis work has taken place within

the confines of domain-specific applications. Closely related to our work is spaceflight sub-

system diagnosis methods. Within spaceflight power systems, Wang et al. employ deep

learning in generalized power systems, as a way to diagnose faults [WLB16]. They use

stacked autoencoders (SAE) on preprocessed power data for training, which is then used to

initialize a deep learning neural network (DLNN) to classify the type of fault. Similar work

has examined space-specific power subsystems for diagnosis. Fang et al. use both unsuper-

vised (Denosing Autoencoder in training) and supervised (Deep Neural Network) learning

to extract fault features from electrical power system (EPS) telemetry, as a way to identify

fault states from the extraction of salient fault features in the data [FSD+17]. Carbone et

al. develop a method for online monitoring of EPS data, which examines short circuits and

sensor failures in telemetry using modeling in a Kalman Filter-based approach [CCT+19].

Daigle et al. also leverage a model-based approach based on residuals, which is an exten-

sion of the established Qualitative Event-based Diagnosis (QED) method [DBR12]. Their

work specifically examines a systems level approach to a subsystems (QED-PC - Possible

Conflicts) approach, where they find pros and cons to each. In application to attitude con-

trol system (ACS) of a spacecraft, Ahn et al. use a semi-supervised approach for anomalous

fault detection, where a variational autoencoder (VAE) and Generative Adversarial Network

model provides a means for producing reconstruction error values used to quantify norm
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deviation [AJC20]. Gao et al. use Principle Component Analysis (PCA) for complexity

reduction via feature extraction, which is fed into a binary Support Vector Machine (SVM)

to classify faults [GYXX12]. Fault vectors are then processed through a multi-class SVM

to determine the type of fault. While these reviewed methods provide a diverse landscape

of viable methods for fault mitigation in satellite sub-systems, development in holisitic

system-level spacecraft fault diagnosis remains an open area of research. Li et al. describe

general data mining approaches to system level fault diagnosis, emphasizing the value of

augmentation of established methods with various AI methods [LZLL10].

3.3 Related Work in Robot Action Learning

Next, we survey creative problem solving through action learning, where an agent modifies

its conceptual space with new actions such that it is able to accomplish its goal. As opposed

to learning from human demonstration or instruction, the reviewed action learning methods

and our own described methods in Chapters 7 and 8 are autonomous, and fully and/or

partially unassisted. The development of robot action learning methods contributes research

toward the reaction portion of the CPS continuum.

3.3.1 Action Decomposition

In action decomposition, the agent evaluates known or demonstrated actions, to extract

useful and reusable substructure. These substructure element(s), in turn, are utilized as

standalone actions. Reviewed methods for decomposition include segmentation, and sub-

tasking.

3.3.1.1 Segmentation

In the segmentation method of action decomposition, actions are explicitly broken into

smaller actions through top-down evaluation, along natural break points for accomplishing

sub-goals. While the outcome of segmentation techniques are similar, recent work has pre-

sented various effective segmentation techniques, based on the nature of the problem. For

example, in the work of both Chu et al. [CGCT17] and Kroemer et al. [KDN+15], task
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segmentation is performed using a state-based transitions autoregressive hidden markov

model (STARHMM). Chu et al. performs segmentation using multi-modal data (haptic,

visual, and audio), in which they find that certain sensory spaces are better and/or neces-

sary for segmentations than others, when compared with human labelled segmentations. In

Kroemer et al., following segmentation using STARHMM, a combination of reinforcement

learning and DMPs are used to learn a method for sequencing and execution of learned

primitives in problem solving. Similar to these works, Niekum et al. [NOK+15] employ

a Beta Process Autoregressive Hidden Markov Model (BP-AR-HMM) for segmenting re-

peated demonstrations to find repeated, exploitable substructure across demonstrations. The

BP-AR-HMM is able to perform segmentations by inferring the number of action primitives

(referred to as modes in this work) which exist within data of a set of demonstrated tasks.

Once segmented, action primitives are composed as DMPs, grounded/enhanced via envi-

ronment observables, and aggregated into a finite state machine (FSA) for generalized use.

A common technique used in action decomposition is change point detection, in which

substructure is found along motion trajectories of actions based on statistically detected

changes in model fit of continuous data.

3.3.1.2 Sub-Tasking

In sub-tasking based methods for action decomposition, natural break points for accom-

plishing sub-goals in task are found through emergent techniques. In many cases, sub-task

break down assumes a hierarchical structure. For example, in Konadaris et al. [KKGB12],

action controllers are first decomposed using change point detection, and then abstracted

into a skill chain to develop a collection of sub-policies, using Hierachical Reinforcement

Learning (HRL) and an abstraction library mapping. Skill chains are then merged into a

skill tree by evaluating similarity of individual skills. To this end, they are able to dis-

cover re-usable action primitives, complete with a corresponding sequencing scheme. In

Xu et al. [XNZ+18], a neural task programming (NTP) method for hierarchical decompo-

sition for subtask learning, which can be generalized to other novel tasks with different task

length, topology, and semanatics. They demonstrate their method for successful comple-

tion of an object sorting, block stacking, and table clean-up task, all of which were initial
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unseen tasks. Jain et al.[JSL20] demonstrate zero-shot learning for action generalization

by exploiting latent action properties extracted with a hierarchical variational autoencoders

(HVAE), and a flexibly RL-based policy learning method to, utilizing randomized action

subsampling and maximum entropy object to prevent over-fitting. In a similar vain to ac-

tion sub-tasking decomposition, prior work by Hangl et al. [HDBP20] have used “compo-

sition” to enable a robot to learn new behaviors by combining existing behaviors. Given

a set of behaviors B, they define new behaviors as a composition of behaviors bi 2 B, as

bl � ::: � b2 � b1 � b�. Compound behaviors that are successful at accomplishing the task are

added to list of known behaviors for the robot. An interesting aspect of their work is the

use of “curiosity” and “boredom” (modeled using normalized Shannon entropy) in order to

drive the action discovery process.

3.3.2 Action Modification

Action modification techniques focus on adapting pre-existing capabilities into novel ac-

tions. Modifications can happen at a high level representational level (i.e. operator learn-

ing), at a low level trajectory level, or both. Reviewed methods include behavior babbling

adaptations and trajectory/geometry adaptation.

3.3.2.1 Babbling-based Adaptation

A common method for autonomous action discovery is ‘babbling,’ where the agent interacts

with its environment with the goal of learning about the environment, and about behaviors

which can be used in the environment. Action discovery happens through such interactions,

in conjunction with validation of new behaviors. Behavior validation can happen through

the use of perceptual information, or through intrinsic motivation. In the case of perceptual

validation, Gizzi et al. [GHL+21] demonstrate babbling through systematic variations in

continuous parameters of known actions, in order to discover new actions to be used in CPS

tasks. New actions are validated through novelty/usefulness in predicate end effects. For ex-

ample, when a “push” action results in an object falling off of a surface, the speed parameter

can be varied such that a “nudge”action is discovered. In the case of tool use in sequential
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manipulation tasks, predictive models consequences of actions are developed through re-

peated interactions of using tools on objects in the environment [TAST18, AST19, SS07].

In Xie et al. [XELF19], tool improvisation through action babbling is supported by videos

of human demonstrations, validated by user specified goals using a model-based RL. The

work of Silver et al. [SCT+] show how action operators can be learned from data in a

task and motion planning (TAMP) domain. Their approach is to learn symbolic actions

as probabilistic transition operators, and to learn their controllers through a combination

of clustering, predicate search, and parameter estimation. When compared to baseline ap-

proaches, their LOFT methodology (learning operators for TAMP) was the only one that

was able to solve a novel painting domain problem. In the case of intrinsic motivation,

babbling is validated through model-free reinforcement learning, as a method for learning

generalizable behavior policies. Here, internal measures are used in replacement of a task

specific reward function. For example, Chitnis et al. [CST+21] use a technique called “goal

literal babbling” (GLIB) to learn object-relational transition models to enable generalizable

(lifted) planning. Intrinsically motivated goal-based exploration is driven by a novelty mea-

sure, encouraging babbling in unvisited state space as a way to learn a complete model for

general action policies. The agent is able to use GLIB to update its previously flawed tran-

sition model in order to handle novelty, where formerly learned actions are used on novel

objects. Qin et al. [QFZ+20] learn keypoint representations for tools through repeated,

self-supervised interactions with the tools in a simulated environment. In this case, explicit

human annotations are not used for learning. Oddi et al. [ORS+20] develop a framework

for learning skills through intrinsically motivated reinforcement learning (via self-generated

goals), and then abstracting those newly aquired skills to high level, set theoretic action rep-

resentations. They demonstrate CPS using a grasp task, where the robot is able to learn how

to pick up a newly encountered object (vase shaped rock) which exceeds is gripper span.

This newly acquired action is abstracted into a PDDL representation for later generalized

use.
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3.3.2.2 Trajectory/Geometric Adaptation

In some cases of action modification, the agent adapts known action trajectories, and/or

associated action geometries, such as object rotations. For example, prior work by Suarez-

Hernandes [SHSATA20] discover new STRIPS actions from execution traces, by introduc-

ing cost functions to effectively search the action space. The discovery process consists of

four phases: “Initialization” that involves generating a new planning problem; “Searching”

for new actions and validating whether they satisfy the planning problem; “Expanding”

which involves adding new compilations to an existing open list; and “Induction” where

the finalized set of actions are induced based on the best planning solution. Prior work by

Fitzgerald et al. [FSGT19, FGT17] seek to adapt existing robot skill trajectories that in-

volve tool use, to novel tools. They apply rotational transformations to adapt known skill

trajectories w.r.t. known tools to novel tools that have differing attributes such as varying

handle size. The transformations themselves are learned from human demonstrations. In

closely related work, Gajewski et al. [GFB+19] adapt skill trajectories from a known tool

to a novel tool by reasoning about similarities and differences in the geometric properties

of the tools. Their work differs from that of [FGT17, FSGT19] in that they, a) use different

tool representations, and b) do not utilize human demonstrations to support the learning.

3.4 Related Work in Life-long Creative Problem Solving

Next, we survey methods which relate to life-long creative problem solving in robots, where

the agent employs methods for increasing CPS exploration efficiency over time. The de-

velopment of life-long creative problem solving methods contributes research toward the

maintenance portion of the CPS continuum.

Although life-long creative problem solving has not been directly explored in re-

search, similar lines of work investigate life-long learning, which develops methods to

enable continual learning over time such that an agent is able to utilize both its past ex-

periences and new knowledge [PKP+19]. For example, Rao et al. develop a custom model

for continual life-long learning (“CURL” - Continual Unsupervised Representation Learn-

ing) which leverages a suit of artificial intelligence methods to learn representations of tasks
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on the fly without labels or human intervention [RVR+19]. Within the mobile robotics nav-

igation domain, Kahn et al. develop “BADGR” (Berkeley Autonomous Driving Ground

Robot), which gathers data for off-policy training of a retroactive self-supervised predictive

model, centered around environment affordance learning [KAL21].

Similar to general life-long learning, multi-task learning (MTL) is an area within

machine learning that aims to learn a general task model using samples from multiple tasks

as a way to derive shared representation [Cra20]. In doing so, MTL aims to address the

data efficiency issues that are typical in machine learning for single task learning (STL),

to increase performance in learning – but not necessarily to specifically be used for novel

problem solving. Consequently, MTL utilizes similar methods for model learning as LL-

CPS, with similar model expectations. For example, in Kalashnikov et al., a generalized

multi-task deep reinforcement learning method called “MT-Opt” is trained off-line, simul-

taneously across multiple robot manipulation tasks [KVC+21]. The policy training uses a

scalable success detector function which assigns sparse rewards for general task completion

success, and uses amortization techniques via parameter sharing across tasks.

Similar to MTL, meta-reinforcement learning (MRL) aims to increase performance

in general task handling by optimizing adaptation to new tasks [YQH+20]. For example, in

Javed et al., a meta-level objective is used in MRL to minimize catastrophic interference and

promote future learning via naturally sparse representation learning [JW19]. Unlike MTL,

MRL assumes that all training and testing (novel task) data is drawn from the same task

distribution. The idea is that the agent may not directly train on a novel task, but that its a

priori task distribution would be broad enough to capture those necessary behaviors before

the agent encounters novelty. Although our forward model for LLCPS (Chapter 9) also uses

a priori training data, the model itself is not used explicit for solving a task, but is instead

used to guide exploration by eliminating action candidates which will not be successful in

CPS.
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3.5 Summary

In this chapter, we reviewed a collection of work in CPS that directly relate to the contri-

butions of this dissertation. Areas of CPS research reviewed in this chapter include exist-

ing definitions of CPS in both psychology and AI, aerospace fault mitigation, robot action

learning, and life-long CPS. In the following chapter, we will discuss our contribution in

anomaly detection, which addressed the detection portion of the CPS continuum.
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Part II

Aerospace Applications
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Chapter 4

A Generalized Framework for

Anomaly Detection*

4.1 Introduction

In real world scenarios, anomalies are often the face of critical or catastrophic events, that

call for prompt action to mitigate their effects. In computer networking, anomalies present

themselves as system attacks due to worms or spy-ware, often stealing data or compro-

mising business operations [SM07]. In digital transactions, fraudulent activity is often un-

beknownst to the victim, detected only by analyzing spending activity to find anomalous

patterns [SKSM08]. Malicious intent within crowded scenes can be stifled by detecting

deviations in patterns within a group of people under surveillance cameras [MLBV10].

Anomaly detection research has focused mostly on domain specific applications,

like those mentioned above. The notion of an anomaly tends to differ drastically depending

on the application [CBK09], and thus, developing a generalized framework for detection

*This chapter is based on the following papers: Gizzi, E., Le Vie, L., Scheutz, M., Sarathy, V., and

Sinapov, J., “Knowledge Acquisition in the Cockpit Using One-Shot Learning”, The 2018-IEEE National

Aerospace and Electronics Conference (NAECON), pp. 208-213, 2018. [GLVS+18a]

Gizzi, E., Le Vie, L., Scheutz, M., Sarathy, V., and Sinapov, J., “A Generalized Framework for Detecting

Anomalies in Real-Time using Contextual Information”, The Workshop on Modelling and Reasoning in Con-

text (MRC) at the International Joint Conference on Artificial Intelligence (IJCAI), 2018. [GLVS+18b]
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has remained a challenge. Current systems which employ a generalized approach to the

problem have focused on developing a strong theoretical infrastructure, which afford the

ability to use a robust framework with specialized plug-in components to extract anomalous

data [LAF15]. The major limitation of these systems is that they still have a less than

perfect false positive and false negative rate, sometimes treating noise as anomalies, or

visa-versa. A major hurdle in anomaly detection is distinguishing significant anomalous

events from outlier behaviors that are irrelevant. These systems also struggle to perform in

a truly generalizable manner, and are usually only generalizable within a domain, but not

across domains.

We address these limitations in this chapter by proposing a new generalized anomaly

detection method, which leverages both statistical and logic-based methods for reasoning.

This work aims to develop methods for CPS detection as it is defined on the CPS con-

tinuum, addressing the following research question: “How can creative problem solving

problems be detected and/or distinguished from other problem solving scenarios?” The

framework utilizes a “one-shot learning” approach, where detection is realized from one

anomalous data point at the moment of occurrence. We apply the framework to two dif-

ferent domains in order to verify the capabilities established by the framework. In the first

evaluation, we test our framework against a traffic data set to represent a low complexity

use case. In the second evaluation, we utilize a real-time aviation environment, run on a hu-

man in the loop flight simulator. We motivate this evaluation by describing a real-world use

case for generalized anomaly detection, applied to a specific domain. The results show that

our framework is able to effectively detect anomalies, invariant under human factors, time,

training, scale, data distribution or data. To the best of our knowledge, our framework is

the first generalized anomaly detection framework to use a combination of both confidence

values and contextual representation.

4.2 Related Work

A large portion of anomaly detection research has focused on statistical methods, employing

various data mining techniques such as Artificial Neural Networks (ANN), Bayesian Net-
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works, clustering, or decision trees [BG15]. These techniques have been shown to be very

successful in their ability to detect anomalies, in application specific use cases [AA15], and

in some very recent work, in a generalizable way within a specific domain. The supervised

methods employed by many of these systems are typically trained on a data set representing

“normal” cases to serve as a model for what is the expected behavior from a system. This

method of training typically produces a classifier, that is able to make class distinctions

between data inputs. Anomalies are detected as data points that deviate from the norm, ei-

ther due to their distance or density difference from a distribution of expected data, or from

a discrepancy between what the model predicts and what is actually observed. For most

of these systems, once an abnormal data point is detected, there are no further refinement

steps to distinguish abnormalities that are of interest to the analyst from those which are not.

Significant abnormalities are only able to be developed by the system as a relevancy case

with further training, which requires more data for training. As such, a major limitation

of such approaches is their dependence on large datasets for the recognition of anomalous

circumstances, which may not always be available, especially due to the nominal nature of

anomalous data.

Another major shortcoming of the classifier based methods is that they can be

“black box” approaches, where output lacks explainability, or the ability to show causal

relationships. One statistical approach that has attempted to resolve this shortcoming is the

“Association Rule” approach, which is able to generate symbolic representations of causal

relationships that exist in the data [AIS93]. This approach is limited because it is unable to

express the probability of rules holding true, which is characteristic of classical logic. These

shortcoming are addressed by “Fuzzy Association Rule” techniques, which attach signif-

icance factors to rules as a way to quantify their relevance [KFW98]. We address these

limitations by employing an uncertainty processing framework which is able to combine

full or partial evidence measures to express both certainty and ignorance in its quantifica-

tions of confidence of logical rules holding true. The framework is typically used when the

truth on predicates are uncertain.
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4.3 Preliminaries

4.3.1 One-Shot Learning

One shot learning (OSL) is the process of learning something from one exemplar. In most

instances of one-shot learning applications, the concept or data point to be learned is non

trivial, in that a rich knowledge representation is required for success [KZWS14]. For ex-

ample, in image processing, one-shot learning would exist as learning an image classifier

using just one training sample [FF+03]. One-shot learning is challenging to accomplish us-

ing data driven paradigms, which rely on data to inform output [BG15], [AA15]. Typically,

these paradigms use techniques such as pattern recognition or the training of classifiers as

ways to generate accurate output. One-shot learning is well suited for instances which rely

on little to no data, or sparse/unreliable data sets, In these cases, knowledge representations

are instead derived by using context, relevancy, and other situational data.

4.3.2 Anomalies vs. Outliers

As a first step toward anomaly detection, our framework first distinguishes abnormal data

from normal data, where abnormalities are points which deviate from what is expected. We

further classify abnormalities as to be either outliers or anomalies, where outliers are those

irregularities which are not important, commonly regarded as noise, statistical variance, or

statistical outliers. These are often phenomena in data that provide no interest to the analyst,

but instead act as a hindrance to analysis [CBK09]. Alternatively, anomalies are points

which deviate from an expected outcome in a way that provides interest to the analyst.

Anomalies are those points which deviate from an expected outcome in a way that is of

interest to the analyst. These irregularities are of particular importance, usually calling for

an actionable outcome. Within the context of our framework, this actionable outcome is

discovering what saliency point is responsible for the anomaly, and creating a new context

with associated rule representations to characterize and handle that novel scenario.
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4.3.3 Contextual Anomalies

Data instances that are anomalous in one context, but not otherwise, are classi�ed ascon-

textual anomalies. Because of the context focused nature of our framework, our anoma-

lies are all considered to be contextual anomalies. With this consideration, we follow the

paradigm presented in [CBK09], which maps each data instance describing a scenario to a

set ofcontextual attributesandbehavioral attributes. Contextual attributes are those used

to determine the context of an instance, whereas behavioral attributes are de�ned as the

non-contextual characteristics of a data instance. For example, a traf�c data set could have

variations in traf�c densities and average vehicle speeds for a given window of traf�c. The

traf�c densities map to a contextual attribute, whereas the speeds map to a behavioral at-

tribute. Anomalous behavior is determined using behavioral attributes of data points. An

observed behavioral attribute of a data point may be anomalous in conjunction with a certain

set of contextual attributes rendered from the data point, but not anomalous in conjunction

with a different set of contextual attributes.

In the generalized form, we characterize a contextC as having a set ofn contextual

attributes� C = f � 1
C ; : : : ; � n

C g, and a set ofm behavioral attributes� C = f � 1
C ; : : : ; � m

C g.

From this, we de�ne a set of rulesRC associated with contextC as the set ofm implications

that could result from being in contextC, that is,RC = f C ! � 1
C ; : : : C ! � m

C g. A

given context will havem rules which correspond to them possiblephysical behaviors

outcomes(behavioral attributes) which can result from being in a context. On the other

hand, contextual attributes serve as descriptors to characterize the context (or, describe the

context).

4.3.4 Rule Learning with Dempster-Shafer Theoretic Framework

We use Dempster-Shafer Theory (DST) in our framework to quantify the evidential weight

of contextual attributes, to determine the legitimacy of predictions made by the context.

DST is a generalization of the Bayesian uncertainty framework, that allows for processing

of uncertainty and ignorance on pieces of evidence supporting a claim, to produce a de-

gree of belief on the existence of the claim [S+ 76]. DST is useful in cases where there is
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a lack of data and/or distributional information about the data to inform the existence of

claims, which is typically needed in a probabilistic paradigm [WS16]. In the case of our

framework, we use DST to represent the uncertainty of contextual claims using evidence

measures, including the uncertainty of being in a context, the uncertainty of predictions

based on that context, and the uncertainty of observations of the current state of the envi-

ronment [NBP15].

Bel(A) = � B � A m� (B )

P l(A) = � B \ A m� (B )

whereA � 2� . The belief is representative of the amount of justi�able support given to A,

where the plausibility can be thought of as the maximum amount of speci�c support that

could be given by A if further justi�ed [Kay07]. The interval[Bel(A); P l(A)] is de�ned

as theevidential interval rangeof A and the valueP l(A) � Bel(A) as theuncertainty

associated with A (Un(A)) [Kay07]. Each piece of evidence contributes to the mass values

of one or all hypotheses in� , and are combined to formulate the collective:

m(h) =
� A\ B = H 6= � m(A) � m(B )
1 � � A\ B 6= � m(A) � m(B )

for all h; A; B � � . We call thisDempster-Shafer Rule of Combination (DRC), which

states that for any hypothesisH , we combine the evidence which informedA with that

which informedB .

4.3.4.1 Evidence Updating Strategy

We replace DRC with an evidence �ltering strategy, which was developed as an upgrade

to DRC to address some of its shortcomings with con�icting pieces of evidence [DBP07].

This strategy is better suited for handling the inertia of available evidence as it becomes

available, and its use of conditionals handles the combination of partial or incomplete in-

formation well. Speci�cally, givenBoE1 = f � ; F1; m1g andBoE2 = f � ; F2; m2g, and

some setA 2 F2, theupdated beliefBelk+1 : 2� 7! [0; 1], and theupdated plausibility
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P lk+1 : 2� 7! [0; 1] of an arbitrary propositionB � � are:

Bel(B )(k + 1) = � kBel(B )(k) + � kBel(B jA)(k)

P l(B )(k + 1) = � kP l(B )(k) + � kP l(B jA)(k)

where� K ; � k � 0 and� k + � k = 1 . The conditional used above is the Fagin-Halpern

conditionals which can be considered an extension of Bayesian conditional notions [FH13].

Given someBoE = f � ; F; mg, A � � s.t. Bel(A) > 0 and an arbitraryB � � , the

conditional beliefBel(B jA) : 2� 7! [0; 1] andconditional plausibilityP l(B jA) : 2� 7!

[0; 1] of B givenA are:

Bel(B jA) =
Bel(A \ B )

[Bel(A \ B ) + P l(A � B )]

P l(B jA) =
P l(A \ B )

[P l(A \ B ) + Bel(A � B )]

From these intervals, we are able to generate rules for our framework, which consider the

lower and upper bounds of an event occurring, in the formC =) R[Bel;P l ]. In our

framework, this reads as “some contextC implies a ruleR holds, withat leastBel certainty,

andat mostP l certainty.”

Illustrative Example Here, we describe a scenario where the DS intervals described are

used to generate useful context rules. Suppose it is the case that we have a contextC, where

an aircraft is unstable below 1000ft (304.8 m) on its approach. Formally,C = f UNSTABLE,

SUB1000FTg. Furthermore, it has been the case that in 99 instances,C =) GA where

GA is the outcome that the pilot has executed a Go-Around maneuver. However, in 1 in-

stance, it has been the case thatC =) L whereL is the outcome that the pilot has

executed a landing. This set of implications are problematic in that in the case ofC, it is

impossible for bothGA andL to hold, and thus, we must develop a means for determinis-

tically deciding when each rule should apply [AIS93], [KFW98]. Using frequency values

alone, we generate the following:
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C =) GA0:99

C =) L 0:01

the case ofC =) L 0:01, our interpretation says “In the contextC, L should hold 1% of

the time.” However, if it is the case that in the 1 instance, an anomalous circumstance took

place in which executing a landing was in fact very appropriate (for example, emergency

landing due to some unprecedented circumstances), then we know that there is a much

greater than 1% chance thatL should hold. So although we knowC =) L only held 1%

of the time, we are uncertain of this prediction probability. Thus, using probability values

alone is problematic in that it con�ates frequency of occurrence with con�dence in whether

a rule should hold. To resolve this issue, we generate rules in the following form (speci�c

probability values obtained through training):

C =) GA [0:89;0:99]

C =) L [0:01;0:11]

Each rule has an associated interval, wherein lies the true probability for the hypothesis.

The width of the interval around this probability value expresses the certainty on the proba-

bility value. A larger interval corresponds to a greater uncertainty whereas smaller interval

corresponds to a smaller uncertainty. The intervals associated with each rule are contained

by the interval [0,1]. These correspond to the DS intervals described above. The uncer-

tainty values are determined based on the speci�c application. In this illustrative example,

uncertainty is calculated by determining how close a numerical value is to its own thresh-

olds. For example, an aircraft at 999ft elevation would have a higher uncertainty for the

SUB1000FT attribute than an aircraft at 500ft elevation.
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4.3.5 Rule Re�nement of Contexts in Real-Time

When an anomaly is detected, our framework assumes that a new context is being encoun-

tered. As such, the rules associated with the assumed context (non-anomalous context,

which we refer to as thenormalcontext) of that time step and the newly encountered con-

text (anomalous context, which we refer to as theanomalycontext) are re�ned as follows:

re�ne C =) Cnormal

Cnormal ! C ^ : F

Canomaly ! C ^ F

whereC is a given contextual representation, andF � � C . The re�nement posits that

there is an additional factor (F) in contextCnormal such thatF does not hold in the normal

context, but must be holding in the anomalous context to cause the anomaly to happen. The

heuristics for discovery of the additional factor are discussed later in the chapter.

4.4 Theoretical Framework

We introduce and review Algorithm 1, the central algorithm of our framework. Since the

algorithm is application-agnostic, the representations of its elements are induced by the na-

ture of the input data (line 3) associated with the application. Before Algorithm 1 begins

detection, it processes data sets representative of anormalcontext and the behavioral out-

comes of being in this context (lines 2), in order to generate feasibility regions of a context

(discussed later). This pre-processing is different from the training uses in learning algo-

rithms, because there is not regression/classi�cation involved. Once this prior has been

established, the framework can begin anomaly detection.

4.4.1 Central Elements

Our algorithm considers three key elements, calledcentral elements (CE)of a scenario:

the assumedcontext (C), the predicted outcome (P)of being in said contextC, and the

currentlyobserved outcome (O)which is happening in said contextC (collectively denoted

asCE = f C, P, Og). At each time step, the algorithm generates a con�dence value for each
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Algorithm 1 General Algorithm for Distinguishing Anomalies from Statistical Outliers
1: procedure DETECT ANOMALY (C; D; T )
2: C : set of learned contexts, trained prior
3: D : application speci�c input data stream
4: T � [0; 1] : threshold value
5: Ccurr : current context
6: � Ccurr : contextual attributes of current context
7: RCcurr : list of rules associated with current context
8: while d = D:getNextDataPoint () > 0 do
9: Ccurr  C:determineContext (d)

10: � Ccurr  Ccurr :getContextualAttributes ()
11: RCcurr  Ccurr :getRules()
12:

R = argmax
r 2 RC curr

mean(r:getBel () ; r:getP l())
2 � r:getUn()

13: P  R:getConsequent()

14: Pconf  
mean(R:getBel() ; R:getP l())

2 � R:getUn()
15: O  getObservedOutcome(d)
16: Oconf  O:getConf idence()
17: Cconf  C:getConf idence()
18: if (P 6= O) then
19: if (Cconf > T ) ^ (Oconf > T ) ^ (Pconf > T ) then
20: C:add(createNewContext(d))
21: else
22: continue;
23: else
24: C:updateContext(d)

of these three elements (lines 17, 14, 16), which indicates how likely it is that each central

element holds based on corresponding sources of evidence. All con�dence values are in the

range[0:0; 1:0] We de�neCEconf as the set of con�dence values for the elements ofCE,

characterizing the degree of certainty that a given element holds (CEconf = f Cconf , Pconf ,

Oconf g 2 [0; 1]).

The con�dence value associated with the predicted outcome,Pconf , indicateshow

likely it is that a predicted outcome should hold, given the current context (lines 11 - 14).In

order to predict the correct outcomeP of the current contextC, the algorithm �rst generates

a con�dence value for all possible predicted outcomes associated with the current context,

and selects the outcome with the highest con�dence in the following manner:
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P : max(P1
conf : : : Pn

conf ) 7! Pi

The constituent con�dence values shown above are generated usingDST, which combines

sources of evidence supporting or dampening the existence of a claim. The con�dence

value associated with the observed outcome indicates how likely it is that a certain outcome

is occurring, given a set of evidence measures being observed in real-time. That is, for a

given possible predictionP j associated with contextC, we calculate the con�dence of the

prediction value as follows:

P j
conf =

Bel(Pj ) + P l(Pj )
2 � Un(Pj )

The con�dence value associated with the context (Cconf ) indicates how likely it is

that the current scenario is considered to be a normal context. That is, after determining the

current contextC based on past history (line 9), and extracting the contextual attribute of

that context (line 10), determine con�dence based on whether the environment indicate that

this context is actually holding (line 11). The con�dence value associated with the observed

outcome (Oconf ) indicates how likely it is that a certain outcome is occurring, given a set of

evidence measures being observed in real-time (line 15). Both of these described con�dence

values are determined using a threshold-based method, which imposes a feasibility region

on the �elds of datastreamD. Although this can be modi�ed to leverage a DST approach,

we did not employ this method for our proof-of-concept, discussed later.

4.4.2 Anomaly/Outlier Distinction

We utilize the described con�dence values to determine whether an abnormality has oc-

curred by comparing them against a threshold valueT 2 [0:0; 1:0], chosen as an experi-

mental parameter (line 4). Speci�cally, for any element (con�dence value)	 2 CEconf , a

thresholdT de�nes the following classi�cations:
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Figure 4.1: Flowchart representing the process for determining whether an occurrence is
normal, an outlier, or an anomaly.

	 =

8
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That is, if any con�dence value inCE is less that the chosen threshold, it is consid-

ered to be a low con�dence claim, and visa-versa. The threshold value is picked based on

the nature of the application. For example, in highly volatile circumstances, a lower more

conservativeT value may be used in order to catch scenarios that appear to be anomalous,

but are really only tangentially anomalous, skirting instances of true anomalies. In low sen-

sitivity, high data volume applications, it may be more favorable to set the threshold value to

be higher, for ef�ciency payoffs (with a high threshold value, fewer anomalies are captured

because only the data points with the highest con�dence values for all central elements will

be considered in the anomaly detection step).

Once all con�dence values have been characterized asHIGH or LOW, we complete
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our classi�cation of anomalies as shown in Figure 4.1. Any data point where the predicted

behavioral attribute ofC does not correspond with the observed behavioral attribute of

C (that is, P 6= O) is considered an abnormality (line 18). To further distinguish the

subgroups of the abnormality points, the algorithm classi�es anomalies as all points where

the con�dence in the assumed contextC is high, the con�dence in the implicationP is high

(that is, the prediction ofP), and the con�dence in observed implicationO is high. All

other points in the set of abnormalities are considered outlier points. Once an anomaly has

been detected, a new anomalous context is created, with a set of associated rules. Both

the context and new rules are generated using the re�nement techniques described in the

preliminaries section.

To provide further clarity, let us consider alternative cases whereP 6= O. In the case

where the discrepancyP 6= O is observed, andCconf is low, we cannot be sure whether

the discrepancy is valid. This is because with a low con�dence in the antecedent of the

rule C ! P, it cannot be validated whether the high con�dence onP holds, therefore

invalidating the discrepancy. Similarly, with a low con�dence on eitherP or O, it cannot be

validated that the discrepancy is occurring.

In our aviation example described earlier, this implies that the context ruleC =

f UNSTABLE, BELOW1000FTg =) L is only anomalous if there is a high con�dence

that C holds, thatGA should hold as a consequence of being inC, and thatL is being

observed instead. With a weak con�dence on any of these three values in theP 6= O

scenario (or in this case,GA 6= L), the framework instead �ags an outlier.

4.5 Validation with Aviation Application

Next, we present a proof of concept of our framework applied �rst to an aviation domain.

This use case was inspired by a vision to build a decision support system, as an “intelligent

copilot” in the cockpit. The system would be able to support the pilot at a level that is com-

parable or better than that which is currently provided by the copilot. The system would be

equipped with the ability to reason like a human, while also leveraging the computational

power of a machine. The implementation of this system non-trivial, requiring both statis-
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tical and non-statistical paradigms to capture the human and machine capabilities. Let us

consider the necessary components for this system, where our framework would address

the third portion of the system listed below:

1. Subject matter expert (SME): The system would need to be able to answer any

subject matter speci�c questions that the pilot may have. This knowledge base would

require all information available in commercial airline �ight manuals, including al-

gorithmic maneuvers or situational instructions. The SME capability could be en-

gineered using data driven statistical means, leveraging technologies such as IBM

Watson.

2. Reasoning based on regularities of �ight: This capability would aid in real-time

reasoning by using past �ight data as a means for reasoning and prediction. This por-

tion could be implemented using data driven statistical means which leverage pattern

recognition methods for predictive capabilities.

3. Reasoning in anomalous circumstances:The anomaly handling capability would

aid the pilot in circumstances that are fully or partially novel. In these circumstances,

there is no past data or information in �ight manuals available to support reasoning.

Quite trivially, this portion of the system could not be implemented using a data

driven statistical approach.

4.5.1 The “Go-Around Decision” Use Case

We examined a scenario described earlier throughout the chapter as our running scenario.

To recap, when a commercial aircraft is unstable below 1000ft on its descent, a �ight manual

would mandate that the pilot circle the aircraft back, and reattempts the landing. This

maneuver is called a “Go-Around” (GA). There exist certain emergency situations in which

the pilot may avoid this maneuver, and instead force a landing (i.e. �re on the aircraft,

hijacker, etc). In our proof-of-concept, the pilot decides to force a landing in a context

where the learned rule prescribes a go-around maneuver. To create this scenario, we set the

fuel level to be low, which would be a realistic scenario that a pilot would chose to abort a

go-around to force a landing.
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Figure 4.2: Anomaly detection algorithm (left) running alongside the interface of the VIS-
TAS real-time human-in-the-loop �ight simulator.

4.5.2 Experimental Setup

The proof-of-concept was run on a human-in-the-loop rapid prototyping �ight simulator

at NASA Langley Research Center in Hampton, VA (see Figure 4.3). The selected �ight

scenario for our proof of concept was on the descent of a Boeing 757 into the Reno-Tahoe

International Airport (RNO), which sits at 4450 ft (1356.4 m) above sea level. Each �ight

trial start at 8000 ft (2438.4 m) altitude, and participants were asked to land the aircraft

into RNO. The simulator ran at 50 Hz, and our application (interfaced through a UDP

connection) maintained a data recording rate of 1 Hz (Figure 4.2). Thus, we de�ne onetime

stepas roughly 1000ms. The trials consisted of two phases; A training phase (Phase 1), and

a knowledge acquisition phase (Phase 2), with a total of 24 trials across 3 participants.

4.5.3 Representations

4.5.3.1 Primitive Data Points

The simulator provided a data stream of raw data points generated in the cockpit, char-

acterizing the current �ight running in real-time with a human operator. Each data point

contained 130 data �elds. These data points are used by the framework to build represen-

tation of context, and to calculate con�dence values of the central elements. Data included
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Figure 4.3: VISTAS simulator at NASA Langley Research Center in Hampton, VA.

information on aircraft state, the state of the devices within the aircraft, weather informa-

tion, etc.

4.5.3.2 Context

We represent acontextwith three attributes – rules, discrete attributes, and continuous at-

tributes.Rulesare a set of DST hypotheses in the form of implications which express the

outcomes of being in a context. For example,C� =) GA [0:7;0:9] andC� =) L [0:1;0:3].

The DST intervals are generated in the initial training step. An example of these rules can

be seen in Figure 4.4.

Continuous attributesde�ne a feasibility region, containing the maximum and min-

imum values (critValMin, critValMax) on each data �eld within a data point, along with the

maximum and minimum deltas values on each �eld (critDeltaMin, critDeltaMax) within a

time window of 50 data points (see Figure 4.5). This characterizes the continuous values of

the context by folding data into past values.

Discrete attributesare used to qualitatively describing the context, in a human

readable format. A context can contain four types of discrete values, (f ABOVE1000FT,

BELOW1000FT, UNSTABLE, STABLEg). These discrete values were selected by ex-
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Figure 4.4: Normal context with associated contextual rules.

perts as attributes that are highly relevant to the go-around decision. The selection of dis-

crete features happens through analysis of aircraft altitude and glide slope.ABOVE1000FT,

BELOW1000FTare mutually exclusive, andUNSTABLE, STABLEare mutually exclusive,

and thus a given context can only contain up to two discrete values. Additionally, the heuris-

tics used by the framework to �nd salient features at the time of anomaly occurrence are

able to discover discrete data that is not prede�ned, but rather found through analysis of

cockpit data.

4.5.4 Initial Context and Rule Training

The system was �rst trained with past �ight records of Go-Around scenarios conducted

in unstable con�gurations. This training resulted in an initial representation of context

and corresponding rules of that context. We ran 24 simulations, with trials 1-12 �own by

participant A, trials 13-17 �own by participant B, and 18-25 �own by participant C. We

removed trails 13, 14, 15 and 21 due to experimental error.

A datasetis a prerecorded �ight used for training the algorithm, where an aircraft

follows commercial aviation protocol by performing a go-around in a context where the

aircraft is unstable below 1000ft on its approach. We used 3 datasets (datasetA, datasetB,

datasetC) shown in Table 4.1. Using these datasets, we primed each execution of the

framework with a training schematic. Trials 1-6 were run with only one iteration of training

ondatasetA, trials 6-9 with two iterations of training ondatasetA, and 9-11 with three iter-

ations ondatasetA (iteration trials). Trials 12-25 were training with an iteration on each of

datasetA, datasetB, anddatasetC (variation trials). Training resulted in an implication,
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Trial Number Training Datasets Iterations Schematic

1-6 dataset A 1 single

7-9 dataset A 2 single

10-12 dataset A 3 single

13-24
dataset A
dataset B
dataset C

1 multi

Table 4.1: Training schematic for anomaly detection proof-of-concept aviation experiment.

C� = f UNSTABLÊ BELOW1000FTg =) GA, (whereC� is the learned context) that

served as a baseline for a ”Normal” prediction when in contextC� .

4.5.5 Using Con�dence Values in Simulation

Once the initial training had taken place, we began running the simulation. At each time

step, the system calculates three values (a con�dence value on being inC� , the con�dence in

the a predicted action (from DS intervals), and the con�dence in the observed action) which

are referred to asC� conf , P� conf , andO� conf , respectively, and correspond to lines 17,14

and 16 in Algorithm 1. The con�dence value calculated forP� conf idence is extracted using

the DS interval values, whereas the con�dence values forC� conf andO� conf are calculated

using the mean of the mass values on evidence measures supporting their existence.

P� conf = max(
Bel(P) + P l(B )

2 � Un(P)
); 8P � � C�

C� conf =
� m(F )
j� C� j

; F � � C�

O� conf =
� m(Y)
j� C� j

; Y � � C�

4.5.6 Results

We tested our system for its ability to successfully detect an anomalous context at the point

in time where it occurred, and for its accuracy in explaining the reason for the occurrence.

In our trial runs, we adjust the fuel weight of the system to be at a lowered level to simu-
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Figure 4.5: Sample feasibility region associated with given (shown) context.

late a condition for an emergency landing. In order to quantify “explainability,” we looked

at the number of anomalous factors that were detected at the time of the anomaly, and

the accuracy of the factors. A perfect set of explanatory factors was 4 (BELOW1000FT,

UNSTABLE, FUELWEIGHTLBBELOWCRIT, UPDATECOUNTERABOVECRIT), but a

successful run is only required to have at least these 4 factors. That is, it was successful in

the case that it had more than 4 features, potentially erroneous, as long as the set of four

were detected. This characterizes systems ability to detect the original discrete contextual

features (BELOW1000FT, UNSTABLE) to ensure that it was able to accurately detect con-

text, along with the additional features discovered through analysis of the feasibility region

(FUELWEIGHTLBBELOWCRIT, UPDATECOUNTERABOVECRIT).

4.5.6.1 Variance in Timing of the Anomaly

Each time step ranged from 744 ms to 766 ms with an average of 747.7 ms per time step.

The �rst 12 simulations were run at 100 time steps per run, and the last 10 were run at 120

time steps per run (overall average of 109.1 time steps, or 81567.3 ms). The extended time

was to allow for the �iers to take their time when dropping below the 1000ft marker, to see

how the timing of the anomaly affected results. We found that the timing of the anomaly

had no effect on the system's ability to successfully detect anomalies, or on its ability to
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explain the anomaly (the systems' ability to detect the low fuel level).

4.5.6.2 Variance in Training

We tested our system against variance in training data. We used eithersingle or multi

training methods, where insinglecases, our system was trained with only one Go-Around

data sample, and inmulti cases, our system was trained with 3 different data samples.

We tested 4 different single case trials, and found that in 3 of the trials, the system had

a perfect explanatory detection, and in 1 trial, the system picked up 6 additional factors.

We attribute this to the variance in �ight trajectory presented in the the 3 successful trials,

which included “rolls” and “zig zags.” For every trial �own, we tested the system with

both singleandmulti schemes. We found that thesingletraining cases found an average

of 11.31 newly discovered discrete features (explanatory factors), whereasmulti training

schemes had an average of 5.23 newly discovered discrete features, with an overall of 2.35

times more features found in thesingletraining case versusmulti. By adding two additional

training samples, the system's accuracy was increased by 116%.

4.5.6.3 Variance in Fliers

Our 24 trials were �own with three participants, none of whom had past �ight experience.

The three participants had 3 levels of �ying experience with the VISTAS simulator. Within

these trials, we varied �ight trajectory, with some �ights �ying in an unstable con�guration

below the glide slope, and others �ying above the glide slope. Despite these differences,

the system was able to detect the anomaly at the time of its occurrence in every trial.

4.6 Algorithm Scalability with Traf�c Dataset

Next, we demonstrate our framework on a traf�c dataset containing a much larger number

of data points. We chose to use this dataset to show the upward scalability of the framework,

working in cases with a large number of data points. Likewise, we validate the framework's

ability to generalize, scaling down to a very simple representation of context.
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Figure 4.6: Contextual representations with corresponding rules.

4.6.1 Representations

We use the publicly available traf�c data at (https://github.com/numenta/NAB). The dataset

contains 2380 data points with three �elds per point (time, traf�c density, and speed). Each

data point records the traf�c density within an observed frame of space, along with the

average speed of the cars passing through the space. Each one of these points serves as a

primitive data point.

We used a data�le containing 5 human labeled, distance based anomalies as our

test dataset (DwithAnomaly ), and the same dataset with the anomalies removed as our train-

ing dataset (DwithoutAnomaly ). In the preprocessing step, we trained the system with the

DwithoutAnomaly . The data points were split up and used to populate the raw data repre-

sentation of 5 different contexts, each with a speci�ed range of traf�c densities, de�ning

a hard-coded upper and lower bound on the density values (see Figure 4.7). These traf�c

density values de�ne the contextual attributes of a context. For each context, there is also

an upper and lower bound on speed, which is found through training. These values de�ne

a feasibility region for the behavioral attributes of the context. For example, for any data

point that has a traf�c density reading between 5 and 10, there is an upper bound of 80 mph

and a lower bound of 70 mph. These two values together de�ne a feasibility region for the

context.
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Figure 4.7: Normal and anomalous traf�c data points.

4.6.2 Application Speci�c Instantiation

For every data pointd processed in simulation, we extracted the traf�c density,TDd, and

the speed,Sd. We useTDd to determine which of the 5 contexts we are in. For example,

with aTDd value of 4.45, we would be in contextC(0;5], which contains all data points that

have a traf�c density within the range(0; 5]. For this context, we haveTDd � � C(0 ;5] and

Sd � � C(0 ;5] . We then use these points to calculate ourC� conf O� conf andP� conf values.

C� conf was calculated using one of three distribution functions (boolean function, linear

function, or normal distribution) based on the range of speeds learned in training.P� conf

was calculated using the DST values associated with the rules (in the same manner as the

aviation use case), andO� conf was calculated using a simple boolean function.

4.6.3 Results

The anomaly points occurred at time steps 1212, 2005, 2283, 2286, and 2290. We ran

3 trials with different distribution functions for determining the con�dence of being in a

context. Each trial contained 9 runs where we varied the threshold value, stepping up from

0.1 to 0.9.

For all 3 trials, the number of detected anomaly points diminished as a function of
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Figure 4.8: Percentage of anomalies found for each threshold distribution.

growing the threshold value. This re�ects the algorithms ability to adjust based on how

conservative the use case is. For all 3 trials, a threshold value of 0.1 was able to capture

all 5 anomalies, with a 0% false positive rate. The drop off rate for the three different

con�dence value distribution functions for the context varied, but for all three, anomalies

were not detected beyond a threshold value of 0.7.

4.7 Summary

We created a framework with the goal of being able to detect anomalies with a generalized

central algorithm, contributing research toward CPS detection. In our aviation application,

we integrated our framework into a complex, human-in-the-loop system running in real-

time, where the central algorithm was able to detect anomalies at the time of occurrence

in all trials. The detection was invariant across variations in training data, iterations of

training data, human participant trials, and across time for anomaly occurrence. In our

traf�c data application, our algorithm scaled to a larger data set, where is was able to capture

all anomalies with a 0% false positive and false negative rate, at speci�c threshold values.

Varying the threshold values and distributions of the context con�dence showed that the the

framework can adjust to high or low sensitivity use cases, where the detection of anomalies

51



may need to be more or less liberal. While this chapter focuses on contributions toward

CPS detection, the following chapter presents contribution toward CPS diagnosis through

satellite fault diagnosis.
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Chapter 5

An Ensemble-Based Approach for

System-Level Fault Diagnosis*

5.1 Introduction

Next-generation autonomous methods for fault recovery need to be considered and devel-

oped to enable resilience in space�ight missions. Despite the success of conventional on

board fault handling procedures, there exist limitations to these approaches. To date, the

most widely used fault handling approach onboard satellites employs basic limit checking

on telemetry value for fault detection [YCG+ 13]. Once a fault is detected, its recovery is

determined using a set of onboard rules, preemptively engineered by subject matter experts

to trace back fault symptoms to causes. In the case of anomalous, or “never before seen”

faults, these approaches fail to provide a real time diagnosis on board, causing the space-

craft to remain in standby (called “safe mode”) until ground controllers are able to upload

the correct safe mode exiting command sequence. In the interim, vital science data is lost,

deteriorating the success of the mission. Moreover, faults which affect the health and status

of the spacecraft can be catastrophic if unaddressed with a proper diagnosis, and in a timely

manner. To this end, intelligent on board fault diagnosis is crucial.

* This chapter is based on the following paper:Gizzi, E., Owens, H., Pellegrino, N., Rasskin, G., Tromb-

ley, C., Marshall, J., and Sinapov, J., “Autonomous System-Level Fault Diagnosis in Satellites using House-

keeping Telemetry”,[Accepted] SmallSat Conference, 2022.
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To address these challenges, we present a system-level approach to autonomous

fault diagnosis onboard a spacecraft. We use a combination of arti�cial intelligence and pre-

dictive constructs to render diagnoses, including Kalman Filters, Autoencoders (AE), and

Associative Causality. We test our system in three experiments on data sets of varying com-

plexity levels, for both accuracy of diagnosis, and against alternative baseline approaches.

Additionally, we present ablation performance tests to evaluate on-board tractability of our

system. Our main contributions are as follows:

• We introduce a novel satellite fault diagnosis algorithm

• We demonstrate the algorithm using three sets of realistic spacecraft telemetry data

• We compare against baseline methods

• We demonstrate the tractability of the algorithm on realistic hardware

Collectively, these contributions aim to address CPS diagnosis as it is de�ned on

the CPS continuum in Chapter 1, addressing the following research question: “How can we

derive (or diagnose) the unique salience features characterizing a problem which necessi-

tate creative problem solving?” Before presenting our method for CPS diagnosis, we next

review related work in fault diagnosis.

5.2 Related Work

Research in autonomous fault recovery has grown signi�cantly in recent years. While this

problem can be decomposed into three main challenge areas (detection, diagnosis, and

prediction), we focus our review speci�cally on diagnosis considerations [HDA20]. Specif-

ically regarding power systems, Wanget sl. employ deep learning in generalized power

systems, as a way to diagnose faults [WLB16]. They use stacked autoencoders (SAE) on

preprocessed power data for training, which is then used to initialize a deep learning neural

network (DLNN) to classify thetypeof fault. Similar work has examined space-speci�c

power subsystems for diagnosis. Fang et al. use both unsupervised (Denosing Autoencoder

in training) and supervised (Deep Neural Network) learning to extract fault features from
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electrical power system (EPS) telemetry, as a way to identify fault states from the extraction

of salient fault features in the data [FSD+ 17]. Carbone et al. develop a method for online

monitoring of EPS data, which examines short circuits and sensor failures in telemetry us-

ing modeling in a Kalman Filter-based approach [CCT+ 19]. Daigle et al. also leverage a

model-based approach based on residuals, which is an extension of the established Quali-

tative Event-based Diagnosis (QED) method [DBR12]. Their work speci�cally examines

a systems level approach to a subsystems (QED-PC - Possible Con�icts) approach, where

they �nd pros and cons to each.

In application to attitude control system (ACS) of a spacecraft, Ahn et al. use a

semi-supervised approach for anomalous fault detection, where a variational autoencoder

(VAE) and Generative Adversarial Network model provides a means for producing recon-

struction error values used to quantify norm deviation [AJC20]. Gao et al. use Principle

Component Analysis (PCA) for complexity reduction via feature extraction, which is fed

into a binary Support Vector Machine (SVM) to classify faults. Lastly, fault vectors are

processed through a multi-class SVM to determine the type of fault [GYXX12].

While the reviewed methods provide a diverse landscape of viable methods for fault

mitigation in satellite sub-systems, development in holisiticsystem-levelspacecraft fault di-

agnosis remains an open area of research. Li et al. describe general data mining approaches

to system level fault diagnosis, emphasizing the value of augmentation of established meth-

ods with autonomous methods. To this end, we present a framework for system-level fault

diagnosis of satellite telemetry. To our knowledge, this proof-of-concept work is the �rst

work which provides system-level, application agnostic methods for fault diagnosis, which

is able to process both nominal and unforeseen faults in spacecraft.

5.3 Preliminaries

We begin with a discussion of the preliminary arti�cial intelligence methods utilized by our

system.
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5.3.1 Kalman Filters

Kalman �lters are dynamic linear estimation models able to provide a prediction from pre-

viously measured data. They were developed by Rudolf E. Kálmán in 1960, and are widely

used in navigation related works such as self-driving vehicles. In this work, we leverage a

Kalman �lter to linearize data to a Gaussian curve and predict an expected mean (which we

will call X ) and covariance (which we will call� ) on satellite telemetry data. In this way,

we can measure the level of error of a mnemonic (e.g., a measurement from a particular

sensor), relative to itself (versus the whole data set), such that the predictions are:

X
0
= AX k� 1 + Wk� 1

� 0 = A� k� 1AT + Qk� 1

Where A is the state transition matrix,Wk is the process noise, andQk is the covari-

ance process noise. The state is measured asyk = HkX k + r k whereHk is the measurement

model matrix andr k is measurement noise.

As the updating process involves reshaping the Gaussian curve, this update step

allows for the use of noisy sensor data. The updating process can be described as:

vk = yk � Hk

S = Hk � 0
kH T

k + R

K = � 0
kH T

k S� 1

X k = X
0
k + Kv k

� k = � 0
k � KSK T

In previous studies, it has been shown Kalman �lters are capable of error detection

when taking the residual error of predicted vs. actual values (Carbone et al. 2019). The

residual error will be used to determine if the value is an error, but a z-score will be used to

determine the signi�cance of the erring attribute where:
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Z =
x � �

�

5.3.2 Autoencoders

Autoencoder(AE) Neural Networks are unsupervised representation learners. By enforcing

a reconstruction loss between input and autoencoder output, the network learns an internal

representation for our input data distribution over many samples. Maintaining an informa-

tion bottleneck in our hidden layers leads to a rich representation where our network maps

high-dimensional input data to a lower dimensional representation space. In practice, our

network is split into encoderf : Rn ! Rm and decoder networksg : Rm ! Rn where

n > m . Let x 2 Rn be our data sample. We create a representation of our datay = f (x).

Let our reconstructed samplex0 = g(y) = g(f (x)) . Our reconstruction loss� will be:

� = E((x � x0)2);

which corresponds with the mean square error between our input and our reconstructed

output.

5.3.3 Causality

Causal graphs provide a way to represent uncertain causalities based on Belief Networks

[Zha94]. Causal graphs include a few advantages. First, they are able to use either contin-

uous or discrete input. For this work, we used continuous values as input to represent the

sensor readings. They are also based on probability theory and have a strong theoretical

foundation. The causal structure enables the ability to dynamically change the causal re-

lationships in real-time. Finally, they have both directional and structural relationships. In

causal graphG = ( E; V ) each nodev 2 V represents an event, or in case a sensor reading.

Each edgee 2 E represents the direction and strength of the causal relationship. These

relationships make causal graphs a well-suited method for diagnosing spacecraft telemetry

faults.

We utilize the partial correlation algorithm described in Runge et al. [RNK+ 19] to
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compute the causal graph. Formally, consider the time seriesX t = f X 1
t ; X 2

t ; :::; X N
t g with

N datapoints of temporal lengtht with:

X j
t = f j (P(X j

t ); nj
t )

wheref j is a nonlinear functional dependency andnj
t represents mutually independent sta-

tistical noise. The nodes in the temporal causal graph represent the variableX j
t at different

time points andP(X j
t ) � (X t � 1; X t � 2; :::) is the causal parents ofX j

t . A causal link

X i
t � � ! X j

t exists ifX i
t � � 2 P(X j

t ).

The PCMCI algorithm consists of two stages - (i) PC condition selection to identify

P̂ (X j
t ) whereX j

t 2 f X 1
t ; X 2

t ; :::; X N
t g and (ii) the momentary conditional independence

test (MCI) which testsX i
t � � ! X j

t

MCI : X i
t � � 6?? X j

t jP̂ (X j
t ) n f X i

t � � g; P̂ (X i
t � � )

Hence, MCI conditions on both the parentsX j
t and time-shifted parentsX i

t � � .

For the PC algorithm, for every variableX j
t we initialize the preliminary parent

P̂ (X j
t ) = f X t � 1; X t � 2;:::;X t � � max

g. During the initial iteration, ifH0 : X j
t 6?? X i

t � �

cannot be rejected atpP C . The parents are then sorted by their test statistic value and then

conduct conditional independence testsX j
t ?? X i

t � � jP whereP are the strongest parents in

P̂ (X j
t ) nX i

t � � . After each iteration independent parents are removed fromP̂(X j
t ), and the

algorithm terminates if no more conditions can be tested. For testing in the MCI portion,

X 1
t � 2 ! the conditionsP̂ (X 3

t ) are suf�cient to establish conditional independence.

5.4 Theoretical Framework

We begin with a set of time-series data framesF = f 1; : : : f jF j , representing all data frames

in a �ight mission from a starting time step 1, to ending time stepjFj (see Table 5.1 for

illustrative example). The �nite set of input framesFa;b = f a; : : : f b represents data frames

of telemetry from time stepa to b of the mission associated withF . Each framef i 2 F

occurring at time stepi is composed of a �nite set of continuous telemetry mnemonics

58



M = m1; : : : mjMj . Each telemetry mnemonic has a range of permissible values, and

a range of faulting values. That is, for any mnemonicmj , we de�ne mj andmj as the

lower and upper bounds ofmj , respectively. We consider value assignments for a given

mnemonic which fall within the permissible range [mj , mj ] to be nominalassignments,

and values outside of that range to befault assignment. A spacecraft is in aGREENstatus

if all of its telemetry readings are nominal, and is in aREDstatus if one or more telemetry

readings have a faulting value.

5.4.1 Problem Formulation

Suppose a spacecraft is in �ight, with aGREENmission status. Now, suppose that sometime

during the spacecrafts �ight, it encounters a scenario in which one or more of its telemetry

mnemonics enters a faulting state, elicitingREDmission status. We assume that given a

set of faulting mnemonics causing aREDmission status, there is a corresponding set of

mnemonics which are responsible for the root cause of the symptomatic faulting mnemon-

ics. We assume that these root cause mnemonics can be found using a diagnosis process

which operates over the faulting mnemonics and a set of data frames. In this research, we

simplify the diagnosis process to only consider a single root cause mnemonic instead of a

full set of coordinated causes.

That is, given set of faulting mnemonicsS = f mi ; : : : mj g (symptomatic set), there

exists a root cause mnemonicr 2 M (not necessarilyr 2 S) which can be found through

a diagnosis processD such thatD : (S; Fa;b) 7! r . Note that, while the mappingD is

one to one, it is not guaranteed that a set of symptoms maps to a unique cause, without

consideration of a set of past data framesFa;b, representative of near-past �ight.

Illustrative Example: Table 5.1 shows a simple �ight sample of toy data, where there are

three sets of faulting frames. The �rst fault occurs atf 3, where the current (m3) drops to

value outside of the lower threshold value, quickly recovering back to its original value in

the next frame. This was caused by a faulty sensor reading, and thus the cause and symptom

are one in the same (SYMPTOM = current, CAUSE = current). We discuss the implications

of this fault in the next section. The next fault occurs atf 6 - f 9, triggered from a threshold

breach in temperature. In this case, the increased acceleration of the spacecraft causes
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the skin temperature of the spacecraft to increase, which is expected behavior. Thus, in this

case, (SYMPTOM = temperature, CAUSE = acceleration). The last fault is triggered atf 13 -

f 15, due �rst to a breach in threshold from the temperature, followed by an additional breach

from current. In this case, the temperature increases rapidly, unlike its gradual increase due

to spacecraft speed. Here, one of the batteries has unexpectedly caught �re, triggering

an increase in temperature, and the eventual threshold breach in the current due to a dead

battery. Thus, (SYMPTOM = temperature, current, CAUSE = current). The notation for

these scenarios are shown below:

D : (f m3g; F3;3) 7! m3

D : (f m2g; F6;9) 7! m1

D : (f m2g; F13;13) 7! m3

D : (f m2; m13)g; F14;15) 7! m3

5.4.2 Types of Faults

Our system captures three major fault types, shown illustratively in Figure 5.1. The �rst

is anISOLATED FAULTS, which broadly encompasses faults that are a result of bit �ips

from cosmic radiation (referred to as single event upsets, or “SEUs”), or broken sensors.

These faults can be thought of as “spoofs,” where nothing is actually operationally wrong

with the spacecrafts function. In our illustrative example, the fault occurring atF3;3 would

be considered an isolated fault. Next, we considerKNOWNFAULTS, which encompass

those faults whichhave happened in the pastin some capacity. For example, a jammed re-

action wheel is a well known culprit responsible for navigation related faults. These sorts of

faults are ones which, in theory, could be preemptively engineered into onboard fault logic.

In our illustrative example, the fault occurring atF6;9 would be considered an a known

fault. Lastly, and perhaps most importantly, we considerANOMALOUSFAULTS, which

encompass faults that couldnot be preemptively engineered into onboard fault handling
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m 1 m 2 m 3

mnemonic acceleration temperature current
[m j , m j ] [99,114] [80, 121] [10,23]

time step m 1 m 2 m 3 status

f1 100 m/s2 97 � F 21 mA GREEN
f2 100 m/s2 97 � F 21 mA GREEN
f3 100 m/s2 99 � F 5 mA RED
f4 109 m/s2 99 � F 21 mA GREEN
f5 110 m/s2 106 � F 22 mA GREEN
f6 110 m/s2 115� F 22 mA RED
f7 110 m/s2 118 � F 21 mA RED
f8 110 m/s2 120 � F 21 mA RED
f9 105 m/s2 115 � F 21 mA RED
f10 101 m/s2 110 � F 22 mA GREEN
f11 100 m/s2 97 � F 21 mA GREEN
f12 100 m/s2 114 � F 21 mA GREEN
f13 100 m/s2 125 � F 21 mA RED
f14 100 m/s2 151 � F 4 mA RED
f15 100 m/s2 170 � F 2 mA RED

Table 5.1: Illustrative sample a �ight mission. The top table shows upper and lower thresh-
olds of each mnemonicmi (indicatedmi andmi , respectively). The bottom table shows
15 time steps expressed as time framesf 1; : : : f 15, with their corresponding status values,
indicating a threshold breach of one or more mnemonics in the frame.

61



Figure 5.1: Types of faults rendered by diagnosis algorithm. We adopt an “iceberg” analogy,
where “at the tip of the iceberg,” above the water, symptoms are realized. Below the surface,
the candidate root causes live within the body of the iceberg. Note that each of these images
provide one of many possible illustrative examples of each kind of fault.
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constructs. The novelty of this scenario is explained by the salience presented in a par-

ticular fault-telemetry-environment combination. Note that some faults can have multiple

characterization assignments based on our described classi�cation system. In our illustra-

tive example, the fault occurring atF13;15 would be considered an an anomalous fault.

5.4.3 Diagnosis Algorithm

We describe our diagnosis system, shown in Algorithm 2 and Figure 5.2. The inputs to our

algorithm are the set of faulting mnemonics, a window of frames used for diagnosis, and a

static list of ordered telemetry mnemonics to establish consistency in algorithmic calcula-

tions (lines 1 - 4). Pre-processed elements are shown on lines 5 - 6, wheren represents the

number of total mnemonics per frame, andn0 gives an upper bound ranking to mnemon-

ics considered from our main arti�cial intelligence constructs, shown on lines 8 - 10. The

Kalmanconstruct (set of mnemonic names and corresponding normalized z-score values;

line 8) represents how a particular telemetry mnemonic is performing relative to its own

individual past history of performance, independent of other data points in the frame. The

AE construct (set of mnemonic names and corresponding normalized reconstruction error

values; line 9) represents how a mnemonic is performing over a small window of time, rela-

tive to the other mnemonics in the frames. Lastly, theCausalityconstruct (set of mnemonic

names and correspondingn � n matrix of row-normalized association values; line 10) rep-

resents the relatedness of mnemonics to one another, over a small window of time. The

Kalman construct shows mnemonic-speci�c data over the life of the mission, whereas AE

and causality show context-speci�c holistic frame data over a smaller window of time.

Rule 1 (lines 11-13)states that, if there is onlyone isolated faulting mnemonic

m̂, and that faulting mnemonic is the same as the top-1 AE mnemonic, we return an

ISOLATED FAULT, with m̂ as the responsible value. We offer the following interpre-

tation: if the only symptom of the fault is the same as the mnemonic which is contributing

the most to the overall error, than it is likely the root cause as well. This fault is likely in

the form of a single event upset, a bit-�ip, or a faulty sensor reading.

Rule 2 (lines 15-20)states that, if the top-1 faulting Kalman mnemonicm̂ is a top-

n0 fault in the AE,or it is in the list composed of the mnemonics which are most related
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Algorithm 2 Ensemble-based Diagnosis Algorithm
1: S : set of faulting mnemonics
2: Fa;b : frames used for diagnosis
3: � : ordered telemetry mnemonics
4: ? : bounds for ordered telemetry mnemonics
5: n  len(f i 2 F a;b)
6: n0  roundInt (

p
n)

7: M S  S
8: M K = ( � K ; ?K )  Kalman (Fa;b)
9: M V = ( � V ; ?V)  AE (Fa;b)

10: C = ( � C; ?C)  Causality (Fa;b)
11: if jM S j = 1 ^ M S = top1[M V ] then . Rule 1
12: m̂  M S

13: return ISOLATED FAULT, m̂
14: else
15: m̂  top1[M K ]
16: C0  []
17: for s 2 M S do
18: C0  C0[ top1[C(s)]

19: if m̂ 2 [M V ] _ m̂ 2 C0 then . Rule 2
20: return Walkdown (M S; C; n; � K ; � )
21: else
22: return ANOMALOUSFAULT, m̂ . Rule 3

to each of the individual faulting mnemonics inM S (line 19), then perform thewalkdown

procedure to �nd the root cause. We offer the following interpretations:if the mnemonic

which is breaking the most individually is either (1) contributing largely to the overall error

or (2) is directly related one of the symptoms, than it is likely also a symptom.Therefore,

the algorithm defaults to the walkdown method to �nd the root-cause.

TheWalkdown Method (Algorithm 3) operates over the faulting mnemonics (symp-

toms), and the causality matrix. An initial candidate root causem̂ is generated by adding

together the normalized causality vectors of the top faulting mnemonics (lines 6-8), and

returning the mnemonic with the highest corresponding value (line 9). In this way, we cap-

ture the mnemonic which is most highly related to all symptoms. If this candidate value

is breaking its own Kalman value (line 12), then return aKNOWNFAULT, with m̂ as the

responsible mnemonic. However, if the candidateis notbreaking its Kalman, consider the

mnemonic with its top-1 most related tôm as the new candidate root cause, and repeat the

Kalman check criterion (lines 11-15). If no root cause is found in this traversal, return an
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ISOLATED FAULT(line 16). Faulting mnemonics (line 10) and visited mnemonics (line

14) are not considered in the search. We offer the following interpretation:if the value

which is most highly related to all faulting mnemonics has substantial individual error,

than its likely a fault which is not anomalous. If this candidate value does not have sub-

stantial individual error, �nd the next most related mnemonic to this candidate, and repeat

the Kalman check.

Algorithm 3 Walkdown Diagnosis Algorithm
1: M S : faulting mnemonics
2: C = ( � C; ?C) : causality matrix
3: n : number of mnemonics per frame
4: � K : telemetry mnemonics which break their Kalman value
5: � : static list of telemetry mnemonic names
6: D  zeros[n]
7: for s 2 M S do
8: D = D + ?C[s]

9: m̂  top1[(� ; D )]
10: E  M S

11: while jE j < n do
12: if m̂ 2 � K then
13: return KNOWNFAULT, m̂
14: E = E [ f m̂g
15: m̂  top1[C(m̂)]

16: return ISOLATED FAULT, ;

Rule 3 (line 22)states that, if the top-1 faulting Kalman mnemonicm̂ is not a top-

n0 fault in the AE,and is not in a list composed of the mnemonics which are most related

to each of the individual faulting mnemonics inM S, then return anANOMALOUSFAULT,

with m̂ as the responsible value. More simply, this case considers the high individual error

candidates described in Rule 2 (line 15) to be root-cause candidates, instead of symptoms.

We offer the following interpretation:If the mnemonic with the highest individual error is

not contributing to overall error and is not related to any symptoms, it is not considered a

candidate symptom. Instead, its high individual error indicates it is a root cause.
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Figure 5.2: System diagram of fault diagnosis process
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5.5 Experimental Results

We tested our system in two main settings. The �rst setting was a software-only proof-of-

concept (POC) setting, where we tested the accuracy and success of our diagnostic algo-

rithm on three data sets with known (or in a special case, inferred) ground truth values. The

second setting was a hardware-in-the-loop setting, in order to evaluate on-board tractability

testing.

5.5.1 Diagnostic Accuracy Testing

The �rst portion of our testing evaluates the accuracy of our diagnostic system against

baseline methods.

5.5.1.1 Methods

We tested our system on three data sets of varying complexity levels, across three separate

experiments. Each data set included a set of time-synced frames of spacecraft telemetry,

along with their corresponding fault criterion, in the form of thresholds, or allowable state-

based values. Telemetry testing was simpli�ed by converting all tests into threshold-based

testing in the following manner:Continuous telemetry valueswere converted to decimal

values and used in threshold-based testing, anddiscrete state based mnemonicswere con-

verted to representative integer values, which were then converted into decimal equivalent

values.

Prior to diagnosis testing, we trained the auto encoder using a data split on our avail-

able samples. Splits were made to provide 50% fault data, and 50% non-faulting data. After

training, testing data sets were inputted into our diagnostic algorithm through a continuous

data stream. In this case, our algorithm used the threshold-based testing to detect/trigger

faults, at which point diagnosis would take place to render a root cause. In addition to

overall accuracy, we test our algorithm against established baselines. We performed com-

prehensive hyperparameter tuning as well as ablation testing of each component trained

individually.
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Exp # # Missions [min, max], sd # Mnemonics

1 11 [1440,1440],0 8
2 10 [651,2028],554.9 17
3 1 [6448,6448],0 33

Table 5.2: Mission information for each experiment is shown, including number of total
�ights (# Missions), the min, max and standard deviation of mission length in time steps
([min, max],sd) and the total number of telemetry mnemonics per frame in the data sets (#
mnemonics).

5.5.1.2 Data Sets

We ran our system on three data sets, of varying (increasing) complexity levels, shown in

Table 5.2. Data set 1 (“Toy Data Set”) consisted of 11 �ights of basic spacecraft house-

keeping and physics data. Missions re�ected a broad range of faults, tightly generated

with known ground truth values. Examples of faults include “voltage sensor broken”

(ISOLATED FAULT), “thruster broke max capacity” (ANOMALOUSFAULT), and “unsafe

altitude” (KNOWNFAULT). Data set 2 (“Simulation Generated Data Set”) consisted of 10

�ights of sounding rocket data, generated from the Kerbal Space Program �ight simula-

tion, with self-generated known ground truths. Examples of faults include “pressure SEU”

(ISOLATED FAULT), “communication drop” (ANOMALOUSFAULT), and “thrust caused

crash to earth” (KNOWNFAULT). Data set 3 (“Sounding Rocket Data Set”) consisted of 1

�ight of a real sounding rocket with a known ground truth value. The fault was a known

fault, related to a threshold break in the skin temperature of the rocket due to an increased

speed.

5.5.1.3 Results

Overall, Experiment 1 had a 0.77 accuracy rate for diagnosing the correct mnemonic re-

sponsible for faults. Of the correctly diagnosed faults, our system was able to successfully

classify thetypeof fault in 70%cases. Classi�cation was particularly successful for SEU's

and anomalies. Surprisingly, our system mis-classi�ed 2 of 9 faults as anomalous faults

instead of nominal faults. This is not of acute concern, as the priority in this work is a

correct mnemonic diagnosis. There were two missions where classi�cation was not fully

successful. The �rst is a mission where a current jump is caused by a science instrument on-
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board. Our system ultimately performed a walkdown method, but was unable to �nd a root

cause, thus renderingNODIAGNOSIS. In this case, the science instrument readings were

boolean indicators representing whether the instrument was on or not, and therefore we

postulate that the simplicity of the readings was never able to break its own Kalman �lter,

which would have stopped the walkdown traversal. The other mission that was inaccurately

diagnosed was one in which the spacecraft caught on �re (Figure 5.3(b)). We believe that a

diagnosis was challenging, because the cause was external to the satellite telemetry set. An

interesting observation from the data shown in Figure 5.3(a,c) is that given two missions

that appear to be similar to the human eye, classi�cation was accurate at detecting the two

very separate root causes for faults. The �rst (a) was classi�ed as aNOMINALFAULT, and

the second (c) was classi�ed as anISOLATED FAULT.

Overall, Experiment 2 had a 0.7 accuracy rate for diagnosing the correct mnemonic

responsible for faults. Of the correctly diagnosed faults, our system was able to successfully

classify the type of fault in 71% cases. Classi�cation was successful for anomalies, and

most isolated fault cases (see Figure 5.3(d-e) for examples of simple SEU faults). Among

successfully diagnosed cases, there were no nominal faults. There were three missions

where classi�cation was not fully successful. The �rst is a mission where change in ve-

locity caused a communication drop (Figure 5.3(f)). The algorithm instead diagnosed the

change in the vessel's velocity as the ground truth, which we consider a nearly accurate

classi�cation. The other missions were a mission where changes in pressure caused a navi-

gation SEU, and a mission where a decoupling on board caused a communication drop.

Experiment 3 was only composed of one mission. The ground truth diagnosis for

the nominal fault in skin temperature caused by increased speed was the Z acceleration

value. Our algorithm consistently diagnosed the Z magnetometer reading. We believe

that the algorithm was unable to catch Z acceleration as the root cause due to its sporadic

behavior during the fault, whereas the magnetometer was consistently symptomatic to the

change as well.
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Figure 5.3: Shows three missions for Experiment 1 (top row) and three missions for Ex-
periment 2 (bottom row). Missions depicted in(a,c,d,e)were diagnosed currently by the
fault diagnosis method developed in this chapter.(a) Shows a mission where thrusters
broke their expected capacity limits for �ight, inducing symptoms in the voltage and cur-
rent (symptom: VOLTAGE,CURRENT, cause:THRUSTER).(b) Shows a mission where a
component of the spacecraft was pulling too much current and caught on �re, setting the en-
tire craft into �ames (symptom: TEMP, cause: CURRENT).(c) Shows a mission where the
voltage readings were incorrect in an isolated fault (cause: VOLTAGE, symptom: VOLT-
AGE). (d) Shows a mission where the G-Force encountered a minor bit �ip in the form of
an SEU (symptom: G-Force, cause: G-Force).(e) Shows an event similar to (d), where the
velocity reading temporarily �ickers to the wrong value (symptom: Velocity, cause: Veloc-
ity). (f) Shows a mission where the velocity causes a temporary loss in communication with
ground control (symptom: Velocity, cause: Velocity).
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Ex # Acc PPO-1 PPO-2 AE-1 AE-2 WD

1 0.77 0.03 0.04 0.35 0.60 0.64
2 0.70 0 0 0.48 0.53 0.3

Table 5.3: Average accuracy of diagnosis compared to known ground truths. The compared
accuracy of diagnosis, as seen in the above table, differentiates between methods such as
the top one-two diagnoses of PPO, the top one-two diagnoses of AE, and the diagnosis of
the walkdown method; these models are being compared to the accuracy of the ensemble
approach.

Construct 10 mpf 50 mpf 100 mpf 200 mpf

Kalman 0.237ms 0.351ms 0.581ms 0.831ms
AE 0.211ms 0.589ms 1.05ms 1.98ms

Causality 0.845ms 4.5ms 5.05ms 5.42ms

Table 5.4: Average milliseconds per frame across 100 runs. We performed an ablation
study on the AI components in the framework, where each isolation component is tested for
an average number of ms per frame of processing time across 100 runs. This study is run
against frame sizes composed of 10, 50, 100 and 200 mnemonics per frame (mpf).

5.5.1.4 Baseline Tests

In addition to accuracy testing, we compared our experimental results to baseline methods,

shown in Table 5.3. We tested each batch experiment against a reinforcement learning (RL)

based Proximal Policy Optimization (PPO) algorithm, and against a standalone autoencoder

(AE) approach. In both cases, we put a large amount of effort into tuning and optimizing

the methods for success. Even so, our algorithm outperformed the top ranking baselines by

28% and 32% for experiments 1 and 2, respectively. No baseline testing was performed on

Experiment 3.

5.5.2 Tractability Testing

In addition to our proof-of-concept (POC) software testing, we ran our algorithm on a

Raspberry Pi 3 B+ with a 1.4GHz quad-core ARM Cortex-A53 and 1 GB of RAM. This

hardware is representative of a realistic �ight hardware test bed and allows us to perform

tractability testing for on-board diagnostic capability. As a part of an ablation approach,

we isolated performance tests on individual components of the framework to �nd average

run time per frame across 100 runs, shown in Table 5.4. We used Python's time module to

generate timestamps. Each component was tested against 10, 50, 100, and 200 mnemonics
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per frame (mpf). We consider growth rate of performance against growth from 10 mpf to

200 mpf (20 times the number of mnemonic per frame). The top performing component

overall was the Kalman Filter, which performed only 0.026ms worse than the AE initially at

10 mpf, but had the smallest growth rate as the number of mnemonics increased. Causality

performed most poorly overall, with an initial processing time of 0.845ms for 10 mpf (4 and

3.57 times the performance of the AE and Kalman, respectively), and a 6.414 growth rate,

where it was outperformed at 200mpf by Kalman and AE by 6.52 and 2.74, respectively.

Surprisingly, this growth rate was lower than that of AE, which had a growth rate of 9.38. It

should be noted that a bene�t of causality and Kalman constructs is that they do not require

training.

In future work, we plan on optimizing our algorithm in preparation for a live �ight

by reducing the matrix size rendered by the causality construct. Currently, for frame size

n, our algorithm renders an � n matrix of associations at diagnosis time. This can be

optimized by requesting causality vectors as they are needed in the walk down traversal,

which would provide a guaranteed optimization. The walkdown algorithm excludes queries

on symptomatic mnemonics, which reduces the search to(n � k) � (n � k) for k symptom

mnemonics. In order to trigger a diagnosis, at least one mnemonic must be faulting, and

thereforek � 1. Note that query time is constant and would only contribute a linear growth

factor.

5.6 Summary

We presented a novel and innovative method for spacecraft fault diagnosis using teleme-

try data. We tested our method with three data sets of varying complexity levels, and of

various domain representation levels. We compared our results with alternative arti�cial

intelligence methods in baseline testing, and performed an ablation-based experiment in

a realistic hardware �ight test bed. This fault diagnosis work contributes research toward

CPS diagnosis. In the following chapter, we shift focus toward the reaction portion of the

CPS continuum, presenting a generalized framework for action discovery in robots.
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Part III

Robot Applications
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Chapter 6

A Generalized Framework for Action

Discovery in Robots*

6.1 Introduction

Recent advances in the learning community have enabled complex robotic behaviors to be

learned from scratch, such as manipulating textiles [WYK+ 19] and solving a Rubik's cube

[OAA+ 19]. Yet, the ability for a robot to creatively act and improvise in unstructured en-

vironments, much like humans and animals do on a daily basis [BAC+ 11, BB90], remains

one of the key challenges of modern robotics. Moreover, learning these behavior policies

tabula-rasa usually results in learned actions that are neither easily explainable nor �exi-

ble. We present a generalized framework for creative problem solving that addresses the

issues of explainability and policy in�exibility by combining declarative representations of

the world with methods for exploring the agent's environment and updating its knowledge

base. This work contributes research toward CPS reaction, answering the following re-

search question: ”How can creative problem solving be implemented in intelligent agents,

speci�cally in the context of anomalies?” Speci�cally, we posit that our generalized frame-

* This chapter is based on the following paper:Gizzi, E., Castro, M., Lin, W., and Sinapov, J., “A

Framework for Creative Problem Solving Through Action Discovery”,2021 Robotics: Science and Systems

(RSS) Workshop on Declarative and Neurosymbolic Representations in Robot Learning and Control (DNR-

ROB), 2021. [GGCLS21]

74



work provides the �exibility needed to handle the novelty inherent in anomalies.

We begin with a description of a CPS task, describing its differences to a general

problem solving (GPS) task. In the context of GPS, a planning agent, given an accurate de-

piction of its world and its own capabilities, is able to act in its environment to accomplish

goals. In an encounter with novelty, however, the agent may no longer contain an accurate

description of its world, e.g., the underlying dynamics of the world may have changed, or

the agent has incurred an unforeseen scenario. For example, a robot may encounter a door

knob which requires twisting, as opposed to its previously known “pull-down” action. In

either case, the agent is unable to use its world representation to plan and act successfully

as in GPS. This presents the case of CPS, where the agent must somehow update its world

model at both a declarative and neurosymbolic level, for planning and execution respec-

tively, in order to successfully problem solve. Thus, a key distinguishing factor between a

GPS problem, and one which necessitates CPS is that the latter requires knowledge base

updating in order to accomplish a goal task [GNSC20b].

We depict a high level description of the CPS framework in Figure 6.1, where the

agent �rst reasons about a problem at a fully symbolic level. Given a desired goal state, the

agent is able to generate a plan for reaching the desired goal state. At the time of plan exe-

cution, if the agent encounters either an execution failureduringplan execution, or a failure

to accomplish the desired goalafter plan execution, it enters into a sub-symbolic action

primitive discovery mode. Any novel actions discovered in this mode are then added back

into its knowledge base, where the cycle continues until the agent is successful in accom-

plishing its goal. In the following sections, we provide a formalization of our framework,

explained within the context of Algorithm 4.

6.2 Notation

We describe the two knowledge abstraction levels of our framework, namely those corre-

sponding to high level symbolic planning, and the low level sub-symbolic action execu-

tion. Following, we describe two action primitive discovery methods which bridge our two

knowledge abstraction spaces.
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Figure 6.1: System diagram of the Action Primitive Discovery framework.

6.2.1 Symbolic Knowledge Base

A symbolic knowledge base� is de�ned as� = hS; A ; F ; Ei, where (described in the

following in a shuf�ed order for clarity of explanation):

• E is a �nite set of known entities in the environment such thatE = f e1; : : : ; ejEjg

• F is a �nite set of known �uents* (and their negations) about the world which op-

erate over entities in the world such thatF = f f 1(� ); : : : ; f jF j (� )g; � � E . It

follows that for every �uentf i (� i ), there exists a negation of that �uent: f i (� ),

wheref i (� ); : f i (� ) 2 F .

• S is a set of possible world states such thatS = f si : : : sjSj g. Eachsi 2 S is

composed of a �nite set of �euntsF i � F which hold true in the given world state

si .

• A is a set of known actions such thatA = f a1; : : : ajAj gwhere each actionai operates

over a �nite entity listEi � E , such that each action takes the formai (e1
i ; : : : ; ejEi j

i )

= ai (Ei ).

* also referred to aspredicatesor predicate descriptors
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We assume aPlanning Domain De�nition Language (PDDL)representation of ac-

tions, where for a given actionai , we refer to the setEi as theargumentsof ai , and the sets

� i ,  i 2 F as thepreconditionsandeffectsof ai , respectively. Following, a problem in�

is de�ned as� = (� ; s0; sg), wheres0 is an initial state,sg is a goal state, ands0; sg 2 S.

A plan � = [ a1; : : : aj � j ] is a solution to a problem� .

6.2.2 Sub-Symbolic Knowledge Base

We assume that our agent has a set of action controllersM � = [ m1; : : : ; mjA � j ] containing

sub-symbolic information about the actions in� . We denote the action and its associated

controller asai andmi , respectively. Each controller encodes information about the under-

lying parameter settings of its associated action. The parameters could describe information

about the agents' end effectors relative to the entities being operated over in actions, along

with the velocities/force and magnitude of motion execution. Additionally, the parameters

could describe speci�c trajectory points for starting and stopping action execution (referred

to explicitly astrajectory parameters). Thus, a given action controllermi encodes a �nite

set of continuous action parametersPi = p1
i ; : : : pjP i j

i , such that each controller takes the

form mi (p1
i ; : : : ; pjP i j i ) = mi (Pi ). We de�ne the symbolic and sub-symbolic information

of the agent as the tupleK = (� ; M � ), wherejA � j = jM � j.

6.3 Problem Formulation

In this remainder of this chapter, we describe our framework with reference to Algorithm 4.

The problem formulation, which incorporates our framework, is depicted in Figure 6.2. An

agent starts with a knowledge baseK = (� ; M � ), shown on line 2. Given a current state

sC and a goal statesg
† (lines 3 - 4), a planner generates a plan� (line 11) to accomplish

a goal statesg. The planning agent, containing an accurate representation of the world

in its symbolic knowledge base� , is able to successfully execute� , thereby achieving its

goal statesg. We refer to this case as theoriginal scenario. Suppose that in the context of

novelty, something about the world changes such that� is no longer suf�cient, but needs to

†recall that states are composed of �uents
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Algorithm 4 Action Primitive Discovery (APD) Framework
1: procedure EXECUTEAPDFRAMEWORK(K; sC ; sg)
2: K : knowledge base
3: sC : current state (�uents which are currently true)
4: sg : goal state (�uents needed to accomplish goal)
5: �  focused : passive incubation mode
6: ! : action discovery method . Chapter 7 and 8 describe two methods
7: 	  ; : newly added actions
8: e  1 : episode number
9: CK ;�  ; : AEP list

10: while sg 6� sC do
11: �  generateP lan(sc; sg; K; 	)
12: 	  	 n �
13: for a 2 � do
14: if execute(a) = FAIL then
15: af  a; break

16: if sg � sC then
17: break . goal accomplished

18: if CK ;� = ; then
19: CK ;�  genAEP list (�; a f ; � ; E� )
20: if e > 1 then
21: �  defocused
22: if 	 = ; then
23: c  pop(CK ;� )
24: Pc  getCandidateV ariants (c; ! )
25: for ĉ 2 Pc do
26: execute(ĉ)
27: F ĉ  sC . �uents currently true after executing candidate
28: switch � do
29: case� = focused
30: if F ĉ = � ĉ then
31: 	  	 [ f ĉg

32: case� = defocused
33: if F ĉ 6= ; and F ĉ 6= � ĉ then
34: 	  	 [ f ĉg

35: A �  A � [ 	
36: e  e+ 1
37: return K

be updated with new information such that� becomes� 0. The agent also must learn a new

set of corresponding action controllersM � 0. We refer to this scenario as thenovel scenario.

In this novel context, the planner initially uses� to plan for obtaining goal statesg, once

again generating� . Upon executing� , a plan failure occurs for some actionaf 2 � (lines

78



Figure 6.2: Depiction of problem formulation with incorporation of Action Discovery
Framework.

14 - 15).

At this point, the agent needs to explore its world to learn a new knowledge base

� 0, providing it with an updated and accurate representation of the new world, along with

its corresponding set of action controllersM � 0. We de�ne the learning processL as the

process in which an agent can learn a new knowledge baseK0using action discovery method

! , such thatL (K; ! ) 7! K 0.

6.4 Action Discovery

The learning process is composed of two-part incubation stage, where the agent attempts to

�nd a viable candidate action for CPS. In the �rst phase of incubation (passive incubation,

lines 18 - 21), the agent generates a list of candidate actions to vary. We refer to these

variation candidates as action-entity-parameter (AEP) combinations. This list of candidates

is generated as a subset of an exhaustive list of variation combination options ofK =
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(� ; M � ) denoted:

CK = C(a � e � p); 8a 2 A � ; e 2 Ea; p 2 P a

The listCK denotes all possible actions, paired with all possible entity arguments andfo-

cus parameterselections to each given action, where the focus parameter is the parameter

which will be varied in the exploration phase of a particular AEP execution. The agent

scopes its AEP exploration space to prepare for action discovery by pruning its list based

on the current passive incubation mode� (initialized on line 5, modi�ed once through-

out execution on line 21). Note, a given subset list ofCK , generated under AEP generation

mode� , is denotedCK ;� (line 19). We present two modes of de-scoping in passive incuba-

tion, namelyfocused passive incubationanddefocused passive incubation. In the focused

case, the agent prunes its AEP generation to the speci�c plan involved in the failure. In the

defocused case, the agent instead relaxes its constraints to allow for entities other than those

included as arguments to actions in the initial plan� . In this way, the agent is able to explore

the possibility of other entities as a means for problem solving. In our framework, an agent

�rst attempts to �nd a solution through focused passive incubation, which is generally more

tractable. We posit that in many cases of CPS, a solution action exists as a modi�cation of

a previously failed action in the original plan. However, in the case that focused passive

incubation is not suf�cient toward providing a solution, the agent attempts to �nd a solu-

tion through defocused passive incubation, which provides a more broad candidate solution

space (this mode switch occurs on line 21).

Next, the agent enters the second phase of incubation (active incubation, lines 22 -

35), the agent then begins evaluating candidate actions, using a chosen discovery method

! , to determine their utility toward achieving goal statesg. Evaluation takes place through

executing each candidate inCK ;� (lines 25 - 26) and determining, based on the current

passive incubation mode (focused/defocused), whether the candidate should be added back

into the knowledge base� for replanning. This cycle continues untilsg is achieved.

In the following chapters (Chapter 7, 8), we present two possible methods for au-

tonomous action discovery! , which acquire knowledge representations at both a symbolic
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and sub-symbolic level. In both methods, candidate actions are generated, and subsequently

evaluated based on their effects on the environment. In the action primitive segmentation

method, the trajectories of known actions are segmented using change point detection, and

used as candidate actions. In the behavior babbling method, candidate actions are gener-

ated by varying the low level action parameters of known actions, employing a behavior

babbling technique. In both cases, those candidate actions which produce novel effects,or

those which succeed in obtaining the desired effects of the original action are added back

into the knowledge base of the agent, and used in re-planning.

6.5 Summary

In this chapter, we have presented a uni�ed framework for creative problem solving, which

addresses the CPS reaction portion of the continuum. In the following two chapters, we

describe two methods for autonomous action discovery (! , shown on line 6 of Algorithm 4)

which utilize the action discovery framework described in this chapter. Chapter 7 describes

a method for action discovery through trajectory segmentation, and Chapter 8 describes a

method for action discovery through behavior babbling. While recent work has considered

using reinforcement learning for action controllers [CST+ 21, SKG+ 21], future work should

consider extending this approach to continuous robotic state spaces, and integrating it into

the framework.
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Chapter 7

Action Discovery through Trajectory

Segmentation*

7.1 Introduction

In robotics, problem solving is often achieved through the use of planning over a knowl-

edge base with speci�ed �uents, actions, pre-conditions, and effects [ZSB12, KYL+ 14].

While such methods can often �nd counter-intuitive (from a human's point of view) ways

to achieve a goal, they implicitly assume that the existing actions are suf�cient to �nd a

solution. In other words, these methods lack the ability to discover new actions at the

lowest level (what we call action primitives) and instead can only sequence and compose

existing actions. Other approaches to solving novel tasks involving object manipulation

include reinforcement learning [KBP13] which, despite showing impressive and promising

results, require long-lasting interaction with the environment that is prohibitively expensive

in many real-world domains.

Recently, a few studies have formalized creative problem solving by relating the

ability to that of MacGyver, a character from a 1985 series, known for his ability to syn-

thesize creative solutions to challenging problems through the ingenious use of materials

* This chapter is based off on following paper:Gizzi, E., Castro, M.G. and Sinapov, J., “Creative Prob-

lem Solving by Robots using Action Primitive Discovery”,2019 Joint IEEE 9th International Conference on

Development and Learning and Epigenetic Robotics (ICDL-EpiRob), pp. 228-233, 2019. [GCS19]
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in his environment. Nair et al. [NBC19] introduce the term “MacGyvering” as the process

of creating or repairing something in an inventive or improvised way by utilizing available

objects. Sarathy and Scheutz [SS18] formalize a MacGyver problem as one in which a so-

lution exists, but is not immediately available to a planning agent given its knowledge base

of actions and state information.

To illustrate the MacGyver scenario, suppose a service robot is taught how to press

a button to call for an elevator. In the demonstration, the robot learns that the “pressbutton”

action consists of moving its gripper to the button, pushing down, and retracting its arm.

Suppose that in a new situation the robot encounters a different elevator, one that requires

the button to be held upon pressing instead of released. In this novel setting, there is no

human demonstrator available to teach the robot the new action “holdbutton.” The question

becomes, how can the robot discover this action on its own — to gain the ability to reach a

once unreachable goal?

Research with humans and other species suggests that two key mechanisms enable

agents to creatively problem solve in novel situations: 1) object exploration, and 2) behav-

ioral variation [Pow99, GG14]. Inspired by these lines of work, we propose a method for

action discovery in robotic agents through autonomous exploration and action segmenta-

tion. The proposed method leverages symbolic logical �eunt information to develop mean-

ingful representations of newly formed actions so that the discovered actions can easily be

used for planning when attempting to �nd a solution to the problem. When faced with an

unsolvable problem, the proposed method for action discovery leverages change-point de-

tection to break existing actions into sub-parts, each of which can be used independently

in subsequent exploration. The method was evaluated in an object retrieval task similar to

the button example described earlier in this section, in which a robot had to learn several

action primitives (e.g., holding the button once initially pressed) in order to make the tar-

get object accessible. Results suggest that action segmentation is one viable path towards

enabling autonomous agents to adapt on-the-�y and in short amounts of time, to new situ-

ations that were unforeseen by their programmers and engineers. This method contributes

work toward CPS reaction, answering the following research question: ”How can creative

problem solving be implemented in intelligent agents, speci�cally in the context of anoma-
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lies?” Speci�cally, we posit that our generalized framework provides the �exibility needed

to handle the novelty inherent in anomalies.

7.2 Related Work

7.2.1 Innovation and Creativity in Humans and Animals

Humans and many other species have the remarkable ability to innovate and creatively prob-

lem solve on-the-�y [Bod04, FGB+ 09]. The problem solving skills of birds and primates

are often studied in scenarios where the organism has to solve a “puzzle-box”, sometimes

using tools, to retrieve a food item out of the box that is not immediately accessible. Reader

and Laland [RL03] de�ne innovative behavior as “a new or modi�ed learned behaviour not

previously found in a population.” Research in animal psychology postulates that the abil-

ity to exhibit novel behaviors, or familiar behaviors in novel settings, is central to physical

problem solving [RMFF16]. Motor diversity has been identi�ed as a strong predictor for

problem solving skills in several species [MVC13, GDP14]. Inspired by these �ndings, the

work in this chapter proposes a mechanism for discovering new actions that an agent can

subsequently use when searching for a solution to a puzzlebox-like problem.

Research into the underpinnings of human creativity span cognitive science, neu-

roscience, psychology and philosophy [FGB+ 09, Die04, Wig06]. Physical creativity and

innovation are tightly linked to object exploration and play [Pow99]. In studies that com-

pare human problem solving to that of other species (e.g., [RFKPvB16]), humans express

the most creativity and innovation, with one possible explanation being that our longer de-

velopmental period fosters such abilities [FCF15]. While for a long time, it was thought that

human creativity and innovation is unique and separate from that of animals, a large body of

research indicates that the individual mechanisms for creativity in humans are also present

in other problem-solving species [She10]. Physical object exploration, in particular, is a key

mechanism for human and animal problem solving. In this chapter, the proposed method

also relies on the robot exploring its environment with the actions it currently knows, in

order to discover new actions that can potentially solve the object retrieval task it is faced

with.
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7.2.2 Creative Problem Solving in Robotics and AI

In robotics and AI, several recent works have brought attention to the notion of creative and

innovative problem solving. Sarathy and Scheutz [SS18] formulate the MacGyver prob-

lem as one in which a solution exists but is not immediately available given the robot's

knowledge base of �uents, actions and their preconditions and effects. Similar problems

have also been investigated in the context of tool use [SS08, SZE+ 14] and tool construction

[NSEC19].

Reinforcement learning remains a popular approach for learning complex manip-

ulation sequences [KBP13]. While human feedback over the course of learning (e.g.,

[KS08]) and learning by demonstration [ACVB09] can substantially reduce training time,

the amount of interaction needed to learn a good policy can be prohibitively expensive for

a physical robot operating in a real-world setting without direct human assistance.

Other related research has proposed segmenting actions learned by demonstration

into dynamic movement primitives (DMP), which are partial motion trajectories of the orig-

inal action [Sch06, UGAM10]. Segmentation alone limits the context of creative problem

solving because it lacks symbolic knowledge representations of the actions being discov-

ered. Techniques for bootstrapping low-level primitives with high-level symbolic informa-

tion have been explored in recent years. These representations take the form of �nite state

machines, skills trees, mappings to sub-goal abstractions, and �nding repeated substruc-

tures for generalization and stronger representational value [NOK+ 15, KKGB12, CGCT17,

KDN+ 15]. Perhaps, most related to our work is that of Baisero et al. [BML+ 15] which

developed a method for segmentation of actions by using relational information of both the

objects in the scenario and of their affordance information.

Although progress has been made toward segmentation and representation of action

primitives, existing methods fall short of generating representational forms, which are often

utilized in cognitive applications that operate at higher levels of abstraction. We address this

shortcoming by developing a novel method that makes use of logical �uent information to

inform and develop action primitive discovery. Our method is able to not only learn newly

discovered actions, but is also capable of using newly learned actions to inform the repre-
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sentation of its old actions. To our knowledge, this is the �rst action segmentation method

which leverages �uent information to build newly formed action representations, and one of

the �rst attempts at illustrating a solution to MacGyver Problems through implementation.

7.3 Theoretical Framework

We frame our problem in the context of a MacGyver Problem, adopting a similar notation

as that described in Chapter 6. The main difference is that we do not consider focused

and defocused cases for exploration, and do not sequence over low level action parameter

settings.

7.3.1 Notation and Problem Formulation

We de�ne our planning domain as� = ( S; A ; 
 ), whereS is a set of �nite states of the

system,A is a �nite set of action primitives, and
 is the transition function over actions

and states (which we denoteA � ; S� ; 
 � for a given domain� ). We de�ne a set of known

entities in the domainE = f e1; e2; : : : ejEjg and a set of �uents,

F = f f 1(�); : : : f jF j (� )g; � � E ;

where each �uent operates over a subset of entities in the domain. Any states 2 S is

composed of a set of �uent valuesFs that hold true. A problem in the domain is de�ned

asP = (� ; s0; sg), wheres0 is an initial state,sg is a goal state, ands0; sg 2 S. A plan

� = [ a1; a2; : : : aj � j ] is a solution to a problemP. Suppose a plan� to accomplish a goal

statesg is successfully generated, but fails on execution. At this point, the problem becomes

how to transform the domain� to another domain,� 0, such that� 0generated from� 0will

not fail. Note that in our method, failure occurs in the execution phase, rather than the

planning phase, which differentiates our method from [SS18].
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7.3.2 Action Discovery

To handle the execution failure of� , we propose a method that generates a re�ned and

expanded action setA0 through exploration and action segmentation. As a �rst step to this

discovery, the proposed algorithm generates a list of all action-entity combinations in� ,

which we call

C� = C
�

a� e
jR a j

�
�

; 8a � A � ; e � E �

whereR a are the parameters to actiona. Next, the agent executes each action combination

in c 2 C� , and generates a set of change points� i = [ t1; : : : tk ]; t 2 Z, where� is a

time series list of ordered time stamps corresponding to change points. The input to the

change point detection algorithm is a set of time series trajectories that represent motor data

(e.g., joint efforts, or end-effector position) for the arm that executed the action. That is,

for an actionai , a set ofn trajectoriesd1; : : : dn are represented by a matrixM 2 Rn� di .

These change points are used to generate candidate action segmentationsâ1; : : : ^ak� 1 where

eachâj corresponds to the limb trajectory from time stept j to t j +1 . Each candidatêaj is

executed, generating effects� âj . A is re�ned to include candidate actions that generate

a non-empty set of effects, where the new action setA 0  A [ f âj g; 8aj s.t. � j 6= ; .

The transition function
 is implicitly updated with this re�nement. Finally, in line 28, the

preconditions of the failure actionaf are re�ned to include the effects of the action that

succeeded to accomplishsg.

It should be noted that some algorithmic components are agnostic to our method,

including the choice of planner used to �nd� , the change point detection algorithm used

to �nd � , and motion data collected inM . Likewise, although we describe the algorithm

in this section within the context of abreadth-�rst search (BFS)method for �nding new

actions, the method choice is also agnostic to our method. In our results section, we discuss

�ndings for both breadth-�rst search anddepth-�rst search (DFS)approaches.
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Algorithm 5 Action Primitive Discovery - Segmentation
1: procedure PLANEXECUTOR(sg; � )
2: sg : goal state (�uents needed to accomplish goal)
3: �  ; : list of candidate action primitives
4: af ; as = ?
5: while sg 6� sC do
6: �  generateP lan(sC ; sg; �)
7: for a 2 � do
8: if execute(a) = FAIL then
9: af  a

10: break
11: if � = ; then
12: C�  getAllActionCombos(A � , E� )
13: for a 2 C� do
14: while execute(a) do
15: M  MotionData (alimb )

16: �  getChangePoints(M )
17: for j 2 range(j� j � 1) do
18: â  newAction (�[ j ]; �[ j + 1])
19: execute(â)
20: Fa  sC

21: if Fa 6= ; then
22: A �  A � [ f âg
23: �  � [ f âg

24: if � 6= ; then
25: as  � [randInt (0; j� j)]
26: execute(as)
27: �  � n as

28: I af  I af [ � as

7.4 Experimental Results

7.4.1 Experimental Setup

We ran a proof-of-concept of our method in the Gazebo simulation environment, which

utilizes a high performance physics engine. This experimental setup consisted of �ve parts:

a Baxter robot, a table with a sliding wall mechanism, two red buttons, and a green block,

which is shown in Figure 7.1. In this environment, the red buttons are readily accessible

to the robot's arms, while access to the block is obstructed by the wall. The wall can be

actuated by pressing one of the buttons, but the robot lacks domain knowledge on how to

operate these buttons to cause the wall to slide out of the way to enable the robot to be able
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to pick up the block.

The Baxter robot used Pyperplan* as its planner, operating over actions in aPartial

Domain De�nition Language (PDDL)format. This format was most conducive to the �uent

representations employed by our method. Action primitives in our method, following the

PDDL format, were equipped with a set ofpreconditionsandeffects, which describe the

�uents which must hold true prior to execution, and as a consequent of execution, respec-

tively.

For the change point detection component, the agent used Bayesian Change Point

(BCP) detection in conjunction with agglomerative bottom-up clustering. The BCP method

uses a Bayes factor to estimate the position of change points in trajectories [EP09]. The ag-

glomerative bottom-up clustering method then grouped change points in an iterative man-

ner based on distance metrics. A �nal set of change points were generated by extracting

the minimum, maximum, and mean of each cluster that had a cardinality greater than 10,

which we set as our minimum grouping value in order to consider only the most signi�cant

groupings.

7.4.2 Illustrative Example

In our proof-of-concept task, the goal of the Baxter robot was to obtain the block located

at the other side of the sliding wall, which is initially inaccessible. The domain� and

problem formulationP of the task are shown in Table 7.1. Using this information, the

Baxter robot generates a plan� = [ obtain object(l gripper, block) ]. Due to

the wall obstructing the path of the grippers to the object,� fails on execution. At this point,

the Baxter robot generates a list of action-object combinations, shown in sectionC of Table

7.1, to be used for segmentation. The table shows samples executed by the left gripper

but not by the right gripper. This is because in our proof-of-concept, actions performed by

the left gripper and right gripper were re�ective of one another, generating the same �uent

results. In other applications, this assumption may not be favorable or appropriate.

Next, the robot executes each action-object combination in Table 7.1 to �nd can-

didate action primitives. For our motion trajectory data, we recorded the 3-dimensional

* https://bitbucket.org/malte/pyperplan
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Figure 7.1: Proof-of-concept Gazebo simulation environment, including Baxter robot in
starting position (grippers above table), wooden table with wall, two red blocks representing
left button and right button, and green block. Pressing and holding the left button results in
lowering the wall which blocks the robot from retrieving the target object.
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Figure 7.2: Change point detection for pressbutton(rightgripper, leftbutton). The image
on the bottom shows the x-y-z location of the left gripper over time steps during action exe-
cution, separated into three separate traces. All vertical lines represent change points in the
motion data, grouped based on clustering, with a total of 6 clusters. The black vertical lines
show the change points that got used for segmentation, consisting of the min/max/mean of
clusters that include more than 10 change points.

coordinate (x-y-z) position of the gripper performing the action. Using the data collected

during exploration, change points were generated using our BCP/clustering algorithm, with

motion trajectory matrixM as input. This process is illustrated in Figure 7.2, shown over

the execution ofa = press button(l gripper, l button) , where nine change

points were detected [t1; : : : t9], resulting in eight trajectorieŝa1; : : : â8. Figure 7.2 shows

corresponding simulation image frames of the execution steps for each trajectory. It should

be noted that some sub-trajectories had very small positional differences in the gripper, and

some images re�ect more than one sub-trajectory due to non-visible trajectory differences.

After generating change points, the Baxter robot executes each sub-trajectory, keep-

ing the sub-trajectories that result in non-empty effects lists. For our proof-of-concept, we

omitted location information from effects list, and only considered actions with state-based

�uents in its effects list (pressed(), obtained() or is visible() ). From

Figure 7.2, it can be seen that the only sub-trajectory with non-empty state effects list is

â2, with E â2 = is visible(block) ; pressed(l button) , corresponding to the

sub-trajectory fromt2 to t3. In this particular example, none of the other sub-trajectories

produced a change in state-based �uents in their effects lists.

The robot was able to usêa2 to successfully obtain the object by �rst holding the left

button (viaâ2), and then using theobtain object action primitive to move the object
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Planning Domain:�

A
obtain object( :gripper ,
:location )
press button( :gripper , :button )

F

pressed( :button )
obtained( :obj )
at( :object )
is visible( :obj )

O

:obj - wall, block
:gripper - l gripper, r gripper
:button - l button, r button
:object - :obj, :gripper, :button
:location - loc a, loc b, loc c,
loc d, loc e

Problem:P
sg obtained(block)

s0

at(left gripper, loc a)
at(r gripper, loc b)
at(l button, loc c)
at(r button, loc d)
at(block, loc e)
is visible(l button)
is visible(r button)

Action-Object Combinations:C
press button(l gripper, l button)
press button(l gripper, r button)
obtain object(l gripper, wall)
obtain object(l gripper, table)
obtain object(l gripper, block)

Table 7.1: Domain knowledge, initial problem formulation, and action-object combina-
tions.

with its right gripper, generating a new plan,

� 0 = [ â2(l gripper, l button) ;

obtain object(r gripper, block) ].

Furthermore, it re�ned the preconditions of theobtain object action primitive to con-

tainE â2 .
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Method # of
Discovered

Action
Primitives

Execution
Attempts

Exploration
Attempts

BFS 2.62� 1.12 3.74� 3.48 1.04� 0.22
DFS 1.76� 1.03 6.18� 0.22 6.18� 0.22

Table 7.2: Evaluation results of BFS vs. DFS execution approach.

7.4.3 Results

We implemented and tested our method under the conditions described in our illustrative

example†. We de�ne an experimental trial to be an independent sequence of re-plan at-

tempts that the agent uses to get from its initial problem formulation to its goal.Execution

phasesare algorithmic steps which consist of plan generation and plan execution, corre-

sponding to lines 6-10, 24-27 of our algorithm.Exploratory phaseare steps which consist

of executing an action-object combination or of executing a candidate action segmenta-

tion, corresponding to lines 11-23 of our algorithm. Any re-plan attempt that includes an

exploratory phase is referred to as anexploratory attempt, whereas all other attempts are

referred to asexecution attempts.

We consider a trial to be successful if the agent succeeds in accomplishing its goal

after some unbounded number of execution and exploratory phases. We de�netime to

solution (TTS)of a successful trial as the total time in seconds elapsed from the initial

problem formulation to completion of the goal. For successful trials, we use the TTS and

number of execution attempts as evaluation performance measures.

We ran a total of 38 trials to evaluate and test our method, with 21 trials in BFS

mode and 17 trials in DFS mode. The number of trials between modes differed because

of server issues which rendered some trials to be removed from analysis. In all trials, the

agent was successful in accomplishing its goal. Figure 7.3 shows the TTS for all trials,

split across BFS and DFS modes. This �gure shows higher value mean TTS of BFS tri-

als than the DFS trials, but with a lower variance. We believe that this is because of the

differing nature of the exploration attempts of the BFS and DFS approaches. In the BFS

approach, exploration attempts require the agent to iterate over all action-object combina-

†The code for our method and experiments is available at https://github.com/Evana13G/RAPDR
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Figure 7.3: Total execution time for each execution type. Although the time to solution for
the BFS approach was higher than the median time to solution of the DFS approach, it had
less variance. The BFS approach thus generates more consistent times to solution, whereas
the DFS approach has a wider spread of times to solution. The difference is statistically
signi�cant (p = 0 :0221) under an unpaired t-test.

94



tions, �nding all viable segmentations, before returning to an execution step. In the DFS

approach, exploration attempts include the attempted discovery of action primitives for just

one action-object combination, and the problem re-plan following that potential exploration

phase. This implies that in the case of DFS, a lucky trial could �nd a successful segmenta-

tion on the �rst try, from its �rst action-object combination exploration, whereas an unlucky

case could �nd it after iterating over every action-object combination possibility. This phe-

nomena is further re�ected in Table 7.2, where the mean value of execution attempts for

BFS mode is larger than that of DFS, but the mean value of exploration attempts for BFS is

smaller than that of DFS.

Table 7.2 also shows the mean value of the number of newly discovered action

primitives in BFS and DFS trials. BFS mode had a larger mean value and standard deviation

for this metric than DFS mode. We do not believe that this data is distinguishable enough

to represent a general trend, and it is unclear to us if this �nding can be generalized to all

tasks which employ our method, but we do believe this to be application speci�c behavior.

Finally, Figure 7.4 shows that the number of execution attempts for both BFS and

DFS is very similar for both approaches. The agent was able to obtain the object in every

trial, in varying amounts of time. The BFS cases had a mean run time of 1,095 seconds,

with a standard deviation of 319, whereas the DFS cases had an average run time of 775

seconds, with a standard deviation of 467. We believe the differing nature of the two ap-

proaches, where in BFS, run time is more consistent because all segmentations must be

generated �rst before attempting successful planning, whereas in DFS, a lucky case could

�nd a successful segmentation on the �rst try, whereas an unlucky case could �nd it after

iterating over every combination possibility. This is illustrated in Figure 7.3. The BF tri-

als had an average number of planning attempts of 4.8 with a standard deviation of 590,

whereas the DFS approach had an average of 6.18 re-plan attempts with a standard devia-

tion of 507, illustrated in Figure 7.4.
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Figure 7.4: Execution time of attempts for each mode (BFS and DFS).

7.5 Summary

This chapter presented a method for such problem solving in the context of manipulation

tasks in which the agent's starting knowledge base of �uents and actions is insuf�cient to

successfully execute the agent's plan. The key mechanism behind our approach consists

of action segmentation during exploration so that the agent can increase the diversity of

its behavioral repertoire. We evaluated the method with a simulated robot that faced an

object retrieval task inspired by puzzle-box domains used to evaluate the problem solving

abilities of biological organisms. Results suggest that action segmentation is one viable

means towards enabling autonomous agents to adapt on-the-�y and in short amounts of

time, to new situations that were unforeseen by their programmers and engineers.
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Chapter 8

Action Discovery through Behavior

Babbling*

8.1 Introduction

In Chapter 7, we describe the notion ofMacGyveringas the ability to adapt to unforeseen

situations. To recap brie�y, recent cognitive robotics literature has described MacGyvering

more speci�cally as the process by which an agent synthesizes a solution to a seemingly

unsolvable problem by using a non-trivial combination of resources from its environment.

These resources can be physical, as in the case ofTool MacGyvering[NBC19], or non-

physical, where the agent learns new skills or previously unknown information about its

environment to derive a problem solution. This sort of improvisation-based problem solving

through action learning remains a challenge in robotics, where problem solving often takes

place through planning, by sequencing over symbolically represented actions. To this end,

we propose a method which enables the discovery of new actions at both a sub-symbolic

action execution level, and a symbolic planning level, generating representations for use

in CPS planning tasks. In this way, the agent is able to synthesize non-physical resources

through MacGyvering to expand its own knowledge base. We test our method across three

* This chapter is based on the following paper:Gizzi, E., Hassan, A., Lin, W.W., Rhea, K. and Sinapov,

J., “Toward Creative Problem Solving Agents: Action Discovery through Behavior Babbling”,2021 IEEE

International Conference on Development and Learning (ICDL), pp. 1-7, 2021. [GHL+ 21]
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scenarios in a robotic simulation environment, and provide evaluation toward our proof-

of-concept* . Like Chapter 7, the methods developed in this chapter contribute research

toward CPS reaction, through the necessary synthesis of new knowledge (novel actions)

upon discovering a CPS scenario.

8.2 Related Work

Behavior babbling has been researched in robotics as a method for action discovery. In

many cases, behavior babbling takes place in the form of motor babbling, where the goal is

to learn a model of self (sometimes referred to as emergent behavior or self-organization).

Examples of such models are forward models and kinematic models, which use body

dynamics to learn possibilities and constraints of robot movement [TOSC15, TOY+ 15,

GSRH20]. Model of self techniques vary in their babbling validation approaches. For

example, babbling can be reinforced proprioceptively on a sensorimotor level [DM06,

SMSS09], or by demonstrative measures [DD05, DK06]. Other examples of validation

techniques include “motionese,” where the start and end states of actions are emphasized

by adult teachers as a way to delineate important action stages [NR09, UNSO15]. Bottom-

up attention models use the detection of signi�cant environmental changes as a way to learn

new actions [Nag09].

In addition to general purpose action discovery, models for computational creative

problem solving have been developed, implemented and tested. Colin et al. formalize

and implement a computational solution for the CPS process which utilizes hierarchical

reinforcement learning (HRL), demonstrating that successful CPS is more likely to occur

with prior relevant experiences [CBCH16]. Lieto et al. propose a logic-based method for

CPS through conceptual blending, where features of objects are evaluated and combined

in order to re-frame and re-formulate CPS problems to converge on a solution [LPPC19].

Kralik et al. develops a model of CPS using a Q-Tree learning algorithm to yield a hier-

archical structure for problem representations, which was tested on empirical data from a

reverse-reward problem run on rhesus monkeys [KMCR16]. Other CPS approaches have

* Code and results available at https://github.com/tufts-ai-robotics-group/RAPDRbabble

98



investigated methods for learning action transition models (via action operators) through

model-based reinforcement learning [CST+ 20] and bottom up relational learning in a task

and motion planning (TAMP) domain [SCT+ ].

Recent work in cognitive robotics has demonstrated success in creative problem

solving implementations in robots and intelligent agent systems [BKM+ 19]. Nair et al.

[NBC19] proposed a framework for tool construction for CPS. Using a reference tool, and

a set of available parts, the robot is able to reason about geometric properties to construct

substitution tools in object manipulation tasks. More recently, autonomous tool construc-

tion for problem solving is explored by Yang et al. [YLZZ20], which use gated graph neural

networks to model relationships between tool parts in order to intelligently construct tools

with appropriate contextual considerations. While related to these recent works which ex-

plore CPS in the context of tool construction, we focus our research on CPS in the context

of general action discovery.

This work develops a method for action discovery through behavior babbling. The

motivation for our approach is inspired from human action discovery, where seemingly

disparate high level actions can actually be considered coarse grained behavior parame-

terizations of one another. For example, consider the actionsshake and pour . These

two actions, when performed with a side grasp on a cup, have drastically different out-

comes. Where shaking a cup of �uids will result in mixing its contents into a consistent

mixture, pour the same cup will result in emptying the cup of its contents. Yet even so,

these actions can be seen as parameter variations of one another in terms of the parameter

movementMagnitude . This research is an extension of our previous work in action dis-

covery through segmentation [GCS19]. Both works use a common overarching framework

for CPS, but differ in their method for action discovery.

8.3 Theoretical Framework

Next, we de�ne the symbolic level of abstraction that describes information known to the

planning agent, and the sub-symbolic level which describes information encoded for action

execution, responsible for action babbling and parameter variation. We then de�ne the

99



problem formulation, and the action discovery method employed by the agent.

Like Chapter 7, we frame our problem in the context of a MacGyver Problem, also

adopting a similar notation as that described in Chapter 6. The main difference is that we

do not consider precondition/end effect re�nement of actions as was done in Chapter 7.

8.3.1 Symbolic Planning Representation

Knowledge Base:We assume that the robot has a symbolic knowledge base� , de�ned as

� = hE; F ; S; A ; 
 i , where:

• E is a �nite set of known entities in the environment such thatE = f e1; : : : ejEjg

• F is a �nite set of known predicate descriptors (and their negations) about the world

which operate over entities in the world such thatF = f f 1(� ); : : : f jF j (� )g; � � E .

It follows that for every predicate descriptorf i (� i ), there exists a negation of that

predicate descriptor: f i (� ), wheref i (� ); : f i (� ) 2 F .

• S is a set of possible world states such thatS = f si : : : sjSj g. Eachsi 2 S is

composed of a �nite set of predicate valuesF i � F which hold true in the given

world statesi .

• A is a set of known actions such thatA = f a1; : : : ajAj gwhere each actionai operates

over a �nite entity listEi � E , such that each action takes the formai (e1
i ; : : : ; ejEi j

i )

= ai (Ei ).

• 
 is a transition function which contains known transitions between a �nite set of

states of the systemS usingA , such that
 (S; A ) 7! S 0

In addition to the action notation described above, we assume aPlanning Domain

De�nition Language (PDDL)representation of actions. We refer to the setEi of a particular

actionai as theargumentsof ai . Each action is assumed to have a set ofpreconditionsand

effects, denoted� i ,  i 2 F . The preconditions� i of ai indicate the predicate descriptors

which must hold true before executingai , and the effects i of ai indicate the predicate
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descriptors which will be assumed to hold true after successful execution ofai . The predi-

cate descriptors composing both� i and i may also include negations, indicating predicate

descriptors which must be false before and after execution, respectively.

Problem: A problem in� is de�ned as� = (� ; s0; sg), wheres0 is an initial state,sg is a

goal state, ands0; sg 2 S. A plan� = [ a1; : : : aj � j ] is a solution to a problem� .

8.3.2 Sub-Symbolic Action Controllers

In addition to the symbolic knowledge base� , we assume that our agent has a set of action

controllersM � = [ m1; : : : ; mjA � j ] containing sub-symbolic information about the actions

in � . We denote the action and its associated controller asai andmi , respectively. Each

controller encodes information about the underlying parameter settings of its associated ac-

tion. Therefore, we de�ne the symbolic and sub-symbolic information of the agent as the

tupleK = (� ; M � ), wherejA � j = jM � j. A given action controllermi encodes a �nite set

of continuous action parametersPi = p1
i ; : : : pjP i j

i , such that each controller takes the form

mi (p1
i ; : : : ; pjP i j i ) = mi (Pi ). Each individual parameterpj

i encodes three values - a set de-

fault value, a set upper bound value, and a set lower bound value, denoted� pj
i , pi

j , andpj
i ,

respectively. Presumably, the parameters could describe information about the agents' end

effectors relative to the entities being operated over in actions. Additionally, the parameters

could describe the velocities/force and magnitude of motion execution. While focused on

continuous parameters, this methodology can be modi�ed to consider discrete and/or non-

numerical parameterizations, discussed later in the context of our method.

Example: Consider the actiona = push , with a controllerma and parameters,p1
a = rate ,

p2
a = movementMagnitude , andp3

a = orientation . Each parameter has a set value, an

upper bound, and a lower bound fora, encoded inma. For example, therate parameter,

which controls the rate of motion when pushing an object, may have the following encod-

ing: p1
a = 3, p1

a = 100, and a set value of� p1
a = 20. In this case, thepush symbolic action

will move at the rate of 20, as is speci�ed by� p1
a in its associated controllerma. This

particular parameter instantiation ofma is what connects the symbolic and sub-symbolic

levels of knowledge representation.

101



8.3.3 Problem Formulation

An agent starts with a knowledge baseK = (� ; M � ), and given a problem� , a planner

generates a plan� to accomplish a goal statesg. The planning agent, containing an accurate

representation of the world in its symbolic knowledge base� , is able to successfully execute

� , thereby achieving its goal statesg. We refer to this case as theoriginal scenario.

Suppose that in the context of novelty, something about the world changes such

that � is no longer suf�cient, but needs to be updated with new information such that�

becomes� 0. The agent also must learn a new set of corresponding action controllersM � 0.

We refer to this scenario as thenovel scenario. In this novel context, the planner initially

uses� to plan for solving� , once again generating� . Upon executing� , a plan failure

occurs for some actionaf 2 � . We assume that for each action in the domain, there is

an action executor model which can determine whether its action has succeeded or failed.

These failures can happen throughout execution, or by checking if the end effects of the

action have been ful�lled.

At this point, the agent needs to explore its world to learn a new symbolic knowl-

edge base� 0, providing it with an updated and accurate representation of the new world,

along with its corresponding set of action controllersM � 0. We de�ne the learning process

L as the process in which an agent can learn a new knowledge baseK0 using exploration

method! , such thatL (K; ! ) 7! K 0.

8.3.4 Action Discovery

8.3.4.1 Passive Incubation: Focused and Defocused Generation

In the �rst stage of incubation,passive incubation(Algorithm 7), the agent generates a list

of candidate actions to vary through behavior babbling. We refer to these variation candi-

dates as action-entity-parameter (AEP) combinations. This list of candidates is generated

as a subset of an exhaustive list of variation combination options ofK = (� ; M � ) denoted:

CK = C(a � e � p); 8a 2 A � ; e 2 Ea; p 2 P a
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Algorithm 6 Action Primitive Discovery - Babbling
1: procedure PLANEXECUTOR(sg; K; � n ; sC )
2: sg : predicates needed to accomplish goal;K : knowledge base;� n : interval

partition parameter;sC : predicates which are currently true
3: e  1 : episode number
4: �  focused : AEP generation mode
5: 	  ; : newly added actions
6: CK  ; : AEP list
7: while sg 6� sC do
8: �  generateP lan(sc; sg; K; 	)
9: 	  	 n �

10: for a 2 � do
11: if execute(a) = FAIL then
12: af  a; break

13: if sg � sC then
14: break
15: if CK = ; then
16: CK  genAEP list (�; a f ; !; E� )
17: if e > 1 then
18: �  defocused

19: if 	 = ; then
20: c  pop(C� )
21: Pc  getParamV ariants (c; � n )
22: for ĉ 2 Pc do
23: execute(ĉ)
24: F ĉ  sC

25: switch ! do
26: case� = focused
27: if F ĉ = � ĉ then
28: 	  	 [ f ĉg

29: case� = defocused
30: if F ĉ 6= ; and F ĉ 6= � ĉ then
31: 	  	 [ f ĉg

32: A �  A � [ 	
33: e  e+ 1
34: return K

where a given subset list ofCK , generated under an exploration method! , is denotedCK ;! .

The listCK denotes all possible actions, paired with all possible entity arguments andfocus

parameterselections to each given action, where the focus parameter is the parameter which

will be varied in the exploration phase of a particular AEP. We denote any given AEP

combination ofCK asc(a; Ea; p) wherea 2 A � ; Ea � E ; p 2 P a.

We propose two modes of AEP generation,focusedanddefocused, inspired by con-
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cept development proposed by Sarathy [Sar18]. In this work, focused mode is described

as one where the agent utilizes goal-directed problem solving, and defocused mode as one

where the agent utilizes exploration-directed problem solving. We modify this notion to in-

stead consider both focused and defocused passive incubation stages as a part of the creative

problem solving process [GNSC20b]. We refer to these stages as focused incubation and

defocused incubation, respectively. Unlike Sarathy [Sar18], the distinction between these

two phases is not drawn from goal vs. exploration af�xed behavior. Instead, goal af�xed

behavior is utilized inbothfocused and defocused incubation. The distinction between the

two modes, in this case, is between the scope of the problem solving search space, de-

scribed in the following section. Additionally, unlike traditional� -greedy algorithms, there

is no notion of policy exploitation. Both focused and defocused incubation are exploration

based, wherein focused incubation exploration is scoped toward actions involved in the ini-

tial plan, and defocused incubation exploration allows for a broadened search beyond those

actions.

In focused passive incubation(shown on lines 8 - 11 of Algorithm 7), the agent

scopes its AEP generation to the speci�c plan involved in the failure. We employ an

Informed Probabilistic Strategy (IPS), where AEP's are stochasticly chosen from a Half-

normal distribution of the reverse of the actions in a plan� starting fromaf and ending at

a0 (Algorithm 7, line 6). For example, given� = [ a1; a2; a3; a4] andaf = a3, the cho-

sen AEP will be sampled froma1; a2; a3, with a3 having the highest likelihood of being

selected, anda1 having the lowest likelihood of being selected. We assume that in most

cases, the action that needs to be modi�ed is more likely to occur closer toaf , as opposed

to other actions in� . This is in consideration of the effects of error propagation in failure

credit assignment, where it would less likely that an early failure would be able to propa-

gate so far in the execution of an action sequence without being realized through an explicit

failure.

In defocused passive incubation(lines 12-15 of Algorithm 7), the agent again uses

IPS where� is used for AEP generation, but instead relaxes its constraints to allow for

entities other than those included as arguments to actions in the initial plan� . In this

way, the agent is able to explore the possibility of other entities as a means for problem
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solving. For example, given an environment with entity listE = [ cup1, cup2, cover ]

and� = [ push(cup1), drop object(cover) ], an agent may explorepush(cup2) .

8.3.4.2 Active Incubation: Parameter Variation

In the second stage of incubation, which we refer to asactive incubation, the agent then

begins evaluating candidate actions to determine their utility toward solving the problem�

(line 20 of Algorithm 6). In this stage, the agent executes the actions listed in the AEP list

CK ;! , generated by one of the two strategies mentioned. That is, for any given AEP element

c(ai ; Eai ; pai ), the agent executes the element in aparameter variation mode(Algorithm 8),

in which actionai is executed with speci�ed entity argumentsEai , with pai as its chosen

focus parameter to vary. As a �rst step, the chosen parameter to varypai is set to values

ranging from its lower and upper bound, with a chosen� n interval partition value, such that

(pai � pai ) � � n = I , whereI is the interval of execution. That is, for anyc(ai ; Eai ; pai ),

the actionai ((E )ai ) (ai for short) is executed for the focus parameterpai from its lower

bound to its upper bound value, incrementing by the interval of execution. This generates a

list of candidate variants,P0
ai

, shown below:

P0
ai

= ( pai ); (pai + I ); (pai + 2 I ); : : : (pai )

In the case of discrete parameters (denotedp̂), this strategy can be modi�ed to consider two

cases – in the case that the �nite set of variant choices for a discrete parameter (denoted

f p̂g) is less thanthe interval partition value� n , then the candidate variants list assumes the

form P̂0
ai = f p̂ai g. In the case that� n < jf p̂gj, the parameter variants list instead assumes

the following form:

P̂0
ai =

�
f p̂ai g
� n

�

That is,� n randomly chosen elements of the discrete set are chosen for variation.

In this way, both numerical and non-numerical discrete parameters can be utilized.

Candidate AEP Evaluation: For each parameter variation in the candidate list (pj 2 P 0
ai

),

the agent evaluates its execution to determine whether it should be added into the knowledge
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Algorithm 7 AEP Combination Generation
1: procedure GENAEPLIST(�; a f ; !; E� )
2: � : plan to be explored;af : failure action;! : exploration strategy;E� : entity list
3: �  ;
4: � 0  � [0 : af ]
5: while � 0 6= ; do
6: i � H (� ) : Half-normal distribution
7: switch ! do
8: case! = focused
9: a  � 0[i ]

10: �  � [ f ag
11: � 0  � 0n a

12: case! = defocused
13: E0  shuf f le (E� )
14: for Ea � E 0do
15: �  � [ f a(Ea)g

16: return �

Algorithm 8 Generate Parameter Variations
1: procedure GETPARAM VARIANTS(c; � n )
2: c : AEP combination to vary
3: � n : interval partition parameter
4: �  ; : variants
5: for p 2 P a do
6: I  (pupper

a � plower
a ) � � n

7: i  0
8: while i � � n do
9: p0  plower

a + ( i � I )
10: a0  a(p = p0)
11: �  � [ f a0g
12: i = i + 1
13: return �

base for future use (Algorithm 6, lines 22 - 32). There are two conditions by which a given

variantc(ai ; Eai ; pai ) (call it c) with pai = pj (call it ĉ) can be added to� – if  ĉ =  c ,

or if  c �  ĉ. That is, a candidate can be added if it accomplishes precisely the same

end effects as its parent action, or if it accomplishes the same end effects as its parent

action, with additional novel effects. We call these conditions theinheritanceandnovelty

condition, respectively. The inheritance condition holds in focused incubation, and the

novelty condition holds in defocused incubation.
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8.4 Experimental Results

We ran our experiments using a Baxter robot simulated in Gazebo. We used a PDDL

planner (described in Section 8.3.1) which required specifying an initial state (si ) and

goal state (sg), where it could �nd a plan� for attainingsg. Actions in the knowledge

base were either parameterizable, or not (see Table 8.3). For any parameterizable ac-

tion a, the corresponding parameter setPa of its controllerma consists of the following

parameters:p1
a = rate (dictating the rate of motion of the agent during action execu-

tion), p2
a = orientation (denotedorient dictating the orientation of the end effector

of the robot in single degree rotation along a chosen plane, relative to the entity argu-

ment of the action), andp3
a = movementMagnitude (denotedMM, dictating the range

of movement in the action). Any variant addedK is named in the following format –

actionName-parameterVaried:defaultSetting , e.g.,push-rate:10 .

8.4.1 Performance Measures

Execution phasesrefer to any event in which the robot is executing an action as a part

of a plan to attain a goal.Exploration phasesrefer to any event in which the robot is

executing actions toward behavior babbling. Anepisoderefers to any attempt of the agent

to accomplish its goal. Some episodes include an exploratory phase (where it must generate

more novel actions to experiment with), whereas others do not (where the agent is using a

stored candidate action to attempt to accomplish its goal). Atrial refers to a full run of

the CPS framework from start to �nish, where the agent is able to accomplish its initial

goal. We considered 3 performance metrics: Theaction costper episode is the sum of the

total simulation time of the execution phase and exploration phase of an episode. Thetotal

action cost (TAC)per trial is the sum of the total action costs of all episodes in a trial. The

totalnumber of episodes (NOE)for each trial indicates how many re-plan/behavior babbling

cycles the robot need to perform to accomplish its goal. This accounted for all simulation

time that the robot was in motion executing actions, but explicitly excluded planning time,

and simulation reset time, which introduces an additional computational cost.
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Experiment 1

s0

at(cup, loc a)
at(cover, loc b)
is visible(cup)
is visible(cover)
covered(cup)

sg not(at(cover, loc a))
� push(cover)

Table 8.1: Supplementary materials for Experiment 1. (left) Initial states0, goal statesg,
and resulting plan� in both the original and novel scenarios of Experiment 1 shown. (right)
Setup shows the Baxter robot in Experiment 1 manipulation task.

8.4.2 Experiment 1: Simple Scenario

The environment and problem setup of our �rst experiment is shown in Table 8.1. The

initial states0 is composed of a cup and a cover, both sitting on the table, where the cover

is placed on the cup. The goal of the planning agent is to remove the cover from the

cup. Given this goal statesg = [ not(at(cover loc a)) ], the agent generates a plan

� = [ push(cover) ]. The action controller of this action is shown asmpush in Table 8.3.

In this original scenario of Experiment 1, the agent is able to successfully accomplish its

goal using� . In the novel scenario, the cover is heavier than it was in the original scenario.

In this case, although the agent is able to plan toward the same goal, it fails upon execution,

because the rate of motion of thepush action controller (rate = 7.0) is no longer suf�cient

toward moving the cover.

The agent enters passive incubation, where it generates AEP listC = [c(push,

[cover], rate ), c(push, [cover], orient ), c(push, [cover], MM )], using the

focused generation method. During active incubation, the agent varies the focus parameter

of eachc 2 C, attempting to �nd variants to add to its knowledge base, where it discovers

that executingpush-rate:75.0 will result in attainingsg
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Figure 8.1: Baxter robot is shown prior to manipulation of entities on the table. The blue
block representscup entity, the green block represents acover entity, the red �at square
representsburner1 entity, and the white squares representl btn (left button) andr btn
(right button) entities (relative to the robot).

8.4.3 Experiment 2: Focused Passive Incubation

The environment of Experiment 2 is shown in Figure 8.1, with its corresponding problem

setup in Table 8.2, describing the original scenario. In the novel scenario of Experiment

2, the cover is lighter in weight than the original scenario, resulting in a plan execution

failure when attemptingcover obj , since the light weight cover is pushed off of the table

when executingpush , and is therefore out of reach of the robot. This presents a peculiar

scenario, where the failure actionaf = cover obj is not responsible for the failed plan.

Here, the agent executes an full incubation cycle (similar to that described in Experiment 1)

to discover that substitutingpush with push rate:3.0 will result in a successful scenario.

In this way, the agent has learned the equivalent of anudge action.

8.4.4 Experiment 3: Defocused Passive Incubation

The environment of Experiment 3 is shown in Figure 8.1, with its corresponding problem

setup in Table 8.2, which describes the original scenario. In the novel scenario, unknown

to the planning agent, the burner is required to be turned on by pressing the right button, in

order for thecooking(cup) predicate to hold. In this case, a focused incubation strategy

is not suf�cient since the right button is not an entity present in� . Once the planning

agent exhausts all AEP's generated by the focused passive incubation strategy, it attempts to

�nd a solution through a defocused strategy. Through this exploration, the agent discovers
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Experiment 2 Experiment 3

s0

at(cup, loc a)
at(cover, loc b)
at(burner, loc c)
is visible(cup)
is visible(cover)
is visible(burner)
covered(cup)

at(cup, loc a)
at(cover, loc b)
at(burner, loc c)
at(l btn, loc d)
at(r btn, loc e)
is visible(cup)
is visible(cover)
is visible(burner)
is visible(l btn)
is visible(r btn)
covered(cup)

sg cook(cup) cook(cup)

�

push(cover)
uncover obj(cup)
shake(cup)
prep food(cup)
put on burner(cup)
cover obj(cup)
cook(cup)

push(cover)
uncover obj(cup)
shake(cup)
prep food(cup)
put on burner(cup)
cover obj(cup)
cook(cup)

Table 8.2: Initial states0, goal statesg, and resulting plan� in both the original and novel
scenarios of Experiment 1 (left) and Experiment 2 (right) shown.

that executingpush-orient:90 successfully actuates the button (equivalent of apress

action), turning on the burner and thus attainingsg. This experiment demonstrates the case

described earlier where two seemingly distinct actions can be derived from one another

using parameter variations.

8.4.5 Results

Summary results (Table 8.4) suggest that the size of the AEP list (jCK j) and length of the

action plan (j� j) affect the average number of episodes (aNOE) and average total action

cost (aTAC), respectively. The aNOE of Experiment 2 is 2.7 times that of Experiment 1,

and the aNOE of Experiment 3 is 4.2 times that of Experiment 2. Both of these values

are roughly equivalent to 1.37 times the ratio of the respectivejCK j values. The aTAC of

Experiment 2 was 7 times that of Experiment 1, and the aTAC of Experiment 3 was only 4.2

times that of Experiment 2. We believe this is due to the difference in their corresponding

j� j values, since, in any episode which included an exploration phase,� must be fully

executed. Experiment 1 had a signi�cantly smallerj� j than Experiment 2 and 3, which had
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Parameterizable Actions
action param min max m action

push rate 1.0 150.0 7.0
orientation 0 180 0

movementMagnitude 0.01 0.3 0.13
shake rate 1.0 150.0 7.0

orientation 0 180 90
movementMagnitude 0.01 0.3 0.13

Non-Parameterizable Actions
uncover obj, cover obj, prep food ,

put on burner, cook

Table 8.3: Actions comprising the initial knowledge base of the agent in all experiments

Exp # # trails aNOE aTAC (s)

1 60 1.23 83.09
2 60 3.32 578.63
3 10 13.90 2098.71

Table 8.4: Quantitative summary data of all 3 experiments

equalj� j values.

Interval Partition Value ( � n ): We evaluated the effect of the� n parameter on both

Experiment 1 and 2. We ran 3 sets of 20 trials on each scenario, at� n = 3, 5, 7, with results

shown in Figure 8.2. It can be seen that the overall variance of the simple scenario trials

are less than the complex scenario trials. This is due to their differingjCK j sizes. With

� n intervals, Experiment 1 could �nd a success scenario within 1 to� n episodes, whereas

Experiment 2 could take anywhere from 1 to 6 times� n episodes. This phenomenon is

largely responsible for the variations seen across� n values for each experiment. While

Experiment 1 shows only a slight increase in variance, Experiment 2 shows a much more

signi�cant increase.

Success Action Discovery:Next, we examine the diversity of the discovered actions, where

we found interesting and unexpected results, shown in Figure 8.3. We had originally hy-

pothesized that a decrease in therate parameter would be the only suf�cient success ac-

tion (push-rate:3.0 did get utilized 4 times). We were surprised to �nd that the most

frequently utilized success action waspush-MM:1.0 , which resulted in a decreased move-

ment magnitude of the push action. In this way, the agent was able to “nudge” the cover off

of the cup without fully pushing it off of the table. Another surprise was that anincreased
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