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I. Introduction
When I mention the name Palm Pilot, I usually get a soft chuckle, a smile of
remembrance of a bygone era, or a completely blank stare. This is because the Palm Pilot
was a wildly successful product (of Palm, Inc.) that has since become a useless antique. If
instead I were to mention Coke, the image of an American icon would come to mind.
This is because Coca-Cola, a 129-year-old product, is still the industry leader, despite
being essentially the same drink it was in 1886. Why is it that in one industry, a constant
innovator can be cast by the wayside in the span of less than twenty years, while in
another a stagnant innovator maintains crushing dominance? More specifically, what are
the aspects of those industries that determine the level of innovation present? These are
the questions that motivate my interest in understanding what drives innovation.
In this study, I seek to examine two factors that might help to explain how
innovation varies across industries. Specifically, I investigate whether the competition
level and the level of technological proximity in an industry are key factors in
establishing these differences. There is a fairly extensive body of research on market
structures most conducive to innovation, starting with Scherer (1965) and continuing
throughout the 1970’s and on, with competition arising as a particularly divisive issue.
Some studies have found that higher levels of competition lead to increases in innovation,
while others have found exactly the opposite.
In this paper, I attempt to empirically identify an underlying relationship between
competition and innovation as a means of justifying previously observed trends. By
merging industry level competition and technological proximity variables with firm level
accounting data drawn from a random sample of U.K. firms with United States patents, I

am able to estimate a research and development augmented production function
interacted with these industry composition factors.
Although the estimated effects of technological proximity were not significant, I
am able to show that increasing levels of competition cause R&D spending to become a
less effective input. This result provides an explanation for a previously observed
“inverted-U’” relationship between competition and innovation, where innovative
activity first increases, then decreases with increasing competition, reconciling differing
views on the nature of this relationship. This suggests that competition could in fact play
an important role in determining Palm’s need to innovate, and Coca-Cola’s unremarkable
innovative behavior.

II. Literature Review
II. i. Business School Case Studies
The cases of both Palm, Inc. and Coca-Cola have been of great interest to the
business world for years, providing insight into the incentives to innovate and the general
innovative behavior of differing industries, which serves as a useful starting point.
Examples of this interest are two case studies on Palm and Coke from the Ivey School of
Business at the University of Western Ontario and Harvard Business School respectively.
The case of Palm, Inc. is that of a once great tech giant reduced to nothing in the
span of about 20 years.1 Their initial success, achieved with the now universally known
“Palm Pilot,” was due to their ability to successfully cultivate a new product category: the
handheld. Where there had been some attempts to create a successful handheld device,
Palm was the first to succeed by reimagining the PDA as a complement to the personal
1
2

Nell and Hoenen (2011)
Ibid. p. 2

2

computer, rather than a replacement. The palm pilot sold well, and as market share
continued to increase, and Palm continued to improve its product according to user
feedback, it “emerged not only as the uncontested market leader but was also considered
the most innovative and dynamic firm in the market.”2 This of course gave rise to the
improvement and entrance of numerous competitors, who began to chip away at Palm’s
control of the market. But the device that killed the palm pilot is the device most of us
now carry in our pockets: the smartphone.
The smartphone was growing throughout the early 2000’s, since the introduction
of the blackberry and other phones that incorporated calling, email, web functionality,
and planning software, among other things, but the industry really exploded with the
introduction of the iPhone in 2007.3 Throughout this development, Palm was losing
market share rapidly, and tried various strategies to maintain its position as the industry
leader in handheld devices. One of the key strategies was separating Palm’s hardware and
software divisions into separate units, moving software to a wholly owned subsidiary it
would eventually name “PalmSource.”4 But as the competition increased due to the entry
of more and more smartphones into the market, Palm struggled to keep up with
advancing technologies, suffering from its new smartphone sales cannibalizing PDA
sales, and by 2009 Palm had an estimated market share of 1.5%, despite only a few years
before having been in virtually all respects a highly innovative, market-leading firm.5 The
key question arising from this is: What about this industry made Palm fail, despite its
high levels of innovative activity?
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Conversely, the case of Coca-Cola is one of an early market entrant who has
ridden its first mover advantage to market dominance for over a hundred years. While
this case study6 focuses more on the ongoing battle between Coke and Pepsi, it highlights
a few details of great interest to this topic. The first is the seeming lack of innovation of
Coca-Cola throughout this time. While new products and packaging were commercially
successful, such as the creation of the iconic 6.5-ounce “skirt” bottle,7 or the introduction
of Diet Coke, these are not path-breaking innovations. Coke was for the most part the
same drink throughout its history. In fact, when a new recipe was introduced, there was
intense backlash from consumers, and they quickly reverted back to the original formula.8
Clearly this is not nearly at the level of innovation involved in the handheld devices
industry of the late 90’s and 2000’s.
A notable factor in the Coke vs. Palm case is the different degree of competition
these firms faced in the market. Coca-Cola has always operated in a very highly
concentrated market, competing with at most one or two serious competitors, and always
having a substantial lead in market share. This stands in stark contrast to Palm, Inc, who
constantly faced a wide range of fierce competitors, and illustrates what could be a strong
factor in deciding when innovation is or is not necessary for success. It is this difference
that gives rise to my primary hypothesis that product market competition is a driving
force underlying successful innovation.
However, while these cases offer valuable insight on the issue, and provide a
good context for the findings of this paper, my goal is to investigate whether these
insights can be generalized beyond these two companies, and whether those generalized
6
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hypotheses can be empirically validated. For that, we turn to the large economic literature
that examines innovation and market structure, the central relationship in this Coke-Palm
dichotomy.

II. ii. Innovation and Market Structure: A Brief Survey
There is in economics a strong interest and long-standing debate over the
relationship between market structure and innovation. Much research has been done and
numerous papers published with the purpose of identifying the market conditions that
foster innovation. In fact, this relationship has been the subject of more empirical
literature than almost any other topic in industrial organization.9 From a social
perspective, it is generally believed that the more innovation that takes place in an
economy, the more society benefits as a whole, and it is this idea that drives much of the
research being done.
Any review of this literature must begin with the work of Joseph Schumpeter. In
his seminal work Capitalism, Socialism and Democracy (orig. 1942), he outlines what
has come to be known as the “Schumpeterian hypothesis,” consisting of two main
theories: first, that innovation increases with the size of the firm, and second, that
innovation decreases with competition. Schumpeter’s perspective was that of a
historian/economist, and accordingly he based his theories on historical evidence
suggesting that firms engaging in the most innovative activity were larger firms in less
competitive industries. This observation led him to argue that small firms in perfectively
competitive markets provide ideal social welfare conditions only within the framework of
a market that doesn’t change, a static market, whereas concentrated oligopolies provide
9
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greater efficiency through innovation within the framework of a constantly evolving
market, i.e. a dynamic one.
Schumpeter’s ideas were largely theoretical, but evolving from his work grew a
large body of empirical work to assess the validity of these theories. F.M. Scherer (1965)
provides one of the earliest empirical studies attempting to examine the relationship
between firm size, market structure, and innovation. Within this body of literature, there
are essentially two differing methods for measuring the somewhat ethereal concept of
“innovation”: research and development spending or the number of patents filed. This is
an important distinction, as they present two different concepts of innovation, one
treating it as an input versus an output respectively. Scherer’s study falls into the latter
category. Using a sample of 448 firms listed on Fortune’s 1955 list of the 500 largest
industrial corporations, Scherer investigated how the size of the firms, the 4-firm
concentration ratios of their industries, a diversification index, and various other control
and/or dummy variables affected the number of patents filed by the firms as the
dependent variable. He found that innovative output or number of patents filed “increases
with firm sales, but generally at a less than proportional rate”10 and that beyond that,
there were no systematic relations with market power or product line diversification.
The absence of a significant relationship between innovative output and market
power left a serious question as to the validity of the Schumpeterian hypothesis that
innovation should increase with market concentration, as more concentrated markets are
generally less competitive. It should be noted that “concentration” and “competition,”
though simple inverses in concept, are in fact very different in terms of measurement.
Concentration is calculated using 4 or 8-firm concentration ratios, which are just
10
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measures of what percentage of the market is taken up by the 4 or 8 largest firms.
Competition can be much more difficult to quantify. The standard approach has been to
measure competition by the Lerner Index, or average percentage price-cost margin in an
industry. This gives a more accurate measure of competitiveness, but can be difficult to
calculate. Consequently, many of these early studies used concentration ratios.
Cohen and Levin (1989) provide an excellent synopsis of the subsequent literature
in the 70’s and 80’s. As previously mentioned, Scherer found that the effects of firm size
on inventive output diminished beyond a relatively low threshold, while other empirical
studies, using research and development spending to measure innovative activity, found
that “R&D intensity, the ratio of R&D to firm size, increased weakly with size.”11 These
findings were widespread and generally accepted, to the point that by 1980, they “were
widely regarded as the profession’s tentative consensus.”12 However, during the later part
of the 1980’s several studies, some using larger sample sizes, and others accounting for
distinctions between “firm size” and size of the “business unit,” found differing results13,
all of which cast doubt on the significance of the relationship between the relative size of
the firm and R&D or inventive output. In fact, a new consensus began to emerge that
showed both relatively small and relatively large firms contributing a disproportionate
amount of R&D, while firms in the middle contributed less.14
Most striking, as Cohen and Levin state, is the inconclusiveness from a policy
perspective of this body of research, which they attribute to two main issues. The first is
that “most of the samples used in the regression studies are highly non-random” and that
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very little effort had been made to account for selection bias. The second is the
inconsistency in the degree to which the studies control for additional firm and industry
factors, which could likely have large effects on the size-innovation relationship. For
example, the cost of production would likely be correlated with both the size of the firm
and its innovative output.
Other challenging issues in studying the relationship between firm size and
innovation include the endogeneity of firm size, i.e. that innovation affects firm size, and
not just the other way around, and the distinction between actual innovative output and
R&D, which is the variable most commonly used to measure innovation in these
studies.15 A possible solution to the second issue would be, and has been, to use patent
data rather than R&D expenditure as the innovative measure.16
The endogeneity problem raises a somewhat larger question as to what we can
learn from these empirical studies regarding causal relationships. Not only with regards
to firm size, but also with many possible variables as related to innovation, it is difficult
to determine the direction in which causation flows. In many cases, one cannot
confidently say if, for example, larger firms are more easily able to allocate resources
effectively or simply spend more money on R&D, and thus produce more innovation, or
if firms that are successfully innovating gain an advantage over competitors and thus
become large. While this is a widespread and serious issue, it does not invalidate these
results, it merely constrains many of them to findings of correlation rather than causation,
and it is important to keep this in mind while discussing this extensive literature.

15
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Cohen and Levin also provide an overview of empirical findings on the
relationship between industry concentration and innovation, where innovation sees a
similar variance in the method used to measure it. They state that, “the majority of studies
that examine the relationship between market concentration and R&D have found a
positive relationship.”17 Of course, some other studies found a negative relationship, but
of particular interest was a finding of Scherer (1967), who found a quadratic relationship
whereby “R&D employment as a share of total employment increased with industry
concentration up to a four-firm concentration ratio between 50 and 55 percent, and it
declined with concentration thereafter.”18
This finding of an “inverted-U” suggests that we see low levels of R&D at both
high and low levels of concentration, and assuming the inverse relationship between
concentration and competition, we would see the same results at both high and low levels
of competition. My thesis seeks to explain why this relationship exists. Of course, once
again there is the issue of endogeneity, as many researchers differed on their opinions of
the direction in which causality flowed between concentration and innovation. The
disagreements essentially relied on findings that past innovations could be a determining
factor of the current market concentration.19
However, what Cohen and Levin call the “most persistent finding” is that the
effect of concentration on R&D activity is affected by other key industry variables.
Among those of most importance were dummies “classifying the industry’s technology,”
and product differentiation variables, which tended to show highly significant
coefficients, and firm and/or industry fixed effects, which tended to make findings on the
17
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concentration coefficient insignificant.20 These all call into question the existence of a
significant, independent effect of market concentration on innovative output, as the
concentration variable could have simply been picking up the effects of other,
unaccounted-for variables, which disappeared when these were controlled for.
On the other hand, Schumpeter’s hypothesis is that it is the possibility of
increased market power that incentivizes innovation and R&D and the likelihood of
increased market power is related to concentration.21 But the reason why the relationship
between R&D and concentration disappears when other factors are controlled for could
be that the relationship is nonlinear. This was of course Scherer’s (1967) finding, and it is
the finding of a more recent paper by Aghion et al. (2005) whose results my thesis seeks
to explain.

II. iii. Recent Developments
Aghion et al. (2005) provide a relatively recent paper that examines the
relationship between competition and innovation at an industrial level and finds an
inverted U similar to that of Scherer’s (1967) earlier work. However, Aghion et al. (2005)
investigate the nature of industry level innovative activity as it relates to product market
competition, rather than concentration. As I briefly mentioned earlier, product market
competition (henceforth denoted by PMC), measured by the Lerner Index, provides a
more accurate measure of the competitiveness of an industry. Aghion et al. (2005) find
empirical evidence of an “inverted U” shape relationship between PMC and innovation.
At low levels of product market competition, innovation (as measured by weighted
20
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patents) increases with competition, but then decreases at higher levels of PMC. They
also show that technological ‘neck-and-neckness’ among firms, or the degree of
similarity among their production costs, representing their levels of innovation, decreases
with PMC22 and that the higher this degree of ‘neck-and-neckness’ in an economy, the
steeper is the positive side of the inverted U curve.
Aghion et al. (2005) interpret the inverse parabolic shape of their relationship as
resulting from two differing effects of product market competition on innovation, the
“escape-competition effect” and the “Schumpeterian effect.” The escape-competition
effect is the increasing side of the inverted U, where more competition increases a firm’s
incentive to innovate, in order to escape from competition, by increasing the “incremental
profits from innovating.”23 Essentially, the higher the level of product market
competition, the more power innovation has to differentiate a firm from the others, thus
increasing its profits. Contrasting this effect is the more traditional Schumpeterian effect,
discussed at the beginning of this review, where higher levels of product market
competition imply less reward for innovative firms, as market shares are smaller and it is
more difficult to obtain substantial market power. This accounts for the decreasing side of
the inverted U. The idea is that at relatively low levels of competition, an increase in
competition lowers profits giving a strong incentive to innovate to separate oneself from
competitors, but at relatively high levels of competition, where firms are relatively small,
it becomes increasingly difficult to achieve separation and so there is less incentive to
innovate.

22
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This relationship is highly correlated with the aforementioned technological
‘neck-and-neckness’ of an industry or economy. More ‘neck-and-neckness’ means that
firms have more similar production costs, thereby implying that the firms have more
similar levels of innovation at that point. Aghion et al. (2005) postulate that more product
market competition increases the incentive to innovate more when firms are more neckand-neck, as a smaller innovation can result in a more significant advantage. This means
that firms do not remain neck-and-neck for very long, and so higher competition actually
results in lower ‘neck-and-neckness’ among firms in equilibrium. The increased effect of
competition on innovation incentives at higher levels of neck-and-neckness also results in
a stronger escape-competition effect. To summarize, when firms have more similar
production costs, it requires relatively less innovation to create relatively more
separation, and so innovating represents a stronger opportunity to escape from
competition. This means the increasing side of the parabola will be steeper.
This paper brings up some of the key issues of examining patterns of innovative
behavior. The concepts of both “escape-competition” and Schumpeterian effects are
essential to explaining why different levels of innovation are present in different
industries, as is the concept of ‘neck-and-neckness,’ which is represented by
“technological proximity” in an industry. Reexamining the cases of Coke and Palm, it
appears likely that these two firms belong to industries with differing levels of
competition and/or technological proximity. However, Aghion et al. provide only an
aggregated, industry level analysis, and I seek to find a firm level explanation for the
existence of this relationship. Fortunately there is another paper that provides the basis
for discussion of these phenomena at the firm level.
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Griffith et al. (2006) present a firm level model of innovate activity that I am able
to build upon by bringing in key industry level variables that affect a firm’s incentive to
innovate. Griffith et al. (2006) examine the effect of the location of the R&D laboratory
or the firm’s inventor on the productivity effect to the firm resulting from their
innovations. This is done using a model of the production function for each firm that
includes research and development stock as an input that affects the productivity of the
firm. They investigate the effects of the location of the firms’ innovative activity or R&D
lab on the coefficient of research and development stock, in both its foreign and domestic
plants. They determine that there is a positive spillover effect on R&D productivity for
U.K. firms from innovative activity conducted in the United States.
The results of this paper, while interesting, are not central to my investigation.
The methodology, however, is extremely valuable. This paper presents a model for
measuring at the firm level the effectiveness of research and development stock and how
it changes with relation to other variables. Griffith et al. develop the idea that innovation
can be measured by research and development stock, which acts as an input in a CobbDouglas production function, which is to say that spending on innovation acts exactly as
capital and labor as multiplicative factors of production. My analysis attempts to explain
what factors could account for differences in the effectiveness or efficiency of the R&D
input and help us understand whether the escape competition or Schumpeterian effect
prevails.
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III. Model
My model for examining the relationship between competition, technological
proximity, and innovation, similar to Griffith et al. (2006), measures firm productivity
using a modified Cobb-Douglas production function with R&D spending as an additional
input to capital and labor. However, in my model, I investigate how competition and
technological proximity at the industry level (rather than the location of innovative
activity) affect the R&D impact on output at the firm level. To do this I interact industry
level competition and technological proximity variables with the log of the R&D stock
variable.
Innovative activity is often measured by patents. Patents are an easily quantifiable
measure of a firm’s creation of something new. However, my focus is on measuring
innovative activity as an input. Specifically, like Griffith et al. (2006), I consider a firm’s
R&D stock as a key input into a firm’s productivity. R&D stock is a measure of the
resources that a firm puts into developing new products, ideas, or techniques. The more a
firm spends on research and development, the more “innovation” is likely to be produced.
Competition is an industry level variable that captures the degree of similarity of
market conditions that each firm in an industry faces. The more competitive the industry
is the more firms there are with similar production capabilities and the less market power
each firm possesses. The Lerner index is a simple measure of price-cost margin in an
industry, and so was used as the competition variable in this analysis. At the firm level it
is defined as the difference between the market price and a firm’s marginal cost as a
percentage of price. At the industry level it is calculated by averaging across all firms,
weighted by their market shares. In a perfectly competitive market price equals the
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marginal cost of production, and so the Lerner Index is equal to zero. Under pure
monopoly, on the other hand, the monopoly firm profit maximizes by setting a price such
that the Lerner Index is equal to the inverse of the elasticity of demand. Since the
monopoly firm always sells on the elastic part of its demand curve, the maximum value
of the Lerner Index under monopoly is one. Thus the Lerner index ranges from 0 to 1,
with 0 being perfect competition and 1 being the maximum under monopoly. In other
words, the larger the difference between price and marginal cost, the closer we come to a
monopoly. Conversely, the closer price and marginal cost become, the closer we get to
perfect competition. In this paper I use one minus the Lerner index value in order to get a
more intuitive variable where competition increases with the “competition” variable.
The Lerner index is attractive for this analysis, as opposed to concentration ratios,
because of the nature of the sample used for its estimation. A concentration ratio is
calculated using the four (or eight) largest firms’ market shares, and so the sample used to
calculate it must contain these firms. However, for a study such as this, it is important to
have a random sample of firms in order to generalize the results. Because the Lerner
index is calculated using an average of each individual firm’s price cost margin, it can be
calculated and aggregated to an industry level using a random sample of firms.
Alternatively the sample would suffer from selection bias, or would have to include every
firm in the industry, which is difficult (or impossible) to accomplish.
Lastly, technological proximity in an industry is a measure, to use the language of
Aghion et al.(2005), of the “neck-and-neckness” of the firms competing in that industry.
Specifically, it is the average distance of each firm’s technology from that of the leading
technological firm in the industry, where distance is measured by total factor
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productivity. Total factor productivity (TFP) captures the effects on output in a
production function that are not accounted for solely by the inputs measured, usually
capital and labor. In the standard Cobb-Douglas model, 𝑌 = 𝐴𝐾 ! 𝐿! , where K is capital
and L is labor, TFP is represented by A. So technological proximity would be the average
percent difference between each firm’s estimated A value and that of the leading firm in
the industry. A low value indicates firms are generally close, whereas a high value
indicates a larger lag behind industry leaders.
My estimation model takes the following form in which the R&D input variable is
interacted with these competition and technological proximity variables:
    𝑙𝑛𝑌!"# = 𝛽! + 𝛽! 𝑙𝑛𝐾!" + 𝛽! 𝑙𝑛𝐿!" + 𝛽! 𝑙𝑛𝑅𝐷!" + 𝛽! 𝑙𝑛𝑅𝐷!" ∗ 𝑐𝑜𝑚𝑝! + 𝛽! 𝑙𝑛𝑅𝐷!" ∗ 𝑡𝑝𝑟𝑜𝑥!
+ 𝐼𝑛𝑑! + 𝑅𝐷𝑧𝑒𝑟𝑜!" + 𝑢                      for  firm  𝑖, industry  𝑗, in  year  𝑡              (1)          
In this case 𝛽! , 𝛽! and 𝛽! represent the exponents in the production function model
𝑌 = 𝐴𝐾 ! 𝐿! 𝑅&𝐷! , and 𝛽! and 𝛽! represent the change in 𝛽! as competition level and
technological proximity change respectively. My conjecture is that 𝛽! will be negative,
implying that as competition increases, R&D spending becomes less effective at
increasing output. I also hypothesize that there will be a negative 𝛽! indicating that the
more firms lag behind the technological leader on average, the less effective their R&D
spending becomes.
In addition to this, I include a dummy variable in my model for firms with zero
R&D spending (represented by RDzero), in order to account for fundamental differences
in this group of firms. The decision not to undertake R&D or to expend zero research and
development dollars is a different kind of decision from undertaking R&D at a relatively
low level. As such, R&D should not be treated as simply another continuous variable.
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I also control for industry fixed effects (represented by Ind) in order to account for
other explanatory industry variables that could otherwise be contributing to the effects of
competition and technological proximity. However, as I will further discuss in the results
section, certain limitations to the data set could imply that including industry fixed effects
will eliminate some of the significance of my findings unnecessarily. Consequently I will
include a second model without industry fixed effects, and with the competition and
technological proximity variables included instead.
In addition to these, I include models using only interactions with technological
proximity and competition individually, in order to better understand their independent
effects by comparing with the inclusive model. Lastly, I include a model with the squares
of competition and technological proximity, to account for the possibility that there is a
non-linear effect on R&D effectiveness. All three of these include industry fixed effects.

IV. Data
The data for this paper was compiled by merging together two derivations of a
dataset of matched accounting and patent data on U.K. firms with United States patents
originally constructed by Bloom and Van Reenen (2002). The first derived dataset, which
was used by Griffith et al. (2006) to estimate R&D spillover effects, uses accounting data
on 188 of the firms over 1990-2000, with the exact range of years varying by firm, and
their patenting activity since 1975. The second derived dataset, taken from Aghion et al.
(2005) who used it to estimate the inverted-U relationship between competition and
innovation, contains data on these firms aggregated to the industry level from 1973 to

17

1994, and includes competition level and technological proximity, the key industry
variables for my analysis.
To produce the dataset used for my analysis, I matched the industry level
competition and technological proximity variables for 1990 and 1994 to the firm level
data.24 To match these variables it was necessary to match the two-digit United States
SIC codes to the United Nations ISIC codes used in the firm level data. Due to the nonspecific nature of two-digit codes, it was necessary to do this mainly by matching the
descriptions given of the industries in their respective classification systems. As a result,
of the 17 SIC industries provided, 12 were successfully crossed over, and the rest were
discarded. So the final dataset includes 120 different firms across 12 different two-digit
ISIC industries.25 In total, there are 1136 observations.
The variables of interest in the merged dataset are the natural logs of output,
capital, employment (labor), and R&D spending for each firm and industry measures of
competition level and technological proximity. Output, capital, and R&D stock are
measured in thousands of 1995 British pounds, adjusted according to the OECD two-digit
industry price deflator. A firm’s output is measured by the value added variable,
“constructed as the sum of total employment costs, operating profit, depreciation, and
interest payments.”26 Labor is the number of employees. The summary statistics below
are for the actual values of these variables, but the values used in the estimation are the
natural logarithms.
24

It should be noted that the firm level data contained an industry level technological proximity
variable already, but it was unclear how this variable was produced, and so the aggregated values
from the Aghion et al. (2005) dataset were used instead.
25
Note that industries 15/16 and 17/19 have been grouped together due to similarities in the types
of industry. This was already done when I inherited the dataset. Also, ISIC codes are according to
ISIC Rev. 3 standards.
26
Griffith et al. (2006) p.1865
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The competition variable is one minus the Lerner index for the industry, and is
calculated by first subtracting for each firm its financial cost (cost of capital*capital
stock) from operating profits and then dividing that by its sales:  27
𝑐𝑜𝑚𝑝!" = 1 − 𝑙𝑖!" = 1 −

operating profit – financial cost
sales

This is done for each firm in each year of the data set, and then the average is taken of
each firm’s Lerner value to obtain an aggregated value for the industry for that year.
Technological proximity was similarly developed by taking the percentage gap in total
factor productivity of each firm behind the leading firm in the industry and averaging the
resultant values. For a more detailed explanation of these variables, see Aghion et al.
(2005).
These industry variables were constructed in Aghion et al. (2005) to account for
varying levels of innovation across different industries. It should also be noted that in the
analysis here, only the 1990 values for the competition and technological proximity
variables were used. This is for two reasons. First, it is advantageous to use data from the
first year of the data set to eliminate possible endogenous effects that could be present in
data taken from a middle year in the set. Second, only one year was used because the
industry level data did not contain all of the years present in the firm level data.
Real values for a firm’s research and development stock capture how a firm’s
innovative activity contributes to its to output or value added. A firm’s R&D stock in a
given year and the number of its pre-1990 patents filed have a strong correlation, greater
than 0.9, for each year taken separately, and 0.7357 over all eleven years of the dataset.
Hence it is reasonable to believe that a firm’s R&D stock is highly representative of their
27
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overall level of innovation. Furthermore, when deciding on whether or not to innovate, a
firm’s decision lies mainly in whether to divert more funds into research and
development, and so finding the effectiveness of R&D stock on increasing output has
more useful real-world applications. This is justification for using R&D stock in my
analysis instead of patent activity.
Finally, the basis for this dataset is a random sample of U.K. firms based on
alphabetical listing on the London Stock exchange, so selection bias should be relatively
low. Also, the selection of industries that could be carried over from the SIC codes was
based mainly on the specificity of the codes in one classification system versus another
and not for any distinguishable similarities between the easily transferable industries, so
there should be very little industry selection bias either. This means that any results found
should prove to be applicable to the general population beyond the specific industries
analyzed in this paper.
This is especially important when noting the relatively small range of competition
values used in my analysis. Though .902 to .968 represents a fairly small proportion of
the Lerner index values that are theoretically possible, this is likely due to a combination
of having such a broad level of industry identification (two-digit is relatively nonspecific) and from industries trending moderately competitive globally. And since the
selection method was sufficiently random, there is no reason to believe these results
would not be generalizable to a wider range of competition levels.
The variable definitions, summary statistics, and correlations can be found in
Tables 1-3.
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V. Results
Equation (1) is estimated using OLS with robust standard errors. The results for
the model that includes industry fixed effects are included in column (1) of Table 4. The
coefficient on the competition interaction term is negative and significant at a ten percent
level, whereas the technological proximity interaction has a negative and insignificant
coefficient. The results for the model using the squares of competition and technological
proximity, given in column (5), are essentially the same, but with a slightly smaller and
more significant coefficient on the competition interaction. The results for the model
without fixed effects are given in column (2) of Table 4. The competition interaction has
a negative coefficient significant at a one percent level, and the technological proximity
interaction has a positive coefficient, this time significant at a five percent level.
I will first discuss the competition interaction variable, as that provides the most
reliable and significant findings. The negative coefficient on the interaction between the
degree of competition in the market and the natural log of a firm’s R&D stock implies
that as the level of competition increases, research and development spending becomes
less effective at increasing output. The estimated coefficient of -.093 in the fixed effects
model (which is likely the most accurate) is economically significant as well. The
estimate implies that if the competition level were to increase by 1 percentage point, then
the impact of a firm’s R&D spending on output in that industry would decrease by
.093%. For example, consider the average values of the capital, labor, and R&D inputs in
the sample and hold them constant. Then starting with the estimated values of the
exponents, this decrease in a firm’s R&D spending leads to a decrease in output of about
$1800, or slightly more than 1%. A moderate increase in competition level, holding
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everything else constant, means that the same R&D spending produces one percent less
output. This monetary valuation is, however, likely to vary greatly based on the actual
input values for each individual firm.
Another way to interpret this coefficient would be using the concept of elasticity.
The elasticity of output with respect to R&D spending is equal to 𝛽! + 𝛽! 𝑐𝑜𝑚𝑝. In a pure
monopoly this elasticity would be .117. For the sample of industries in this study the
lowest level of competition results in an elasticity of .033, whereas the highest degree of
competition produces an elasticity of .027, for a maximum difference of -.006, or an 18%
change. So even though the actual difference observed is small, it is quite significant
given the low levels of elasticity to begin with, i.e. we see a relatively big change in a
small number. It would be interesting to examine this relationship using a sample with a
larger range of competition levels.
What is most significant is the sign of this coefficient. This relationship provides
excellent insight into the overall relationship between competition and innovation, and
fits nicely within the inverted-U framework. As competition in the market increases, it
becomes more and more difficult to increase profit through research and development
spending. In some ways this can be thought of as the second derivative of the inverted-U.
At initially low levels of competition, profits are high, and there is little incentive to
innovate, even though it is relatively easy to produce meaningful innovation through
R&D spending. As competition increases, R&D spending is still relatively effective, and
firms begin to have more incentive to innovate, in order to escape competition. However,
at the point where the “escape-competition effect” begins to give way to the
“Schumpeterian effect” (at the top of the inverted-U), we reach a level of competition
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where profits are low enough to strongly incentivize firms to escape it, but innovation is
becoming increasingly expensive (i.e. R&D is becoming less and less effective). Finally,
as we approach relatively high levels of competition, innovation is extremely expensive,
firms lack the profits necessary to fund it, and the likelihood of seeing a substantial
increase in market power is very low, so innovation reaches another low point. This
continual decrease in R&D effectiveness appears to support the argument made in
Aghion et al. (2005). In fact, these results suggest that the change in dominance from the
escape-competition effect to the Schumpeterian effect could be caused by the decreasing
effectiveness of R&D.
Technological proximity, on the other hand, does not appear to have a significant
effect on the effectiveness or efficiency of research and development spending. Though
the model without industry fixed effects gives a significant positive coefficient, the
change of sign and loss of significance with the addition of fixed effects indicates that the
first estimation is likely picking up other correlated industry effects in the technological
proximity variable. So we are left with an insignificant negative coefficient on the
interaction between technological proximity and R&D stock. The negative coefficient
would imply that R&D spending becomes less effective as the average firm lags farther
behind the technological leader. This relationship makes sense conceptually, as when
firms have larger gaps in total factor productivity, it requires a larger increase to catch or
surpass the leader and see meaningful production increases.
However, the opposite could also hold true. Firms with lower relative total factor
productivity could see greater efficiency gains from comparatively little innovative
progress, so it is not clear which effect “should” be the one observed. The statistical
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insignificance of the technological proximity interaction coefficient could also have a
logical explanation. Although technological proximity and competition level are not
particularly highly correlated, their interaction terms are very highly correlated. This
makes sense as they are interacted with the same variable, and thus even a small
correlation between competition and technological proximity could result in high
correlation of the interactions. Therefore it is likely that the effects of technological
proximity on R&D effectiveness could be captured by those of the competition variable.
In fact, when running the fixed effects regression with only technological proximity (see
column (3) of Table 4), the interaction demonstrates a negative coefficient significant at a
five percent level, so this is appears to be the likely explanation. Similarly, when the
model is estimated without technological proximity (column (4) of Table 4), the
competition interaction coefficient becomes larger and even more significant. This
suggests that the degree of competition and technological proximity that a firm faces in
an industry likely affect the firm’s R&D effectiveness in the same way, but when holding
the other constant only competition appears to have a significant impact.
An explanation for the inclusion of a model without fixed effects is also
necessary. This is because of a possible issue with this data set, hinted at in the model
section, concerning the combined use of the industry level and firm level variables. Since
the industry structure variables are at the industry level and are taken for only one year,
we cannot view the effects of a change in, for instance, competition from year to year and
the corresponding effect for each firm in each of those years. This would be ideal.
Instead, the constant competition level across each industry restricts us to examining only
how the different R&D-output relationships of each firm differ as we switch industries,
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and thereby switch to a different set of firms. This gives the desired result only if we can
assume that each individual industry contains a fairly similar sample of firms, i.e. that
those groups of firms do not differ substantially in production processes in any ways not
being controlled for. Because the R-squared value is very high (above .98 in all
estimations), it is reasonably safe to assume that most of the individual differences by
firm not related to the variables of interest in this analysis are being controlled for by the
capital and labor variables. Hence, the estimated results are not invalidated.
However, because we are examining a change in R&D effectiveness only as we
switch industries and not over time, controlling for industry fixed effects does eliminate a
large portion of the variance in the industry level variables. By eliminating this variance,
we heavily reduce the potential significance of any results found. It can be very difficult
to obtain statistically significant results when key variables do not change very much. It
is for this reason that a regression without fixed effects was included. That being said, the
competition interaction results are similar in both models, further demonstrating the
robustness of the observed effect of competition on the effectiveness of R&D.

VI. Conclusions
On a theoretical level, these findings have the joint effect of helping to explain the
inverted-U relationship found by Aghion et al. (2005) and also of supporting its validity,
as my findings match up extremely well with the effects one would expect based on their
model. We see that the escape-competition and Schumpeterian effects both incentivize
innovation in opposite directions, and my results indicate that a change in the
effectiveness or efficiency of R&D spending at different competition levels could
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determine which of these effects wins out. The finding of an insignificant coefficient on
the technological proximity interaction also seems to support their findings, as the
insignificance could plausibly be explained by the significant relationship they find
between technological proximity and the competition-innovation relationship.
However, these results are limited by the data set from which they were derived.
The matching of these single-year industry level variables with firm-level panel data
inhibits the validity of the findings except with certain strong assumptions, discussed in
the results section. With more data that includes variation in industry level variables over
time, I would be able to generate a fully matched data set of industry and firm level
variables that would allow for much more in depth analysis, and likely much more
significant findings on the nature of these relationships. Particularly, it would be
interesting to examine the effectiveness of R&D for each firm individually, within each
industry, as competition level varies by year. With my more limited data set, including
firm fixed effects inhibits me from teasing out what may be important effects on the
efficiency of R&D in generating productivity gains.
It would also be useful to incorporate a larger selection of industries with broader
competition levels, or to use industries at lower categorization levels, where higher
variation in PMC would be more likely. Increasing the range of competition levels would
make it easier to confidently generalize these results. As such, possible further
exploration could take the form of replicating my analysis at the 4-digit industry level.
Beyond that, there are obviously numerous other factors that might contribute to
differences in innovative activity. Product differentiation is one variable that other
researchers have used as a potential explanatory variable. Brand recognition, or consumer
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brand loyalty, though sometimes difficult to quantify, could also play an important role in
affecting a firm’s incentive innovate to achieve long term success. It is possible that the
inclusion of such variables could alter the impact of competition level, as was the case
with technological proximity when competition was included. Alternatively, the inclusion
of additional industry level variables could merely change the curvature of the invertedU, similar to the Aghion et al. (2005) finding with regards to technological proximity.
That being said, within the scope of this paper, I believe I have added a
meaningful understanding to the mechanism that operates the long-debated relationship
between competition and innovation. Furthermore, exploring the efficiency of a firm’s
R&D efforts in the context of the market in which it competes helps answer the broad
question: Why did Palm fail, but Coke is still successful? At least part of the answer
appears to be that Palm, Inc. likely falls near the peak of the inverted-U, at a moderate
level of competition but with products differentiated enough to allow for some price-cost
markup, and Coca-Cola likely falls near the left-most side of the inverted-U, with very
low levels of competition, and thus innovation. My results suggest that this is at least in
part due to the decreasing effectiveness of research and development spending as
competition levels rise. Though relatively little R&D spending could produce a relatively
high increase in Coke’s output, the firm experiences sufficiently high profits that
innovation is not necessary. Palm likely sees significantly lower returns to R&D spending
than Coca-Cola, but high enough that it is worth spending the money to improve its
relatively more modest profit levels.
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VII. Tables

Table 1 – Variable Definitions
Variable

Definition

lrva2

Log of real value added

lemp

Log of employment

lrk2

Log of real capital stock

lkrd

Log of real R&D stock

comp90

Industry competition level for 1990

tprox90

Industry technological proximity value for 1990

comp2

comp90 squared

tprox2

tprox90 squared

krddum1

Dummy variable =1 if R&D stock=0

Table 2 – Summary Statistics
Variable
Output
Labor
Capital
R&D
Competition
Tech. Prox.

Mean
464880
13234.25
686141
160600.8
0.941
0.493

Std. Dev.
1126977
34227.5
1750761
615481
0.024
0.130

Min
1724.489
31
1237.184
0.00001
0.902
0.290

Max
8919001
308000.2
1.20E+07
5738979
0.968
0.692

Table 3 – Correlations
lemp
lrk2
0.94
lkrd
0.64
comp90
-0.10
tprox90
-0.22
lkrd_comp90 0.64
lkrd_tprox90 0.58

lrk2

lkrd

comp90

tprox90

lkrd_c~0

0.64
-0.19
-0.32
0.64
0.57

-0.37
-0.18
0.99
0.97

0.55
-0.37
-0.32

-0.18
-0.08

0.97
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Table 4 - Regression Results
(1)
no F.E.
lemp
lrk2
lkrd
comp90
tprox90
lkrd_comp90
lkrd_tprox90

0.551
(0.019)**
0.404
(0.016)**
0.139
(0.033)**
-2.041
(0.404)**
-0.137
(0.079)*
-0.120
(0.038)**
0.015
(0.008)**

(2)
F.E.

(3)
tprox only

0.569
(0.053)**
0.387
(0.043)**
0.117
(0.038)**

0.567
(0.053)**
0.387
(0.043)**
0.035
(0.007)**

-0.093
(0.044)*
-0.010
(0.007)

(4)
comp only
0.568
(0.054)**
0.390
(0.043)**
0.141
(0.031)**

-0.020
(0.007)**

lkrd_tprox2

krddum1
_cons
R2_A
N
Rmse

0.009
(0.003)**
0.573
(0.151)**
-13.376
(5.042)**
0.984
1,136
0.242

0.569
(0.053)**
0.388
(0.043)**
0.074
(0.019)**

-0.124
(0.033)**

lkrd_comp2

year

(5)
squared

0.011
(0.006)*
0.428
(0.121)**
-20.358
(11.932)
0.981
1,136
0.231

0.011
(0.006)*
0.449
(0.136)**
-20.718
(12.065)
0.981
1,136
0.231

* p<0.1; ** p<0.05
dependent variable is lrva2
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0.011
(0.006)*
0.432
(0.118)**
-20.169
(11.813)
0.981
1,136
0.231

-0.054
(0.022)**
-0.009
(0.007)
0.011
(0.006)*
0.429
(0.121)**
-20.358
(11.924)
0.981
1,136
0.231
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