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1

INTRODUCTION

1. Introduction
The synchronous gamma-frequency (30–80 Hz) activity of local cell assemblies in
the brain is known to play a role in attentional and stimulus processing [1, 2, 3]. Central to the generation of such oscillations are certain classes of inhibitory interneurons,
such as the parvalbumin-positive fast-spiking inhibitory basket cell [4]. Interaction between fast-spiking inhibitory cells (I-cells) and excitatory pyramidal cells (E-cells) can lead
to a common mechanism that produces stable gamma rhythms called PING (PyramidalInterneuronal Network Gamma) [5].
In order to sift through a constant stream of complex sensory stimuli and to direct attention to a particular item, the brain might require a “selective attention” mechanism that can
rapidly toggle between the production and suppression of gamma-frequency oscillations
of specific cell assemblies [6]. Moca et al. [7] show how these gamma rhythms can be
stabilized by I-cells that have resonance properties associated with a Hopf bifurcation. In a
recent paper, Börgers et al. [8] studied how insufficient excitatory synaptic input to an I-cell
population can lead to the breakdown of gamma oscillations. By contrast, we study how
the PING mechanism is suppressed as the applied external current to the I-cells increases
above threshold. This thesis expands on the work of Börgers and Walker [9], offering new
methods of analysis and further results on the network dynamics seen during the transition
from stable PING to complete suppression of the pyramidal cells.
Our results show that the neuronal type of the inhibitory basket cell significantly affects
the abruptness of the suppression transition and the network dynamics for drives in the
transition regime. In this study, the notion of neuronal type that is of interest is the type of
the phase response curve (PRC). The PRC measures how the phase of a neuron responds
to an instantaneous, excitatory input. The phase of a type one Wang-Buzsáki interneuron is
always advanced, regardless of when this positive charge injection is made. However, when
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such excitatory input is delivered shortly after spiking to a type two Erisir interneuron, its
phase will be delayed.
The PING mechanism for gamma-frequency oscillations involves an E-cell population
spike volley that triggers an I-cell population shortly after. Type two I-cells are delayed by
the excitation, which has a population-synchronizing effect on the E-cells, allowing more
of them to participate in regular-sized volleys on subsequent cycles. We explain why there
exists a nearly abrupt suppression transition with type two I-cells, as their external drive
increases through a narrow regime.
Networks with type one I-cells do not exhibit such simple dynamics. Near the beginning
of the suppression transition, the strength of an E-cell spike volley depends sensitively on
the relative timing of an I-cell spike volley, leading to erratic and possibly chaotic network
dynamics. Later in the transition regime, the strengths of the E-cell spike volleys become
regular as a stable, attracting period-2 cycle emerges.
Börgers and Kopell [10] found a sharp “suppression boundary” in networks with type
one theta neurons that were not electrically coupled. A mechanism for attentional processing was thus proposed by Börgers et al. [11] in which cell assemblies could be either
activated or suppressed by a slight modulation of their drive, just sufficient to cross this
boundary. However, fast-spiking interneurons have been shown to be of type two [12,
Fig. 5] and coupled via gap junctions in neocortex [13] and hippocampus [14]. Therefore, the near-abrupt suppression transition found in networks with electrically coupled
Erisir interneurons justifies the biological plausibility of the proposed attentional processing mechanism.

2
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2. Background
2.1. The biological basis for network simulations
The goal of this section is to provide readers with a foundation in neuroscience so that
they do not quickly get lost in jargon and can better appreciate the motivations of this thesis.
The human brain is composed of large networks of nerves consisting of tens of billions
of neurons. Their proper functioning is vital to our survival, as they control everything from
fundamental processing of sensory stimuli to higher-order processes, such as memory and
consciousness. In order to study such a complex nervous system, we must first understand
what happens at the most fundamental level: the neuron.
The key role of neurons is to transmit information through electrical signals to neighboring neurons, to ultimately allow distinct areas of the brain to communicate with one
another. The structure of a neuron is shown in Fig. 1. The dendrites of a neuron are lined
with receptors that are capable of receiving chemical and electrical input and transmitting it
to the cell body. This information is integrated and then sent down the length of the axon to
the axon terminals. Once the information reaches the axon terminals, it is communicated
by chemical messengers called neurotransmitters to a connected neuron through a structure called a synapse. This communication between different neurons is an integral part of
normal brain function.
We have said that neurons carry electrical signals without having provided much further
background. Differences in ionic concentrations inside and outside of the neuron lead to
the formation of electric potentials. The differences across the cell’s membrane give rise
to what is called the “membrane potential.” The transmission of changes to the membrane
potential are propagated down the length of the neuron through what is called an “action
potential,” or a “voltage spike.” During a spike, the membrane potential is first “depolarized” or raised to positive values. Then suddenly, it is “hyperpolarized” to become more
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Figure 1: A cartoon model of a neuron with relevant structures labeled [15].

negative again. The details of the mechanics of these voltage spikes are presented in Section 2.2 in the context of mathematical modeling. Here, we will focus on the mode of
communication between two neurons. Synapses are the interfaces between the axon terminal of a presynaptic neuron and the dendrite of a postsynaptic neuron. They are primarily
capable of facilitating chemical signal transmission. Note that electric coupling is possible
between neurons as well. This occurs through a structure called a “gap junction” that has
channels through which ions can directly flow between cells.
On the other hand, chemical coupling is when an action potential triggers a chemical pathway that leads to the release of a neurotransmitter into the synaptic cleft. These
neurotransmitters bind to receptors on the dendrites of the postsynaptic neuron, leading
to changes in the postsynaptic neuron’s membrane potential. Generally, neurotransmitters
can either be excitatory by raising the membrane potential of the postsynaptic neuron or
inhibitory by lowering it. Most neurons exclusively release one type of neurotransmitter,
leading to a natural form of classification. Neurons that release excitatory neurotransmitters
are called E-cells, and neurons that release inhibitory neurotransmitters are called I-cells.
There are approximately four times as many E-cells as there are I-cells in the brain.
4
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The effect of the excitation or inhibition on the membrane potential of the postsynaptic
neuron is not instantaneous. The neurotransmitters must diffuse across the synaptic cleft in
vesicles from the axon terminals of the presynaptic neuron to the neurotransmitter-specific
receptors on the dendrites of the postsynaptic neuron. This binding facilitates the opening
of certain ion channels such as sodium, potassium and calcium channels. These channels
do not permanently stay open. The neurotransmitters are taken back up by the presynaptic
neuron or degraded in the synaptic cleft. The times in which it takes these ion channels to
open and subsequently close are specific to the neurotransmitter.
A typical excitatory neurotransmitter in the brain is glutamate, which is received by αamino-3-hydroxy-5-methyl-4-isoxazolepropionic acid receptor, or AMPA receptor. Glutamate binds to and releases from AMPA receptors very rapidly. This implies that the E-cell
will have a brief depolarizing effect on the post-synaptic neuron. A common inhibitory
neurotransmitter in the brain is gamma-aminobutyric acid, or GABA, which is received by
a GABAA receptor. The initial binding is similarly fast, but its release from a GABAA
receptor is not. This results in a slightly longer and slower pulse of inhibition.
We can now consider large networks of neurons in the brain consisting of E- and I-cells
that are coupled to each other in a manner such that the E-cells deliver excitation to the
I-cells (but not themselves) and the I-cells deliver inhibition to the E-cells and themselves.
In the network, one might see a strong spike volley of E-cells that all deliver excitation to
the I-cells, prompting them to spike. This in turn, sends pulses of inhibition to the E-cell
population and to the I-cell population.
The effects of the two neurotransmitters can be thought of as two opposing forces, much
like those of gravity and a spring force in the familiar harmonic oscillator. Therefore, it is
natural for one to expect oscillations in a system like this. In fact, this is precisely what
one observes in both physiological and numerical experiments. E-I networks are known
to produce gamma-frequency (30–80 Hz) oscillations in the brain that are associated with
5
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higher brain functioning, such as sensory stimulus processing and attentional processing.
Disturbances in gamma oscillations are typically seen in several types of brain diseases,
but most notably in schizophrenia. As a result, gamma rhythm producing networks such as
the E-I oscillator, have been the focus of much research.
2.2. Introduction to modeling neurons
In order to begin analyzing the dynamics of a network of neurons, one must first establish a mathematical model that accurately reflects the dynamics of a single neuron. This
section provides readers with a fundamental overview of the derivation of the classical
Hodgkin-Huxley model of the giant axon of a squid in order to help them realize that the
models we use are not as arbitrary as they might appear at first glance. We start by defining the membrane potential of a neuron, v, to be the difference vin − vout because a single
potential is meaningless without some point of comparison. It is conventional to normalize
vout = 0 in order to allow v = vin . Note that throughout this thesis, the terms “neuron” and
“cell” are used interchangeably.
Since charged particles and ions such as sodium (Na+ ), potassium (K+ ), and chloride
(Cl− ) regularly flow in and out of neurons, it is natural to consider a cell to be a capacitor
with the ability to store an amount of charge, q, that is directly proportional to its membrane
potential. This leads to
kv = q,
where k is some constant of proportionality. Since v is measured in volts (V) and q is
measured in coloumbs (C), then k must take units of (C/V) which is equivalent to the Farad
(F), the natural unit of a capacitance. So let us alter kv = q to

Cv = q,

6
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where C is the capacitance of the neuron. As C increases, the cell is better able to maintain
a near constant v in response to changes in q.
To measure how v changes with time, we simply differentiate Cv = q with respect to
time, yielding
d
dv
d
dq
(Cv) = C = (q) =
=I
dt
dt
dt
dt
such that
C

dv
= I,
dt

where I is electric current that is equal to the rate at which charge enters the cell membrane.
Since v is directly related to the charge inside the membrane, we expect that as positively
charged ions or particles enter the cell, v will increase. Similarly, we expect v to decrease
when negative charge enters the cell or positive charge leaves it.
The question that naturally arises from this result is what dictates the directionality of
the ionic flow. The answer is that ions flow according to their electrical and chemical gradients in a process known as electrodiffusion. Simple diffusion is the passive movement of
particles down their concentration gradient, from regions of high concentration to regions
of low concentration. For example, since there is a higher concentration of Na+ outside of
a nerve cell than inside, there is a chemical or concentration gradient that favors the flow of
Na+ into the cell. An electrical gradient exists across the cell membrane since the electric
potentials inside and outside of the membrane are not equal. Usually vin < vout , leading to
an electrical gradient favoring the the flow of positively charged ions into the cell.
A German physicist named Walther Nernst reconciled these two gradients into one
relationship called the Nernst Equation

vX =

RT [X]out
ln
,
zF
[X]in
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where R is the universal gas constant (≈ 8.314 molJ K ), T is the temperature in Kelvin (K),
z is the elementary charge of particle X, and F is Faraday’s constant which is equal to the
C
number of coloumbs per mole of electrons (≈ 96, 500 mol
). The brackets about X denote

molar concentrations in molarities (M) of X inside and outside the cell, which is measured
as moles of X per liter of solution. For a cell at normal body temperature of 37◦ C ≈ 310K,
so that

RT
zF

=

0.0267
z

V.

The Nernst equation tells us that when v = vX , there is no net flow of ion X across the
cell membrane in either direction, indicating an equilibrium between [X]in , [X]out , vin and
vout . Thus, vX is called the Nernst equilibrium potential for ion X. To demonstrate its utility,
consider ion X to be Na+ . According to [16, p. 26], mammalian neurons have [Na+ ]in = 10
mM and [Na+ ]out = 145 mM, where mM is millimolar concentration. Since z = +1, the
Nernst equilibrium potential at normal body temperature is

vNa =

0.0267 145
ln
≈ 0.0714 V = 71.4 mV
1
10

This rather high voltage is expected because the extracellular concentration of Na+ is an
entire order of magnitude greater than its intracellular concentration. In order to prevent
the sodium ions from diffusing along their steep concentration gradient, there would need
to exist a very positive barrier to repel the extracellular positive sodium ions. This barrier is
precisely a membrane potential of v = vNa ≈ 71.4 mV. This implies that for v < 71.4 mV,
which is almost always the case, sodium ions flow into the cell. A similar calculation for
potassium ([K+ ]in > [K+ ]out ) yields vK ≈ −89 mV. This means that for v > −89, which
again is almost always the case, potassium ions flow out of the cell. In order to maintain
the respective concentration gradients, sodium-potassium pumps use biological energy in
the form of adenosine triphosphate (ATP) to actively transport three Na+ ions out of the
cell and two K+ ions into the cell.
8
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The preceding paragraph implies that there is a constant flow of ions across the membrane of a neuron. Each ionic flow has its own electrical current, such as INa , IK and ICl ,
that affects v. We then assume that

dv
dt

is governed by the sum of many such contributing

currents whose dynamics still must be modeled. We pass off the current of ion X, IX , to
Ohm’s Law which states that I = V /R, where V is voltage and R is resistance. Since conductance is the reciprocal of resistance, we let I = V /R = GV , where G is the conductance
typically measured in Siemens (S). Since these ionic currents are principally governed by
the proximity of v to their respective Nernst equilibrium potentials, it is natural to assume
that IX is directly proportional to (vX − v). Thus, our application of Ohm’s Law is

IX = GX (vX − v),

so that the conductance of each ion need not be equal. When v < vX , a positive contribution
is made toward v, and vice versa, so that v approaches vX over time.
In addition to these ionic currents, an applied external current, Iext , is used by experimentalists in neuroscience to force a neuron to periodically spike. This applied current is
generally delivered at a constant rate and thus appears as an added constant in

dv
dt .

Without

an applied external drive or input from neighboring cells, most neurons remain at a “resting
potential” of approximately −65 mV [17].
There still remains the challenge of how to precisely model the conductance of the
ionic currents. Surprisingly, this feat was only accomplished several decades ago by Alan
Hodgkin and Andrew Huxley, who laid the foundation to modern mathematical neuroscience. They released a series of five papers in 1952 that described their physiological
experiments on the giant axon of Loligo, a type of squid [18]. Hodgkin and Huxley used
several techniques that not only allowed them to study the dynamics of each ionic current
separately, but also greatly simplified their modeling.
9
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So far, we have tacitly assumed our differential equation of v to be dependent only
on time. But axons are not perfectly cylindrical, so v must vary spatially as well. To
treat this problem while still accurately modeling the giant axon mechanics, Hodgkin and
Huxley used a technique first proposed by George Marmont called space clamping [19]. A
silver wire is coated with chloride and then threaded through the axon to distribute charge
uniformly across each region of the cell. Thus, the membrane potential of the neuron is
kept independent of space and strictly dependent on time, eliminating the need to use more
complicated and unwieldy partial differential equations.
In order to determine an accurate model for the ionic conductance, they used another
important technique called voltage clamping. As the name suggests, voltage clamping
allows the experimenters to maintain the membrane potential at a constant, desired value.
The clamp uses an electronic feedback circuit that applies time-dependent current directly
to the cell [20]. Since v remains constant with the voltage clamp,

C

dv
= Iions (t) + Iext (t) = 0,
dt

which implies that
Iions (t) = −Iext (t),
where Iions is the sum of all the ionic currents in the cell and Iext (t) is dependent on t due
to the voltage clamp. Hodgkin and Huxley assumed that the most significant ionic currents
were the sodium and potassium currents. In order to represent other ions and charged
particles that also flow across the membrane, they used a small, all-encompassing “leak”
current. This implies that

Iions (t) = gNa (t)(vNa − v) + gK (t)(vK − v) + gL (vL − v),

10
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where gNa and gK are time-dependent conductances and gL is simply constant over time.
The details of the physiological experiments that Hodgkin and Huxley performed are
complicated and go beyond the scope of this thesis. However, for thoroughness and completion, we provide a brief, general summary of their procedure and results. For the details
of their entire derivation, see their original paper [21].
Hodgkin and Huxley performed “voltage step” experiments in which they kept v constant with a voltage clamp, and then immediately stepped v to a new voltage, ṽ, in order to
see how the total ionic current approached the new steady-state associated to ṽ. Since Iions
is simply the sum of the ionic currents, Hodgkin and Huxley needed a way to isolate the
different currents in order to study each directly. To isolate the potassium current, they ran
the same voltage step experiments in baths of two different Na+ concentrations, assuming
that the only effect would be a change to vNa since [Na+ ]out is a parameter of the Nernst
0
equation. Let Iions be the total ionic current in the original sodium bath and let Iions
be the

total ionic current in the new bath of different sodium concentration. Through manipulation
0 , they were then able to eliminate g (t)(v − v) from I
of Iions and Iions
Na
Na
ions .

In order to completely isolate the potassium current, they had to first isolate the leak
current. Hodgkin and Huxley decided to clamp the membrane potential at two values of v
for which they knew IK = 0. Their first value was the obvious choice of v = vK , because

gK (t)(vK − v) → gK (t)(vK − vK ) = 0,

which leaves the following time-independent current that can easily be measured

IL,vK = gL (vL − vk )

To find another v at which IK = 0, they performed two identical voltage step experiments

11
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in baths of two different [K+ ]out to see if the results matched. This would indicate that
the experiments were independent of the potassium current, implying that IK = 0. They
discovered that using an extremely low membrane potential of v = −154 mV yielded the
same results of the voltage step experiments. This meant that the approach of Iions to a
steady value was a direct reflection of the dynamics of IL Thus, clamping the membrane
potential at v = −154 mV led to another time-independent current,

IL,−154 = gL (vL − (−154)) = gL (vL + 154)

This leaves two unknowns, gL and vL , that can be solved for using these two equations.
With known parameters of the leak current, Hodgkin and Huxley simply subtracted IL
from Iions = IK + IL to isolate the potassium current, IK = gK (t)(vK − v). Note that vK is
known by calculating the Nernst equilibrium potential and v is known by using the voltage
clamp. We can then divide IK by (vK − v) to isolate gK (t).1
Hodgkin and Huxley repeated their voltage step experiments to study the potassium
conductance directly. They plotted gK as a function of time and observed how it relaxed
to an equilibrium value after a voltage step was made. For each new ṽ that the potential
was stepped up or down to, gK appeared to exponentially approach an equilibrium value
associated with ṽ, say gK,∞ (ṽ), with a time scale also dependent on ṽ, say τK (ṽ). This led
them to initially believe that gK (t) satisfied the following ODE
gK,∞ (v) − gK
dgK
=
dt
τK (v)
However, consider the following voltage step experiment in which the neuron is clamped
1 Dividing by a term involving a variable should always worry a careful reader. Here, there is a clear
singularity at v = vK . Hodgkin and Huxley avoid this issue by simply clamping the voltage at v 6= vK .
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at an initial voltage v such that gK (v) ≈ 0. When the voltage is abruptly stepped up to ṽ,
we would expect an immediate, exponential rise in gK toward gK , ∞(v), creating a sharp
corner. But when Hodgkin and Huxley performed this experiment, they observed that the
initial increase in gK (t) was sigmoidal. That is, the curve was briefly concave up at the
start, but then was concave down for the remainder of the ascent toward gK,∞ (v).
To incorporate this sigmoidal curvature of gK (t) into the model, they set gK to be some
power of a variable that solved the linear ODE above, eliminating the possibility of a sharp
corner. This led to the new equation

gK (t) = ḡK n p ,

where ḡK is the maximum conductance of the potassium current and n is a dimensionless
variable ranging from 0 to 1 that solves
dn n∞ (v) − n
=
dt
τn (v)
After fitting the data from many voltage step experiments, Hodgkin and Huxley determined
that appropriate choices were p = 4 and ḡK = 36 mS/cm2 .
Hodgkin and Huxley constructed plots of n∞ and τn as functions of v using their experimental data, which were surely noisier than curves generated from Hodgkin-Huxley
model as seen in Fig. 2A and B. It would be difficult to directly fit the graphs of n∞ (v)
and τn (v) using simple, tractable functions. Instead of attempting to do so, Hodgkin and
Huxley craftily replaced n∞ (v) and τn (v) using the following substitutions
αn (v)
,
αn (v) + βn (v)
1
τn (v) =
,
αn (v) + βn (v)

n∞ (v) =

13
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Figure 2: A. n∞ evaluated from v = −100 to v = 50. B. τn evaluated from v = −100 to v = 50.

where αn (v) and βn (v) are functions that still need to be fit. This yields,
dn
= αn (v)(1 − n) − βn (v)n
dt
Unlike n∞ (v) and τn (v), αn (v) and βn (v) proved to be simple curves that could be easily fit
with exponential functions, see Fig. 3A and B.

0.2
A

β n [ ms − 1]
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1.5
1
0.5
0
−100 −50
0
v [ mV]

B
0.1

0
−100 −50
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Figure 3: A. αn evaluated from v = −100 to v = 50. B. βn evaluated from v = −100 to v = 50.

While the previous version of

dn
dt

had a very simple mathematical interpretation n
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exponentially approaches n∞ (v) with time constant τn (v) , this new version yields a very
useful biological interpretation. Consider the membrane of a neuron to be populated with
a dense field of potassium gates. Let 0 ≤ n ≤ 1 be a “gating variable” that represents the
percentage of gates that are open, so that (1 − n) represents the percentage of gates that are
closed. Then, αn (v) represents the rate at which closed gates open and βn (v) represents the
rate at which open gates close.
An example using the potassium gating variable will help to illustrate this interpretation.
Typical mammalian nerve cells have [K+ ]in = 140 mM > [K+ ]out = 5 mM [16]. As v
increases due to Na+ rushing in during a spike, we expect that we would want to allow K+
to flow out in order to counteract this rise in v. In order for K+ to flow out, the closed gates
should open at a faster rate, while the open gates should close at a slower rate. The plots in
Fig. 3A and B coincide exactly with this intuition for the monotonicity of αn (v) and βn (v).
Now with a functional model of the potassium conductance, Hodgkin and Huxley used
similar isolation methods and voltage step experiments to discover the sodium conductance,
gNa (t). However, gNa (t) did not simply exponentially approach some limiting value as
was observed for the potassium conductance. They conducted a voltage step experiment in
which v was kept constant so that gNa (t) reached a steady, constant value of gNa,∞ (v). Then
when the voltage was stepped up to ṽ, they observed that gNa (t) first increased with sigmoidal curvature, peaked, and then decreased to some limiting value gNa,∞ (ṽ) > gNa,∞ (v).
This led them to believe that there existed two gating variables: one that was rapidly activating to open sodium channels, m, and the other that was slowly inactivating to close
them, h. To find the powers of these variables, they used a similar procedure as above and
determined that
gNa (t) = ḡNa m3 h,
where the maximum sodium conductance, ḡNa = 120 mS/cm2 . The associated αm (v),
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βm (v), αh (v) and βh (v) were all fit with exponential functions.
The monotonicity of each of these gating variable rate functions is easily predicted
using analogous reasoning used above for αn (v) and βn (v). As v increases, we expect
the activating variable not only to quickly open more closed sodium channels increasing


αm (v) , but also to keep open channels from closing decreasing βm (v) . On the other
hand, we expect the inactivating variable to have opposite effects, leading to a decreasing
αh (v) and an increasing βh (v). These monotonicities are seen when the gating variable rate
functions are plotted as functions of v.
This concludes the formulation of the classical Hodgkin-Huxley model of the giant
axon of a squid. In summary, the equations of the model are presented below. Immediately
beneath, Fig. 4 displays the “voltage trace” of a Hodgkin-Huxley neuron driven at Iext =
10.0, which shows how v changes with time. The trace is the solution of the system of
ODEs with initializations of v(0) = −80, m(0) = 0.0, h(0) = 0.0 and n(0) = 1.0. This
trace and all other simulations presented in this thesis were solved on MATLAB using a
modification of the Euler method called the midpoint method [22].

C

dv
=
dt

∑ I = ∑ (Iions) + Iext = INa + IK + IL + Iext

= ḡNa m3 h (vNa − v) + ḡK n4 (vK − v) + gL (vL − v) + Iext

where
dx
x∞ (v) − x
=
for x = m, h and n
dt
τx
αx (v)
x∞ (v) =
for x = m, h and n
αx (v) + βx (v)
1
τx (v) =
for x = m, h and n
αx (v) + βx (v)
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Figure 4: The voltage trace of a Hodgkin-Huxley neuron driven at Iext = 10.0.

Since we do not use the Hodgkin-Huxley model of the giant axon of a squid in our
simulations, the specific gating variable rate functions are not of relevance and are omitted
here. However, this overview of Hodgkin and Huxley’s derivation of the model provides a
useful background to the models used in this thesis.
2.3. On neuronal types
Neuronal type is a concept that is central to the research presented in this thesis. Hodgkin
described the notion that not all neurons behave similarly in vivo in his paper in 1948 [23].
The distinct properties that a certain neuron exhibits offer a simple classification as either
“type one” or “type two.” The three prominent notions of neuronal type that we consider
here are the types of frequency-current curve, bifurcation, and phase response curve. This
section aims at informing the reader of the main mathematical methods that are used to
analyze this distinction between models.
2.3.1. Frequency-current curves
Hodgkin observed that axons of neurons could be grouped into three different “classes.”
Axons in Class 1 were capable of periodically spiking over a wide range of frequencies
from 5 − 150 Hz. Axons in Class 2 were only capable of spiking at frequencies between
75 − 150 Hz. The third class was reserved for neurons that required excessive applied
17
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current in order to fire, and for neurons that failed to periodically fire altogether. This third
class is of little interest in this research and is not considered in this thesis because the
PING mechanism that we study requires neurons to periodically fire. Additionally, it is
common in neuroscience to replace Hodgkin’s term of “class” with “type,” giving rise to
the traditional notions of type one and type two neurons.
Slightly generalizing Hodgkin’s experimental findings, we classify a neuron by its transition from rest to spiking. If it is smooth, allowing for small, near-zero frequencies, it
is deemed type one. If it is abrupt, and the onset of spiking occurs at a large frequency,
then the neuron is said to be of type two. This first notion of type is directly related to
“frequency-current” curves, or f -I curves.
Generally, the frequency of spikes is closely dependent on the applied external current.
One can study this dependence by running a simulation for 1, 000 ms (1 s) while driving the
neuron at a single value of Iext and recording the spiking frequency. However, we should
be cautious about how we initialize each simulation. The in vivo version of this experiment
might gradually increase the drive to one particular neuron after its frequency has been
recorded for a given value of Iext . To mimic this constant application of drive to a certain
neuron, we must record the variables of the system at the end of a simulation and use them
as initializations for the start of the next simulation with new value of Iext .
For completion, we thoroughly describe the method in which we numerically compute
the f -I curves of the neurons that we use in our model. First, we somewhat arbitrarily
define a spike to be when v = 0 on the downstroke of a voltage spike, such that

dv
dt

< 0. A

definition of the point at which a spike occurs is necessary in order to compute the times
of the neuron’s spikes. We choose this definition in part because it is straightforward to
compute spike times with second order accuracy if we look for when v = 0, and not when
v reaches its maximum. The spike time is computed using a weighted average of the times
at which v is just above and just below v = 0. Consider the k-th and (k + 1)-st time step for
18
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which vk > 0 and vk+1 < 0. Let told denote the time at which vk is computed and let tnew
denote the time at which vk+1 is computed. Then the spike time, tspike , is defined as

tspike =

(vk − 0) tnew + (0 − vk+1 ) told vk tnew − vk+1 told
=
vk − vk+1
vk − vk+1

We begin the computation of the f -I curve by driving the neuron at a value of Iext
for which the neuron does not periodically fire. Ideally, we would run a simulation for
1, 000 ms and record the number of spikes that occur. However, this is computationally
expensive to perform for many values of Iext . So, if the neuron has not spiked at least 4
times at some chosen time t < 1, 000, then we denote that f (Iext ) = 0. On the other hand,
if the neuron spikes 4 times before t = 1, 000, then we assume its interspike times will
not change significantly as the trajectory is probably on the stable limit cycle.2 Therefore,
we can stop the simulation and define the period, T , of the neuron to be the difference
between the third and fourth spike times. Since we assume that the period does not change
significantly after the third or fourth spike, we set f (Iext ) = 1, 000/T . Since T is recorded
in ms, we multiply by a factor of 1, 000 to record frequencies in s−1 , or Hz.
At the end of either the time t < 1, 000 or the fourth spike, we record as x0 the value
of any variable x that is increased at each time step, such as for x = v, m, h and n. Now
we begin a new simulation, but with Iext increased by 0.05 and each variable x initialized
to x = x0 . We continue this process and denote the first value of Iext that yields a nonzero
frequency as IC . We continue this process until we are using values of Iext well beyond IC .
Now that we have found the frequencies associated to Iext as Iext is gradually increased, we
2 For

a reader without a formal background in dynamical systems, a stable limit cycle is an isolated closed
trajectory in phase space that attracts nearby trajectories [24, p. 196]. Sections 2.3.2 and 2.3.3 will dive
further into the topic of bifurcations in dynamical systems, under the assumption that the reader is familiar
with the concepts of fixed points, eigenvalues and stability. Strogatz offers a great, clear introduction to the
field of nonlinear dynamics in [24].
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would like to know the frequencies associated to Iext as Iext is gradually decreased. It is not
at all a priori clear whether or not these initializations had any effect on the value of IC that
we observed. So we continue performing similar simulations, with similar initializations to
x0 for each variable, but now lowering Iext by 0.05 at the start of each new simulation. We
finally stop after the simulation for which Iext equals the subthreshold drive that we began
the computations with.
A type one f -I curve shows that small, near-zero firing frequencies are possible for
neurons driven at Iext ≈ IC , but Iext > IC , as in Fig. 12A and 13A. This indicates that the
entire dynamics of the system of ODEs change as soon as the parameter Iext exceeds IC . In
any system of differential equations, when the dynamics suddenly change as a parameter
such as Iext crosses a critical threshold value like IC , a bifurcation is said to have occurred.
In dynamical systems, there are many different possible types of bifurcations that can arise.
Here, we note that this type one f -I curve is usually, but not necessarily, linked to a type
one saddle-node bifurcation on an invariant circle (SNIC). A brief explanation of a SNIC is
given in Section 2.3.2 as a refresher for a reader with a background in dynamical systems.
The characteristic feature of a type two f -I curve is an abrupt change from zero to
large frequencies as Iext is increased beyond IC , as is seen in Fig. 9 for IC ≈ 7.015. We
still have yet to comment on the utility of repeating our calculations of frequencies while
decreasing Iext . In the type one case, no changes in frequencies are observed as decreasing
Iext < IC results in an immediate blue-sky bifurcation and sudden reappearance of the fixed
points. However, in the type two case, gradually decreasing Iext generally reveals a larger
range of Iext with non-zero frequencies. This indicates that in type two f -I curves, there
are two critical values. Let us denote the lower critical value found when decreasing Iext
by IC,1 , and that found when increasing Iext by IC,2 . Then for intermediate values of IC,1 <
Iext < IC,2 , there can exist both zero- and high-frequency activity of the neuron, as clearly
illustrated in Fig. 9 for IC,1 = 6.45 and IC,2 = 7.015. The underlying subcritical Hopf
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bifurcation, discussed in Section 2.3.3, of most type two f -I curves reveals why this regime
of bistability is not as surprising as it first appears.
2.3.2. The saddle-node bifurcation on an invariant circle
In computational neuroscience, the type one bifurcation is the saddle-node bifurcation
on an invariant circle, or SNIC. The mechanics of its phase space picture are relatively
straightforward, and thus are touched on in this section. Denote the parameter to be varied
in the system as µ, and the critical value of this parameter to be µC . For µ < µC , there exists
a stable limit cycle in phase space that has two fixed points lying directly on it: an unstable
saddle point and a stable node. This stable limit cycle does not qualitatively change as µ
is varied. Thus, it is referred to as the “invariant circle” in the name of the bifurcation,
although its shape need not be strictly circular. For µ < µC , all trajectories in phase space
flow into the stable node.
As µ increases, the saddle and node move toward each other along the limit cycle. Once
µ = µC , the saddle and node collide, resulting in a semi-stable fixed point lying on the limit
cycle (unstable on the side of the saddle, and stable on the side of the node). It would take a
trajectory an infinite amount of time to reach the value of this semi-stable fixed point, giving
rise to the alternate name of this bifurcation: an “infinite-period” bifurcation [24, p. 262].
As µ increases just beyond µC , the semi-stable fixed point is lost from phase space, leaving
behind just the stable limit cycle. However, if µ > µC but µ ≈ µC , a trajectory moving about
the stable limit cycle would have an extremely large period as a result of the “ghost” of the
once stable node [25]. Since the frequency of the trajectory passing a certain point is equal
to the reciprocal of its period, the SNIC allows for arbitrarily small frequencies to occur.
If we replace µ by Iext and µC by IC , we see the direct correlation between a system
with a SNIC and a type one f -I curve with small frequencies driven near IC . Although
SNICs imply type one f -I curves, the converse need not be true. The type two bifurcation
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of neuroscience is called the Hopf bifurcation and is presented in the following section.
2.3.3. The Hopf bifurcation
A similarly brief review of the Hopf bifurcation is presented here to aid in emphasizing
the connection between the bifurcation and the type two f -I curve. Again, let the parameter
that is varied in the system be µ, with a critical value of µC . The phase space of a system
undergoing a Hopf bifurcation has a stable, attracting fixed point present when µ < µC but
µ ≈ µC . The attracting fixed point is a stable spiral. This implies that if we linearize the
system of differential equations, form the Jacobian matrix of partial differential equations,
evaluate it at the fixed point, and compute the associated eigenvalues, then we would find
that all of the eigenvalues have negative real parts, with at least one complex conjugate
pair of eigenvalues [26]. When µ is increased beyond µC , the real part of the complex
conjugate pair of eigenvalues becomes positive (we disregard the case of the degenerate
Hopf bifurcation as it does not occur in most models in neuroscience). This means that the
once stable spiral has lost stability and become an unstable spiral.
Most Hopf bifurcations that occur in models of neurons are “subcritical” Hopf bifurcations. This bifurcation is a local descriptor of the fixed point, meaning that it alone does
not imply anything about the global dynamics of the system. Once the fixed point loses
stability in the subcritical Hopf bifurcation, trajectories in phase space must jump to some
distant attractor, such as a fixed point, limit cycle, infinity or a chaotic attractor [24, p. 251].
Despite a number of different possible attractors, most models in neuroscience have a stable
limit cycle that trajectories then approach to begin exhibiting periodic behavior. No such
“ghost” remains near this stable limit cycle as was seen after the SNIC, so the observed
frequency after the subcritical Hopf bifurcation is large.
We mentioned that in mathematical neuroscience, the phase space of a model that undergoes a subcritical Hopf bifurcation typically contains a stable limit cycle that trajectories
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approach once the fixed point loses stability. The preceding paragraph left this discussion
purposefully vague in order to avoid running into issues with any subtle technicalities and
nuances of Hopf bifurcations. Here, our general and non-rigorous discussion focuses on
what usually occurs in the phase space of neuronal models that undergo subcritical Hopf
bifurcations. For very low values of µ, there is only one attractor in phase space, a stable
spiral. At some critical value of µC,1 , a stable limit cycle and an unstable limit cycle are
born, surrounding the fixed point. The unstable limit cycle lies between these two attractors and as µ increases beyond µC,1 , the unstable limit cycle shrinks, pulling away from the
stable limit cycle. It continues shrinking as µ increases until it completely collapses into
the fixed point, “squeezing” the stability out of the spiral at µC,2 . The fixed point becomes
an unstable spiral, leaving the stable limit cycle to be the only attractor in phase space for
µ > µC,2 .
We note that for µC,1 < µ < µC,2 , there exist two attractors in phase space: the stable
spiral and the stable limit cycle, leading to a regime of bistability that is characteristic of
subcritical Hopf bifurcations (and not appearing in supercritical Hopf bifurcations3 ). In this
regime, trajectories can flow into either one of these attractors depending sensitively on the
simulation’s initializations. Again, such a bistable region is seen in Fig. 9. This bistable
region is lost once µ < µC,1 , as the stable limit cycle corresponding to periodic spiking is
annihilated, most likely in a saddle-node bifurcation of cycles [9].
2.3.4. Phase response curves
The last notion of neuronal type that we will use extensively throughout this thesis is
that of the phase response curve, or PRC, of a neuron. The phase response curve measures
how a neuron responds to instantaneous, excitatory input at different points throughout a
3 The

supercritical Hopf bifurcation involves a stable limit cycle that is born at the critical value in which
a stable fixed point becomes unstable. The amplitude of the stable limit cycle grows continuously from zero.
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period between spikes. It can force the neuron to spike earlier, delay the neuron from spiking, or have no effect on its next spike time. We recall from Section 2.1 that neurons are
capable of receiving excitatory input that raises v and inhibitory input that lowers v. Biologically, a neuron can receive excitatory input from neighboring neurons that are coupled,
either by gap junctions or by chemical synapses. Other biological sources of direct, positive
charge to a cell are likely to exist, but are not of strict relevance to this thesis.
Before describing how we compute the phase response curves, we recall that a neuron
was defined to spike when v = 0 on the downstroke of a voltage spike and that the period
of a neuron, T , was defined to be the time in ms that elapsed between two voltage spikes.
If a neuron fires at time t = T0 , then define the phase of the neuron, 0 < ϕ < 1, to be
ϕ = (t − T0 )/T for T0 < t < T0 + T .
Now with a working definition of phase, we describe how we numerically compute a
neuron’s PRC. We initialize the neuron to be on the stable limit cycle and drive the neuron
at some Iext beyond a critical value so that it is forced to fire periodically. The period can
then be calculated based on the spike times of say the fourth and fifth spike, to minimize
the effects of a transient approach of the limit cycle. At the time of the fifth spike, record
the values of any variables that change at each time step, such as v, m, h and n. Then
use these values to initialize a new simulation with the time reset to t = 0. This treats T0
as if it were 0 and simplifies the problem of knowing exactly when in the simulation to
inject positive charge. It also provides the user with an easy point at which to begin a new
simulation with a different value of ϕ. Now at time t = ϕT ∈ (0, T ), abruptly raise v by +1
mV. We continue the simulation until the neuron spikes again and record this spike time as
T̃ . Now we can compare this new spike time to the original period and see whether T̃ was
advanced, delayed or unchanged. Define

g(ϕ) =

T − T̃
,
T
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so that g(ϕ) > 0 when the phase of the neuron is advanced by excitatory input (T̃ < T ) and
g(ϕ) < 0 when it is delayed (T̃ > T ).
A type one PRC has g(ϕ) > 0 for 0 < ϕ < 1, as in Fig. 12B, C and Fig. 13B. A PRC
is of type two if g(ϕ) < 0 for some interval of ϕ. Most type two PRCs have g(ϕ) < 0
for low values of ϕ as in Fig. 10, indicating that excitatory input delivered shortly after
spiking will advance the phase of the next spike. It is natural to assume that excitatory
input will always advance the phase of a neuron, regardless of the phase it was delivered at.
Hence, the counterintuitive phenomena of type two PRCs is interesting. Preliminary work
in thoroughly understanding this response in a physical sense has led us to speculate that
the disruption of slow de-inactivation of sodium channels is what delays the spike of the
next neuron. However, no conclusive results have been gathered.
In summary, there are three different and not necessarily connected notions of neuronal
type: the type of the f -I curve, the type of bifurcation that occurs in the system and the type
of the PRC. We have noted that in general, type one f -I curves are tend to be associated
with models that undergo a saddle-node bifurcation on an invariant circle, while type two
f -I curves tend to be associated with models that undergo a Hopf bifurcation. However,
there does not seem to exist as strong of a link between the type of PRC and the type of bifurcation of a given neuron (thus, nor with the type of f -I curve). For example, Ermentrout
et al. proposed a model with a type one bifurcation that yielded a type two PRC in [27].
Sections 3.1 and 3.2 introduce the two inhibitory cell models used in our simulations. The
Erisir model is of type two with respect to its bifurcation, f -I curve and PRC. On the other
hand, the Wang-Buzsáki model is of type one in each respect. Our goal is to analyze how
the type of inhibitory interneurons coupled to excitatory pyramidal cells leads to distinct
network dynamics.
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3.1. A variation of the Erisir interneuron model
A model of a fast-spiking type two interneuron in the somatosensory cortex of mice
was established by Erisir et al. [28]. It includes the four familiar variables of the HodgkinHuxley model: v, m, h and n. It also incorporates a variable that models a weak, slow,
depolarization-induced hyperpolarizing potassium current that resembles a traditional M
current like that proposed by Olufsen et al. [29]. This current was omitted from our model
as it had several adverse effects on our simulations (see Section 3.1.1). Note that Erisir et
al. used the same letter n to also describe this second potassium variable. In order to avoid
confusion, we adopt the notation of Gouwens et al. [30] and use p to describe the M current
gating variable.
The equations of our variation of the Erisir interneuron model are

C

dv
= gNa m∞ (v)3 h(vNa − v) + gK n2 (vK − v) + gL (vL − v) + Iext
dt
dx
x∞ (v) − x
=
for x = h and n
dt
τx (v)

26

3.1

A variation of the Erisir interneuron model

3

MODELS

where

x∞ (v) =
τx (v) =
αm (v) =
βm (v) =
αh (v) =
βh (v) =
αn (v) =
βn (v) =

αx (v)
for x = m, h and n
αx (v) + βx (v)
1
for x = h and n
αx (v) + βx (v)
3020 − 40v

exp − (v − 75.5)/13.5 − 1
1.2262
exp(v/42.248)
0.0035
exp(v/24.186)
−0.87125 − 0.017v

exp − (v + 51.25)/5.2 − 1
95 − v

exp − (v − 95)/11.8 − 1
0.025
exp(v/22.222)

and with the following parameters
C = 1 µF/cm2 , gNa = 112 mS/cm2 , gK = 224 mS/cm2 , gL = 0.5 mS/cm2 ,
vNa = 60 mV, vK = −90 mV and vL = −70 mV
Note that we may at times omit units for clarity throughout the rest of this thesis.
The original paper by Erisir et al. contained a typo in the denominator of the equa
tion for αm which read {exp (75 + v)/(−13.5) − 1}. This is corrected in our equation
for αm (v) given above. Also in the original paper, the numerator of βh was given as
−(0.8712 + 0.017v). This leads to a singularity in βh as the denominator vanishes at
v = −51.25, whereas the numerator evaluated at v = −51.25 is 5.0 × 10−5 6= 0. This
caused adverse effects not only in the computations of the Jacobian matrix and phase response curve (Section 3.1.1), but also in large network simulations. This singularity was
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removed by replacing the numerator with −(0.87125 + 0.017v) to ensure that it also vanishes at v = −51.25.
The conductances specified by Erisir et al. were given in units of nS. In each of our
models, we instead use conductance densities in units of mS/cm2 . A sample of the conversion factors that were used to convert each conductance to conductance density is given
below. Note that the model neuron used by Erisir et al. had an isopotential sphere with a
16 µm diameter.
Erisir gNa = 900 nS ×

1 mS
106 nS

= 9 × 10−4 mS,

Area = 4π × (8 µm)2 × ( 1014cm
)2 ≈ 8.04 × 10−6 cm2 ,
µm
gNa =

9×10−4 mS
8.04×10−6 cm2

≈ 112 mS/cm2

Erisir et al. used a leak conductance of gL = 10 nS which implies a leak conductance
density of gL = 1.24. This led to a very high frequency of nearly 65 Hz at the onset of
periodic spiking. Gouwens et al. reduced the leak conductance in [30] to what translates
to nearly 0.5 mS/cm2 . This decreased conductance allows for lower firing frequencies of
approximately 37 Hz, without having any effects on the type of the neuron or on its spike
dynamics. We thus use this lowered leak conductance in our model.
Prior to reducing the value of gL , the f -I curve of the original Erisir neuron with the
M current was of type two. However, once the leak conductance is modified, the presence
of the M current leads to an f -I curve that appears to be of type one, see Fig. 5A. We also
note that the f -I curve is not smooth near the onset of spiking at Iext ≈ 8. To analyze what
occurs for these near threshold values of Iext , we plot the voltage trace of the neuron driven
at Iext = 8 in Fig. 5B. Recall that the M current acts as a spike frequency adaptation current
[31] that lengthens the regular period of the neuron. But also recall that this M current
is slow to activate. Thus, three fast spikes are able to get through at the beginning of the
simulation before the M current fully comes on. Once it is completely on near t = 100 ms,
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the hyperpolarizing M current almost completely overpowers the applied external current,
greatly lengthening the period to nearly 150 ms. We note that the neuron “wants” to spike
as is seen by small bumps at different phases throughout the period, but is suppressed by the
M current. This “tug-of-war” effect between the M current and Iext leads to the near-zero
frequencies seen in the f -I curve. Removing this M current restores the type two f -I curve
seen in Fig. 9 that we want to preserve in our model.
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Figure 5: A. The f -I curve of the original Erisir neuron with the M current and a reduced gL = 0.5. B. The
voltage trace of the same model neuron driven at Iext = 8.0.

In addition to removing the M current, we make another reduction by setting m =
m∞ (v). This allows us to treat m as a direct function of v, as opposed to changing m at
every time step as we do for v, h and n. Recall that m would otherwise be governed by
dm m∞ (v) − m
=
dt
τm (v)
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This reduction is justified by a comparison of the gating variables’ time scales, τx (v), for
x = m, h and n. Fig. 6 shows that τm is nearly two entire orders of magnitude less than
both τh and τn for a wide range of v. This allows m to almost immediately exponentially
approach m∞ (v) in response to changes in v, compared to the delayed changes made to both
h and n. Thus, it is reasonable to make this approximation of m = m∞ (v). Incorporating
these two reductions together, we reduce the model from five ordinary differential equations
to three in v, h and n.
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Figure 6: A. The decay time constant of m, τm (v), is plotted for a relevant range of voltages. B. Same as in A,
but for the decay time constant of h, τh (v). C. Same as in A, but for the decay time constant of n, τn (v).

3.1.1. Analysis of neuronal type
This section justifies the claim made at the end of Section 2.3 which stated that this
variation of the Erisir interneuron is in fact of type two. We study its type through a fixed
point analysis, bifurcation diagram, f -I curve and PRC.
Our study of the bifurcation of this system begins with a fixed point analysis. A fixed
point in phase space means that
dx
dt

dx
dt

= 0 for all variables x. For x = h and n, we see that

= x∞τ(v)−x
= 0 if and only if x = x∞ (v). This implies that at any fixed point of the system,
x (v)

h = h∞ (v) and n = n∞ (v). Since the values of the gating variables at a fixed point are known,
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we need only find the value of v at the fixed point, v∗ , such that

C

dv ∗
(v ) = gNa m3∞ (v∗ )h∞ (v∗ )(vNa − v∗ ) + gK n2∞ (v∗ )(vK − v∗ ) + gL (vL − v∗ ) + Iext
dt

(1)

is equal to zero. Although many methods and variations exist to find v∗ , we use the bisection
method and outline it conceptually. For a given Iext , we plot Equation (1) as a function of
v. We first note that Fig. 7 shows that Equation (1) is cubic-like and thus can have either
one or three fixed points depending on the value of Iext .4 For low values of Iext as in Fig.
7A, only one fixed point exists. The following discussion only outlines our computation of
the stability of this leftward most fixed point. Analogous procedures are used to determine
the stability of the other fixed points seen for larger Iext in Fig. 7B, C and D.
Continuing with the bisection method, we find where Equation (1) crosses the line
dv
dt (v)

= 0. Take the last value of v that yields

first value of v to yield

dv
dt

dv
dt

> 0 to be a left end point, vL , and the

< 0 to be a right end point, vR . We then create a new interval

of v between vL and vR , and evaluate Equation (1) with this tighter range of v. We then
repeat this process of finding the smallest interval of v about

dv
dt

= 0 in each new plot until

a desired level of accuracy between vL and vR is reached. At this point, we set v∗ =

vL +vR
2 .

Now that v∗ has been determined at the fixed point, the values of the gating variables at
the fixed point are easily computed as x = x∞ (v∗ ) for x = m, h, and n. Simply having the
values of each of the variables at the fixed point does not tell us anything about its stability.
In order to determine the fixed point’s stability, we linearize the system about the fixed
point by taking partial derivatives of each of the equations of the system with respect to
each of the variables and arranging them in a matrix called the Jacobian matrix as follows
4 Note

that when Iext is exactly equal to one of the critical values of IC,1 ≈ 6.31 and IC,2 ≈ 7.4, there exists
only two fixed points. We disregard this fact here because these critical values are most likely irrational, and
thus will never be encountered precisely in our simulations.
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Figure 7: A. Equation (1) evaluated at v = (−60, −30) with Iext = 6. A single stable fixed point is shown in
blue. B. Same as A, but with Iext = 6.5. The stable fixed point is in blue, with two unstable fixed points in red.
C. Same as A, but with Iext = 7.2. All three fixed points are unstable and shown in red. D. Same as A, but with
Iext = 7.7. A single unstable fixed point is shown in red.
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where m0∞ , α0x and β0x denote the first derivatives with respect to v of m∞ , αx and βx , respectively, for x = h and n. Since we are computing the Jacobian at the fixed point, we
make the following substitutions into J: v = v∗ , m∞ = m∞ (v∗ ), m0∞ = m0∞ (v∗ ), h = h∞ (v∗ ),
n = n∞ (v∗ ), αx = αx (v∗ ), α0x = α0x (v∗ ), βx = βx (v∗ ), and β0x = β0x (v∗ ) for x = h and n.
In order to compute the bifurcation diagram of the system, we must first analyze the
stabilities of each of the fixed points by computing the eigenvalues of J using MATLAB.
A fixed point is stable if and only if the real part of all of the associated eigenvalues are
negative. So once the eigenvalues are computed, the real part of each eigenvalue is checked
to see whether or not Re(λ) > 0. If not, v∗ is plotted with its associated Iext in blue indicating that the fixed point is stable. Otherwise, the (v∗ , Iext ) pair is plotted in red indicating
instability, as shown in Fig. 8A.
At first glance, the Jacobian matrix seems to be independent of Iext , as it is not included
in any of its entries. However, the Jacobian matrix is evaluated at a fixed point that is
directly dependent on Iext . Therefore, this entire process of computing Equation (1) for
a range of v, using bisection to find v∗ , evaluating the Jacobian matrix at the fixed point,
finding the eigenvalues and checking to see if any real parts are positive, is repeated for a
wide range of Iext .
Note that the fixed point seen in Fig. 7A is stable for Iext < 7.015 and unstable for
Iext ≥ 7.015. We wish to confirm that this loss of stability is due to a Hopf bifurcation in
which the real parts of a complex conjugate pair of eigenvalues change from positive to
negative. So, we scan each of the eigenvalues of the Jacobian at the given fixed point for a
particular Iext to see if any of them have an imaginary part. If so, the imaginary part, Im(λ),
is plotted against the real part, Re(λ), in the Re(λ)-Im(λ) plane. Note also that these pairs
are plotted in blue if the fixed point was computed for Iext < 7.015 and in red if the fixed
point was computed for Iext ≥ 7.015. Fig. 8B shows that the real parts of the complex
conjugate eigenvalue pair cross the imaginary axis as Iext increases past Iext ≈ 7.015.
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Figure 8: A: The bifurcation diagram of the Erisir neuron shows the value of v at each of the fixed points.
Stabled fixed points are plotted in blue, while unstable ones are plotted in red. Note that a stable fixed point
loses stability at Iext ≈ 7.015. The black lines indicate vmax and vmin of the stable limit cycle. B: The real
parts of the complex conjugate pair of eigenvalues of the Jacobian matrix computed at the leftward
 most fixed
point cross the imaginary axis from left to right, at Iext ≈ 7.015. Note the pairs of Re(λ), Im(λ) are plotted
in blue if the fixed point was computed at Iext < 7.015 and in red, otherwise.

Fig. 7B, C, D and Fig. 8A also show that the other two fixed points of the system are
unstable for all relevant values of Iext . In Fig. 7B, we see that these unstable fixed points
appear in a blue-sky bifurcation at Iext ≈ 6.31. Fig. 8B confirms that as Iext is raised past
7.015, the leftward most fixed point loses its stability through a Hopf bifurcation, which
could not be predicted from Fig. 7 alone. Finally, as Iext increases, the two leftward most
unstable fixed points become closer and closer until they are annihilated in a saddle-node
bifurcation at Iext ≈ 7.4. Note that the remaining unstable fixed point seen in Fig. 7D
becomes stable again at Iext ≈ 137.3 in what is known as “depolarization block” [32].
While Fig. 7 is strictly a tool for fixed point analysis, bifurcation diagrams typically
display information about the limit cycles of a system. We know that the stable limit cycle
in the Erisir model corresponds to periodic firing of the neuron. We incorporate information
about this stable limit cycle into Fig. 8A by using black lines to show the maximum and
minimum voltages attained by a trajectory of a periodically firing neuron. These lines are
computed in the same manner as previously discussed in Section 2.3.1 for f -I curves when
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decreasing Iext to ensure information is displayed about the stable limit cycle for all values
of Iext for which it exists. Note that a loss of stability in the stable limit cycle is indicated
by the abrupt discontinuity of the black lines for Iext ≈ 6.45.
Recall from Section 2.3.3 that in a system undergoing a typical subcritical Hopf bifurcation, there exists a regime for µC,1 < µ < µC,2 in which a repelling limit cycle lies between
an attracting limit cycle and an attracting fixed point. However, the bifurcation diagram of
8A does not display information about this unstable limit cycle. Note that we cannot simply
“reverse time” and solve for the reverse flow of the system in order to swap the stabilities
of the fixed points and the limit cycles. Initializing at the fixed point and solving in reverse
time yields a trajectory that approaches infinity. Thus, while the stable fixed point surely
becomes unstable in reverse time, the unstable limit cycle does not become stable. This
implies that the unstable limit cycle has at least one stable manifold in forward time, which
swaps stability and becomes unstable in reverse time. Therefore, we simply note that Fig.
8A shows a clear, bistable regime existing between 6.45 < Iext < 7.015 for which the stable
limit cycle and the stable fixed point coexist. Since this is indicative of a subcritical Hopf
bifurcation, and not a supercritical Hopf bifurcation, we are satisfied with this numerical
evidence that supports that the Hopf bifurcation is in fact subcritical.
Frequency-current ( f -I) curves and their computation were thoroughly discussed in
Section 2.3.1. Fig. 9 shows the f -I curve for our variation of the Erisir interneuron with
Iext raised and lowered in increments of 0.05. Frequencies associated with increasing drive
are depicted by black dots, while frequencies associated with decreasing drive are depicted
by open circles. Between Iext ≈ 6.45 and Iext ≈ 7.015, one notes that depending on the
initializations, both zero and nonzero frequencies are possible for a single value of Iext .
This is another representation of the region of bistability seen in Fig. 8A, where both the
stable limit cycle (black lines) and the stable fixed point (blue line) coexist in this interval
of Iext . The abrupt jump from zero-frequency to f ≈ 64 Hz at I ≈ 7.015 is characteristic of
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type two f -I curves. Note that the periodic firing can reach a frequency as low as 37 Hz.

f
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40

0
6

6.5

7

7.5

Iext

Figure 9: The f -I curve for a single Erisir neuron as Iext is varied in 0.05 intervals. Solid dots denote the
frequency as Iext is increased, while circles denote the frequency as Iext is decreased. Note that solid dots
jump to f ≈ 64 at I ≈ 7.015, while the circles fall down from f ≈ 37 to zero-frequency at I ≈ 6.45.

An introduction to phase response curves and their computation was given in Section
2.3.4. The PRC shown in Fig. 10 was computed for an Erisir neuron driven at Iext = 7.2.
An instantaneous delivery of +1 mV was made to v at 30 different phases of its period. Its
effect was studied by finding the relative change made in the neuron’s next period compared
to its normal period in which it does not receive any perturbations. For each phase, ϕ, this
relative change in periods is quantified by the function g(ϕ) =

T −T̃
T .

In Fig. 10, we see that g(ϕ) < 0 for 0 < ϕ < 0.25. This implies that an instantaneous
charge injection to the neuron soon after firing will actually delay the neuron from spiking
according to its normal period. This delaying effect is characteristic of type two PRCs.
In the network simulations that we run in this thesis, the inhibitory cells do not only
inhibit the excitatory cells, but also inhibit themselves (see Section 3.4 for details). It is
not clear what effect, if any, this would have on either the f -I curve or the PRC that we
computed for the uninhibited Erisir neuron. However, we would like the type twoness
of both figures to be preserved. Fig. 11A shows the f -I curve of the self-inhibited Erisir
interneuron with an inhibitory conductance of gII = 0.2, an inhibitory reversal potential
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Figure 10: The phase response curve for a single Erisir neuron driven at Iext = 7.2 without any self-inhibition.

of vrev = −80, a rise time constant of τr = 0.3 and a decay time constant of τd = 9. It
is of type two and qualitatively identical to that of the uninhibited version of Fig. 9. The
only quantitative differences we note are: a lower frequency of ≈ 39 Hz at the onset of
spiking at Iext ≈ 7.015, a lower minimum frequency of ≈ 25 Hz, and a slightly higher IC,1
of approximately 6.6. Fig. 11B shows the PRC of the self-inhibited Erisir neuron driven at
Iext = 7.2 with the same inhibitory synapse parameters. The type twoness of the model is
still preserved, as g(ϕ) < 0 for 0 < g < 0.42. The retention of type two characteristics with
the self-inhibited Erisir model justifies its formation of a qualitatively different network
from one formed with type one Wang-Buzsáki I-cells presented in the next section.
3.2. The Wang-Buzsáki interneuron model
Wang and Buzsáki proposed a model of fast-spiking interneurons in rat hippocampus
in 1996 [33]. We make no changes to the set of equations and parameters in their paper.
Note that the Wang-Buzsáki (WB) model uses the same m = m∞ (v) reduction that we
employed in the Erisir model, and that the potassium gating variable n is raised to the
standard Hodgkin-Huxley power of 4, unlike the power of 2 used in the Erisir model. The
equations of the WB model are
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Figure 11: A. The f -I curve for a self-inhibited Erisir neuron with gII = 0.2. Black dots denote frequencies
associated with increasing Iext , while circles denote frequencies associated with decreasing Iext . B. The phase
response curve for a self-inhibited Erisir neuron driven at Iext = 7.2 with gII = 0.2.

C

dv
= gNa m∞ (v)3 h(vNa − v) + gK n4 (vK − v) + gL (vL − v) + Iext
dt
dx
= αx (v)(1 − x) − βx (v)(x) for x = h or n
dt
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where
αm (v)
αm (v) + βm (v)
0.1 (v + 35)

αm (v) =
1 − exp − (v + 35)/10

βm (v) = 4 exp − (v + 60)/18

αh (v) = 0.35 exp − (v + 58)/20

m∞ (v) =

5

1 + exp − 0.1(v + 28)
0.05 (v + 34)

αn (v) =
1 − exp − 0.1(v + 34)
βh (v) =


βn (v) = 0.625 exp − (v + 44)/80

and with the following parameters
C = 1 µF/cm2 , gNa = 35 mS/cm2 , gK = 9 mS/cm2 , gL = 0.1 mS/cm2 ,
vNa = 55 mV, vK = −90 mV and vL = −65 mV
The f -I curve for the WB neuron shown in Fig. 12A is clearly type one. The onset
of periodic spiking occurs at arbitrarily low frequencies once Iext > 0.17. Further, the
observed frequencies are independent of whether Iext is increased or decreased, since there
exists only one possible frequency at any given Iext . The f -I curve of a self-inhibited WB
neuron is not only qualitatively identical, but also nearly quantitatively identical to Fig.
12A. The critical parameter is still IC ≈ 0.17, but instead of spiking at a frequency of 8 Hz
at Iext = 0.2 like the uninhibited neuron, the self-inhibited neuron spikes at a frequency of
7 Hz. Since the difference is trivial, we do not present a separate figure of the f -I curve of
the self-inhibited WB neuron in this thesis.
The phase response curves of the uninhibited and the self-inhibited WB neuron are
shown in Fig. 12B and C, respectively. For all values of 0 < ϕ < 1, g(ϕ) > 0, indicating that
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both PRCs are type one. Thus, the phase of the WB neuron is always advanced, regardless
of when it receives excitation and regardless of whether it is uninhibited or self-inhibited.
Note that the qualitative difference in Fig. 12C is to be expected. The computation of the
PRC begins just after the spike of the neuron. Recall that the self-inhibition lingers beyond
the time of the spike and into the early phases of its period. Thus, excitation delivered
at these early phases must compete with the remaining inhibition that hasn’t yet decayed.
This weakens the ability of an instantaneous charge injection to advance the phase of the
self-inhibited WB neuron at early phases.
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Figure 12: A. The f -I curve for the WB neuron. Solid black dots indicate frequencies as Iext increases,
while open circles indicate frequencies as Iext decreases. B. The PRC for the standard WB interneuron with
Iext = 1.0. C. The PRC for a self-inhibited WB interneuron with gII = 0.2 and Iext = 1.0.
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3.3. The reduced Traub-Miles model of pyramidal cells
The excitatory cell that we use in this thesis is derived from the model proposed by
Traub and Miles of a rat hippocampal pyramidal cell in 1991 [34]. Ermentrout and Kopell
reduced this into a single-compartment model in [35], which was then slightly modified
by Olufsen et al. in [29]. Finally, this was further varied by Kopell et al. in [36]. We
employ this model in our simulations without any additional changes to the equations or
parameters found in [36, Appendix 1] and refer to it simply as the reduced Traub-Miles
neuron, or RTM neuron. The equations of the model are

C

dv
= gNa m∞ (v)3 h(vNa − v) + gK n4 (vK − v) + gL (vL − v) + Iext
dt
x∞ (v) − x
dx
=
for x = h or n
dt
τx (v)

where

x∞ (v) =
τx (v) =
αm (v) =
βm (v) =
αh (v) =

αx (v)
for x = m, h or n
αx (v) + βx (v)
1
for x = h or n
αx (v) + βx (v)
0.32 (v + 54)

1 − exp − (v + 54)/4)
0.28 (v + 27)

exp (v + 27)/5 − 1

0.128 exp − (v + 50)/18

4

1 + exp − (v + 27)/5
0.032 (v + 52)

αn (v) =
1 − exp − (v + 52)/5

βn (v) = 0.5 exp − (v + 57)/40
βh (v) =
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and with the following parameters
C = 1 µF/cm2 , gNa = 100 mS/cm2 , gK = 80 mS/cm2 , gL = 0.1 mS/cm2 ,
vNa = 50 mV, vK = −100 mV and vL = −67 mV
Similar to the WB interneuron, the RTM neuron has a type one f -I curve and a type
one PRC shown in Fig. 13A and B. Fig. 13C shows a computation like that of a PRC, but
instead of instantaneously raising v by 1 mV, it is lowered by 1 mV, mimicking an abrupt
input of inhibition from I-cells. Qualitatively, this figure is the mirror-image of the PRC
and will prove useful in the analysis presented in later sections.
3.4. The network model and synaptic coupling
In this thesis, we use the network model described in [36, Appendix 1]. The excitatory pyramidal neurons (E-cells) are modeled with the RTM neuron (Section 3.3). The
inhibitory interneurons (I-cells) are modeled by either the Erisir neuron (Section 3.1) or
the WB neuron (Section 3.2). Let NE denote the number of E-cells, and NI the number
of I-cells. Recall from Section 2.1, that there are four times more excitatory neurons than
inhibitory neurons in the brain. Thus, for each of our large network simulations, NE = 160
and NI = 40.
In order to incorporate realism into the network, we never drive all of the neurons of
either population at the same drive. Instead, each population is given heterogeneous drives
of Iext that are uniformly distributed between 85 and 115% of a specified mean. (Although
adding noise to the network based on a Poisson schedule does add a degree of randomness
to the simulations, it does not drastically change our results). In every network simulation
that we present, the E-cells are driven between 1.85 and 2.15, implying that the mean drive
delivered is 2. More precisely, the drive delivered to the i-th E-cell is

IE,i = 1.85 +

i − 1/2
× 0.30 for 1 ≤ i ≤ 160.
160
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Figure 13: A. The f -I curve for the RTM neuron. Solid black dots indicate frequencies as Iext increases, while
open circles indicate frequencies as Iext decreases. B. The PRC for the RTM neuron with Iext = 1.0. C. A
phase response-like curve for the RTM neuron driven at Iext = 1.0, in which v is abruptly lowered by 1 mV at
different phases.

Although this interval is slightly arbitrary, it is worth noting that each E-cell is driven well
above the spiking threshold of I ≈ 0.1 for the RTM neuron. Since we do not couple E-cells
together with voltage-synchronizing gap junctions, this heterogenous drive polarizes the Ecells into strongly-driven and weakly-driven E-cells. Note that one half is subtracted from
the neuronal index in order to center the interval about the mean.
The I-cells are also driven with heterogeneous drive. The drive delivered to the j-th
I-cell is


j − 1/2
II, j = 0.85 +
× 0.30 II for 1 ≤ j ≤ 40,
40
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where II is the mean drive to the I-cells. In Fig. 14 of Section 4.1, II increases linearly with
time, between 0 and 2 for WB I-cells and between 6 and 8 for Erisir I-cells. In Section 4.3,
II remains constant over time and is specified with each figure.
Each synapse is characterized by a synaptic gating variable 0 ≤ s ≤ 1 associated with
the presynaptic neuron that is governed by
1−s
s
ds
= ρ(v)
− ,
dt
τR
τD

where ρ denotes a smoothed Heaviside function, ρ(v) = 1 + tanh(v/4) /2, v denotes the
presynaptic membrane potential, and τR and τD are the rise and decay time constants, respectively. Note that ρ(10) ≈ 1 and ρ(−10) ≈ 0. To model the synaptic input from neuron k
to neuron l, we add to the right-hand side of the equation governing the membrane potential
vl of neuron l a term of the form gkl sk (t)(vrev − vl ), where gkl denotes the maximal conductance associated with the synapse, sk denotes the gating variable associated with neuron k,
and vrev denotes the synaptic reversal potential. For excitatory, AMPA-receptor-mediated
synapses, we use τR = 0.1, τD = 3, and vrev = 0; for inhibitory, GABAA -receptor-mediated
synapses, τR = 0.3, τD = 9, and vrev = −80. These choices reflect brief pulses of excitation
and slightly longer pulses of inhibition.
In comparison with many of the values of the reversal potential of GABAA -receptormediated inhibition reported in the literature, our choice of vrev is fairly low. Similarly low,
hyperpolarizing reversal potentials have been reported in [33, 37, 38, 39]. Higher reversal
potentials have been reported by numerous authors, as in [30, 40, 41, 42, 43]. We have
not systematically investigated the effect of a higher reversal potential on our conclusions.
However, we know that powerful inhibition is needed for an abrupt suppression transition.
Inhibition can be sufficiently powerful for several reasons: low reversal potential, strong
inhibitory conductance or low excitability (firing frequency) of the post-synaptic cells.
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In our networks, we synaptically couple each neuron to every other neuron in our network leading to what is referred to as “all-to-all” connectivity. (Sparse, random connectivity would not yield substantially different results. The randomness would add heterogeneity, with effects similar to those of using heterogeneous external drives.) The value of
maximal conductance of a synapse, gkl , depends only on the types (E or I) of neurons k
and l. For instance, when the k-th neuron is an E-cell and the l-th neuron is an I-cell, gkl
is set to gEI . Parameters gIE , gII , and gEE are defined similarly. We scale these parameters
with network size: gEI = ĝEI /NE , gIE = ĝIE /NI , gII = ĝII /NI , gEE = ĝEE /NE . We choose
parameters similar to those in [10]: ĝEI is slightly larger than the minimum value needed
for a population spike volley of the E-cells to promptly trigger one of the I-cells to spike,
and ĝIE is significantly stronger than the other conductances. The values we use in the
network are ĝEI = 0.2, ĝIE = 0.8, ĝII = 0.2, ĝEE = 0. The strong inhibitory conductance is
required for a sharp suppression transition to exist.
The I-cells are also gap-junctionally coupled in our networks (the E-cells are not). The
k-th and l-th I-cells are gap-junctionally connected with probability pgap . If vk and vl are
the membrane potentials of the two I-cells, we add the term ggap (vl − vk ) to the right-hand
side of the equation for vk , and the term ggap (vk − vl ) to the right-hand side of the equation
for vl , with ggap = ĝgap /(pgap × NI ). We choose the values of the parameters to be just
sufficient to ensure that both the WB and Erisir I-cells remain synchronized in the network:
pgap = 1/5 and ĝgap = 0.4, which implies that ggap = 0.4/(40/5) = 0.05.
Each figure in this thesis was generated by a stand-alone MATLAB code, available
from the author upon request.
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4. Results
4.1. Large network simulations
Our network simulations are plotted as spike rastergrams which are interpreted as follows. Since NE = 160 and NI = 40, the number of neurons in the network is 200. Label the
I-cells as neurons 1 through 40 and the E-cells as neurons 41 through 200. When the i-th
neuron spikes at time t, we plot the pair (t, i) as either a blue dot if 1 ≤ i ≤ 40 or as a red
dot if 41 ≤ i ≤ 200. In Fig. 14, II is varied linearly with time which allows us to plot the
pair (II , i) instead.
Our study focuses on how the dynamics of the network change with varying II and two
different types of I-cells. Ideally, we would run a simulation for a specific value of II , note
the long-term dynamics, and repeat for a new value of II . This would provide us with a
clear way of seeing how the network behaves in different intervals of II . However, this
is computationally expensive and does not provide a useful dependent variable to plot in
order to show how the dynamics depend on II .
In order to resolve this, we note that in most simulations, the long-term behavior of the
network is usually approached very quickly after two or three spike volleys. Additionally,
there exist several intervals of II in which the network dynamics are relatively similar, even
when II is slightly varied during the course of a simulation. Therefore, we approximate the
results of the expensive computations by performing a single simulation over 1, 000 ms in
which the mean drive to the I-cells is varied linearly with time as shown in Fig. 14. This
approximation gives us a brief window into what the network dynamics are for a given
value of II .
In the network with type one WB I-cells (Fig. 14A), there is a stable PING rhythm that
persists just beyond II = 0.8. Between 0.8 < II < 1.4, there is neither a stable PING rhythm
nor complete suppression of the E-cell population. We refer to this fairly broad intermediate
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Figure 14: A. Network simulation with type one Wang-Buzsáki I-cells that are coupled with gap junctions,
ggap = 0.4. Note that II increases linearly with time. B. Same as A, but with type two Erisir I-cells.

regime as the “suppression boundary.” At the beginning of this parameter regime, weakly
driven E-cells appear to drop out (II ≈ 0.9) until the entire population skips every other
cycle for 1 < II < 1.4. There is finally complete suppression of the E-cells once II > 1.4.
When the network is replaced with type two I-cells (Fig. 14B), the suppression transition becomes significantly more abrupt. Steady PING is observed from II < 6.8. As II is
raised, more and more weakly driven E-cells become suppressed, until the entire population
drops out for II > 7. In this case, there is no cycle skipping of the E-cells. The following
two sections aim to explain why the type of the I-cell population has such a profound effect
on the suppression transition.
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4.2. On the sharpness of the suppression transition
The difference in the immediacy of the suppression of the E-cells seen in Fig. 14A
and B is attributed to the differing types of phase response curves of the Wang-Buzsáki
and Erisir models. Recall that the PRC measures the effect of an instantaneous raise in
membrane potential on the phase of a neuron. The phases of the Erisir I-cell can be delayed
if excitation is received shortly after spiking, while the phases of the WB I-cell are always
advanced. However, instead of dealing with phases, let us consider the neuron’s period as
it is a more tractable measurement for analysis.
A simple way to analyze the effects of the different PRCs on the network dynamics is to
directly compare the periods of the neurons for a range of different drives. Unfortunately,
computing the period of an entire population of neurons is ill-defined since each cell does
not fire at precisely the same time. Calculating the period of a single neuron, on the other
hand, is a trivial task. Thus, we approximate the period of an entire cell population by the
period of just one, stand-alone neuron of the same type (E or I) as the cell population. We
will refer to this approximation throughout this thesis as the “single period” approximation.
4.2.1. The basis for the “single period” approximation
Such a reduction is not entirely unreasonable. The gap junctions among the I-cells keep
their voltages fairly synchronous. Since the E-cells are not electrically coupled, they have
no way to “share” the heterogeneous drive that they receive, which prevents their voltages
from being as synchronous as they are in the I-cell population. However, if the E-cells
were driven homogeneously, no polarization of “strongly” driven and “weakly” driven Ecells would be possible. Further, their voltages would be nearly equal after synchronizing
pulses of inhibition from the I-cells [44]. Therefore, this reduction models an E-I network
with homogeneously driven E-cells and gap-junctionally coupled I-cells.
In our network model, each neuron is chemically coupled to every other neuron. The
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intricate effects of this synaptic coupling need to somehow be incorporated into the single
period approximation which measures the period of an independent neuron that is not connected to any other cell. It seems reasonable to use the same synaptic coupling term used
in the network, gkl sk (t)(vrev − vl ), where sk (t) is governed by the same ODE presented in
Section 3.4, but with k = l. This way, we will not deviate from the model mechanics of the
synaptic gating variable and coupling parameters presented in Section 3.4.
For the I-cell, incorporating half of the chemical coupling is obvious. Namely, the
network I-cells self-inhibit themselves with ĝII = 0.2. So, we simply add the same selfinhibition term to the I-cell in the single period approximation.
The other half of the coupling in the network is between the E- and the I-cell populations. In network simulations like Fig. 14, the E-cells typically spike before the I-cells and
thus deliver excitation at late phases of the I-cells with ĝEI = 0.2. Since the I-cell of the
single period approximation is not coupled to any other cell, it is not clear how to mimic
the precise timing of this excitation in a reasonable manner without departing from the
strict use of differential equations to model the synaptic gating variable. We thus make the
approximation that the I-cell also self-excites. We take a closer look at whether or not this
can be justified in Section 4.2.3. But for now, there is so much to be gained by considering
this to be valid that we simply make the approximation.
The last type of synaptic coupling that we have yet to consider is the inhibition that
the I-cells deliver to the E-cells with ĝIE = 0.8. Since the I-cells usually spike after the
majority of the E-cell population, the I-cells deliver their inhibition at very early E-cell
phases in the network. As we can see from Fig. 13C, precisely what phase it is delivered
at is not of utmost importance as g(ϕ) is nearly constant for 0.03 < ϕ < 0.25. If we model
this inhibition delivered in the network by adding a self-inhibition term to the E-cell in
the single period approximation, we might worry about the slight blip seen in Fig. 13C at
ϕ ≈ 0. This, however, should not be a major concern. The inhibition still slightly delays the
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phase of the E-cell. Additionally, the GABAA -receptor-mediated inhibitory synapses have
a high rise time constant. This means that they are slow to fully come on, which should
give the stand-alone E-cell time to reach the phase of ϕ ≈ 0.03. This justifies that this selfinhibition term added to the E-cell will have similar inhibitory effects to those observed in
the network.
So far, we have an I-cell that is both self-inhibited and self-excited and an E-cell that is
self-inhibited. However, in Fig. 14A, we see that there are actually two regular I-cell periods during the suppression transition for mean drive 1 < II < 1.4. The first I-cell population
period is affected by both self-inhibition and excitation from the E-cells. The second I-cell
population period does not receive any such excitation from the E-cells since the E-cell
population skipped this cycle. To account for this in the single period approximation, we
create a second, distinct I-cell that only contains a self-inhibition term. This leaves us with
three stand-alone neurons, 1 E- and 2 I-cells, whose periods we can directly compare for
different drives.
Denote the period of the self-inhibited E-cell as TE , the period of the self-inhibited I-cell
as TI , and the period of the self-inhibited and self-excited I-cell to be T̃I . In the network,
the heterogeneously driven E-cells always receive a mean drive of IE = 2.0. Recall that
the single period approximation treats the E-cell population as if it received homogeneous
drives. Thus, in the single period approximation, we need only compute TE for the E-cell
driven at IE = 2.0. Since II is the main parameter varied in the network simulations, we
vary II in this single period approximation as well. For each II , we compute TI and T̃I .
Arranging these three computed periods in an inequality leads to a prediction about the
dynamics of the network. We first present an overview of this experiment with a qualitative
discussion of the results, and then follow with a discussion of the numerical results.
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4.2.2. Qualitative implications
Due to the type two PRC of the self-inhibiting Erisir I-cell, we expect that the addition
of self-excitation would cause a delay in the phase and lengthen the period so that TI < T̃I .
This is confirmed by the single period approximation for relevant drives to the I-cells of
II < 9.6. Subject to this constraint, we consider the following three possible inequalities
for the Erisir neuron:

TE < TI < T̃I

(2)

TI < TE < T̃I

(3)

TI < T̃I < TE

(4)

Since the E-cell in the single period approximation is driven highly above threshold (IE =
2.0 > 0.10 = IC ,) we expect a large frequency and thus a small TE . At low values of II
near threshold, the self-inhibited Erisir I-cell spikes with a frequency as low as 40 (Fig.
11A), which implies a larger TI . Thus, Case (2) corresponds to low values of II . As II
is increased, we expect TI and T̃I to drop below TE , not necessarily simultaneously. This
implies that Case (3) can occur for some intermediate, possibly narrow regime of II , while
Case (4) occurs for large II .
In terms of eventual network dynamics, we expect no difference between Case (2) and
(3). We see from Fig. 14B that the Erisir I-cells are receiving excitation on each volley,
delaying their phase and rendering a short TI irrelevant. Now consider a value of II such
that Case (4) is just barely satisfied: T̃I < TE but T̃I ≈ TE . At first glance, we would assume
this corresponds to an immediate, complete suppression of the E-cell population in the
network. However, this is not precisely the case.
As soon as the inequality in Case (4) is just satisfied, the I-cells spike immediately before the E-cells at an extremely late E-cell phase. This implies that the E-cells have “passed
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the point of no return,” and a spike is imminent whether or not they receive inhibition. Also,
note that the inhibitory synapses are slow to activate. Thus, an I-cell spike volley’s effect is
not immediate on the E-cells. For this same reason, the I-cells must spike even earlier than
T̃I to allow for the synaptic gating variable to fully activate before the E-cells spikes-. Finally, Fig. 13C shows that extremely late phase inhibition is not as effective at suppressing
an E-cell as inhibition received say for ϕ ≈ 0.8. Altogether, these three factors indicate that
simply satisfying T̃I < TE is not sufficient to suppress an E-cell. Further, it indicates that
there exists some phase, ϕ∗ , of an E-cell beyond which it is impossible to be suppressed
by a full I-cell spike volley. Let us call an E-cell “vulnerable,” if its phase ϕ is less than
ϕ∗ , indicating that it is possible to be suppressed. This term will be used throughout the
remainder of this thesis.
As II continues to increase, the I-cells spike early enough to deliver effective inhibition
to any vulnerable E-cells. Due to the heterogeneity of the drive given to the E-cells in the
network, we do not expect complete E-cell population suppression at once because there is
a polarization of the E-cells’ periods due to the polarization of strongly and weakly driven
E-cells. Thus, as II increases, the I-cell population spikes at earlier times, which leads more
and more weakly-driven E-cells to become vulnerable and suppressed, until eventually the
entire population is suppressed. This is precisely the situation that we see in Fig. 14B.
We see that the only limiting factor of the sharpness of the transition boundary is the
degree of heterogeneity that the E-cells are driven with. The larger the range of drives
given to E-cells for a given mean IE , the more polarized are the periods of each E-cell. This
begins the suppression transition earlier as more E-cells become vulnerable earlier, while
it ends the suppression transition later as more E-cells become vulnerable later. Therefore,
if we were to apply homogeneous drives to the E-cells, we would see a sharp suppression
point, Isupp , in which Iext < Isupp leads to PING, while Iext > Isupp leads to suppression.
This is shown in [9, Fig. 5D] and approximated with a two-cell network in [9, Fig. 7C].
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When we perform the single period approximation with type one WB I-cells, we expect
an opposite initial constraining inequality to that seen with Erisir I-cells. That is, due to
the type one PRC of the self-inhibited WB I-cell, we expect T̃I < TI . For relevant values
of II , this is confirmed by the single period approximation. Consider the following three
inequalities with each successive case corresponding to larger values of II :

TE < T̃I < TI

(5)

T̃I < TE < TI

(6)

T̃I < TI < TE

(7)

At low II , Case (5) correlates to normal PING rhythm as the E-cells can repeatedly
spike without interruption from the I-cells. However, in Case (6), we note that the selfinhibited, self-excited I-cell has a shorter period than the E-cell. Because the E- and I-cell
populations spike at approximately the same time in the network, the I-cells are now able
to spike again before the E-cells do. For similar reasons as above, this does not guarantee
that the I-cells will suppress the E-cell population as soon as this inequality is satisfied. The
E-cells need to first be vulnerable.
Consider II such that Case (6) is satisfied, but sufficiently large enough such that the
entire E-cell population is vulnerable after its first volley with the I-cell population. The
I-cells obviously do not receive any excitation here, and thus have a longer period than the
E-cells. This regime corresponds to the cycle-skipping that was seen for values of II in the
suppression transition of the WB neuron in Fig. 14A. Finally, as II is increased further and
we enter Case (7), the E-cell population becomes vulnerable for all I-cell population spike
volleys and eventually becomes completely suppressed.
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4.2.3. Analysis of numerical estimates
Numerically with type two Erisir I-cells, the single period approximation returns that
T̃I < TE when II ≈ 7.55. This is fairly close to the drive of II slightly greater than 7 at
which complete suppression of the E-cell population is observed in the network (see Fig.
14B). One key assumption utilized in this approximation is that reducing the entire I-cell
population to just a single I-cell acts as if the I-cells are strongly coupled via gap junctions
in order to equilibrate their membrane potentials. However, in the network simulations, we
use a value of ggap = 0.4 which is just sufficient to keep both the WB and the Erisir I-cells
synchronous. Increasing the strength of these gap junctions shifts the transition regime
further to the right, leading to a critical network value of suppression that is closer to the
approximated value of II .
For type one Wang-Buzsáki I-cells, the single period approximation estimates that a
transition from Case (5) to (6) occurs at II = 0.44, and a transition from Case (6) to (7)
occurs at a II = 1.4. The latter estimate for when TI < TE correlates nearly exactly to the
critical mean drive of 1.5 needed in the network for complete E-cell suppression. This
slight difference is most likely due to the fact that an I-cell period less than that of an E-cell
period at II = 1.4, but is not sufficient to guarantee suppression. The E-cells must first be
vulnerable, which requires shorter I-cell periods and thus slightly larger values of II .
However, there is a jarring discrepancy with the first estimate. In the network, the Ecells do not begin to exhibit cycle skipping until driven with mean II ≈ 1. There are two
likely errors with the single period approximation’s estimate. The first, again, involves the
now familiar concept of vulnerability. However, this effect alone should not lead to such a
substantial deviation in the estimated II for cycle skipping.
The second problem with the estimate relates to our concerns proposed in Section 4.2.1
regarding the method in which the single period approximation should model the excitation
that I-cells receive from the E-cells in the network. We chose to deliver excitation to the
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stand-alone, self-inhibited I-cell through means of self-excitation while knowing that the
timing of this delivery would be a few milliseconds later than when the I-cells in the network actually receive this input. In order to analyze how close of a relation there is between
these two methods of delivery, we compare the excitation current, Iexc = gkl sk (t)(vrev − vl ),
that a network and stand-alone cell receive over time as shown in Fig. 15. Recall our parameter choices: vrev = 0 for both cases, but gkl = gEI = ĝEI /NE = 0.2/160 = 0.00125
and sk = sE for the I-cells in the network, while gkl = 0.2 and sk = sE,v for the stand-alone
I-cell. Think of the stand-alone I-cell as being the the deliverer of excitation to itself, such
that NE = 1. Note that sE,v is an excitatory synaptic gating variable with the associated
excitatory parameters, but is influenced by the stand-alone I-cell’s voltage v.
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Figure 15: A. Trace of the excitation current, Iexc , received by the 20-th Wang-Buzsáki I-cell of the network
over the course of its period. B. Trace of Iexc received by the self-inhibited and self-excited Wang-Buzsáki
I-cell over the course of its period.

Panel A shows the trace of Iexc received by the 20-th WB I-cell of the network that
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approximately receives the mean drive of II = 0.5. In B, the trace of Iexc is shown for the
self-inhibited, self-excited stand-alone WB I-cell that is driven at II = 0.5. The two traces
are obviously qualitatively very different. Since vrev = 0, Iexc will be briefly hyperpolarizing
during the peak of the associated cell’s spike when (vrev − v) = (0 − v) = −v < 0. When
sE fully comes on in the network cell, the network cell’s spike interrupts Iexc from reaching
a maximum value as high as that in the stand-alone I-cell. Thus, by the time v goes back
down and Iexc is again depolarizing, the synaptic gating variable is no longer rising and
decays to zero by a phase of approximately 0.5.
On the other hand, the stand-alone I-cell’s sE,v does not fully come on until well after
the peak of the spike as shown in Fig. 15B. Thus, it delivers a higher maximum Iexc that
does not completely decay to 0 until the start of the next spike. This implies that the selfexcitation persists throughout the entire phase of the I-cell. Recall from the PRC of the selfinhibited WB neuron (Fig. 12C) that excitation is most effective at decreasing the period
when delivered at later phases between 0.4 < ϕ < 0.9. Therefore, the persistent excitation
delivered throughout the period of the stand-alone I-cell in the single period approximation
has too much of an advancing effect on its phase, compared to what happens in a network
I-cell at a comparable drive. This effect most likely leads to substantial error in T̃I being
estimated much lower than its true period in the network. This in turn leads the single
period approximation to yield a much lower predicted II for when T̃I < TE .
Despite the numerical inaccuracies between the estimates of the single period approximation and the critical values observed in the network model, there is no doubt that the
approximation helps to illustrate how the type of the PRC of the I-cell has an effect on the
sharpness of the transition regime. The simplicity of the prediction that the stable PING
rhythm turns from “on” to “off” as soon as T̃I < TE in a network with Erisir I-cells suggests
that a type two I-cell population will yield an abrupt suppression transition, as seen in Fig.
14B. However, in networks with type one I-cells, the existence of Case (6) between PING
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and suppression regimes considerably broadens the suppression transition and allows for
unique, cycle-skipping dynamics amongst the E-cells.
4.3. On the dynamics in the suppression transition regime
While interpreting Fig. 14, it is easy to forget that we are only looking through a brief
window into the network dynamics for any particular II . This could potentially lead us to
form incorrect conclusions about the network’s long-term dynamics after only seeing one
or two spike volleys in the neighborhood of an associated II . In this section, we take a
closer look at the network dynamics in the suppression transition regime.
Fig. 16A shows a simulation that was run with WB I-cells with a constant mean drive
of II = 0.9, which is near the beginning of the suppression transition. At first glance, the
number of E-cells participating in each volley appears to be random. But upon further
inspection, it seems that as the number of E-cells in a spike volley increases, the number of
E-cells that spike on the next cycle decreases. This generally seems to be true, except for
when the entire E-cell population spikes. In this case, it appears that almost any number
of E-cells can spike on the next cycle. This seemingly chaotic behavior is juxtaposed by
the regular network dynamics in the transition regime with Erisir I-cells driven with mean
II = 6.95 (Fig. 16B). After an initial transient, the network falls into a steady state with a
nearly constant number of E-cells participating in each spike volley.
To simplify notation in our discussion, denote the number of E-cells that spike on the
k-th cycle as sk and the number that spike on the following cycle as sk+1 . To see if there is
any dependence of sk+1 on sk with WB I-cells driven with II = 0.9, we reduce the dynamics to a one-dimensional map by generating many pairings of (sk , sk+1 ) over a 10,000 ms
simulation and plotting them as in Fig. 18A. Let us adopt terminology from Strogatz [24,
p. 327] and refer to how neatly the data points fall onto a curve as the graph’s “thickness.”
While thickness may at times be used to describe a graph having two outputs for a single
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Figure 16: A. Network simulation conducted using Wang-Buzsáki I-cells driven with mean II = 0.9. B. Same
as A, but with Erisir I-cells driven with mean II = 6.95.

input, it is not necessarily equivalent. For example, a data set could be one-to-one but still
considered thick if its residuals to some line of best fit are large.
We first see thickness develop in 18A for sk ≈ 110 and for 125 ≤ sk ≤ 155, multiple
values of sk+1 can be observed for a single sk . Additionally, when sk = 160, sk+1 can
seemingly take any value between 0 and 154. This phenomenon occurs because sk+1 is
highly sensitive to the precise timing of the I-cell spike volley in relation to the end of the
full E-cell spike volley, as shown in Fig. 17. When the I-cells spike before the end of the
E-cells, their subsequent spike is early enough to suppress a large number of E-cells (Fig.
17A). But if the I-cells spike late, at the end of an E-cell spike volley, their subsequent
spike is also late, after which most E-cells are invulnerable to their inhibition (Fig. 17B).
For sk = 160, we do not observe a full range of 0 ≤ sk+1 ≤ 160 most likely because we
drive the I-cells with mean heterogeneous drive II = 0.9 at the beginning of the suppression
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boundary. This implies that T̃I < TE and at least a few of the weakly driven E-cells are
already vulnerable. Thus, a full I-cell spike volley delivers sufficient inhibition to suppress
the vulnerable E-cells, regardless of the I-cell volley’s relation to the full E-cell volley.
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Figure 17: A. Close up of Fig. 16A between for 100 ≤ t ≤ 135. B. Same as A, but for 400 ≤ t ≤ 438.

Despite the thickness of Fig. 18A, it is clear that sk+1 is at least approximately determined by some function of sk . Since there is a clear correlation between sk+1 and sk , it is
not unreasonable to assume that a similar dependence exists between sk+2 and sk . As Fig.
18B shows, such a relation clearly exists and except for the one outlier at sk = 96, looks
even stronger (nearly one-to-one) than that that between sk+1 and sk . Now equipped with
these two graphs, it is tempting to ask why we cannot simply fit both of these plots using
a regression, use the best-fitting curve of A to perform successive iterations (passing sk−1
to the best-fitting curve of B when sk = 160) and thus find the precise number of E-cells
participating in some future volley.
While seemingly a good idea, it is important to realize that this map only emphasizes the
short-term predictability of the strength of the next E-cell volley [45]. The high sensitivity
of sk+1 on the precise timing of the I-cell spike volley in relation to the k-th E-cell volley
does not only explain the many sk+1 seen at sk = 160, but also gives rise to the thickness
seen in Fig. 18A. Due to this sensitivity, the map fails to accurately predict long-term
behavior of the strengths of future E-cell spike volleys.
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Figure 18: A. The strength of the (k + 1)-st E-cell spike volley, sk+1 , as a function of the sk over the course of
a 10, 000 ms simulation with WB I-cells driven with II = 0.9. Note that sk+1 = sk is shown as a dashed red
line. B. Same as A, but sk+2 as a function of sk .

When analyzing one-dimensional maps, one usually considers the stability of any fixed
points. We see that the graph in Fig. 18A intersects the line sk+1 = sk only at sk ≈ 131,
suggesting that it is the only fixed point of the map. In order to analyze its stability, we let
Φ(sk ) be a smooth, differentiable function defined for 100 ≤ sk ≤ 150 that yields the least
sum of squares residual with respect to the data points also in this interval. Since clearly
|Φ0 (sk )| > 1 when sk = 131, this fixed point is unstable. Due to the previously mentioned
sensitivity and the apparent lack of a stable attracting orbit, it is natural to assume that the
strength of the E-cell spike volleys is not periodic and possibly chaotic.
If this reduction of the network’s dynamics to a one-dimensional mapping is a reasonable method of analysis, then due to Fig. 16B, one would expect a stable fixed point to exist
in a similar map of a network with type two Erisir I-cells. After an initial transient, the number of E-cells participating in spike volleys settles down to a constant number, mimicking
the attracting nature of a stable fixed point of a one-dimensional map. However, simply

60

4.3

On the dynamics in the suppression transition regime

4

RESULTS

running a 10,000 ms network simulation with Erisir I-cells is of no use here because once
the steady-state is reached, no new pairs of (sk , sk+1 ) will be generated.
4.3.1. The “idealized” mapping
In order to construct a similar mapping for a network with Erisir I-cells, we need a way
to force the E-cell population into spiking with all different strengths between 0 and 160.
Ideally, there would exist a method to directly control the number of E-cells participating
in each spike volley. However, it is not clear how to directly “set” the strength of an E-cell
spike volley in a way that would be realistic in an actual network. Instead, we indirectly
control the strength by gaining full control over the time at which the I-cell spike volley
occurs and knowing the time of a full (or largest possible) E-cell spike volley. Directly
controlling the time of the I-cell spike volley allows us to exploit the powerful inhibition
that the I-cells deliver to the E-cells. Note that inhibition is most powerful at late phases of
an RTM neuron (Fig. 13C). Thus, forcing an I-cell spike volley before the start of the E-cell
spike should fully suppress the E-cell population. As the time at which we force an I-cell
spike volley increases, the effect of the inhibition on the E-cells decreases. This implies
that the I-cells will gradually be able to suppress less and less of the E-cells, leading to a
slow, steady rise in E-cell spike volley strength.
To implement this strategy into our code, we first run an initial network simulation in
which we record the phase space variables of all 40 I-cells when an I-cell spike volley is
imminent (a time step before the spike of the first participating I-cell of a given volley) into
a vector called X0 . Once the initial simulation is finished, we can plot the spike rastergram
and observe a time at which one of the E-cell spike volleys reaches its maximum strength.
Also, record the time at which the I-cell population naturally spikes during or near the end
of this E-cell spike volley as t = tnat . We then record the phase space variables of the entire
network of 160 E-cells and 40 I-cells several milliseconds before this full volley into a
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vector called Y0 .
A new simulation is then run with the network initialized to Y0 . At some time t = t0 , the
phase space variables of the I-cell population is instantaneously replaced by X0 , forcing an
immediate I-cell spike volley on the next time step. After this replacement, we record the
strength of the anticipated E-cell volley as s1 . The strength of the following E-cell spike
volley is recorded as s2 .
Since s1 and s2 are clearly dependent on t0 , it is natural to consider them functions
of t0 . Intuitively, we expect that s1 increases linearly with t0 because of similar reasoning
provided above regarding the relative strengths of inhibition on the RTM neuron. We briefly
recapitulate here, specifically using t0 and s1 . For low t0 , the E-cells can be completely
suppressed by the wave of inhibition received in its late phase so that s1 = 0. As t0 increases,
the more strongly driven E-cells are close enough to firing so that the inhibition is not strong
enough to suppress them, leading to low values of s1 > 0. As t0 continues to increase, more
and more E-cells get through to spiking, further increasing s1 . Finally, we stop increasing
t0 when t0 = tnat , as increasing t0 beyond tnat would lead to a “double delivery” of inhibition
which can have unnecessarily adverse and misleading effects on the results. Additionally,
the purpose of this method is to generate (sk , sk+1 ) pairings for as many values of sk as
possible. Since delivering inhibition at tnat already yields a full, or maximum strength, Ecell spike volley, no new values of sk will be reached for t0 > tnat . This method ensures that
s1 attains nearly each value between 0 and 160 at least once. This allows us to measure s2
as a function of 0 ≤ s1 ≤ 160 as desired.
The results of this experiment are seen in Fig. 19. The “idealized” map for the WB
I-cells in Fig. 19A resembles the network generated mapping seen in Fig. 18A, but without
any thickness. In a sense, this correlation justifies the validity of this approximation method
to generate one-dimensional maps analogous to those generated by the network. In Fig.
19B, the heterogeneous Erisir I-cells were driven with a mean drive in the transition regime
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of II = 7.0. The graph of s2 as a function of s1 only intersects the line s2 = s1 at s1 ≈
132, making it the only possible fixed point of the map. Further, let Ψ(s1 ) be a smooth,
differentiable function defined for 0 ≤ s1 ≤ 159 that yields the least sum of squares residual
with respect to the data points also in this interval. Since |Ψ0 (s1 )| < 1 when s1 = 132,
this fixed point is stable. This agrees with our intuition presented above that motivated
this idealized approximation method. The existence of a stable fixed point in the onedimensional map for type two Erisir I-cells is thus a plausible explanation for the regular,
constant-sized E-cell spike volleys that are observed in the network simulations (Fig. 16B).
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Figure 19: A. An idealized version of Fig. 18A using the idealized approximation method outlined above with
mean drive to the type one WB I-cells of II = 0.9. B. Same as A, but with type two Erisir I-cells driven at a
mean drive of II = 7.0.

Another important qualitative distinction between Fig. 19A and B is the difference in
monotonicity. Using type one WB I-cells in the network yields s2 as a decreasing function
of s1 . This means that as E-cell spike volleys grow stronger than s1 ≥ 100, more E-cells are
suppressed on the following volley. Recall that the type one PRC of the self-inhibited WB
neuron (Fig. 12C) indicates that excitation always advances its phase. So as s1 increases,
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the phase of the I-cell spike volley advances. In terms of Section 4.2.2, T̃I always decreases.
Note that for s1 ≈ 100, the I-cells likely already spike before the weakly driven E-cells, but
are unable to suppress them since the E-cells are not yet vulnerable (early Case (6)). But
once the phase of the I-cells is advanced far enough, the more weakly driven E-cells are
at a vulnerable phase in their period where the inhibition can suppress them (Case (6)).
As s1 increases, this affects more and more E-cells until complete suppression occurs for
s1 ≥ 144 (Case (7)).
On the other hand, s2 is an increasing function of s1 when type two Erisir I-cells are
used, as shown in Fig. 19B. As more E-cells participate in a spike volley, the Erisir I-cells
become more strongly delayed due to their type two phase response curve (see Fig. 11B).
This delays the time that the E-cells receive inhibition, allowing more E-cells to reach a
phase at which inhibition is ineffective at suppressing them. Thus, more E-cells are able
to spike on the subsequent volley. It is important to note here that this does not imply that
s2 > s1 for all values of s1 . For example, in Fig. 16B, a near-full E-cell volley of s1 ≈ 138
decreases in size until it reaches its steady state. This behavior could be predicted from
Fig. 19B, as s1 ≈ 138 yields a subsequent spike strength of s2 < 138 that is near the map’s
stable fixed point.
4.3.2. Emergence of cycle-skipping
So far, we strictly focused on the network dynamics with WB I-cells in a small neighborhood about II = 0.9. This, however, is an incomplete review of the dynamics in the
suppression transition. The irregular dynamics discussed in Section 4.3 persist only near
the beginning of the suppression transition for 0.85 < II < 0.955. Both Fig. 14A and the
analysis given in Section 4.2.2 and Section 4.2.3 suggest that the E-cells can exhibit more
ordered, periodic behavior for larger II . This section aims to study the nature of the network
dynamics that arise later in the suppression transition regime of type one WB I-cells.
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Fig. 20 shows a network simulation with WB I-cells that are driven with a mean drive
of II = 1.1. The E-cell population fires only with every other I-cell spike volley, a phenomenon known as cycle-skipping. In the 3-cell approximation analysis used in discussing
the sharpness of the transition transition, the existence of Case (6)

T̃I < TE < TI

suggested a possible mechanism for this process that we restate here. The self-inhibited
WB I-cells have type one PRCs which advances their phases, decreasing T̃I . Further, we
recall from the discussion of f -I curves that increasing II will also decrease T̃I . At large
enough II (seemingly II = 1.0), the effect of these two factors is strong enough to force
the period of the I-cells to be sufficiently shorter than the period of every single E-cell in
the population (recall that the more strongly driven E-cells have shorter periods than the
weakly driven ones), effectively suppressing the entire E-cell population on the next cycle.
We qualify that T̃I must be “sufficiently” short because we see that for some 0.955 < II < 1,
T̃I < TE for all E-cells, but the strongly driven ones are at such a late phase, that they are no
longer vulnerable to a wave of inhibition (Section 4.3.3 briefly discusses this regime). So
once T̃I is sufficiently short, E-cells are completely suppressed and do not deliver excitation
to the I-cells. Thus, the powerful factor of excitation decreasing T̃I plays no role on this
cycle, meaning the I-cells now spike with period TI . Since II is not yet large enough to
decrease TI < TE , the E-cell population can spike on the following cycle.
A skeptic might doubt that this mechanism repeats similarly for all time, and that we
simply haven’t run the simulation for a long enough time to observe a deviation. In order to
address this concern, we need to analyze the stability of this cycle-skipping behavior. Proceeding in a similar fashion as Section 4.3.1, we would like to create a one-dimensional
mapping of the network dynamics that explicitly displays the relationship between the
65

4.3

On the dynamics in the suppression transition regime

4

RESULTS

200

40
0

100

200

300

400

500

t [ m s]

Figure 20: A network simulation with type one WB I-cells driven with a mean drive of II = 1.1.

strengths of the k-th and (k + 1)-st E-cell spike volleys. However, if we attempt to simply use the data from a 10, 000 ms network simulation, we will likely not generate many
(sk , sk+1 ) pairings that are different from (0, 160) and (160, 0).
Thus, in order to allow sk to take on nearly all values between 0 and 160, we use the
“idealized” approximation method that generated Fig. 19A, but with mean II = 1.1. We do
not expect to find a stable fixed point in this mapping. That would correspond to E-cells
spiking at a constant strength on every cycle, as is seen in the suppression transition of a
network with Erisir I-cells (Fig. 16B). On the contrary, we expect there to be an unstable
fixed point such that upon successive iterations of the mapping, any slight deviations from
the unstable fixed point will be forced into a period-2 cycle that oscillates between 160 and
0. However, this tacitly assumes that we can iterate this idealized map. Therefore, we hope
that the map does not have either thickness or multiple values of sk+1 for a given sk .
Fig. 21A shows the results of the idealized approximation of a one-dimensional map
of the network dynamics with type one WB I-cells with mean drive II = 1.1. Each of the
(s1 , s2 ) pairings appear to fall neatly on a curve implying no thickness to the graph and a
one-to-one relation for all s1 . When we used this approximation for II = 0.9 as seen in Fig.
19A, the thickness and multiple outputs of s2 for s1 = 160 prevented us from iterating with
accurate long-term predictability. These issues certainly are not present here.
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Figure 21: A. The idealized approximation of a one-dimensional mapping of the network dynamics with type
one WB I-cells with mean drive II = 1.1. B. A curve of best fit for the data points of A is shown in magenta.
Arrows show successive iterations of the mapping performed in a cobwebbing style for initializations of
s1 = 58, 87, 94 and 98. C. The results of 15 iterations of the mapping plotted as a time series of sk vs. k for
the set of initializations { s0 ∈ Z | 0 ≤ s0 ≤ 160 }.

Iterating solely based on the data set can potentially lead to problems because the idealized approximation was not actually able to generate (s1 , s2 ) pairings for all integer values
of s1 between 0 and 160. This means that such an iteration would be undefined for multiple
values of s1 . Instead, we use a similar procedure to the one that tempted us in Section 4.3
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of using a regression to fit the data points with a curve of best fit and then constructing a
piecewise function to easily compute iterates.
The regression was performed over the set of pairings { (s1 , s2 ) | 27 ≤ s1 ≤ 101 }
since s1 = 27 is the largest value of s1 such that s2 = 160 and s1 = 101 is the minimum
value of s1 such that s2 = 0. The curve of best fit is a fourth degree polynomial with a
norm of residuals equal to 11.449. A polynomial of any higher degree was deemed badly
conditioned by MATLAB. Since we use this polynomial to compute iterates, we cannot
limit our input and output to integers. Note that the polynomial returned s2 > 160 for
s1 < 28.452 and s2 < 0 for s1 > 100.304.
Thus, let the piecewise function f (s1 ) : [0, 160] 7→ [0, 160] be defined as




160



f (s1 ) =
a4 (s1 )4 + a3 (s1 )3 + a2 (s1 )2 + a1 (s1 ) + a0




 0

0 ≤ s1 < 28.5

if
if

28.5 ≤ s1 ≤ 100.3

if 100.3 < s1 ≤ 160

with a4 = −4.3966 × 10−7 , a3 = −0.00051732, a2 = 0.069897,
a1 = −3.5113 and a0 = 215.52
Fig. 21B shows the graph of f (s1 ) in magenta overlaid on top of the set of (s1 , s2 ) pairings
of A. In order to make use of this plot, we can graphically perform successive iterations of
the form
s1 7→ f (s1 ) 7→ f ( f (s1 ) 7→ · · · 7→ f k (s1 )
by using a cobweb construction as detailed in [24, p. 279]. Given an initialization of s1 ,
draw a vertical line to the output, f (s1 ). To iterate, we make f (s1 ) the new input by drawing
a horizontal line until it intersects the dashed red line s2 = s1 . We can repeat this process
for as many iterations as we would like. Fig. 21B shows iterations of the following four
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initializations: s1 = 58, 87, 94 and 98. Regardless of the initialization, successive iterations
leads to the cobweb tracing the border of Fig. 21B from 160 → 0 → 160 → 0 and so on.
This type of oscillation in which an iterate repeats the same value every two iterations is
called a period-2 cycle [24, p. 354].
This cobweb construction suggests that this period-2 cycle is stable and eventually attracts the successive iterations of many different initial values. To confirm that this period-2
cycle is globally attracting, we plot 15 iterations of every integer between 0 and 160 (representing all possible initializations in the actual network) as a time series in Fig. 21C.
A time series plots the value of the k-th iterate, sk = f k (s0 ), against k, where s0 denotes
the initialization or 0-th iterate. Only the sharp corners of the jagged curves in Fig. 21C
are meaningful. These pairings of (k, sk ) are connected in order to make the alternating sequence between 0 and 160 clearer to the reader. Again, regardless of s0 , each iteration flows
into the period-2 cycle by the fifth iteration. This result is analogous to the cobweb tracing
the border of Fig. 21B, but more powerful as it cleanly incorporates more initializations
into one plot.
Now that we have provided evidence for the existence of this globally attracting (except
for an initialization precisely at the unstable fixed point) period-2 cycle at II = 1.1, it is
natural to question what happens as we continue to raise II . The answer is not as clear as
it would first appear. At first, an increased II leads to a smaller T̃I , advancing the lone Icell spike volley sufficiently far ahead such that the subsequent I-cell volley occurs slightly
earlier and allows them to suppress vulnerable E-cells.
However, this trend cannot go on until complete suppression because less E-cells were
able to contribute to advancing the phase of T̃I . Thus, several effects occur at once: increasing II which decreases TI and T̃I , and increasing the number of E-cells suppressed which
increases T̃I . This competition of factors muddles the precise influence of each specific
effect. Therefore, we simply note that as II continues to increase, the number of E-cells
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contributing in cycle-skipping decreases, until complete suppression occurs at II = 1.5.
4.3.3. A transient window into period-4 cycles
We have made reference to an intermediate regime between 0.955 < II < 1 for which
neither erratic dynamics, nor period-2 cycles were observed. We will keep the discussion
in this section as brief as the width of this very small interval. The dynamics of this regime
seem to be exclusively described by period-4 cycles as seen in Fig. 22, where a network
with WB I-cells was driven with mean II = 0.98. The strengths of the E-cell spike volleys
are sensitive to the precise timing of the I-cell spike volleys, as was similarly seen in Fig.
17. The cycle begins with an I-cell volley that spikes at the end of a full E-cell spike volley
(t ≈ 79). This allows several strongly driven E-cells to be able to get through on the next
volley (t ≈ 103). However, this now only partially advances the I-cells to spike just slightly
earlier after a full E-cell spike volley (t ≈ 129). They are then advanced enough on the
subsequent spike to completely suppress the entire E-cell population (t ≈ 150).
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Figure 22: A network simulation with type one WB I-cells driven with a mean drive of II = 0.98.

These period-4 cycles might suggest the possibility of a period-doubling route to chaos
[24, p. 353] seen in the strengths of the E-cell spike volleys for II < 0.955. However, no
stable period-8 cycle was found during any of the simulations. While possible, it is most
likely that no such orderly period-doubling occurs beyond period-4 cycles, again due to the
innate sensitivity seen in these networks.
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5. Discussion
Many crucial functions in biology and neuroscience must shift between two different
states: a “resting” state in which the function is not expressed or does not occur, and an
“active” state in which the function is turned on. In many instances, it is natural to assume
that a sharp threshold exists between the two states in order to minimize the energy required
to efficiently convert one state to the other. Selective attention is one such function that may
utilize a narrow suppression transition to selectively process a particular stimulus from a
host of complex stimuli arriving to the brain [11].
PING rhythms typically associated with such attentional and stimulus processing have
been shown to abruptly break down under certain conditions [10], indicating the presence
of a critical threshold between gamma-frequency oscillations and suppression of pyramidal cells. Evidence shows that the fast-spiking interneurons of cell assemblies that produce
gamma rhythms have type two f -I curves [12, 46, 47, 48], type two PRCs [12] and resonance properties [49] suggestive of a Hopf bifurcation.
The extensive review of our variation of the Erisir interneuron model presented in Section 3.1.1 shows that it exhibits each of these experimentally observed physiological properties, making it biologically realistic to use as the model for an inhibitory cell in a network.
Further, there is substantial evidence that fast-spiking interneurons are connected by gap
junctions in neural networks [50]. Thus, every simulation presented in this thesis uses electrically coupled I-cells with a gap junctional conductance just strong enough to maintain
synchronous firing of the I-cell population. We have shown that networks with type two
I-cells have a sharp, orderly transition between PING rhythm and suppression of pyramidal
cells and thus could play a role in mechanisms of selective attention.
Our results indicate that the suppression transition in networks with type one WangBuzsáki inhibitory interneurons is considerably broad and characterized by two distinct
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regions having either irregular or steady dynamics. In the latter region, a stable period-2
cycle emerges in which the E-cell population alternates between strong spike volleys and
complete suppression on every other cycle at approximately 20 Hz. This corresponds to
beta-frequency (13–35 Hz) oscillations of the E-cells, another common rhythm found in
the brain that is the subject of recent studies [29, 51, 52]. The intermediate beta rhythm
persisting between PING and suppression that is observed in our network simulations may
be of functional significance, as in [53, 54, 55].
5.1. Future work
The results presented in this thesis naturally lead to many different directions for future
work that have not been completely pursued here. As is the case with all computational
experiments, we wonder how robust the results are against changes in the parameter values
that we use in our network simulations. For example, in Section 3.4 we mentioned that the
reversal potential used for the GABAA -receptor-mediated inhibitory synapses was particularly hyperpolarizing (−80 mV) and provided references to several examples seen in the
literature that use higher values. It would be interesting to study if less powerful inhibition
had a significant effect on the sharp suppression transition observed in networks with type
two I-cells. A similar study would also look at how the results of this thesis compare to
those observed when varying the remaining synaptic coupling parameters, such as the rise
and decay time constants associated with both sE and sI .
In a previous study of PING rhythms, Börgers and Kopell [10] do not gap-junctionally
couple the type one I-cells of their network and find that asynchronous activity of the Icells leads to a sharp suppression boundary. We presented a network simulation with timedependent heterogeneous drive to type two Erisir I-cells without gap junctions in our paper
[9, Fig. 6B] and found a greatly broadened suppression transition due to strongly driven
I-cells spiking between cycles (almost resembling the dynamics during cycle-skipping of
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the pyramidal cells). This indicates that networks with type one I-cells coupled via gap
junctions can exhibit similar dynamics to networks with type two I-cells that are not electrically coupled. While we argue that neither case is biologically relevant, this interesting
result is left thoroughly untreated in our discussion.
Finally, we presented the relations between the three notions of neuronal type in Section 2.3: the f -I curve, bifurcation and phase response curve. We noted that often, but not
necessarily, the type of the bifurcation that a model undergoes (one or two) is the same as
that of the f -I curve and PRC. It has been of great interest to us throughout this research as
to what it is physically about a model that determines its type. Preliminary research in this
question has led us to believe that there are subtle differences between the sodium inactivation variables of different types of models, but has not yielded any conclusive results. This
knowledge could potentially help to explain the differences in neuronal type and network
dynamics on a more fundamental level.
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