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In this thesis we study quantum algorithms motivated by two unifying con-
cepts: contextuality and sparsity. Contextuality is a characteristic feature of quan-
tum mechanics, and identifying contextuality in quantum algorithms provides a
means for distinguishing them from their classical counterparts. We first describe
how contextuality may be identified in variational quantum eigensolvers (VQEs),
which are a leading algorithm for noisy intermediate-scale quantum computers.
We then show how to construct a classical phase-space model for any noncontex-
tual Hamiltonian, which provides a classical simulation algorithm for noncontextual
VQE and allows us to prove that the NONCONTEXTUAL HAMILTONIAN PROBLEM
is only NP-complete, rather than QMA-complete. Finally, we describe an approx-
imation method called contextual subspace VQE that permits us to partition a
general Hamiltonian into a noncontextual part and a contextual part, and estimate
its ground state energy using a technique that combines classical simulation of the
noncontextual part with quantum simulation of the contextual part. By using more
quantum resources (in qubits and simulated terms of the Hamiltonian), we can
increase the accuracy of the approximation. We present results of simulating con-
textual subspace VQE on electronic structure Hamiltonians, and find that to reach
chemical accuracy in most cases it requires fewer qubits and simulated terms than
standard VQE.

A Hamiltonian is sparse in some particular basis when it contains only
polynomially-many nonzero entries in each row and column, meaning that each basis

state only propagates into polynomially-many others at first order. Time evolution
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under sparse Hamiltonians is generally efficiently simulable by quantum algorithms
provided efficient unitaries (oracles) exist that identify the locations and values of
the nonzero matrix elements. We present two new results on sparse Hamiltonian
simulation. The first is an extension of VQE to the sparse Hamiltonian input model,
which expands the domain of VQE beyond local Hamiltonians. The second contri-
bution is an explicit construction of the sparse input oracles for a broad class of
second-quantized Hamiltonians. This bridges the gap between existing simulation
methods that analyze sparse Hamiltonian simulation in terms of oracle queries and
the gate-level decompositions that will be required to implement these methods in

practice.
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Chapter 1

Introduction

This thesis is all about quantum computing, and more specifically, quantum simu-
lation of physical systems. The introduction will review and introduce the material
necessary to understand the technical work that appears in later chapters, and also
provide context for that work. The main criterion for inclusion as well as organizing
principle for the papers and topics I will cover in the introduction will be “what
has been useful to me?” or “what is useful in contextualizing the technical work to
appear after?”

The introduction will be organized as follows. Section 1.1 will give a high-
level historical overview of quantum computing. Section 1.2 will introduce the basic
building blocks in the theory of quantum computation. Section 1.3 will summarize
the goals of quantum simulation, and provide literature review and discussion of
the main techniques. Section 1.4 will introduce the concept of quantum contex-
tuality and discuss its role in quantum computing, broadly, as well as providing
literature review on that topic. Finally, Section 1.5 will summarize the structure of
the remainder of the thesis and the main results to be presented, as well as briefly

reviewing papers I have contributed to that are not included in this thesis.



1.1 Historical overview

Quantum computing and quantum simulation were first suggested by Richard Feyn-
man in his 1981 lecture “Simulating Physics with Computers” [Fey82], which con-

cluded with the following oft-quoted sentence:

I’'m not happy with all the analyses that go with just the classical the-
ory, because nature isn’t classical, dammit, and if you want to make a
simulation of nature, you’d better make it quantum mechanical, and by

golly it’s a wonderful problem, because it doesn’t look so easy.

The development of the field so far has made his last clause appear particularly
prescient, but both quantum computing hardware and theory have been advancing
steadily for the last several decades. At the time of this writing we appear to
be close to finally realizing quantum advantage for useful tasks, meaning in this
case a quantum simulation with dramatically lower resource requirements than the
equivalent classical simulation.

After Feynman’s lecture, a few key early results laid the groundwork for the
field. In 1992, David Deutsch and Richard Jozsa presented a quantum algorithm
for determining whether a boolean function on n bits is constant (all values are the
same) or balanced (equal numbers of its values are zero and one), given the promise
that it is one or the other [DJ92]. The function is given as an oracle, and the Deutsch-
Jozsa algorithm succeeds deterministically in a constant number of queries to the
oracle, while any deterministic classical algorithm would have to query the oracle for
every possible input to the function, i.e., O(2") times. This algorithm generalized
Deutsch’s earlier work [DP85], which performed the same task for boolean functions
that take one bit as input, but this cannot offer exponential advantage over classical
computing relative to the oracle since there are only two possible inputs.

Next in the lineage of early results came Shor’s 1994 algorithm [Sho94] for

factoring integers, which requires

O(n?log(n)loglog(n)) (1.1)



operations to factor an n-bit integer. The best known classical algorithm for the

same task is generalized number-field sieve, which requires
O (enl/S 10g2/3(n)> (12)

operations [LL93]. While this is subexponential rather than properly exponential,
it is still much worse than any polynomial runtime, so it is considered strictly in-
efficient. Shor’s algorithm is usually credited with bringing quantum computing
into the mainstream, since unlike the Deutsch-Jozsa algorithm it solves a task of
broad interest instead of one contrived for the purpose of demonstrating quantum
advantage.

Another important quantum algorithm discovered in the mid-90s was Grover’s
search algorithm [Gro96|, which offers a quadratic speed-up over classical com-
puting in unstructured search, i.e., finding an element satisfying some efficiently-
testable property in an unordered list. The provably optimal scaling of any clas-
sical algorithm for this task is ©(N) where N is the length of the list, i.e., no
classical algorithm can scale asymptotically better than the algorithm that simply
looks at items in the list one after another until the one satisfying the property
is found, which requires looking at N/2 elements on average and N — 1 in the
worst case [Gro96]. However, Grover’s search requires only O(v/N) operations to
accomplish the same task. Since any NP-complete problem can be solved by an
unstructured search over the possible solutions, this means that Grover’s search
offers a quadratic speed-up for NP-complete problems, although this cost is still
exponential (since O(v/27) = O(27/2)).

Also in 1996, Seth Lloyd published “Universal Quantum Simulators” [L1096],
which of the algorithms mentioned so far is the most relevant to this thesis, since it
finally realized Feynman’s challenge of efficiently simulating quantum physics using
a quantum computer. Lloyd demonstrated that time evolution under any Hamil-
tonian with local interactions can be simulated efficiently on a quantum computer

using what we would now refer to as Trotterization (see Section 1.3.2). This estab-



lished that quantum computers can be used to simulate quantum dynamics, which
continues to be one of the two main goals in the field of quantum simulation.

Shortly before this, Alexei Kitaev had developed the first variant of the
phase estimation algorithm, which can be used estimate the energy of an energy
eigenstate of some Hamiltonian given the capacity to simulate time-evolution under
that Hamiltonian, or can be used to project onto an approximate energy eigenstate if
the input state is a superposition of energy eigenstates [Kit95]. In combination with
Lloyd’s work on quantum simulation of time-evolution in [L1096], phase estimation
makes it possible to simulate energies of Hamiltonians, i.e. statics, which is the
other main goal of quantum simulation.

In 2002, Kitaev, Shen, and Vyalyi published their seminal textbook “Classi-
cal and Quantum Computation” [KSV02], which in fact presented a number of new
results, including refinements of phase estimation and the proof that QMA-complete
problems exist, although the latter result had been presented by Kitaev in some ear-
lier lectures. QMA is the quantum analog of NP — it is the class of problems for
which a prover with access to a quantum computer can efficiently verify a solution
in the form of a quantum state — so the proof of QMA-completeness is the quantum
analog of the celebrated Cook-Levin theorem [Coo71, Lev73] in classical complexity
theory, which established the existence of NP-complete problems.

The 2000s yielded an explosion of quantum algorithm development, so at this
point one ceases to cite all new results, but a few highlights are worth mentioning.
In [ATSO03], Aharonov et al. defined the sparse Hamiltonian input model and gave
the first efficient quantum algorithm for its simulation. Sparse Hamiltonians are
one of the main topics of this thesis and are introduced thoroughly in Section 1.3.1,
so we leave the details for later sections, but they are a much broader class of
Hamiltonians than the local Hamiltonians that were previously know to be simulable
using Lloyd’s method [L1096]. Around the same time, Childs et al. showed that
exponential quantum advantage could be obtained with respect to an oracle in a
similar setting [CCD'03]: this result is significant because it was the first instance

of provable quantum advantage in a simulation algorithm, albeit with respect to an



oracle.

In [FGGSO00], Farhi et al. proposed the first quantum algorithm for solving
a classical optimization problem (in this case boolean satisfiability), and for this
purpose introduced the idea of adiabatic quantum computing, which has subse-
quently been applied in many other quantum algorithms. Their idea was to map
a SAT problem to a classical, diagonal Hamiltonian H;, then attempt to simulate
its ground state by starting in an initial Hamiltonian Hy whose ground state is the
uniform superposition, and then adiabatically evolving from Hy to H; (by letting
the time-dependent Hamiltonian vary as H(s) = (1 — s)Hp + sH; for rescaled time
s € [0,1]) in order to correspondingly evolve the ground state of Hy into the ground
state of the Hy. They showed using the adiabatic theorem that the actual time

required for the adiabatic evolution to succeed in mapping the initial ground state

2

to the target final ground state scales as O(1/A7; ) where Ay, is the minimum
spectral gap of the interpolating Hamiltonian H(s) along the path s. This estab-
lished a concrete (though difficult to evaluate) criterion for conditions where it is
possible to well-approximate a ground state using an efficient quantum algortihm.

Later, Harrow, Hasidim, and Lloyd developed an algorithm that became
known as HHL for solving linear systems of equations, i.e., inverting matrices [HHL09].
For this application, the best classical algorithm has cost O(Nk) for an N x N matrix
with condition number . The HHL algorithm reduces this to O(log(N)x?). Hence,
for a matrix with exponential dimension, i.e., one that possesses a classical descrip-
tion of size n but whose dimension is N = O(exp(n)), HHL provides an exponential
speed-up provided the condition number does not also scale exponentially with n
(in which case neither HHL nor classical algorithms are efficient) and provided the
classical description can be translated into an efficient input model.

The final result we will cite from the 2000s is Berry et al.’s 2007 paper [BACS07]
on simulating sparse Hamiltonians, which contained two major results. The first was
a much improved error bound on Hamiltonian simulation by Trotterization, com-

pared to Lloyd’s original derivation. The new bound eliminated the assumption that

low-order terms in the Trotter expansion dominate the error (which is intuitive but



is now known to fail under certain circumstances [WBC' 14, CS19]) and reduced the
circuit depth to nearly linear in the length of the time-evolution (the circuit depth
using this method is O <t1+i> for any positive integer k, although later papers re-
duced this scaling to truly linear — see Section 1.3.2). The second major result was
a much improved overall scaling for simulation of sparse Hamiltonians, in particular
bringing the dependence on number n of qubits from O(n”) as in the original paper
of Aharonov et al. [ATS03] down to O(log*(n)), which is for all practical purposes
constant (log*(n) < 5 for all n < 295536) This suggested (correctly, as demonstrated
by later work — see Section 1.3.2) that explicit dependence on the number of qubits
could be eliminated from the cost of sparse Hamiltonian simulation entirely, leaving
as the key parameters sparsity, evolution time, and error.

In the 2010s many of the algorithms we have mentioned so far were fur-
ther refined, and we will discuss much of the relevant literature in Sections 1.3.2
and 1.3.3. However, for now we will mention one more entirely distinct family of
quantum algorithms that will be central to much of this thesis: variational quantum
algorithms. These come in two main varieties: the one we will mainly focus on is
the variational quantum eigensolver or VQE, first proposed and tested in [PMS™14],
which is a method for simulating ground state energies of quantum Hamiltonians.
This algorithm differs from much of the prior work in two ways: first, it is specifi-
cally designed to be well suited for pre-fault-tolerant or NIS() quantum computers
(NISQ stands for noisy, intermediate-scale quantum) [Prel8]. Second, it is a heuris-
tic, meaning it has no provable guarantee of success (i.e., of convergence to some
desired accuracy). It is based on variationally minimizing the expected energy of an
ansatz (guess) for the ground state, relying on Rayleigh-Ritz variational principle to
guarantee that the expected energy will never cross below the ground state energy,
so that the accuracy can only improve as the energy decreases. We will discuss VQE
in more detail in Section 1.3.3.

The other main type of variational quantum algorithm is the quantum ap-
proximate optimization algorithm or QAOA, which was introduced by Farhi et al.

in [FGG14] as a variational alternative to their earlier adiabatic method for solv-



ing classical optimization problems on quantum computers [FGGS00]. This original
version of QAOA may be thought of as replacing the adiabatic evolution with a Trot-
terized time-evolution (see Section 1.3.2), then allowing the Trotter step evolution
times to be varied by a classical optimizer. While a number of recent obstruc-
tions [CLSS21, BGMZ22, JMSS22, AM22] to the performance of QAOA have raised
doubts about whether it can outperform classical heuristics, this remains a rich area

of research, including in the search for an ansatz that can yield reliable performance.

1.2 Building blocks of quantum computing

The basic building blocks of a quantum algorithm are states, transformations, and
measurements. The Hilbert space of a single quantum bit or qubit is spanned by
two states called the logical states (or computational basis states), which are con-
ventionally labeled |0) and |1) (length-1 bitstrings). The logical states of an n-qubit
quantum computer are labeled by the 2™ length-n bitstrings, which are equivalent

to all possible tensor products of the single-qubit logical states:
|00...00), ]00...01), ]00...10), ]00...11),... |11...11). (1.3)

The full Hilbert space of n qubits is all possible superpositions of the logical states,

which we can write as

a00...00/00...00) + cgo...01/00...01) + cxgp...10100...10) + - - -+ gy 11 [11..11) = >~ e |b),

' (1.4)

where right-hand side is a compact notation in which the variable b in the sum runs

over all length-n bitstrings. The ap’s are complex amplitudes such that Y, |ap|? = 1
(the property is called normalization) [NCO1].

Unentangled (product) states of composite systems are the tensor products

of states of the subsystems, and we will often omit the tensor product symbol when

doing so introduces no ambiguity. For example, if the states of two subsystems are

|t1) and [12), then the state of the composite system may be written in any of the



following forms:

|1, 12) = [¥1)|2) = [1h1) ® |12). (1.5)

States may also be represented as row or column vectors with row vectors corre-
sponding to bras and column vectors corresponding to kets. We will always use

binary ordering (“physics ordering”) for the entries in statevectors, i.e.,

@Q0...00
@00...01
Q0Q...10

0400.__00|00...00>+O&00_._01’00...01)4—0&00“_10‘00...10>—|—‘ . -+a11,,_11|11...11> >
@Qo...11

aq1...11
(1.6)

Measurements are assumed to be performed in the logical basis, i.e., to be
projective measurements onto the logical basis states (1.3), with probabilities given
by the Born rule. This means that the logical basis is chosen by convention to corre-
spond to whatever physical measurement can be readily performed on the physical
qubits. Further details of quantum state and measurement formalism are covered
in introductory quantum mechanics courses; see for example [SN20], or for a more
quantum computing oriented approach [NCO1].

The time evolution of a quantum state can be represented as multiplication
on the left by a unitary operator, which when acting on an n-qubit state represented
as a vector is a 2" x 2" matrix U such that UT = U~!. Equivalently, a unitary
operator may be defined by its action on any complete orthonormal basis of the
Hilbert space, which will sometimes be more convenient. Unitary operators acting
on subsystems may be combined via the tensor product to form unitary operators
acting on composite systems [NCO01].

In quantum computing, therefore, every transformation of the state of the
qubits is described by a unitary operation. Strictly speaking, if the quantum com-

puter is subject to unwanted coupling to an environment, it could be that only



the full evolution of computer plus environment is unitary, leading to nonunitary
evolution of the computer subsystem alone. This formalism of obtaining a nonuni-
tary evolution (which is mathematically represented by a completely positive, trace-
preserving map) by tensoring in an auxiliary “environment” system, implementing a
unitary operation on the combined system, and then tracing out the environment, is
called Stinespring dilation, or more affectionately, “the church of the larger Hilbert
space” [NCO1, GLO0O0]. In this thesis, however, we will mostly ignore such consider-
ations and treat quantum computations as based on unitary time-evolutions of the
qubits alone. A quantum circuit refers to a complete description of the transfor-
mation of the quantum computer from initialization in some easy-to-prepare state,
through time evolution, to measurement.

Typically, quantum circuits are expressed as sequences of unitary operations
on subsets of the qubits, which are often referred to as gates in analog to classical
computation. Both the gates and the full time evolution given by their product are
unitary operators. Depending on the specific type of quantum hardware used, the
gates that can be physically performed can vary; we call these native gates. In this
thesis, we will focus on algorithms to be performed on universal quantum computers,
which are quantum computers whose native gatesets are universal, meaning that
any arbitrary unitary on the whole register of qubits can be approximated by a
sufficiently long sequence of the native gates [NCO1].

However, the unitaries that can be efficiently implemented on a quantum
computer are only those that can be expressed as efficient quantum circuits (i.e.,
circuits containing only poly(n) native gates for an n-qubit quantum computer),
which is a strict subset of the complete set of unitaries. In fact, even the set of
unitaries that can be well approximated by efficient quantum circuits is a strict sub-
set of the complete set of unitaries [NC01]. A central task in designing a quantum
algorithm is to express (or approximate) the desired unitary transformation of the
whole quantum computer as an efficient circuit, written in terms of some gateset.
This gateset need not necessarily be the native gateset for some specific hardware,

but it should be translatable (or to use the proper term, transpilable) into any de-
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sired native gateset with at worst poly(n) overhead. This allows us to abstract away
from specific hardware, and design algorithms that can be run on any hardware. In
this thesis, typical gatesets we will use are composed of one- and two-qubit gates,
often parameterized, which can be transpiled onto all standard quantum computing
hardware with only constant overhead (this overhead can become linear if the algo-
rithm requires interactions between arbitrary pairs of qubits but the hardware only
permits interactions on a specific graph).

Let us now consider some examples of typical gates and quantum circuits.
Many of the basic gates are defined in terms of Pauli operators, so we should first
define these: a Pauli operator is a tensor product of the usual single-qubit Pauli

matrices

10 01
I =09 = , X:=o01:= ,
01 10
(1.7)
0 —i 1 0
Y =09 = , Ji=o03:=
1 0 0 -1

In writing tensor products of these, to form Pauli operators on more than one qubit,

we will usually omit the tensor product symbol, so for example

IX=1IX, YZ=Y®Z XX=X&X (1.8)

are all two-qubit Pauli operators.

Some of the basic single-qubit gates we will often see are

0 1 1 1 1
NOT = X = , H:=— )
10 V2 i1
(1.9)
10 1 0
S = , T =8 = ;
: L
0 1 0 o

which are called (with varying degrees of creativity) the NOT gate, Hadamard gate,

11



phase gate, and T gate, respectively. These are all discrete gates, meaning they have
no variable parameters, and they form a universal set for single-qubit unitaries,
meaning that any arbitrary single-qubit unitary operation can be approximated
arbitrarily well by a sufficiently long sequence of the above gates (the sequence length
required to achieve error e scales as polylog(1/e) [Kit97, KSV02, NC01, DN05]).
Any universal single-qubit gateset can be promoted to a universal set for an
arbitrary number of qubits if it is augmented by an appropriate entangling gate,
meaning a two-qubit gate that can be performed on any pair of qubits and cre-
ates a correlation between their states [NC01]. The most commonly used discrete

entangling gate is the controlled-NOT or CNOT gate, defined by

1000
100

CNOT := (1.10)
0001
0010

To see why this is called a controlled-NOT, consider the action of CNOT on the

logical basis states for two qubits:

CNOT|00) = |00),
CNOT|01) = |01),

(1.11)
CNOT|10) = |11),

CNOT|11) = [10),

i.e., CNOT flips the state of the second qubit (the “target” qubit) conditioned on
the state of the first qubit (the “control” qubit). Throughout this thesis we will see
many more examples of controlled gates, which follow this same basic principle of
applying a gate (in this case NOT) to one or more qubits controlled on the state of
some other qubit or qubits.

The last category of gate we will introduce is the parameterized gate, which

is a gate whose action can be varied continuously by adjusting some parameter.
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The most basic examples of these are parameterized gates generated by a Pauli
operator, meaning the time evolutions generated by treating a single Pauli operator

as a Hamiltonian, e.g.,

Ji0X cosf isin6 LY 7

9

. e0ZXY (1.12)
i1sinf cosf

to give one-, two-, and three-qubit examples (the two- and three-qubit examples
could also be written out as unitary matrices, but for the sake of space we have
not done so). In each case # is a parameter set by the experimenter. We can also

implement controlled versions of parameterized gates, e.g.,

—_

0 0 0

1 0 0

C-eX = , (1.13)

0
0 O cosf isinb
0

0 4sinf cosd

which closely resembles a CNOT for § = 7/2 (it is equal to a CNOT up to a phase
gate on the control qubit).

Assembling a quantum circuit then simply means writing down the sequence
of basic gates to be performed [CCY93, NCO1]. Often this is done by writing a
circuit diagram, in which wires correspond to qubits, gates are written as boxes
superimposed on the qubit wires they act on, and time runs from left to right. For

example, the single-qubit circuit diagram

10) (1.14)

means “prepare the qubit in state |0), apply Hadamard gate, and measure (in the
logical basis).” We can check what this circuit does: applying the Hadamard gate
defined in (1.9) to |0) produces the equal superposition %(\m + 1)), so by Born’s

rule, when we then measure we will obtain either outcome with equal probability.
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Hence this first example of a quantum circuit uses one qubit to produce a uniformly
random bit.

Let us see another example:

0 —{r} s
1.15
0) ———&— ]
This circuit introduces a symbol we have not yet seen:
——
(1.16)
——

means CNOT controlled on the first qubit and targeting the second qubit. Hence
the circuit in (1.15) first prepares an equal superposition on the first qubit, i.e., the

state both qubits is
1
V2

immediately after the Hadamard gate, and then the CNOT entangles the two qubits,

(l00) +[10)) (1.17)

producing the state
1
V2

This is a Bell state and is one of the simplest examples of an entangled state [NCO1],

(J00) + 11)). (1.18)

since upon measurement we will obtain either |0) for both qubits or |1) for both
qubits, with equal probability, but prior to measurement nothing in the world could
determine which of the pairs of outcomes it will be (more on that last claim in
Chapter 2). With these examples out of the way, we are now ready to properly
introduce one of the main topics of this thesis: quantum simulation of quantum

systems.

1.3 Quantum simulation

Most quantum algorithms for simulation of quantum systems fall into one of two

categories: simulation of time evolution (dynamics) or approximation of spectra

14



(statics), usually meaning ground or low-lying energies. Each possesses independent
methodologies and bodies of literature. Many algorithms incorporate both, espe-
cially in cases of ground state algorithms that use time evolution as a subroutine.
Many other algorithms only do one or the other: for example, algorithms for approx-
imating cross-sections by simulating time evolution (e.g., [JLP12]), or variational
quantum eigensolvers for approximating ground state energies (e.g., [PMS*14]).
This thesis will primarily address the problem of approximating ground state ener-
gies, although Chapter 6 is equally relevant to simulating time evolution. In this
Section, I will review the literature on both variants of quantum simulation, since

they provide the context for the work herein.

1.3.1 Representing physical systems on quantum computers

A prerequisite to simulating a physical system on a quantum computer is encoding
the states of the system in qubit states and encoding the operators of the system in
qubit operators. Often this involves one or more layers of approximation in addition
to one or more encoding steps. There are also often multiple choices of represen-
tation on the qubit operator side, which permit different simulation methods. We
begin by introducing three main options for this latter choice, which are referred to
as input models and are characterized by the encoding of the Hamiltonian H: lin-
ear combinations of Pauli operators, linear combinations of unitary operators, and
sparse matrices.

In each input model, we require that H is defined by a polynomial amount of
classical information, since this is required in order to efficiently define the physical
system. Note that this does not mean that it is possible to efficiently write down H
as a matrix classically, since this will in general have exponential dimension in the
system size. Instead, for example, it means that if our input physical Hamiltonian
is expressed in second-quantization, it can contain only polynomially-many second-
quantized terms, since each of these is classically defined by its coefficient and which
modes it acts upon.

The first choice of qubit encoding, linear combinations of Pauli operators
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or LCP, is the simplest but most narrowly applicable (subject to the requirement
that it be efficient), and in near-term quantum computing simulations it is used
almost exclusively, for reasons we will discuss. This input model predates quantum
computing since spin Hamiltonians of this form are studied in condensed matter
physics, but some representative early references within the quantum computing
literature are [L1096, KSV02, KR03, KKR06, PMS*14]. In this input model, H is
expressed as a linear combination of poly(n) Pauli operators (defined in Section 1.2),
i.e., the number of Pauli operators with nonzero coefficients is a polynomial in the

number of qubits n. Such a Hamiltonian can be written as

AH:EZMB, (1.19)

where N = poly(n) is the number of terms, P; are Pauli operators, and h; are real
coefficients. For a given physical model, there can be more than one representation of
the physical Hamiltonian as an LCP; we will discuss this further below. In this input
model, the classical information used to define H is two lists: a list of coefficients,
and a list of Pauli operators, each of which is defined as the tensor product of n
Pauli matrices (which could be classically represented as, for example, a string of
length n composed of the characters I, X, Y, and 7).

A Hamiltonian expressed in the LCP input model is also called a local Hamil-
tonian, or more explicitly a k-local Hamiltonian if each Pauli term has weight (num-
ber of nonidentity tensor factors) at most k& [L1096, KSV02, KR03, KKR06]. Note
that it is still called a local Hamiltonian even if it is n-local: the “locality” here
refers to the fact that each Pauli term alone acts independently on each qubit, since
it is a tensor product of single-qubit operators.

The second main input model is linear combinations of unitaries or LCU

(introduced in [CW12]), in which H is expressed as

N
H =Y WU, (1.20)
=1
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where N = poly(n) is the number of terms, the U; are unitary operators, and the
h; are coefficients that need not be real in general, but that we can choose to be
real (or nonnegative) without loss of generality (since any complex phase can be
absorbed into U;); the whole linear combination must be Hermitian. In order for
this representation to be efficient, we require that each unitary U; is uniquely defined
by a polynomial amount of classical information, which typically means it is defined
as a quantum circuit containing polynomially-many quantum gates. Note that since
the Pauli operators are unitary, LCU is a strict generalization of LCP, but LCPs
have sufficiently useful and specific properties of their own that we discuss them
separately (for example, the Pauli operators form a Hilbert-Schmidt orthonormal
basis for qubit observables, and as unitaries they are implemented as single layers
of single-qubit gates [NCO1]).

The third main input model is sparse matrices (introduced in [ATS03]).
A Hamiltonian matrix in some orthonormal basis is sparse if it contains at most
k = poly(n) nonzero entries in each row (and column, since it is Hermitian). Equiv-
alently, it is sparse if it connects each basis state to at most k = poly(n) other basis
states; H is referred to as k-sparse and k is referred to as the sparsity of H. The
sparse matrix input model can be used if H is sparse and two unitary operators
called oracles can be efficiently implemented. The first oracle, which we will call

the location oracle or Oy, is defined as

Orlz,i) = |z, y(z,i)), (1.21)

where z is the index of a row in H (i.e., a basis state in the chosen basis), i € [k] (i.e.,
i is an integer ranging from 0 to k — 1), and y(z, ) is the index of the ith nonzero
entry in row x of H. Hence, O, computes the locations of the nonzero entries in H.
Note that since k is just the maximum number of nonzero entries in any row in H,
for any given row not all values of i € [k] may be needed to index nonzero entries,
and those that are not used can be mapped to any arbitrary values; we will discuss

this further in Chapter 6.
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The second oracle, which we will call the value oracle or Oy, is defined as

OV|CE,y, 0> = ’l',y,ny>7 (122)

where again x is the index of a row in H, y is the index of a column in H, and H,,
is the value of entry x,y in H. Hence, Oy computes the value of a given entry in
H. Note that it stores the value in an extra register of qubits provided the initial
state of that register is |0); its action on that extra register if its initial state is not
|0) can be arbitrary.

Also, since individual Pauli operators are one-sparse, linear combinations of
poly(n) of them are sparse, so LCP is a special case of the sparse matrix input
model. Treating LCP as a sparse matrix input requires implementing the location
and value oracles for Pauli operators, which we describe how to do as an example
of oracle construction in Section 5.6.1. However, this is mostly a proof of principle,
since in almost all cases where the LCP input model is available (i.e., efficient),
it will be simpler and more efficient to use it rather than the sparse matrix input
model. The sparse matrix input model and LCU are strictly inequivalent, since the
unitaries in the LCU input model need not be sparse when represented as matrices,
and although (as we will see in Chapter 5) sparse matrices can be converted to linear
combinations of unitaries, doing so comes with significant overhead.

The above input models are the standard inputs to quantum simulation
algorithms in the sense that most quantum simulation algorithms take one of LCP,
LCU, or a sparse matrix as the representation of the Hamiltonian that is used in
the algorithm itself (many algorithms can accept more than one type). However,
translating a physical Hamiltonian into one of these input models requires another
encoding step. This encoding step depends on the physical model to be simulated,
so here we will be content with reviewing a few important examples.

The first example we will consider is spin models. A spin model is defined by
a collection of distinguishable spin-1/2 particles under spin-spin interactions that

are typically defined on a lattice. For example, the transverse-field Ising model has
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the Hamiltonian

H=-J|> ZiZi+g9>_ Xi|, (1.23)
(i.d) i

where in the first sum the notation (i,j) indicates that ¢ and j run over indices
of spins that are neighbors on the lattice. J has units of energy, and g controls
the strength of the interaction (first sum) relative to the transverse field (second
sum). Since the spins are distinguishable and spin models are typically defined
by Hamiltonians expressed as linear combinations of Pauli operators, they may be
mapped to qubit systems by simply associating each spin to a qubit and using the
same Hamiltonian as an LCP. Operators on spins are represented by the identical
operators on the qubits. Since LCP is a special case of both LCU and sparse
matrices, as noted above, any of the three standard input models can be used to
encode a spin model, but also as noted above, since LCP is always available it should
probably be used.

For our second example we consider bosonic systems. Bosons are indistin-
guishable particles that occupy some collection of modes and satisfy Bose-Einstein
statistics. This implies that each mode can in principle contain an infinite number of
particles, and in many quantum field theories the set of modes is also infinite, so the
Hilbert space of the physical bosons is infinite dimensional. Hence, a prerequisite
to mapping this Hilbert space to qubits is to truncate both the allowed occupancies
of the modes and the number of modes to be finite. Often this is accomplished by
directly imposing cutoffs on both [JLP12, JLP14b, MHM*17, LLY20], although in
light-front quantization it is only necessary to impose a cutoff on occupancy (im-
plicitly, by fixing the harmonic resolution) [KKG*22].

Bosonic Hamiltonians are defined in terms of creation and annihilation op-
erators for each mode, which respectively add one or remove one particle from that
mode. Such operators are one-sparse in the Fock basis (spanned by Fock or oc-
cupation number states that are defined as lists of the occupation numbers of the
modes), so they are naturally well-adapted to the sparse matrix input model. Ex-

actly how the oracles are implemented depends on how the occupation numbers are
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stored in qubits, but a natural choice is to store them as binary numbers, since this
yields logarithmic qubit cost in the occupation number cutoff. An implementation
of the sparse matrix oracles for bosonic creation and annihilation operators in this
binary occupation number encoding or direct encoding is given in Section 5.6.2 (see
also [KL21]). An alternative implementation in a compact encoding, in which the
occupation numbers and identities of only the occupied modes are encoded in qubits,
is the subject of Chapter 6 (see also [KKG122, KHKL21]).

Assuming the occupation numbers are stored as binary numbers, the LCP
input model is also efficient provided the occupation number cutoffs are not expo-
nential in the system size [Som05], although it is less natural than the sparse matrix
input model. To see this, suppose the occupation number cutoff is A, and consider
the matrix representation of a bosonic creation operator a' in the Fock basis: for

A =7, this matrix is

0
V10
V2 0
al — V3 0 (1.24)
VZEN(
V5 0
V6 0

V70

(all matrix elements not shown are zero). This 8 x 8 matrix is a 3-qubit operator,
and in general for cutoff A the operator corresponding to a creation or annihilation
operator will require [logy(A 4 1)] qubits (e.g., in the above example, if we were
to increase A to 8, we would need one more row, but since qubit operators have
power-of-two dimensions, this would require a 16 x 16, i.e., 4-qubit operator).

A bosonic Hamiltonian can always be expressed as a real linear combination

of Hermitian terms, which will themselves in general be linear combinations of prod-
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ucts of creation and annihilation operators acting on different modes: for example,
a Hermitian term could be

a§a£a3a4 + alagagal (1.25)

for some four modes labeled 1, 2, 3, and 4. Provided the products in such a Hermitian
term contain at most a constant number C' of creation and annihilation operators,
the whole linear combination will be at most a C'[logy(A+1)]-qubit operator [Som05,
MMS*19).

In general, an n-qubit Hermitian operator can be represented as a linear
combination of at most 4" Pauli operators. Therefore, each Hermitian term in a

bosonic Hamiltonian can be represented as a linear combination of at most
4CMog2(A+ DT — 1yoly(A) (1.26)

Pauli operators. In fact, one can check that the number of Pauli operators appearing

in the decomposition of a bosonic creation or annihilation operator is
2A" — 2 < 4A — 2, (1.27)

where A* is A rounded up to the nearest power of two, so at worst we obtain
one power of A per creation or annihilation operator in the term. Hence the LCP
input model for a bosonic Hamiltonian is efficient in the occupation number cutoff
A [Som05]. Note that the occupations of modes can also be represented as unary
rather than binary numbers, and doing this yields significantly cheaper operations at
the expense of requiring O(A) qubits instead of O(log A) [Som05]; this is an example
of a so-called “space versus time tradeoff,” meaning in this case that more space
(qubits) is used in exchange for shorter runtime (circuit depth).

As our final example of mapping a physical system to qubits, we consider
fermions. Fermions are also indistinguishable particles that occupy some collection
of modes, but they satisfy Fermi-Dirac statistics. This implies that each mode can

only contain zero or one particles, although the number of modes is typically still
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infinite in the physical system. It also implies that fermionic creation and annihila-
tion operators acting on different modes anticommute rather than commute. This
second property is what strongly distinguishes a fermionic system from a spin model:
if the operators commuted instead, then we could simply let each qubit represent
the occupation of a particular mode (after the number of modes has been truncated
to a finite number), and single-mode fermionic operators would be represented by
single-qubit operators. However, single-qubit operators acting on different qubits
commute, so the above plan must be modified to apply to fermions.

There are several options for this modification that yield Hamiltonians in the
LCP input model. The first is the Jordan-Wigner encoding [JW28], in which each
qubit does represent the occupation of a particular mode, but single-mode fermionic
operators are represented as the appropriate transformation operator acting on the
qubit encoding the occupation of the mode, tensored into a string of Z operators
acting on each preceding qubit (in some predetermined ordering, which is arbitrary
provided it is used consistently for all modes). For example, a single fermionic
creation operator bl acting on an isolated fermionic mode is represented in the Fock

basis as

1
bl =S (X —iy), (1.28)

so in the Jordan-Wigner encoding on n modes, the creation operator acting on the

jth mode would be represented as

1 .
b} s 5(Xj —iY))Zj 1 Zj o Z1 . (1.29)

The string of Z operators provides a £1 phase equal to the parity of the modes
preceding mode j in the chosen ordering, and one can check that any two such
operators acting on different modes anticommute.

However, the string of Z operators has length n/2 on average over the cre-
ation and annihilation operators on n modes, meaning that creation and annihila-

tion operators in the Jordan-Wigner encoding are O(n)-local on average. This is
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undesirable because, as we will see, implementing unitaries generated by terms in
a Hamiltonian is a very typical subroutine in quantum simulation algorithms, and
this becomes much more costly when the Hamiltonian terms are nonlocal. Partly
motivated by this, other fermion-to-qubit mappings have been developed, such as
the parity and Bravyi-Kitaev mappings [BK02, SRL12]. In these mappings, single
qubits no longer represent the occupancies of single modes (although n qubits are
still used to represent n modes), so the resulting operators have different forms. In
the parity mapping, the qubit encodings of creation and annihilation operators are
still ©(n)-local, but in the Bravyi-Kitaev mapping they are O(logn)-local (in par-
ticular, each creation or annihilation operator acts on at most [logs(n+1)] qubits),
making this the best mapping of the three in terms of operator locality. Various
other mappings exist, including Bravyi-Kitaev Superfast [LWG*10, SW18a], which
exploits the interaction graph of the Hamiltonian, and a number of other map-
pings that only work for specific interaction graphs but are advantageous in those
cases [VC05, DKBC21, DK21, CK22].

As an aside, since typical fermionic Hamiltonians conserve particle number
and total spin, and often possess other symmetries, and typical problems of interest
specify their values (e.g., a molecule with a fixed spin and number of electrons),
we are often only interested in simulating specific symmetry sectors for fermionic
problems. Since this reduces the size of the Hilbert space to be simulated, in some
cases it is possible to reduce the number of qubits, although fully exploiting these
symmetries usually requires going beyond the LCP input model. A number of
works have studied this [BGMT17, BBST17, SW18b, Stel9]: of these, only the Z2-
symmetry method in [BGMT17], which has become known as qubit tapering, yields
an LCP input model (and typically saves a constant number of number qubits, at
least two for electronic structure Hamiltonians). I (and collaborators) have also
made a contribution to the study of fermion-to-qubit mappings [KFHM?22]. Since
this work was completed during an internship outside Tufts, it is not included in
this thesis, but may be briefly summarized as follows.

For a fermion-number conserving system containing 7 fermions in n modes,
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n
the number of configurations of the fermions is , 1.e., the number of choices of

n
1 out of the n modes. This is the dimension of the Hilbert space to be simulated,

so the minimum number of qubits we could possibly hope to use is
* n n>=>n
Q" = log, —— nlogyn, (1.30)

where the right-hand side is in the limit of many modes, which is typically the high-
accuracy limit since the physical system has infinitely many modes. It is possible
to construct an encoding that uses approximately this many qubits [BBST17], but
the resulting encoded fermionic operations have polynomial cost in n. In our work,
we constructed the first fermion-to-qubit mapping that in the limit of many modes
requires only O(poly(n) polylog(n)) qubits and has O(poly(n) polylog(n)) operation
cost. The importance of this is that both costs are polylogarithmic in the number
of modes, which makes it possible to scale to very large numbers of modes and thus
approach the physical (continuum) limit more efficiently. However, the degrees of
the polynomials in the above scalings place this method well into the fault-tolerant
regime.

Fermionic creation and annihilation operators are also one-sparse, just like
bosonic creation and annihilation operators, which means that fermionic systems
and also quantum field theories containing both fermions and bosons are naturally
well-adapted to the sparse matrix input model. Sparse input oracles with minimal
qubit requirements for general second-quantized quantum field theories containing

both fermionic and bosonic degrees of freedom are the subject of Chapter 6.

1.3.2 Simulating time evolution

In quantum mechanics, the Schrodinger equation describes how a quantum state

evolves in time:

.0
i [0) = HIv), (1.31)
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where |¢) is the time-dependent quantum state and H is the Hamiltonian of the
system (we will work in units 2 = 1). When H is time-independent, this equation

can be solved for [¢)), yielding

|9) = e~ [yo), (1.32)

where |1)p) is the state at time ¢ = 0. Hence, the operator

U(H,t) =e (1.33)

is the time evolution operator that propagates states forward in time by ¢ [SN20].

A ubiquitous task in quantum simulation is constructing a quantum circuit
that approximates the time evolution operator of some physical system encoded in
qubits using one of the input models described in Section 1.3.1. Time evolution is
the direct goal of dynamics simulations, and it is also a component of many other
algorithms including estimating spectra (see Section 1.3.3), computing transition
amplitudes and correlation functions [TD00, INE*22], and approximating scattering
cross-sections [JLP12, JLP14a, JLP14b, MHM*17, JKLP18, KKG22, NPdJB21].
Therefore, much effort has gone into developing efficient quantum algorithms for
simulating time evolution, and optimal or nearly-optimal algorithms are now known
for the most general cases, as well as many algorithms that have certain desirable
properties or are well-adapted to more specific cases. In this section, we review
highlights of these existing results, some of which are relevant to the technical results
in later chapters.

Some of the conceptually simplest time evolution simulation algorithms are
based on Trotter or Trotter-like decompositions of the time evolution unitary, which
were originally developed in [Suz85, HR90, Suz91], first used in quantum computing
in [L1096], and subsequently developed and refined in [BACS07, Tha08, CMGBO09,
WBAG11, KGE14, BMW 15, WHW 15, Som16, HP18, COS19, CMN'18, CST*+21].
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Suppose the input Hamiltonian has the form

N
H=> Hj, (1.34)
j=1
such that the time evolutions e*i* generated by the terms can be simulated directly
on the quantum computer. For example, the LCP input model always satisfies this
criterion: in this case each H; = h;P; for some coefficient h; and Pauli operator P;
(see (1.19)), so the corresponding time evolution is ehifit ie., a rotation generated
by Pj, which can be implemented by mapping P; to a single-qubit Pauli operator
Q via a Clifford circuit, then implementing €79t and then inverting the Clifford
circuit [NC01, WBAGI11].

For a Hamiltonian of the form (1.34), Trotter decompositions approximate
the time-evolution by first breaking it up into a product of short time-evolutions
(“Trotter steps”), then approximating each of these by a product of time-evolutions
under the terms H;. These single-term time-evolutions can be implemented di-
rectly, providing an approximation of the full time-evolution on the quantum pro-
cessor. The simulation error scales with the number r of Trotter steps as O(1/rP)
for some positive integer p called the Trotter order. The Trotter order is set by
the precise form of the product of short time-evolutions that forms a Trotter step,
and higher Trotter orders require more complex and costly Trotter steps [Suz85,
Suz91, CST*21]. Hence, the simulation error can be reduced either by increas-
ing the number of Trotter steps (at the expense of greater circuit depth), or by
increasing the Trotter order (also at the expense of greater circuit depth). This
leads to complicated trade-offs between the costs of the individual Trotter steps and
the numbers of Trotter steps required to reach the desired error, which generally
must be evaluated on a problem-by-problem basis, and the error bounds can also
often be improved by taking commutation relations among the Hamiltonian terms
into account [Tha08, CMGB09, WBC*14, KGE14, WHW*15 BMW™'15, Som16,
CMNT18, CS19, CST*21]. Simulation of time evolution using Trotter decompo-

sitions is called Trotterization. An overview of the state-of-the-art can be found
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in [CST*21].

Trotterization is important enough as the baseline method for quantum sim-
ulation of time evolution that subsequent algorithms are sometimes referred to as
“post-Trotter” methods. Next, we will provide a review of these, focusing on the
succession of algorithms that advanced the state-of-the-art in simulating general
Hamiltonians in the asymptotic regime, before also covering a few algorithms that
are useful in specific situations even though they are not optimal asymptotically.
The asymptotic algorithms have generally been presented in the sparse matrix in-
put model (which also captures the LCP input model, as noted above), although
many of them can also take the LCU input model, and we will note this when
applicable.

Aharonov and Ta-Shma presented the first quantum algorithm for simulat-
ing sparse Hamiltonians in 2003 [ATS03|, while the same year Childs et al. demon-
strated theoretically exponential quantum advantage with respect to an oracle in
a similar setting [CCD'03]. Subsequent works have extended and improved these
results [BACS07, Chil0, CK10, CK11, BC12, CW12, BCC*14, BCK15, BCC™'15,
LC17, LW18, LC19, BCS*20]. We now review these works.

The early results were either based on product formulas (which are similar
to Trotterization) [ATS03, BACS07, BCC*14, BCC*15] or quantum walks [Chil0,
BC12]. The costs of these algorithms are given in number of queries to the sparse
Hamiltonian oracles (1.21) and (1.22). The first [ATS03], by Aharonov and Ta-
Shma, established that simulation of sparse Hamiltonians was efficient, but with
relatively high polynomial costs in most parameters, including O(n?) in number of
qubits n: the scaling with error was linear in the inverse error, but the optimal scal-
ing is logarithmic in the inverse error. Berry et al.’s 2007 paper [BACS07] mainly
improved upon this by reducing the scaling with n to nearly constant (O(log*(n))),
and also obtained quadratic scaling in the sparsity and nearly linear scaling in both
simulation time and inverse error. The improvements were mainly accomplished via
a better method for decomposing the Hamiltonian using a type of graph coloring.

This paper also established what has become known as the no fast-forwarding the-
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orem, which states that evolution under a general Hamiltonian for a time ¢ cannot
be simulated using a number of operations that is sublinear in ¢ [BACS07, Theorem
3] (this can be violated for some special types of Hamiltonians [AA17]).

The later product formula based methods achieved optimal dependence on
the error € of the simulation [BCC*14, BCC'15], obtaining a number of oracle
queries scaling as O(log(1/e)), where the O indicates that dependence of order
O(loglog(1/e)) has been omitted. This may be interpreted as (nearly) linear scaling
in the number of digits of accuracy (nearly because of the 6), and its optimality
is shown in [BCC'14, Theorem 2.2]. The two papers [BCCT14, BCC*15] have all
authors in common, and differ only in the details of the method, not in the scaling
ultimately achieved. By the authors’ own claim, the later paper [BCCT15] is a more
natural approach: the time-evolution is broken up into Trotter-like steps, but these
are then each approximated by implementing a truncation of the Taylor series of the
complex exponential as a linear combination of unitaries (see below and [CW12]).
Oblivious amplitude amplification, which is a technique introduced in [BCC*14] for
boosting the amplitude of part of a superposition in which only the states of some
tensor factors corresponding to ancillary qubits are known, is used in the special
conditions of [BCC*15] to boost the probability of success to arbitrarily close to
one.

A quantum walk based method, on the other hand, achieved linear depen-
dence on the sparsity in [BC12], compared to the quadratic dependence in common
to [BACS07, BCC*T14, BCC*15]. An efficient correspondence between continuous-
and discrete-time quantum walks had previous been established in [Chil0], and [BC12]
refined this method as applied to simulation of time-evolution through a combina-
tion of modifications including using an ancillary qubit and amplitude amplification
to prepare the states required for the quantum walk.

In 2015 Berry et al. used a quantum walk structure with techniques borrowed
from the product formula approaches to obtain near optimal dependence on all
parameters [BCK15]: this work may be viewed mainly as an optimal synthesis of

prior methods. In 2020 many of the same authors extended these results for time-
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dependent Hamiltonians [BCS'20], also obtaining near optimal dependence on all
parameters. In specific cases, related methods that depend only on the interaction-
picture or off-diagonal norms of the Hamiltonian may be advantageous, but may
also require extra work to cast the Hamiltonian from the sparse oracle input model
to the required forms [LW18, KH21, CKH21].

Finally, Low and Chuang developed a technique called qubitization, based
on quantum signal processing, that achieved fully optimal scaling with simulation
time, Hamiltonian norm, and error for the time-independent case [LC17, LC19].
Qubitization is a mostly independent technique from the methods we have already
discussed: polynomials of a Hamiltonian are obtained by interleaving applications
of a block encoding of the Hamiltonian (see (1.40)) with phases that determine the
polynomial implemented. As applied to simulation of time evolution for time ¢ with
error € under a time-independent Hamiltonian H with sparsity k, qubitization uses

these polynomials to approximate the time-evolution unitary, with a cost of

number of oracle queries = O (k|| H ||maxt + log(1/¢)), (1.35)

where || H ||max (the max-norm of H) is defined to be the maximum magnitude of any
entry in H. The precise scaling is actually slightly better; see [GSLW19, Section
5.1], which corrects a minor error in the original qubitization paper [LC19]. As
noted above, these are optimal scalings: the linear scaling with ¢ is set by the no
fast-forwarding theorem [BACS07], the linear scaling with Hamiltonian norm is set
by noting that changing the Hamiltonian norm may be viewed as rescaling time,
and the scaling with number of digits of accuracy was established as optimal (up to
doubly-logarithmic factors) in [BCCT14].

It is worth mentioning that although all of the above algorithms that are
optimal or nearly optimal in all parameters require sparse matrix input oracles
of the forms given above in (1.21) and (1.22), the early product formula based
methods [ATS03, BACS07, BCC*14, BCC*15] require only a weaker version of the
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location oracle:

pl,,0) = |, i, y(x, 1)), (1.36)

i.e., the index 7 is saved rather than being uncomputed on the way to computing
y(x,i), as in (1.21). This distinction between uncomputing or saving the index ¢
appears harmless, but in fact this version of the oracle is typically much simpler
to implement. We will see in Chapter 6 that for the standard version (1.21), some
care is needed to properly employ Op, in order to obtain the optimal scaling offered
by qubitization [LC19] or the near-optimal algorithm for time-dependent Hamilto-
nians [BCS*20].

For Hamiltonians in the LCU input model, only some of the above algorithms
are applicable. The LCU input model was introduced in [CW12], which gave an
efficient algorithm for its simulation, but this has been superseded in most contexts
by later algorithms with preferable scaling. Qubitization [LC19] can accept the LCU
input model, and provides optimal scaling for time-independent LCU Hamiltonians
of the form (1.20). Using qubitization, time evolution for a time ¢ can be simulated

with error € using
number of oracle queries = O(||h|t + log(1/€)) (1.37)
queries to the so-called “SELECT” oracle
N
SELECT := Y _|i)(i| @ Uj, (1.38)

which can be implemented efficiently provided the U; can be (assumed for the LCU

input model), and the efficient circuit G that prepares the state

Gl0) = |G) Z Hhh (1.39)

In order to use the above construction, we assume that the coefficients h; > 0, but

we can always obtain this by absorbing their phases into the unitaries in (1.20).
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Note that given this, the Hamiltonian can be recovered up to scaling as

N

((Gl®1)-SELECT - (|G) ® 1) = Z

h; H
=—U; -—.
=1 12l 1711

(1.40)

For readers familiar with this construction, (1.40) is a block encoding of the LCU
Hamiltonian, which is the input required for qubitization.

To summarize this section, many quantum algorithms have been developed
for simulating time evolution with varying costs, but the most advanced methods
for simulating sparse Hamiltonians have now achieved nearly optimal scaling with
all parameters [LC19, BCST20]. These methods require as inputs the two oracles
Eq. (1.21) and Eq. (1.22) that encode a sparse Hamiltonian, and their complexities
are given in terms of numbers of queries to these oracles. Therefore, in order to
use these methods in practice, it is necessary to give gate-level constructions of the
oracles. This is the subject of Chapter 6, in which we present such constructions

for a broad family of second-quantized Hamiltonians.

1.3.3 Simulating ground state energies

Approximating ground states and ground state energies of quantum systems is an
important computational problem across many areas of physics and chemistry. In
general cases, this problem is believed to be exponentially challenging for a classi-
cal computer [AGDLHGO05, PMS*14, OBK*16, KMT*17, MEAG20, SBW*21].
More precisely, this means that as the size of the system grows according to some
parameter (typically number of qubits for applications encoded in qubits, e.g., us-
ing the methods in Section 1.3.1), the classical cost in memory, runtime, or both
to approximate the ground state energy grows exponentially with the system size
provided the desired approximation error is sufficiently small.

Can a quantum computer do better, which would require solving ground
state problems in polynomial quantum memory and runtime for at least some use-
ful problems that are classically hard? To begin to answer this question, we must

first note that ground state problems are classically hard for two mostly independent
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reasons: first, because general quantum states require exponential classical mem-
ory to store and exponential classical runtime to manipulate, and second, because
general quantum ground state problems are QMA-complete (the quantum gener-
alization of NP-complete) [KSV02, WB03, KR03, KKR06] (ground state problems
without superposition are NP-complete [Bar82]). The former difficulty (that of rep-
resenting states) is eliminated by using a quantum computer, since we can efficiently
encode other quantum systems in qubits, as discussed in Section 1.3.1. The latter
difficulty (QMA-completeness), however, implies that we should expect worst-case
ground state approximation problems to be intractable for quantum computers as
well, i.e., even though representing quantum states is easy on a quantum computer,
there exist Hamiltonians for which finding the ground state is hard.

Therefore, quantum algorithms for ground state energies must either require
additional assumptions that restrict the problem instances away from worst-case
QMA problems, or be heuristics, i.e., not have explicit performance guarantees.
These two possibilities are not necessarily distinct, and both are well-motivated by
the parallel with classical computing of NP-complete problems: although worst-
case NP-complete problems are believed to be intractable, specific problems from
NP-complete classes are solved routinely using heuristics. In the quantum ground
state problem, some typical assumptions or heuristics are finding a “good” initial
guess state (one that has nontrivial, i.e., Q(1/poly(n)) overlap with the sufficiently
low-energy subspace for n qubits) [Kit95, LT20, LT22, DLT22, KMM?22|, finding
a gapped adiabatic path from an efficiently solvable Hamiltonian to the Hamil-
tonian of interest [FGGS00], assuming bounded correlation length in the ground
state [MST*20], or optimizing a variational quantum circuit [PMS*14].

For example, the first of these assumptions could either be regarded as a
restriction on the problem class (performance guarantees given a problem with a
provably good initial guess state) or as a heuristic (when the initial guess state is
well-motivated but may or may not actually be good). This is the most typical
assumption in quantum algorithms aimed at high-accuracy simulation of ground

state energies in the asymptotic regime: the most well-known of these is quantum

32



phase estimation [Kit95], and recent results have achieved optimal scaling for this
class of algorithms [LT20, LT22, DLT22].

In this thesis, however, we will mainly focus on wariational quantum algo-
rithms, which are algorithms based on the final heuristic listed above, optimizing
a parameterized quantum circuit. When applied to the ground state problem for
quantum systems, these methods are typically called wvariational quantum eigen-
solvers or VQEs [PMS*14], which have been experimentally implemented for a
number of small molecules and effective field theories [DXP*10, LWG'10, PMS*14,
WDB™*15, OBK'16, SZZ*17, PGST17, KMT*17, HMR*18, SWG'18, CRD"18,
DMHT™18, KMvB*™19, KTC*19, GEB™19, SBMS™19, MPJ*19, SM19, NCP™"20,
AAB'20, KJKt21a, KJKT21b, LYTT21, KGL*122].

A variational quantum eigensolver requires that the Hamiltonian is decom-
posed into some linear combination of observables that can be measured on the
quantum computer. Typically, these are chosen to be the Pauli operators, so the
standard input model for VQE is linear combinations of Pauli operators (see Sec-
tion 1.3.1), although Chapter 5 presents a method for applying VQE to the sparse
matrix input model. For simplicity, in this introduction we will focus on linear com-
binations of Pauli operators: the corresponding Hamiltonian has the form (1.19).

The other main component of a variational quantum eigensolver is the ansatz:
a quantum circuit that can be varied according to the values of some control param-
eters. A two-qubit example is given in Fig. 1.1. This example is special because for
any two-qubit state with real amplitudes, there is some setting of the parameters
in the circuit in Fig. 1.1 that generates that state, and with a slightly more com-
plicated circuit we could similarly parameterize all two-qubit states (with complex
amplitudes). In fact in a variational quantum eigensolver we would in general not
want our ansatz to be able to generate arbitrary quantum states, since that would
require exponentially-many parameters [NCO01], but for two qubits this presents no
difficulty.

Given a Hamiltonian decomposed into Pauli operators, and an ansatz circuit,

the variational quantum eigensolver routine is summarized in Fig. 1.2, and the details
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Figure 1.1: This figure shows a parameterized quantum circuit that is expressive
enough to generate any two-qubit state with real amplitudes.

are as follows [PMS*14]. The goal is to classically optimize the ansatz parameters
in order to minimize the expectation value of the Hamiltonian in the corresponding

state. We conventionally denote this state

[¥(0)) = U(0)l), (1.41)

where 6 is the vector of parameters, U (5) is the unitary implemented by the ansatz

circuit, and |t¢g) is some initial state. By the Rayleigh-Ritz variational principle,

— — =

Eo < E(0) = (¢(0)|H[y(0)) (1.42)

for any 5, with equality only if ]w(5)> is an exact ground state, so by minimizing the
objective function E( _)) we obtain a variational estimate of the ground state energy
Ey.

The role of the quantum computer in this algorithm is just to provide an
estimate of E(6), the expectation value of the Hamiltonian in the state |4(6)) for
any given values of 0 set by the classical optimizer. To do this, we use the fact
that Pauli operators are observables that can be measured directly on the quantum
computer, as we will shortly describe. Hence, by repeated measurements we can
build up an estimate of the expectation value of each Pauli term in the Hamiltonian.
Then we can use the fact that expectation values are linear to obtain an expectation

value estimate of the full Hamiltonian as the linear combination of the expectation

values of the terms. Symbolically, for a Pauli Hamiltonian of the form (1.19),

N

E(9) = WO H[(8)) = > hilp ()| Pil(0)). (1.43)

i=1
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Figure 1.2: Schematic of the VQE algorithm. All of the green nodes correspond to
classical components of the algorithm, while the single blue node corresponds to the
quantum subroutine.

This value estimated using the quantum computer forms the objective function for
the classical optimization.

To perform the measurements, we conventionally define the single-qubit Pauli
Z measurement (i.e., measurement in the computational basis {|0),]|1)} with the
associated measurement results {+1, —1}) on each qubit to be the measurement
that is physically implementable on the quantum processor. Therefore, if we just
repeatedly measure in this basis on every qubit, we can use the measurement results
to estimate the expectation values of all Pauli terms in the Hamiltonian that are
tensor products of single-qubit identity I and Z. For example, if we want to estimate
the expectation value of I ® Z ® I ® Z, then we just multiply the -1 measurement
results on the second and fourth qubits for each measurement and take the average
of these.

To measure some qubit in a different Pauli basis, we can use the facts that

HZH =X, SHZHS =Y (1.44)
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(where H is the Hadamard gate and S is the phase gate — see Section 1.2). Hence,
if we apply the gate H on a qubit immediately before measuring it in the Z basis,
this is equivalent to measuring it in the X basis. If we apply HST immediately
before measuring it in the Z basis, this is equivalent to measuring it in the Y basis.
Therefore, using appropriate combinations of these we can perform measurements
in bases that yield samples of any Pauli in the Hamiltonian, so by repeating mea-
surements in all of these bases we build up expectation value estimates of all terms
in the Hamiltonian (1.19).

Note that the worst-case scenario for this scheme is when no Pauli terms in
the Hamiltonian are locally compatible (i.e., none of them share a common set of
measurement bases for each qubit): in this case we would need a separate set of
measurement bases for each term in the Hamiltonian. In cases of interest, however,
there are typically many Pauli terms that are locally compatible, meaning that we
can simultaneously build up expectation value estimates of many Pauli terms at
once. Optimally exploiting this property is the subject of ongoing research, with
the main divide being between methods that use versions of graph coloring or other
deterministic strategies to partition the Pauli terms into commuting subsets [VYI120,
YVI20, GAD'20, YGI22], and “classical shadows” methods that randomly choose
measurement bases that permit simultaneous measurement of the locally compati-
ble terms [HKP20, WSHY21, HBRM22, SIM*21, Had21, HHR ™21, EFH"22]. The
derandomization technique in [HKP21] is a hybrid of the two, using classical pre-
computation to deterministically choose a sequence of measurement bases that is
guaranteed to perform at least as well as a random sequence chosen by the classical
shadows method in [HKP20].

The cost of a single iteration step of the classical loop in VQE, i.e., from
one parameter setting to the next, is relatively easy to analyze. For the quantum
part of the algorithm, each term in the Hamiltonian must be estimated by repeated
preparations and measurements, so since each is being estimated essentially as a
binomial random variable we should expect the number of measurements required

to reach some desired precision € to scale as O(1/€%). A naive implementation of
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VQE in which separate measurements are used for each term therefore leads to a

M=0 (‘Z) (1.45)

total measurement scaling of

€

where, as in (1.43), N is the number of terms in the Hamiltonian.

The schemes for combining measurements that we described above [VYI20,
YVI20, GAD20, YGI22, HKP20, HBRM22, HKP21, SJM*™21, Had21, HHR ™21,
WSHY?21, YGI22, EFH'22] can improve the numerator in (1.45), but the scaling
with error remains the same as in (1.45) in all of these methods. Unitary partitioning
is a different technique for combining measurements, where instead of using the fact
that commuting Pauli terms can be measured simultaneously we use the fact that a
linear combination of anticommuting Pauli terms can be efficiently unitarily mapped
to a single Pauli operator. Thus by appending these unitaries to the end of the state
preparations, we can combine a whole anticommuting set of Pauli terms into one
measurement, in exchange for increased circuit depth. This method was developed
independently in [[YLV20, ZTK™"20], the latter of which I contributed to, but which
is not included in this thesis.

The costs of the classical components of the iteration step do vary somewhat
depending on which classical optimizer is used, but they can generally be expected
to be negligible compared to the cost of estimating the terms in the Hamiltonian.
The more difficult to analyze cost of VQE is the number of iteration steps required
to reach convergence of the approximate ground state energy. As mentioned at the
beginning of this section, for general Hamiltonians the problem of accurately esti-
mating the ground state energy is QMA-complete [KSV02, WB03, KR03, KKR06],
which means that as in the analogous classical case of NP-complete problems, we
should expect worst-case ground state energy problems to be exponentially difficult.
In VQE, this would manifest itself by preventing the optimization from converging
in polynomial time. However, just as specific cases of NP-complete problems are
routinely solved using heuristics for many applications across industry, commerce,

and scientific research, specific ground state energy problems corresponding to phys-
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ical systems of interest may also be tractable. VQE is a heuristic, so the proof will
ultimately be in the pudding, as quantum computers continue to scale and larger
and larger problem instances come within reach. The optimization problem in VQE
is not the main focus of this thesis, so I will not go into further detail. For a more in-
depth review of VQE including discussion of classical optimizers and the challenges
of the optimization problem itself, [TCC*22] is an excellent resource.

Finally, although VQE has been for many years the leading algorithm for
simulating ground state energies on pre-fault-tolerant quantum computers, some re-
cent techniques that may be loosely referred to as quantum subspace diagonalization
(QSD) offer an alternative that also has the potential to be feasible on NISQ de-
vices (there is presently no apparent consensus on what term should be used for this
family of algorithms, but QSD is suggested in [ELN21] and I support this choice).
The basic idea, first suggested in [MKSCdJ17], is to use the quantum processor
to evaluate matrix elements of the projection of the Hamiltonian into a subspace
spanned by states that can be efficiently obtained via quantum circuits. The result-
ing circuits are relatively low-depth compared to quantum simulation algorithms for
fault-tolerant quantum computers, such as phase estimation. Versions of this include
subspaces spanned by unitary operators (applied to some initial state) that approx-
imate real [PM19, SHE20, CMP21, CG22, KMZC*22] or imaginary [MST*20] time
evolutions, powers of the Hamiltonian as approximated by linear combinations of
time evolutions [SY21], and other heuristically-motivated states not obtained from
functions of the Hamiltonian [MKSCdJ17, CRD*18, TRJ*20, HLB*20, YHM 22,
BHS122, TZC+22].

I have also contributed a paper to this area: in [KMM22], we developed an al-
gorithm for constructing a Krylov space (a subspace spanned by powers of the Hamil-
tonian applied to an initial state) on a quantum computer. Compared to the above
prior algorithms, our method does not require approximating real or imaginary time
evolution and the resulting Krylov space is exact, so the only source of error relative
to the Lanczos method in infinite-precision arithmetic [Lan50, Kan66, Pai71, Saa80]

is finite sample noise (as well as noise on the quantum processor). We also provide
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explicit error bounds on the ground state energy estimate in terms of the Krylov
space dimension and noise rate. To my knowledge our method is the first quantum
algorithm to directly use a block encoding of the Hamiltonian without requiring
quantum signal processing [LC17, LC19].

To summarize this section, there are many quantum algorithms for approx-
imating ground state energies that will become possible on fault-tolerant quantum
computers. However, on NISQ devices the options are much more limited, and VQE
is the leading algorithm in this area, although QSD offers a promising alternative.

In this thesis, Chapters 2 to 5 will focus primarily on VQE.

1.4 Contextuality

Contextuality is a feature of quantum mechanics that distinguishes it from classi-
cal mechanics. It generalizes nonlocality, and although the first proof of existence
of contextuality in quantum mechanics appeared around the same time as Bell’s
theorem and indeed was partly conceived by John Bell, it is less well-known than
nonlocality. This first proof of contextuality in quantum mechanics is called the Bell-
Kochen-Specker theorem [Bel64, Bel66, KS67], and states that there exist quantum
systems for which it is impossible to reproduce the outcome probabilities of every
possible measurement as marginals of single joint probability distribution. This
impossibility defines contextuality.

Subsequent work has led to a variety of approaches to characterizing and
quantifying contextuality. The early works that set the stage for this area of re-
search, by identifying most of the general categories of contextuality (e.g., strong
versus weak contextuality, which we discuss further below, and general contextual-
ity versus special cases like nonlocality), are [Bel64, Bel66, KS67, CHSH69, Fin82,
Per91, Mer90, Mer93]. A number of more recent works provided rigorous mathemat-
ical frameworks for contextuality in settings that are in principle even more general
than quantum mechanics, including the sheaf-theoretic approach [AB11], the co-

homological approach [IB98, OTR18, Raul9, OR20|, and generalized probabilistic
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theories [SSWT21]. A seminal paper by Robert Spekkens established a framework
for analyzing contextuality in quantum circuits by showing that contextuality can
be present in state preparations, transformations, or measurements [Spe05]. Other
works have provided witnesses, tests, or quantifications of contextuality in vari-
ous scenarios [RSKanK12, CSW14, RH14, GHH*14, CKB15, ABM17, dS17, AC17,
SSW18, DA18, KL19a, XC19, HZS'22] (the work [KL19a] discussed in Chapter 2
is among these), or experimentally tested such scenarios [KZG1T09, LMZ*18]. Con-
textuality has been connected to resources and models for quantum computing,
including negativity of quasiprobability representations [Spe08, FE08, FE09, Ferl1,
VFGE12, RBD'17, KL17, RBVT"20], magic states [HWVE14], antidistinguisha-
bility [LD20], measurement-based quantum computing [Raul3, FRB18], and semi-
classical expansions [KL18, KL19b]. It has also been used to generate quantum
advantage over classical computing in certain restricted scenarios, including quan-
tum state discrimination [SS18], memory requirements of classical simulation of the
stabilizer subtheory [KWB18], computation of nonlinear functions [MK18], post-
selected metrology [ASYHL™120], computing state overlaps [GaB20], and shallow
circuits [BGK18, BGKT20], but there are also known limitations on using contex-
tuality to generate quantum advantage in broader settings (this is discussed in some
of the citations in this sentence, and also in [LWE19]). Finally, our works to be
discussed in Chapters 3 and 4 of this thesis showed that in a noncontextual vari-
ational quantum eigensolver the quantum objective function can be replaced by a
classical objective function with no loss in expressivity [KL20], and that a contextual
variational quantum eigensolver can be partitioned into a noncontextual part that
is modeled using a classical objective function and a contextual correction that is
computed on the quantum processor using fewer resources than would be required
to run the full VQE [KTL21].

If we restrict to some particular set of measurements corresponding to a set of
observables S, properties of the set determine whether a joint probability distribu-
tion may exist for the outcomes of those measurements. Measurement contextuality

refers to various types of contradictions that can appear in attempts to do this. In
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1Z 71 77 |1

XI IX XX |1

XZ 7ZX YY |1
1 1 -1

Figure 1.3: The Peres-Mermin square, an illustration of contextuality. The observ-
ables in the square are two-qubit Pauli operators (by convention the tensor product
symbols are suppressed, so for example IZ := [ ® Z). The numbers at the ends of
the rows and columns are the products of the corresponding rows or columns. In a
noncontextual hidden-variable model based on simultaneous assignments of values
(1) to the observables in the square, those value assignments would have to satisfy
the row and column products, since each row and column commutes and is therefore
simultaneously measurable. However, in order to satisfy all of the row products, the
value assignments would have to contain an even number of —1s, while to satisfy
the column products they would have to contain an odd number of —1s, so a non-
contextual hidden-variable model necessarily violates one or the other.

this thesis we will focus on “strong contextuality,”! which is contextuality in the
same vein as the Peres-Mermin square (see Fig. 1.3 and [Per91, Mer90, Mer93],
in particular Mermin’s outline of a “plausible” hidden-variable theory in [Mer93,
§I1].) Informally, a set of measurements is strongly contextual if it is impossible
to consistently assign values to every measurement in the set. In “weak” versions
of contextuality such as Bell inequality violations, joint values may be consistently
assignable, but statistical predictions based on the existence of joint probability dis-
tributions are violated. It is typical in the literature to use “contextuality” when
really “strong contextuality” is meant, so for simplicity we adopt this convention.
An archetypal example of contextuality is the Peres-Mermin square [Per91,
Mer90, Mer93], shown in Fig. 1.3. Suppose we want to construct a noncontezrtual
hidden-variable model for the set of Pauli operators in the Peres-Mermin square,
i.e., a semiclassical model in which the underlying objects are a set of joint value
assignments (assignments of values +1 to each Pauli operator in the square) and a
probability distribution over those joint value assignments. A noncontextual hidden-
variable model is very similar to a classical phase-space model, where the phase
space points are the joint value assignments, it just may have additional constraints

that impose uncertainty relations on the allowed probability distributions, which we

!so called in [AB11] and studied in [AB11, RSKanK12, ABM17, AC17, dS17, KWB18, XC19,
Raul9, SSW18, DA18, RBVT*20, HZS"22]
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will discuss further in Chapter 3 (see also [Spe07, Spel6]). Such a model may be
interpreted as describing a set of observables that have definite values at all times,
with the probability distribution simply describing the observer’s potentially limited
knowledge about those values.

For now, suppose we want to construct such a model, starting with the joint
value assignments. Any such joint value assignment is a list of nine +1s specifying
the values assigned to the Pauli operators in the square. The operators in each row
and column in the square commute, and the product of the Pauli operators in the
row or column is equal to the £1 at the end of the row or column. Since each row
and column commutes, any one of them corresponds to a set of measurements that
an observer could in principle perform jointly. This means that if, for example, the
observer measures the first row, IZ, ZI, and ZZ, obtaining the assigned values +1,
these measurement outcomes must satisfy the row product, i.e., they must multiply
to 1. The same is true for any other row or column. We are trying to construct
a nmoncontextual hidden-variable model for these observables, which means that the
joint value assignment must be independent of the measurement (or context) that
the observer is about to perform. Hence, it must satisfy all of the row and column
products since the observer could perform any of them.

This, however, introduces the problem, because in order to satisfy all of
the row products the value assignments would have to contain an even number of
—1s (since each row would have to contain an even number), while to satisfy the
column products they would have to contain an odd number of —1s (since the first
two columns would have to contain an even number and the last column would
have to contain an odd number). Therefore, there is no assignment of +1s to the
Peres-Mermin square that forms a valid noncontextual joint value assignment by
satisfying all of the row and column products, and thus the set of observables in the
Peres-Mermin square is contextual.

To emphasize what this means, remember that the type of model we are
trying to construct (or rule out, in the contextual case) for our set of observables is

one in which all of the observables have actual, definite values at all times. In ad-
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dition, it is required to be a noncontextual model, which means that if an observer
measures some commuting subset of the observables, the measurement outcomes
they obtain must be the actual definite values immediately prior to measurement,
and those actual definite values cannot be affected by what measurements the ob-
server performs. This last requirement is the noncontextuality condition, since for
example if the value assigned to IZ in Fig. 1.3 is allowed to varying depending on
whether we measure IZ in the context of its row or its column, then it is easy to
come up with such conditional value assignments that do satisfy all of the row and
column products. The remainder of the noncontextual model would be a set of joint
probability distributions over the definite joint value assignments to the observables,
which would describe the observer’s knowledge about the joint value assignments
(this will be discussed in detail in Chapter 3). However, the Peres-Mermin square
rules out such models without even having to consider the joint probability distri-
butions, by showing that the joint value assignments cannot satisfy the row and
column conditions predicted by quantum mechanics.

The fact that the Peres-Mermin square rules out such models for any set of
Pauli observables containing those in the square means that quantum mechanics as
a whole does not admit description by a noncontextual hidden-variable model. This
is usually taken to imply that quantum mechanics is contextual, and we will also use
this language, but it is worth noting that the formalism of quantum mechanics is
itself noncontextual in the sense that outcome probabilities for a given measurement
do not depend on which other commuting measurements are jointly performed.
However, the formalism of quantum mechanics is not a hidden-variable model, so
when we say that quantum mechanics is contextual we really mean that any hidden-
variable models describing it must be contextual.

Since contextuality (in the sense just described) appears in quantum mechan-
ics but not in classical mechanics, it is natural to study its implications for quantum
computing. Chapters 2 to 4 will be primarily occupied with this. Since we will spend
significant time getting into it in detail in those chapters, in this introduction we will

not say much more, but we should at least explain why we have focused on strong
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measurement contextuality: we will be applying analysis of contextuality to VQEs,
in which the quantum part of the algorithm consists of a set of Pauli measurements.
Hence measurement contextuality is the appropriate type of contextuality to apply.
We will see that there is in fact no difference between strong and weak contextuality
in this setting, and strong contextuality will be convenient to analyze. We conclude
this section by mentioning [BCG™'21], which is a thorough review of contextuality,
covering most of its known variants and applications, as well as its foundational

implications.

1.5 Overview and summary of results

The main results covered in this thesis are as follows. Chapter 2 presents an analytic,
classically efficient test for contextuality of VQEs. As discussed in Section 1.3.3, the
quantum component of the VQE algorithm consists of preparing a variational ansatz
state and measuring the Pauli terms in a Hamiltonian. The contextuality (or lack
thereof) of a VQE can thus be characterized by the set of Pauli measurements that
are performed. In Chapter 2, we present a necessary and sufficient condition for
contextuality of any arbitrary set of Pauli operators, allowing us to check whether
any given VQE is contextual. This chapter is based on [KL19a].

If a VQE turns out to be noncontextual, then as discussed in Section 1.4, we
expect that it should be possible to construct a noncontextual hidden-variable model
for it that replaces the quantum part of the algorithm. In Chapter 3, we explicitly
show how to do this. The resulting noncontextual models provide a classical param-
eterization of the Hamiltonian’s spectral range, so minimizing with respect to these
parameters yields an approximate ground state energy, just as in VQE but without
requiring the quantum computer to evaluate energies. One implication of this is that
the noncontextual Hamiltonian problem (the decision problem of verifying whether
a noncontextual Hamiltonian’s ground state energy lies below some promise gap) is
only NP-complete rather than QMA-complete. This chapter is based on [KL20].

Chapter 4 presents a hybrid quantum-classical algorithm that we call contex-
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tual subspace VQE or CS-VQE, in which a Hamiltonian whose ground state energy
we want to simulate is partitioned into a noncontextual part that we simulate clas-
sically and a contextual correction that we calculate using the quantum computer.
By including as much of the Hamiltonian as possible in the noncontextual part, we
do most of the work classically. The resulting quantum correction requires fewer
resources (qubits and measurements) in general than doing full VQE on the same
Hamiltonian, and at the experimenter’s discretion, more quantum resources can be
used to obtain higher accuracy in the resulting ground state energy estimate. This
chapter is based on [KTL21].

In Chapter 5, we shift our focus from contextual and noncontextual Hamil-
tonians to sparse Hamiltonians (see Section 1.3.1). Simulation of time evolution
under sparse Hamiltonians has been heavily studied, and by extension various al-
gorithms for approximating ground state energies of sparse Hamiltonians that are
based on time evolution, like phase estimation, are well-understood. These algo-
rithms require long coherent evolutions, and most likely will only become possible
once fault-tolerance is reached. However, the study of VQE has focused almost ex-
clusively on Hamiltonians in the linear combination of Pauli operators input model.
In Chapter 5, we present a method for implementing VQE with sparse Hamiltoni-
ans. This significantly extends the domain of applicability of VQE, since all Pauli
Hamiltonians are sparse Hamiltonians, but sparse Hamiltonians are a much broader
category. While this method is less appropriate for very near-term quantum comput-
ers than standard VQE, since even the oracles used to encode sparse Hamiltonians
are typically too costly to implement on existing devices, it only requires a con-
stant number of queries to those oracles in each coherent evolution. Therefore, it
represents an intermediate step on the way to algorithms based on time-evolution
under sparse Hamiltonians (in which the number of queries always scales with error
and evolution time — see Section 1.3.2), so it may become a useful alternative to
standard VQE as well as algorithms like phase estimation on early fault-tolerant
quantum computers, and potentially even pre-fault-tolerant quantum computers if

they become significantly less noisy than those existing today. This chapter is based
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on [KL21].

Finally, in Chapter 6, we present a method for efficiently implementing the
sparse Hamiltonian oracles for a broad class of second-quantized Hamiltonians, in-
cluding most bosonic, fermionic, or mixed Hamiltonians that might appear in quan-
tum field theories. This method is particularly well suited to quantum field theory
in the light-front formulation [KKG*22, KJK*21b, KJK'21a], as we will discuss in
detail in Chapter 6. Although the resulting oracle implementations likely require
fault-tolerance, they demonstrate explicitly that in the long term, quantum com-
puters will be able to simulate generic quantum field theories. This chapter is based
on [KHKL21].

Other papers to which I contributed that are not covered in this thesis
are [KFHM22, KMM22, ZTK 20, RKR ™21, KKG122, KJK*21a, KJKt21b, WRK 122,
RWT*22, RGD"22, AHH"22], which are not included either because they were
completed during summer internships not at Tufts or because I am not the first
author. The two in which I am the first author are [KFHM22] and [KMM22]. As
discussed in Section 1.3.1, [KFHM22] presents the first known method for mapping
fermionic systems to qubits in which both the number of qubits and the cost of the
encoded fermionic operators are polylogarithmic in the number of fermionic modes
(at fixed particle number). As discussed in Section 1.3.3, [KMM22] presents a quan-
tum subspace diagonalization method based on block encoding that avoids many of
the sources of error that prior techniques are subject to, and admits rigorous error
analysis.

On the remainder of the papers cited above, I was not the first author, but
they may be summarized as follows. In [ZTK™20], we developed a technique that has
become known as unitary partitioning for combining groups of anticommuting Pauli
measurements into single measurements in a VQE procedure (unitary partitioning
was independently developed in [IYLV20]). For electronic structure Hamiltonians,
we proved that this leads to a reduction in the number of distinct measurements by
a factor of n, where n is the number of spin-orbitals.

In [RKR*21], we developed extensions of robust phase estimation [HBB*09,
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KLY15] that add error detection to the procedure via a collection of consistency
tests. Robust phase estimation is similar to Kitaev’s phase estimation method [KSV02]
in that it learns one bit of the phase at a time, but as the name suggests, it is robust
to errors up to a fixed threshold. In [RKR'21], we corrected some minor errors
in the original analysis of robust phase estimation [KLY15], showing that its main
results still hold, and also presented techniques for testing whether the error thresh-
old required for robust phase estimation to succeed has been violated in a given
experiment.

In the three closely related papers [KKGT22, KJK121a, KJK21b], we de-
veloped techniques for simulating quantum field theory in the light-front formu-
lation [PB85, HV87, BPP98, VHL"10]. The light-front formulation of quantum
field theory is appealing for quantum simulation because the Hamiltonian block-
diagonalizes into blocks with fixed light-front momentum (a linear combination of
energy and spatial momentum in equal-time coordinates). Therefore, when simu-
lating a closed system on the light-front, the Hamiltonian naturally takes a similar
form to quantum mechanical Hamiltonians, allowing us to apply well-developed
techniques for quantum simulation of quantum mechanical systems.

The first [KKG'22] of the three papers developed the general theory of
quantum simulation of light-front quantum field theory by presenting methods
for mapping the physical states and operators to qubit states and operators, and
discussing in particular the use of adiabatic state preparation [FGGS00, ATS03]
to prepare approximate ground states from which various quantities of interest
can then be estimated, including parton distribution functions, form factors, and
decay constants. The other two papers, which present similar results in letter
form [KJK*21a] and in more detail [KJK*21b], focus on a family of effective light-
front field theories known as basis light-front quantization [VHLT10], which can be
used to generated relatively small effective Hamiltonians. We simulated two- and
four-qubit instances of these Hamiltonians using VQE on IBM’s freely available
quantum processors, using them to calculate mass radius, decay constant, elas-

tic form factor, and charge radius for a pion. These experiments may be consid-
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ered similar to simulations of small molecules in minimal bases, which were the
earliest demonstrations of quantum simulation for the electronic structure prob-
lem [PMS*14, OBK*16, KMT+17, HMR 18, NCP*20].

In [RGD'22], we presented an algorithm for classically simulating Hamil-
tonians using a method similar to VQE, but with the ansatz circuits restricted to
be Clifford circuits, which are efficiently classically simulable [Got98]. For ansatz
circuits whose parameterized gates are generated by Pauli operators, this may be
accomplished by restricting the gate angles to {0,7/2,7,37/2}. Since such an
ansatz is classically simulable, it may be used to construct a classical objective
function of the (discrete) parameter settings, which can be passed to the classi-
cal optimizer to obtain a completely classical variational simulation method for
approximating the ground state. The output of this method may then be used
as an approximation in its own right, or as the initialization point for an actual
quantum VQE procedure that uses the same ansatz but permits the parameters to
vary continuously. We tested the method for electronic structure Hamiltonians and
found that it matches the performance of Hartree-Fock in regimes where Hartree-
Fock is expected to perform well (specifically, near equilibrium for weakly-correlated
molecules), and outperforms Hartree-Fock in some systems where Hartree-Fock per-
forms poorly (specifically, far from equilibrium). This may be explained by noting
that Hartree-Fock in the best case finds the lowest energy computational basis state,
while the method of [RGD"22] attempts to find the lowest energy among stabilizer
states [Got98, NCO1], which is a strict superset of the computational basis states.

In [AHH"22|, we presented an improvement to the method for quantum
computation of the boundary operator given in [UAST21], which is a component of
quantum topological data analysis [LGZ16, UAS*21]. The improvement is based on
noticing that in an appropriate representation, the boundary operator takes the form
of a sum of anticommuting Pauli operators, which can be mapped to a single Pauli
operator using unitary partitioning [I[YLV20, ZTK™"20]. This allows it to be applied
exactly via a single Pauli operation sandwiched between two unitary partitioning

circuits. Compared to prior implementations of the boundary operator, this reduces
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the scaling with number of qubits from O(n?) to O(n), and eliminates errors that
came from using approximated time-evolution to implement the boundary operator
as in [UAST21].

Finally, in [WRK*22, RWT"22] we developed extensions and improvements
to the contertual subspace variational quantum eigensolver (CS-VQE) method that
will be the topic of Chapter 4 in this thesis. In [WRK™22], we filled in the de-
tails of a method for constructing ansatze for CS-VQE by projecting a full VQE
ansatz onto the contextual subspace, which was suggested but not fully developed
in [KTL21]. In [RWT*22], we studied how unitary partitioning [[YLV20, ZTK™"20]
can be applied in the context of CS-VQE to further reduce the number of mea-
surements performed on the quantum processor. Both of these papers represent
important steps on the way to practical, experimental implementations of CS-VQE,

which are now in progress.
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Chapter 2

Testing for contextuality in
Pauli Hamiltonians and
variational quantum

eigensolvers

2.1 Introduction and prior work

The variational quantum eigensolver or VQE, introduced in Section 1.3.3, is an im-
portant near-term application of NISQ machines. Hence it is natural to consider
how the contextuality of VQE procedures is related to any quantum advantage that
they may obtain. In this chapter, we present a method to analyze the contextu-
ality of VQE procedures. In particular, we study the contextuality of the target
Hamiltonian and observables it is decomposed into. We will focus in this chapter
through Chapter 4 on Hamiltonians decomposed into linear combinations of Pauli
operators that define the measurements actually performed in order to evaluate the
objective function of the VQE instance. Thus our criterion applies to the VQE
instance as problem statement and is independent of the variational ansatz, which

changes throughout the algorithm.
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The set of Hamiltonians that are noncontextual by our definition will include
diagonal Hamiltonians that encode a classical objective function. Such problems are
addressed by the Quantum Approximate Optimization Algorithm (QAOA), which
is closely related to VQE [FGG14]. As we shall see, the set of noncontextual Hamil-
tonians contains the set of commuting Pauli Hamiltonians, and therefore represents
a broader definition of classicality.

One concept upon which we rely is a closed subtheory: a set of observables
in which all observables whose values are determined with certainty by the values
of others in the set are themselves members of the set. We introduce this concept
here because it provides a distinction between this work and the criteria for strong
contextuality studied in [RSKanK12], which are based on sets of observables that
are not necessarily closed subtheories. In [KWB18] it is shown that the efficiency
of classical simulation of certain closed subtheories of quantum mechanics is limited
by contextuality, so these results of [KWBI18] apply to our setting.

In [CSW14] the authors obtain criteria for contextuality based on compati-
bility graphs, as do we. However, [CSW14] focuses on weak contextuality, that is,
violation of noncontextual inequalities, whereas our interest is in strong contextual-
ity. We further discuss the distinction between our condition for contextuality and
previously studied criteria in Section 2.6 and Section 2.4.

In Section 2.2, we develop the notion of contextuality we will study. In Sec-
tion 2.3 prove our main result, an efficiently-testable necessary and sufficient condi-
tion for contextuality of any set of Pauli operators (Theorem 2.2 and Theorem 2.5
give two equivalent forms for the condition). In Section 2.4 we discuss several op-
tions for quantifying the amount of contextuality possessed by a Hamiltonian, based
on the criterion in Section 2.3. In Section 2.5 we evaluate the contextuality of sev-
eral VQE experiments. We conclude in Section 2.6 with a discussion of our results,

and directions for future work. This chapter is based on [KL19a].!

1(@2019 American Physical Society, reproduced per Author’s Rights under the transfer of copy-
right agreement (https://journals.aps.org/authors/transfer-of-copyright-agreement).
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2.2 Defining contextuality

We focus on the analysis of strong contextuality for sets of Pauli operators. Let S
be the set of observables that are measured in a VQE procedure: in our case these
will be Pauli operators. We will define the (non)contextuality of a VQE procedure
by (non)contextuality of S.

A joint value assignment is an assignment of one value (1) to each ob-
servable in §. In an ontological hidden-variable model, joint value assignments
correspond to ontic states (“real states”) of a system, since they may be interpreted
as definite ontological values for the observables S. In such a model, a measurement
is seen as revealing information about the ontic state, which exists independently
whether it is measured or not.

A context on a finite dimensional Hilbert space is a set of pairwise-commuting
observables whose eigenvalues uniquely specify the (shared) basis states. If S is a
context, it is always possible to consistently assign joint values to the observables
in S, since the common eigenstates of & physically realize such joint value assign-
ments. However, if § is not a context and contains a pair of observables that do
not commute, it may be impossible to assign joint values independent of the con-
text to be measured. Therefore, if we do assign values in this case, they must be
context-dependent: hence the term “contextual.”

Given any set of observables S, let S be the closure under inference of S,
i.e., the set of observables whose values can be predicted with certainty from an
assignment of values to S. In the language of [KWB18], S is the smallest closed
subtheory containing S. The values of S induced by an assignment of values to S
may contain contradictions even if the values of S alone do not.

An inference occurs when for some observable A’ there exists a commuting
subset &’ C S such that A’ is equal to the product of the operators S’. Then since
the operators &’ may all be measured simultaneously, in any joint value assignment
to SU{A’} the value assigned to A’ must be the product of the values assigned to

§’: we therefore say that the value of A’ is directly inferred from S [Per91]. A’ may
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now contribute to inferring the values of some other operators that are not directly
inferred from S. Thus in general an observable A is inferred from S if there is an

“inference tree” that leads from S to A:

Definition 2.1. An inference tree for a Pauli operator A over a set of Pauli operators
S is a tree whose nodes are Pauli operators and whose leaves are operators in S,

such that...

1. The root is A.
2. All children of any particular parent pairwise commute (as operators).

3. Every parent node is the operator product of its children (and thus commutes

with them, by property 2).

Remark 2.1. In [KL19a] (the paper upon which this chapter is based), we referred
to an observable being inferred from some other set of observables as being “deter-
mined by” that set. Correspondingly, we referred to what we are calling “inference
trees” herein as “inference trees.” The language has been changed in this thesis so

that it is more aligned with the conventional language now used in the field.

Fig. 2.1 shows inference trees for the observables +YY over
S={XI,IX,ZI1,1Z}. (2.1)

It is easy to check that these trees satisfy the properties of Definition 2.1. This
example is a recasting of the classic Peres-Mermin square (see Fig. 1.3 and [Per91,
Mer90, Mer93]).

The Jordan product %{, -} provides an alternative way to characterize infer-

ence. Since a pair of Pauli operators A, B either commute or anticommute,

1 AB if [A,B] =0,
S {A.B) = (2.2)

0 otherwise.

Thus, S is the closure of S under the Jordan product.
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Figure 2.1: Inference trees for £YY over {XI,I1X, Z1,17}

/\ /\
/\ /\ /\ /\

IX Xl

Given an inference tree 7 for a Pauli A over a set of Pauli operators S, and
a joint value assignment to S, we may now find the inferred value for A. Let £ be
the leaves of 7; £ may contain multiple copies of the same operator. Property 3
of an inference tree (see Definition 2.1) implies that if all of the children of some
parent node in the tree have values, then the value assigned to the parent must be
the product of the values assigned to its children. Hence given an assignment of
values pr, = £1 to each leaf L € L, we may propagate these values up the tree by
taking products of them, so we infer that the value assigned to the root A is the

product of the values assigned to the leaves:

pa=[] (o)™ = T] pr, (2.3)

LeL LeD

where the exponent my, is the multiplicity of the operator L in L. Therefore, we
say that A is inferred from S if and only if there exists an inference tree for A over

S. This also provides a formal definition for S:

Definition 2.2. Given a set of Pauli operators S, its closure under inference S is

the set of Pauli operators for which there exist inference trees over S.

The set D in (2.3) is a subset of the leaves that we call the determining set

of 7, defined as follows:

Definition 2.3. For an inference tree 7, the determining set is defined to be the

set containing one copy of each operator with odd multiplicity as a leaf in 7. If for
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some inference tree with root A, the determining set is empty, then every my, in the

first product in (2.3) must be even, so the value assigned to A is 1.

As illustrated by (2.3), the determining set is the subset of the operators included
among the leaves of the tree whose values actually determine the value of the root
A. Before moving on to our main results, we prove a lemma regarding the forms of

inference trees:

Lemma 2.1. Given any k-ary inference tree, there exists an equivalent binary in-

ference tree, i.e., one that has the same leaves and root.

Proof. A k-ary inference tree is one in which each parent has at most k children.
Given any k-ary inference tree, consider any parent A with m children {By, ..., B, },

for 2 < m < k: then

A=]]B: (2.4)

Since the B; all commute, B, commutes with

m—1

c=1]] B (2.5)

i=1

Therefore, we may replace {Bi, ..., By,—1} as children of A by C, which itself has
{Bi1,...;B;m—1} as children. A now has only 2 children, and the new node C has
m — 1 children. We iterate this operation to obtain a cascade of parents with
exactly 2 children, terminating with the parent B; By, which has children B; and
By. Applying this process to every parent in the original k-ary tree results in an
equivalent binary inference tree, in the sense that the root and leaves are identical

and it is still a valid inference tree. O
We may now state our condition for contextuality:

Definition 2.4. A set S of Pauli operators is contexrtual if for some Pauli A there
exists an inference tree 7 for A over S and an inference tree 7/ for —A over S such

that the determining sets of 7 and 7/ are identical.
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By (2.3), the existence of such trees implies that in any joint value assignment, the
value assigned to A is both +1 and —1, which is a contradiction.

How does this apply to the Peres-Mermin square? Fig. 2.1 gives inference
trees for £YY over S = {XI,IX,ZI,IZ}. In each tree, the set of leaves is S
and each leaf has multiplicity 1, so the determining set for each tree is S. Thus &
satisfies the criteria in Definition 2.4, and is contextual. In plain language, whatever
the joint value assignment to S is, one of the trees in Fig. 2.1 will imply that Y'Y
must be assigned the value +1 and the other will imply that Y'Y must be assigned
the value —1.

The criterion for contextuality in Definition 2.4 depends on a measurement
operator (A € S) that may or may not be an element of S. However, for any S
that is contextual according to Definition 2.4, we may obtain a contradiction in the
assignment(s) to an operator contained in §. This is demonstrated by the following

corollary:

Corollary 2.4.1. A set S of Pauli operators is contextual if and only if for some

B € S there exists an inference tree for —B over S, whose determining set is { B}.

Remark 2.2. The plain language statement of the contradiction in this case is:

“the value (41) assigned to —B must be the same as the value assigned to B.”

Proof. “If” follows because B can be taken to be an inference tree for itself (it is
both the root and the single leaf). If the premise holds, i.e., there is also an inference
tree for —B whose determining set is {B}, then these two trees satisfy the criteria
of Definition 2.4.

“Only if”: given inference trees for +A with the same determining set D,
we may select any operator B in D and construct an inference tree for —B whose
determining set is exactly {B}. Let the two original inference trees be 7 and 7/,
as in Definition 2.4. Assume that 7 is in binary tree form (see Lemma 2.1). Let
p = {Cop, C1,Co, ...,Cq} denote the path from A to B in 7, where d is the depth of T
(so Cp = A and Cyq = B), and let C] be the sibling of C; for each i > 0. Further, let

T1,T2,...,Tq} be the subtrees of 7 with {C},C},...,C"} as their roots. Thus, every
1, G2 d
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leaf of 7 except B itself is a leaf of exactly one of the 7;.

First, construct a new inference tree 177 for —C7 by letting its children be
—A (with 7" attached) and C] (with 7 attached). Tj is an inference tree for —C}
because C1Cf = A (since this is the topmost parent-children group in 7), and thus
—AC] = —C1, since C7 is self-inverse and commutes with C7 and A. The leaves in
T are the leaves of 7/ as well as the leaves of 7. Next, construct a new inference
tree Ty for —C5 by letting its children be —C; (with T3 attached) and C% (with 7o
attached). As in the previous step, CoC) = C; = —C1C5 = —Cs, so this is a
valid inference tree, and its leaves are the leaves of 7/, 7, and 7. We iterate this
step until we obtain an inference tree T, for —C; = —B. The leaves of T; will be
the leaves of 7/, 11,72, ...,74. As we noted above, the set of leaves of 7,79, ..., 74 is
exactly the set of leaves of 7, except for B itself, so the set of leaves of Ty is the set of
leaves of T plus the set of leaves of 7/, minus exactly one copy of B. By assumption,
7 and 7' have the same determining set D. Thus, every element of D appears as a
leaf in T,; an even number of times (as does every other leaf in 7 and 7'), except for
B, which appears an odd number of times. Therefore, the determining set for Ty is

exactly {B}. O

We illustrate this construction using the Peres-Mermin square example. Let
7 and 7’ be the left and right inference trees in Fig. 2.1, and A = YY. Let us choose
B to be XI. Then the construction requires two steps. In the first step, C1 = X Z,
C} = ZX: 1 is given by the first tree in Fig. 2.2. The resulting 77 is an inference
tree for —Cy = —XZ, given by the second tree in Fig. 2.2. In the second step,
Cy=B=XI,C,=1Z, and 79 is simply the node IZ, since IZ has no children in
7. Thus T5 is an inference tree for —C'y = — X, given by the final tree in Fig. 2.2.
Notice that each operator appears twice as a leaf except for X1 itself, so we have a
contradiction, as expected.

A third equivalent definition of contextuality is also useful:

Corollary 2.4.2. A set S of Pauli operators is contextual if and only if there exists

an inference tree for —1 (the identity observable) over S, whose determining set is
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Figure 2.2: Example of Corollary 2.4.1: steps to construct a contextual inference
tree for —X 1, beginning with the Peres-Mermin square trees in Fig. 2.1. Note that
— X1 is the root of Ty, the final tree, and {X1} is the determining set, since every

other leaf appears twice.
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empty.

Remark 2.3. As noted in Definition 2.3, if a determining set for an operator is
it means that the value assigned to that operator is 1. Hence the plain language

statement of the contradiction in Corollary 2.4.2 is: “the value assigned to —1
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(whose eigenvalues are all —1) is +1.”

Proof. “Only if”: Let & be contextual. Then by Definition 2.4, there exists some
Pauli A and inference trees 7 and 7’ for A and —A (respectively) over S, such that the
determining sets of 7 and 7/ are identical. We construct an inference tree 7" whose
root is —1 with children A and —A, and 7 and 7" attached to these (respectively).
Since the determining sets of 7 and 7’ are identical, each element in them appears an
even number of times as a leaf in 7", and is thus not in its determining set. Leaves
of 7 and 7’ that are not in their determining sets are also not in the determining set
of 77, so the determining set of 7/ must be empty.

“If”: Suppose there exists an inference tree 7 for —1 over & whose deter-
mining set is empty. By Lemma 2.1, we may take 7 to be a binary tree. Then the
children of —1 in 7 must be A and —A for some A € S. Every leaf in 7 is therefore
either a leaf in the subtree 7/ whose root is A or a leaf in the subtree 7" whose root
is —A. Since the determining set of 7 is empty, each leaf L in 7 appears an even
number of times. Therefore, L either appears an even number of times in both 7/
and 7" (in which case it is in neither determining set), or an odd number of times
in both (in which case it is in both determining sets). Since this argument applies
to every leaf in 7, the determining sets of 7/ and 7" must be identical, and thus S

is contextual, by Definition 2.4. O

Definition 2.4, Corollary 2.4.1, and Corollary 2.4.2 formalize the notion of
contradiction in induced joint values for S. Since S is the smallest closed subtheory

containing S, such a contradiction constitutes strong contextuality of S.

2.3 Necessary and sufficient conditions for contextual-
ity
We now present three theorems that give necessary and sufficient conditions for

measurement contextuality as defined in Definition 2.4. We will make use of the

following concept:
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Definition 2.5. For a set & of observables, the compatibility graph of & is an
undirected graph whose nodes are the observables, and in which a pair of nodes is

adjacent if and only if the corresponding observables commute.

Theorem 2.2. A set of n Pauli operators is contextual if and only if it contains a
subset consisting of four operators A, B,C, D whose compatibility graph has one of

the forms given in Fig. 2.35.

Figure 2.3: Compatibility graphs for contextual sets of four Pauli operators.

A—B 1 A—B 1 A——B

C DiC——D ,C—D

Remark 2.4. Theorem 2.2 implies that any set of four Pauli operators is contextual
if and only if its compatibility graph is identical to one of the graphs in Fig. 2.3,

and any set of three or fewer Pauli operators is noncontextual.
We first prove two lemmas, before proceeding to the main proof of Theorem 2.2.

Lemma 2.3. Suppose T is a set of Pauli operators and T is an inference tree over
T with root R. If any Pauli operator F (which need not be in T ) commutes with
every operator in T, and F is a node in T, we may construct a new inference tree

7" over T with root R, in which F only appears as a child of R.

Proof. Suppose F' is a node in 7 that is not a child of R. Then there is a subtree
of 7 with depth 3 (contains 3 layers), containing F' as a leaf (assume 7 has been
written in binary form). This subtree is the left tree in Fig. 2.4: F', 71, 1o, and 73
may themselves be the roots of subtrees. Since F' commutes with all operators in

T, it commutes with any product of them, so it commutes with m73. Thus since
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F11 commutes with 7573 (they are children of the same parent), 71 must commute
with 7973 as well. So, we can replace the whole subtree by the right tree in Fig. 2.4.
Note that F'is now a child of the root in this subtree. By repeating transformations
of this form, we may move all instances of F' up until they are children of R, the

root of 7. O

Figure 2.4: Sequence of trees in Lemma 2.3, demonstrating that since F' commutes
universally, it may be moved up to become a child of the root.
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Lemma 2.4. If the compatibility graph G for a set of Pauli operators T is a disjoint

union of cliques (complete subgraphs), then T is nonconteztual.

Proof. Suppose G is a disjoint union of cliques. Consider any inference tree over T
with empty determining set and root R. Since we may take the tree to be binary,
and only leaves within the same clique in G commute, if two leaves have the same
parent then they must be in the same clique. For any particular commuting clique
C, the parent (product) of two operators in C commutes with every operator in 7T,
since operators not in C anticommute with each operator in the product. Therefore,
we may use Lemma 2.3 to move all such parents up until they are children of R.
The resulting tree is the first tree in Fig. 2.5, where Py, P», ..., P;, are parents of pairs

of leaves in same clique. Since these all commute, we may group them by clique
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and merge the products within cliques, obtaining the second tree in Fig. 2.5, where
C4, s, ...,C,, are parents of sets of leaves in the same clique, with one parent per
clique (let there be m cliques.) The remaining subtrees 71 and 79 are the remnants
of the subtrees whose roots were the original children of R. Since all parents of pairs
of leaves in the same clique have been removed from 7 and 79, no parent of leaves
in 7 or 7o can be a parent of more than one leaf. But a parent of a single leaf is
just that leaf, so we lose no generality by removing such leaves. Therefore, 7 and m
cannot contain any parents of leaves, and therefore must be leaves themselves. But
since they must commute, they must either be in the same clique, or one or both
must be the identity (i.e., not actually present in the tree.)

In either case, we can merge them with the product of leaves from their
(shared) clique, resulting in the final tree in Fig. 2.5, where C1, Co, ..., C,, are parents
of sets of leaves in the same clique, with one parent per clique. If 7 and 75 are not
present, then the tree already has this form. Since each Cj is the product of all the
leaves from the same clique, and each leaf must appear an even number of times
(since the determining set is empty), every C; is 1, and thus the root of the tree
is T as well. Therefore, since this holds for any inference tree over 7 with empty

determining set, 7 is noncontextual, by Corollary 2.4.2. O

Remark 2.5. Fully-commuting or fully-anticommuting sets of Pauli operators are
trivial examples of sets whose compatibility graphs are disjoint unions of cliques. A
less trivial example is the set {XX,Z7 X7 ZX}, in whose compatibility graph
{XX,ZZ} and {XZ,ZX} are disjoint cliques (the reader may recognize these
cliques as the intermediate layers in the two inference trees corresponding to the
Peres-Mermin square in Fig. 2.1.) Thus Lemma 2.4 indicates that this set on its

own is noncontextual.
We now finally complete the proof of Theorem 2.2:

Proof. “If”: If a set of Pauli operators contains a subset that is contextual, then the

full set is also contextual, since if values cannot be assigned to the subset then they
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Figure 2.5: Sequence of trees in Lemma 2.4. In the first tree, the P; are parents of
pairs of leaves, and 71, o are subtrees that are remnants of the original children of
R. In the second tree, the C; are parents of leaves from within the same commuting
clique, with one C; for each clique. In the third tree, the 7; have been absorbed into

the Cz
R
P1 Pz - Pg g 2

J

~7INN

Cq Cop - Cm

cannot be consistently assigned to the full set. Therefore, in order to show that any
set of Pauli operators containing a subset whose compatibility graph has one of the
forms Fig. 2.3 is contextual, it is enough to show that the subset itself is contextual.
To do this, for each compatibility graph in Fig. 2.3 we construct an inference tree for
—1 with empty determining set over a set of Pauli operators with that compatibility

graph. The three compatibility graphs and their corresponding trees are shown in
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Fig. 2.6 to 2.8. Using the compatibility graphs, one can check that the inference
trees are valid (i.e., satisfy the three conditions in Definition 2.1), and thus each of
the corresponding sets of Pauli operators is contextual, by Corollary 2.4.2.

“Only if”: Let S be a contextual set of Pauli operators. Then there exists
an inference tree 7 for —1 over S, with empty determining set, by Corollary 2.4.2.
Let 7 C S be the set of leaves of 7.

By Lemma 2.3, we may move all instances of any leaf C' € T that commutes
with every other operator in 7 up until they are children of the root. Since C' is self-
inverse and must have even multiplicity (since the determining set of 7 is empty),
all of its instances now cancel, so we may remove them from the tree. Repeating
this process for every leaf that commutes with every operator in 7 results in a new
tree in which every leaf anticommutes with at least one other, so we assume that
this is now the case.

Since T is contextual, by Lemma 2.4 the compatibility graph of 7 cannot be
a disjoint union of cliques. Therefore, commutation is not an equivalence relation
over T, so there must exist A, B, C' € T such that A commutes with B and C, but B
and C' anticommute. We argued above we may take 7 to be such that every operator
in 7 anticommutes with at least one other. Thus, must exist D € 7 such that A
anticommutes with D. Therefore, the compatibility graph of {A, B,C, D} C S must
have one of the contextual forms given in Fig. 2.3 (up to swapping B and C' in the

second form). O

Although Theorem 2.2 relies on the presence or absence of sets of four Pauli
operators with the compatibility graphs in Fig. 2.3, it turns out that we can test for
contextuality by searching over subsets of size at most three. This is based on our

final main theorem, which follows from Theorem 2.2:

Theorem 2.5. For a set S of Pauli operators, let T C S be the set obtained by
removing any operator that commutes with all others in S. Then S is noncontextual

if and only if commutation is an equivalence relation on T .
Remark 2.6. That commutation is not transitive in general is a non-classical prop-
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Figure 2.6: First compatibility graph in Fig. 2.3, together with its contextual infer-
ence tree. Note that each leaf in the tree appears twice, so the determining set is
empty.
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erty. Operators that commute with all others in the set cannot contribute to con-
textuality (see Lemma 2.3); after removing these, nontransitivity of commutation is

equivalent to contextuality.

Proof. “If”: if there exists any inference tree 7 over & for —1 with empty deter-
mining set, then as noted in the ”Only if” portion of the proof of Theorem 2.2, by
Lemma 2.3 we may obtain an equivalent inference tree over 7 (i.e., an inference tree

for —1 whose determining set is also empty, and whose leaves are in 7.) Thus, the
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Figure 2.7: Second compatibility graph in Fig. 2.3, together with its contextual
inference tree. Note that each leaf in the tree appears twice, so the determining set
is empty.
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(non)contextuality of S is identical to the (non)contextuality of 7. By Lemma 2.4,
if 7 is a disjoint union of cliques, then it is noncontextual, and thus by the above
argument, S is as well.

“Only if”: by the argument that concludes the proof of Theorem 2.2, if
commutation is not an equivalence relation on 7, then there is a subset of 7 whose
compatibility graph has one of the forms Fig. 2.3. By Theorem 2.2, any such subset

is contextual, and thus 7 is as well. O

Let us see a few examples of noncontextual sets. Denote by Z the subset of
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Figure 2.8: Third compatibility graph in Fig. 2.3, together with its contextual in-
ference tree. Note that each leaf in the tree appears twice, so the determining set is
empty.
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S containing all operators in S that commute with all other operators in S, so that
S=ZUT (2.6)

for T as defined in Theorem 2.5. Then by Theorem 2.5, S is noncontextual if and
only if
T=CiuCyU---UChp, (2.7)

where the C};’s are equivalence classes of commutation, i.e., any pair of operators in
the same C; commute but any operator in C; does not commute with any operator

in C; for j # . In terms of this, three examples of noncontextual sets are...

1. Any commuting set of Pauli operators is noncontextual (this is the special case
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where 7 = ).

2. Any anticommuting set of Pauli operators is noncontextual (this is the special

case where Z = () and each C; contains one operator).

3. Generalizing example 2, any set of Pauli operators on which commutation is

transitive is noncontextual (this is the special case where Z = ().

As claimed above, Theorem 2.5 provides an algorithm for testing contextu-
ality of a set S of Pauli operators in O(|S|?) time. First, remove any operators
from S that commute with all others (searching for these takes O(|S|?) time) and
let 7 denote the remaining set (as in Theorem 2.5). Then, search in 7 for a set
of three operators A, B,C such that A commutes with B and C, but B and C
anticommute. Such a set exists if and only if commutation is nontransitive on T,
which by Theorem 2.5 implies that such a set exists if and only if S is contextual.
There are O(|S|?) subsets of size three in S, so this is the runtime for the search. In
many VQE procedures some structure on the set S is known, which may improve
the efficiency of determining whether it is contextual.

It is also worth noting that our definitions and criteria for contextuality only
depend on the product and commutation relations of the Pauli operators, so they
will apply for any sets of operators whose product and commutation relations are

isometric to those of the Pauli operators. In particular, the Majorana operators
bt b, i(bl —bj) (2.8)
J 70 J 173 ’

constructed from the fermionic creation and annihilation operators b;r» and b; on a
set of fermionic modes j = 0,1,2,...,n — 1, as well as any products of Majorana
operators, are isomorphic to Pauli operators under any of the standard fermion-to-
qubit mappings (see Section 1.3.1). This means that our criteria can be applied
directly to Majorana operators, providing a method for evaluating contextuality of
fermionic Hamiltonians that does not require mapping to qubits and Pauli operators

(although it will always have the same output as would first mapping to qubits and
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then evaluating contextuality).

2.4 Quantifying contextuality

Can we extend our evaluation procedure to a quantifier of the amount of contextu-
ality present in a contextual Hamiltonian H? One natural quantifier of the contex-
tuality of H is obtained by evaluating the distance from H to any noncontextual
Hermitian operator, as suggested in [DA18]. Any choice of operator norm will induce

such a quantifier:

. (IIH—H'||x;
CSeppr(H) == min < , (2.9)
N me\(H]ly

where H' is any noncontextual Hermitian operator, and ||-||» is some operator norm.
We call this quantifier the conteztual separation or CSep,r, where N identifies the
norm that the quantifier is defined with respect to.

Let a deconteztualizing set S’ be any subset of S such that S\ &’ is noncon-
textual. Then we may define another quantifier of contextuality as the minimum of
> jes |hjl over all decontextualizing sets S’ (the h; are the coefficients of the Pauli
terms in the Hamiltonian, as in (1.19)). This quantifier provides an upper bound on
the error in the energy estimate induced by “decontextualizing” the Hamiltonian.

We can show that this cost of decontextualization is in fact the special case
of contextual separation where the norm is chosen to be the Hilbert-Schmidt norm.
The Pauli operators are a Hilbert-Schmidt orthogonal basis for the Hermitian op-
erators. Thus, any noncontextual set of Pauli operators defines a subspace of the
Hermitian operators. Any noncontextual Hamiltonian H’ is an element of one of
these subspaces, so the minimum in (2.9) is achieved by setting H’ to be the maximal

projection of H onto any noncontextual subspace. Since H in the form (1.19),
H=> hP, (2.10)
i

is written as a vector with components h; in the coordinate system defined by the

Pauli operators P;, the projection of H onto the subspace spanned by a set 7 of
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Pauli operators is

H =" hP (2.11)
PieT

Therefore, if we take the norm in (2.9) to be the Hilbert-Schmidt norm, then (2.9)

may be written

CSeppg(H) = min < (2.12)

TCS

| 2 op, g7 hiPi H>
122 Pill )

where § = {P;} (as above) and 7 is any noncontextual subset of S. More conve-

niently,

| X pics hiPi | Ypies i
H) = mi i = min | S2EEL 2.1
CSepys (H) gg&g( 1S, hePy | > S\ T (2.13)

where &’ is any decontextualizing set, as defined in the main text.

Let us define h = (hiy ...y hin), and let h' be the projection of h onto the span
of any subset of the standard basis such that the support of h—h corresponds to a
noncontextual subset of S. (In other words, the set of observables corresponding to

the support of B is a decontextualizing set.) Then (2.13) assumes the useful form

N R
CSepyg(H) = min {/ =— = min = . 2.14
s (H) = min 1 %2 = mi (Hszz (214)

This suggests another name for contextual separation with Hilbert-Schmidt norm:
the contextual 2-distance, since (2.14) is the (scaled) 2-distance between the vector i

and its maximal noncontextual projection. We may then generalize to the contextual

CD,(H) = min (M)) , (2.15)

AN R

p-distance:

of which contextual separation is the special case for p = 2.

We thus have a family of measures of contextuality for any Hermitian oper-
ator. The contextual 1-distance CDy(H) is the minimum absolute fractional weight
of any decontextualizing set. Thus (as noted in the main text) it has a physical inter-

pretation as an upper bound on the fractional error induced in the energy estimate
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by “decontextualizing” the procedure. As noted above, CDy(H) is the minimum
Hilbert-Schmidt distance of the Hamiltonian from a noncontextual Hamiltonian.
For the contextual p-distances for p > 2 we do not have such simple physical inter-
pretations, although CDq(H) is the minimum over all decontextualizing sets T of
the maximum h; associated to 7T, as a fraction of the maximum h; over the entire
Hamiltonian.

Prior measures of contextuality include the contextual fraction (CF) (in [AB11,
ABM17, MK18, DA18]), relative entropy of contextuality (REC), mutual informa-
tion of contextuality (MIC), and contextual cost (CC) (all in [GHH"14]), and rank
of contextuality (RC) [HZST22]. In a strict sense our contextual p-distance is a
complementary measure to CF and CC, both of which measure the fraction of an
empirical model that must be strongly contextual. In particular, Proposition 6.3
in [AB11] states that CF = 1 if and only if the model is strongly contextual, which
means that CD, > 0 if and only if CF = 1 (and correspondingly, CC = 1). Thus
CD, and CF/CC vary over disjoint regions in the space of empirical models. MIC
and REC are shown to be equal in [GHH"14], and are related to contextuality as a
resource for communication.

Rank of contextuality is the measure most closely related to our CD,, being
the minimum number of noncontextual empirical models (“boxes” in the termi-
nology of [HZS122]) required to simulate the system of interest. However, rank
of contextuality and CD,, are not even necesarily monotonically related, since an
adversary could construct a Hamiltonian for which many noncontextual boxes are
required for an exact description, but for which the weights of all but one of these
boxes are arbitrarily small, thus giving a low CD,. It is possible that one could
define a weighted version of the rank of contextuality that would avoid this prob-
lem, or that rank of contextuality might have some other operational meaning in
the variational quantum eigensolver, but we do not pursue this herein.

Calculating C'D,, via compatibility graphs involves an optimization problem
over subgraphs that are disjoint unions of cliques, by Theorem 2.5. Thus evaluating

CD, by strictly graph-theoretic methods is a variant of the clique problem, and
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is therefore likely to be NP-complete, so any efficient method for evaluating the
contextual p-distance will have to take advantage of the structure of commutation
relations that goes beyond compatibility graphs. Finding such a method is an open
question.

In [AB11, RSKanK12], the authors do not require that the set of measure-
ments forms a closed subtheory. As a result, our criterion in Theorem 2.2 is differ-
ent from Proposition 1 in [RSKanK12] (originally proven in a non-quantum setting
in [Vor63, Vor67]), which states that a set of measurements admits a joint probabil-
ity distribution if its compatibility graph is chordal 2. Note that the first two graphs
in Fig. 2.3 are chordal, and would thus be classified as noncontextual by Proposition
1 in [RSKanK12].

The criterion of [RSKanK12] is valuable in capturing strong contextuality as
it may exist strictly internally in a set of measurements. In [KWB18] it is demon-
strated that for a quantum procedure the efficiency of classical simulation is limited
by the presence of contextuality, as noted above: efficient simulation by sampling
from the discrete Wigner function is only possible in the absence of contextuality.
In showing this, as noted in the introduction the authors assume that their sets of
measurements are closed subtheories [KWBI18, pp. 1-2], which means exactly that
all elements of S must be included. Thus the condition for contextuality we have
developed is that upon which their argument is based.

In addition to providing a connection to the simulability results in [KWB18],
requiring that the set of measurements be a closed subtheory is important when
interpreting a noncontextual joint probability distribution as an ontological hidden-
variable theory. If a joint value assignment to operators including a commuting
pair A, B does not imply the corresponding assignment to ADB, it is difficult to
interpret the original assignment as an ontic state of the system. Indeed, such a
state is manifestly contextual in the sense that the ontic values can only apply
if certain measurements are disallowed. Impossibility of a local-realistic hidden-

variable theory for a set of measurements is commonly regarded as equivalent to

2A chordal graph contains no induced cycles with length greater than 3.
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contextuality of that set (see the introductory discussions in [RSKanK12, HWVE14,
GHH™14, CKB15, XC19, Raul9], for example), but apparently we must be careful
in associating the two.

The converse of Proposition 1 of [RSKanK12] is proven in [XC19]: this im-
plies that since the third compatibility graph in Fig. 2.3 (the 4-cycle) is nonchordal,
unlike the other two it is contextual both by our condition and by that of [XC19].
However, [XC19] uses the fact that a 4-cycle compatibility graph is equivalent to the
CHSH scenario [CHSH69, Fin82, AQB™13], and so the contradiction for this case is

derived from violation of an inequality rather than directly from value assignability.

2.5 Evaluation of Contextuality in VQE experiments to

date

Small scale VQE experiments have already been performed in numerous systems [DXP10,
LWGT10, PMS™14, WDB™15, OBK'16, SZZ*17, PGS™17, KMT*17, HMR ™18,
SWGT18, CRD*18, DMH™18, KMvB*19, KTC*19, GEB*19, SBMS™19, MPJ*19,
SM19, NCP*20, AAB"20, KJK"21a, KJK*21b, LYTT21, KGL*22]. We use the
methods in Section 2.3 to assess contextuality of the Hamiltonians in a subset of
these. Some other details of these experiments are given in Table 2.2. The re-
sults are summarized in Table 2.1, in which we also give CDg (see Section 2.4),
the minimum size of any decontextualizing set as a fraction of the total number
of terms. Note that each simulation of Hs in the STO-3G minimal basis is non-
contextual. This is not surprising if one considers these simulations as encoding a
two-dimensional Hilbert space spanned by a bonding and antibonding state, i.e.,
a single qubit, for which Bell gave a noncontextual hidden-variable theory [Bel66].
We choose to present CDg because, unlike the CD,, for p > 1, it is independent of
the Hamiltonian coefficients, and many of the experiments given in Table 2.1 use
ranges of values for the coefficients.

As noted in Section 2.4, calculating CD, for any p (including p = 0) is

in general hard, since it involves an optimization over subsets of the terms in
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Citation: System: Contextual?  CDg  |S]

Dumitrescu et al. [DMH'18] Deuteron No 0 —
Kandala et al. [KMT*17] H, No 0 4
O’Malley et al. [OBK™'16] Hy No 0 5
Hempel et al. [ HMR118] Hy (BK) No 0 5
Hempel et al. [HMR118] Hy (JW) No 0 14
Colless et al. [CRD"18§] H, No 0 5
Kokail et al. [ KMvB*19] Schwinger Model Yes ~0.14 231
Nam et al. [NCP*20] H,0 Yes 0.27 22
Hempel et al. [ HMR 18] LiH Yes 0.33 13
Peruzzo et al. [PMS'14] HeH™ Yes 0.38 8
Kandala et al. [KMT*17] BeH Yes ~0.74 164
Kandala et al. [KMT*17, KTC*19] LiH Yes ~0.77 99

Table 2.1: Evaluation of contextuality in VQE experiments. CDg is the minimum
number of terms we must remove from the Hamiltonian to reach a noncontextual
set, as a fraction of the total number of terms (|S|). In [DMH™18], Dumitrescu
et al. compute the ground-state energies of the deuteron for effective field theories
with dimension 2V for N = 1,2,3 (|S| = 1,4,3), and extrapolate from these to the
infinite-dimensional space. Thus, § is different for each value of N. For N = 1,
S={Z}. Foor N=2,S§={Z1,I1Z, XX, YY}. For N=3,S={IZ, XX, YY}. Al
of these are noncontextual.

the Hamiltonian. For the contextual experiments we consider here, however, we
may find CDg by brute force search for those with fewer terms (namely, [PMS*14,
HMR ™18, NCP*20]), and those with larger numbers of terms (namely, [KMvB*19,
KMT+17, KTC"19]), the compatibility graphs are sufficiently structured to enable
a greedy approximation of CDg. In particular, all of these sets of terms contain
commuting subsets that comprise substantial fractions of the full sets. Therefore,
we approximate the largest noncontextual subset by first including the largest com-
muting subset, then including the largest possible second clique (i.e., a commuting
subset that anticommutes with some subset of the first commuting set), then in-
cluding the largest possible third clique, and so forth. This greatly restricts the
number of noncontextual subsets we have to consider, and renders the optimization
tractable. We expect this heuristic to give a good approximation to the largest non-
contextual subset when the approximate largest noncontextual subsets thus found
are of comparable size to the full set of terms: this is the case for the Hamilto-

nians in [KMvB*19, KMT*17, KTC*19]. We also find that for the Hamiltonians
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in [PMS*14, HMR*18, NCP*20], for which we obtained the exact largest noncon-
textual subsets, our heuristic approach also finds the exact solutions.

Our heuristic approach may still be inefficient if it is hard to find the largest
commuting subset of the set of terms, but for the Hamiltonians in [KMvB*19,
KMT*17, KTC"19] this task turns out to be simple. In [KMvB*19] for large N
nearly all of the terms are diagonal (%N 2_ %N +3 terms are diagonal, while 2(N —1)
are not). In the LiH Hamiltonian in [KMT*17, KTC"19] the diagonal terms form a
maximal commuting set (for n qubits there can be no more than 2" — 1 non-identity
commuting Pauli operators). Finally, in the BeHy Hamiltonian in [KMT"17] the
diagonal terms form a maximal commuting set minus one element (and no other

commuting subset is larger).

Citation: System S Error
DMHT"18] Deuteron various < 3%
KMTT17]  Hs (71,17, XX) < 1.6 mHa
OBK'16]  H, (71,12, XX} <13 mHa

{Z]i=1,..,4} U
(XXYY,YYXX,vxxv,xyyvx) I =097
CRD"18] Hy {ZI1,1Z, XX, YY} various

{XiXip1,YiYin, Zili =

[
[
{HMR*lS] H, (BK)  {ZI,1Z,XX,YY} F > 0.99
[
[
[

KMvB+19]  L.S.M. o 10V 0 () F>08
(Zfi =1,...5]0
INCP*20] H,0 (X1Xa, Y1 Ya, X3X4, X3 X5, < 1.6mHa
Xy X5,Y3Yy, Y3Ys5, Yy Y5}

[AMR¥18]  Lill (X, Zili = 1,2,3) various
[PMST14] Hell™ (X, Zili = 1,2} 3.05mlla
[KMTT17]  Bell (X;, Zili =1, .,6} < 1.6mlla
[KMTT17]  Lill (Xi, Zili =1, .., 4} < 1.6mlla

Table 2.2: Details of VQE experiments tested for contextuality in Table 2.1. S is
a set sufficient to generate the noncontextual part of the Hamiltonian via inference
trees (there is not space to represent all of the terms in the noncontextual parts of
the Hamiltonians in this table). For brevity, we represent some operators in this
table as Pauli operators with subscripts: the subscript indicates which qubit the
operator acts on. So for example, X2X3 means /XX (in a three-qubit system.)
“Error” refers to the error achieved in the estimated ground state resulting from the
VQE experiments, which is either represented as a fidelity of the ground state itself
or in terms of error in the ground state energy either in Hartree or in percent (the
errors are all simply those reported in the various papers). Note that an error of 1.6
mHa is chemical accuracy.
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2.6 Discussion

All VQE procedures that have been implemented to date, whether noncontextual or
contextual, have been small enough to simulate classically. The purpose of such ex-
periments is not to demonstrate quantum advantage, but to apply current hardware
to small examples of real-world applications. Such efforts have been instrumental in
developing both experimental and theoretical capabilities; indeed, VQE itself was
developed in this context [PMS*14].

For these reasons, we should be clear that our classification of these ex-
periments as contextual or noncontextual is not a judgement of the value of the
experiments, but rather a constructive categorization whose purpose is to inform
future experiments and theoretical work. As noted above, we may regard a non-
contextual Hamiltonian as an instance of an essentially classical problem, akin to
quantum algorithms for explicitly classical problems as in QAOA [FGG14] (note
that QAOA’s diagonal Hamiltonians are always noncontextual.) In spite of this
last point, a noncontextual Hamiltonian may be hard to simulate classically, since
classical problems can be classically hard. However, contextuality in a VQE proce-
dure provides a strict separation between it and any classical algorithm, by ruling
out the existence of a description of the problem in terms of joint probability dis-
tributions over a classical phase space, and thus precluding any classical approach
either explicitly or implicitly based on such distributions. We suggest therefore
that future VQE implementations, even at small scales, should focus on contextual

Hamiltonians, according to the criteria we have developed.
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Chapter 3

Classical simulation of

noncontextual Hamiltonians

3.1 Introduction

In Chapter 2, we presented an efficiently-testable, necessary and sufficient condition
for contextuality of an arbitrary set of Pauli operators. We defined a Hamiltonian
to be noncontextual if its Pauli decomposition is noncontextual according to the
condition for sets of Pauli operators. Given that contextuality is defined by ruling
out classical, noncontextual hidden-variable models, we should expect that when
a Hamiltonian is noncontextual, such a model can be constructed and a classical
simulation method for the Hamiltonian can be implemented based on the model.
In this chapter, we show how to construct such models for arbitrary noncontex-
tual Hamiltonians and discuss the implications for their classical simulability. This
chapter is based on [KL20].!

In particular, we show that when a Hamiltonian is noncontextual according
to the criterion of Chapter 2 [KL19a], we may construct a quasi-quantized classical
model of the associated VQE instance. Quasi-quantized models are descriptions of

classical subtheories of quantum mechanics, such as the stabilizer subtheory for odd-

1(©2020 American Physical Society, reproduced per Author’s Rights under the transfer of copy-
right agreement (https://journals.aps.org/authors/transfer-of-copyright-agreement).
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dimensional qudits, and Gaussian subtheory for continuous systems [Spel6, Spe07,
vEO07, Spe08, BRS12].

Our quasi-quantized model is a hidden-variable theory for prepare-and-measure
scenarios where arbitrary states are allowed but the measurements must correspond
to a noncontextual set of Pauli observables. This contrasts with [RBVT120], in
which it is shown that for noncontextual states (in the sense of being positively
representable over a noncontextual phase space), any set of Pauli measurements
permits classical description.

The problem of approximating the ground state energy of a classical or
quantum Hamiltonian can be NP-complete or QMA-complete, respectively [Bar82,
KSV02, WB03, KR03, BV05, KKR06, OT08, BL08, AE11, Sch1l, YB12, AE15].
Our quasi-quantized model allows us to show that the NONCONTEXTUAL HAMILTO-
NIAN PROBLEM (see Section 3.1.1) is only NP-complete, rather than QMA-complete
[KSV02]. In other words, the fact that we can describe the VQE procedure in terms
of nonnegative joint probabilities places noncontextual VQE unambiguously in the
realm of the classical, and this result extends to the computational complexity of
the problem.

In Section 3.2, we show how to construct a quasi-quantized model for any
noncontextual Hamiltonian. The states of the quasi-quantized model are probability
distributions that correspond to quantum states. We prove that these probability
distributions reproduce expectation values for the Hamiltonian terms, including the
expectation values corresponding to Hamiltonian eigenstates. In Section 3.3, we use
our model to construct a classical simulation algorithm for VQE. We also show that
the NONCONTEXTUAL HAMILTONIAN PROBLEM is NP-complete. In Section 3.4, we

summarize and discuss our results.

3.1.1 Local Hamiltonian Problems

The k-LOCAL HAMILTONIAN PROBLEM is the decision problem of whether the ground
state energy of a k-local Hamiltonian lies below some specified energy gap (with size

at least 1/poly(n), for n qubits), given the promise that the ground state does not lie
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within the gap [KSV02]. The k-LOCAL HAMILTONIAN PROBLEM is QMA-complete,
and has also been studied for various subsets of Hamiltonians (such as k-local com-
muting Hamiltonians, and Hamiltonians with specific interaction graphs) [Bar82,
KSV02, WB03, KR03, BV05, KKR06, OT08, BL08, AE11, Schll, YB12, AE15].
The complexity of the k-LOCAL COMMUTING HAMILTONIAN PROBLEM is a long-
standing open problem [BV05, AE11, Sch1l, YB12, AE15].

In this paper we focus on Pauli Hamiltonians. The complexity of the corre-
sponding commuting problem is known: the k-LOCAL COMMUTING PAULI HAMIL-
TONIAN PROBLEM is in NP, since it is a special case of the k-LOCAL COMMUTING,
FACTORIZABLE QUBIT HAMILTONIAN PROBLEM [BV05] 2. Since all commuting Pauli
Hamiltonians are noncontextual, we will generalize this by proving that the NON-

CONTEXTUAL HAMILTONIAN PROBLEM is NP-complete.

3.1.2 Noncontextual Hamiltonians

For S the set of Pauli operators in the Hamiltonian, as in Chapter 2 let S denote
the closure under inference of S (Definition 2.2). This means that S is the smallest
set containing S as a subset, such that for every commuting pair A,B € S, AB € S
as well. Since we could in principle measure A and B simultaneously together with
their product AB, from any value assignment to A, B we may infer the assignment
to AB: hence closure under inference. We say that a value assignment is consistent
if it respects all such inference relations. A value assignment to the observables in
S extends by inference to an assignment to S, and noncontextuality is defined by
situations in which consistent assignments to S exist (see Chapter 2 and [KL19a]).

As proven in Chapter 2, we can determine whether S is contextual by the
following criterion. Let Z C S be the subset of operators in S that commute with all
operators in S (we say that elements of Z commute universally in S). Let T = S\ Z;
then S is noncontextual if and only if commutation is an equivalence relation on T

(Theorem 2.5). In other words, if S is noncontextual, then 7 is a union of N disjoint

?Note that this problem is distinct from that shown to be in P in [YB12], in which the Hamil-
tonian is a linear combination of commuting Pauli operators with coefficients +1
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“cliques” C, (s, ..., Cn, such that operators in different cliques anticommute, while
operators in the same clique commute

Let Cj; be the operators in Cj, i.e.,

Ci = {CZ] | j = 1,2, ceey |Cz|} (31)
In other words,
S=ZUT
N

N
=zul (G li=12,..,|Ci}.
=1

Hence, noncontextual Hamiltonian then has the form

N |Cil

H = Z ZhijCij + Z hpB, (3.3)

i=1 \j=1 Bez

terms in T

where h;; and hp are real coefficients.

We may rewrite this Hamiltonian in a useful way by defining
Ay =CyCin = Cij = A3C, (3.4)

where the implication follows because Pauli operators are self-inverse. A;; is itself a
Pauli operator (up to a sign) and commutes universally in S, since any operator in
C; or in Z commutes with both C;; and Cj1, and any operator in one of the other

cliques anticommutes with both Cj; and Cj;. Thus, we may rewrite (3.3) as
|C
H = Z Zhiinj Ci + Z hpB. (3.5)

i=1 \j=1 Bez

Note that in (3.5), the only operators appearing on the right-hand side that do not
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commute universally in S are the C;;: Cj1 and Cjq anticommute for 7 # 7.

3.2 Quasi-quantized model for a noncontextual Hamil-

tonian

In this section we describe our main tool, a quasi-quantized (or epistricted) model
for noncontextual Hamiltonians. A quasi-quantized model is composed of a set of
phase space points, called the ontic states of the system, and a set of probability

distributions over the ontic states, called the epistemic states [Spe07, Spel6].

3.2.1 Ontic states

If the set S is noncontextual, then consistent joint valuations for S exist. However,
in general not every assignment of values to S is consistent. In order to conveniently
index the allowed value assignments to S, we will construct a new set R such that a
value assignment to R induces a value assignment to S by inference, but such that
every value assignment {+1, —1}/®l to R is allowed. The latter is possible when R

is independent in the following sense:

Definition 3.1. A set R of Pauli operators is independent if no value of any operator
A in R can be inferred from any value assignment to a subset of R not containing
A, according to the notion of inference defined in Section 2.2 Equivalently, R is
independent if it contains no operator that can be written as a product of other

commuting operators in R.

Requiring R to be independent means that not only are some value assignments
to R allowed (since it is noncontextual), but in fact all value assignments to R
are allowed, since there are no inferences within R that could restrict the value
assignments.

Note that in a commuting set of Pauli operators, this definition of indepen-
dence reduces to the usual definition as applied to sets of generators of an Abelian

group, where it means that removing any of the generators reduces the size of the
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generated group. For the general noncontextual case, we can also relate Defini-
tion 3.1 to this definition of independence by using the Jordan product (2.2), equal
to half the anticommutator of its arguments. As discussed in Section 2.2, the Jordan
product yields inference relations by returning the matrix product of a pair of Pauli
operators if they commute, and zero if they anticommute. Since the Jordan product
is commutative, Definition 3.1 nearly reproduces the usual notion of independence
for an Abelian group taking the group operation to be the Jordan product, but the
Jordan product is not associative. This distinction aside, S is the closure of S under
the Jordan product, and correspondingly, a subset of S that is independent in our
sense is also independent as a generating set under the Jordan product.

To obtain R, we first construct

i=1

N

All operators in G’ commute universally in S. G’ will in general be dependent, but we
may efficiently obtain an independent set G == {G; | i = 1,2, ..., |G|} from G’ using
the method described in [NCO01, §10.5.7] (summarized in Section 3.5). Operators in
G commute universally in S because G C G.

The independent set R is then given by
R={Cis|i=1,2,..,N}UG. (3.7)

In words, this is a set containing exactly one element of each clique Cj, together with
an independent generating set for the universally commuting part of the Hamilto-
nian. The Cj; are independent because no pair of them commutes, and since any
product of operators in G commutes with all operators in S, the C;; are also inde-
pendent of G. Therefore, R is an independent set.

Each operator in Z and each A;; may be written as a product of operators
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in G, by construction. Therefore, since by (3.2) and (3.4),

N
T = J{4i;Ca 1§ =1,2,..,N}, (3.8)
=1

each operator in 7 is a product of one of the C;; and some set of operators in G.
Thus, each operator in S is a product of commuting operators in R, so R = S.

The set G has size at most n, and size at most n—1 if 7 is nonempty, because
a set of n independent, commuting Pauli operators forms a complete, commuting
set of observables for n qubits. Therefore, if G had size n (or more) with nonempty
T, then for any i the set GU{Cj1} would be a commuting set of size n+1 (or more),
which could not be independent. Thus R has size at most max(N +n — 1,n). As
pointed out in [RBVTT20, §IV.A], N <2m + 1 for m :=n — |G|, so

IRl <2n+1 (3.9)

with equality only when G (and thus Z) is empty. This will be important in Sec-
tion 3.3.

Note that although R is not in general a subset of S, it is a subset of S.
Furthermore, since there is a bijection from the set of ontic states for R to the set
of ontic states for S, |R| is unique for each S. Thus closure under inference permits

construction of the independent generating set K.

3.2.2 Epistemic states

Epistemic states are joint probability distributions over the ontic states, which com-

plete our quasi-quantized model. We write these joint probabilities as

P(Clw-')CNagl)gZa'")v (310)

where each ¢;, g; is £1 and denotes the value assigned to C;1 or Gy, respectively.
First consider a commuting Hamiltonian. In this case, R = G, and S = R

is the Abelian group generated by R. The observables may be simultaneously mea-
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sured, so there is a one-to-one mapping between the ontic states and the simultane-
ous eigenstates of S. Thus the only constraint on the joint probabilities in this case
is normalization.

Next consider the case where all observables pairwise anticommute:

Lemma 3.1. Let A = (A1, Ag, ..., AN) be an anticommuting set of Pauli operators.

For any unit vector @ € RN, the operator

i-A=) aA, (3.11)

=1

has eigenvalues £1. From this it follows that for any state, Z£1<Ai)2 <1.

Proof. This lemma consists of two claims:

For the first claim (that the operator @ - A has eigenvalues £1), note that

(@-A)? = ai A7+ aia;{A;, A}

1>]

=> a1l =la’1 =1, (3.12)
7

where the second equality follows because the Pauli operators A; are self-inverse, and
by assumption {A;, A;} =0 for i > j. Thus, @ - A is self-inverse, so its eigenvalues
are 1. This completes the proof of the first claim.

For the second claim (that 3" (A4;)2 < 1), note that for any state repre-

sented as a density operator p, we may write
p:7(1+g.g+...), (3.13)

for some b € RN , where the ellipsis indicates the presence in general of additional

Pauli terms. The expectation value of any A; is then

since the Pauli operators are Hilbert-Schmidt orthogonal and self-inverse.
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Assume that |5 > 0 (if [b| = 0 then the theorem holds, by (3.14).) Let

o

—

d = =2, so that |@| = 1. By the first claim in this lemma, the observable @ - A has

=

eigenvalues +1. Therefore, |(a@ - A)| < 1, so we have

(3.15)

where (as above) the steps in the second line follow because the Pauli operators are

Hilbert-Schmidt orthogonal and self-inverse. Therefore

N
= b2 = Zzﬁ > (A (3.16)

=1

S

(Y]

I
gi‘gl

(since by assumption \5] > (.) This completes the proof of the second claim O

For a general noncontextual set S, construct R as described in Section 3.2.1

We define the set of allowed joint probabilities, i.e., epistemic states, in our quasi-

quantized model as follows:

G| N
1
P((Tﬂ(cl,...,c]v,gl,gg,...) = H59j7qj H§|CZ‘+T’Z", (3.17)
j=1 i=1

where the parameters (¢, ) that define the distribution can take any values in the

set then define the set

E=E(R) = {(q: 7 e {(£1}6 xRN | |7 = 1}. (3.18)

We will abuse terminology by referring to both the joint probabilities and the param-
eters (¢, ) that define them as epistemic states: they contain equivalent information.

In what follows, it will be more convenient for us to define the epistemic
states as joint sets of expectation values for the observables in R than to use the

joint probability distributions (3.17) directly. We can do this because of the following

theorem:
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Theorem 3.2. For any epistemic state (q,7) as defined in (3.18), the corresponding
joint probability distribution (3.17) is equivalent to the set of expectation values

<G> 7,7) — 45s
s =4 (3.19)

{Cit)@m = ri-

Proof.

1. First assume that (3.19) holds. Since (G;) = ¢; = £1 for each j (as in
(3.18)), the G have definite values. The values of the G; in the ontic state
(c1,...,eN, 91,92, ...) are the g;, so P(ci,...,cN, g1, g2, ...) can be nonzero only
when ¢; = g; for each j. If this holds for each j, then P(cq,...,cn, 91,92, ...) is
just the product over i = 1,2, ..., N of the probabilities of obtaining outcome
Ci1 — ¢; given the expectation value (C;1) = r;: these probabilities are given
by

1
5‘62' + 7] (3.20)

for each ¢. Taking the joint probability to be the product of these works only
because the ;1 do not commute, and thus cannot be correlated. Hence, the

condition due to each G contributes a factor of
|G

11 9,4 (3.21)
j=1

and the condition due to each C;; contributes a factor of
N
H§|C’ +Tz“; (3'22)
i=1

(3.17) is simply the product of these.

2. Now assume that (3.17) holds. The probabilities for the outcomes of each G,

and each Cj; should be obtained as marginals of (3.17). If pg; denotes the
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probability of obtaining the outcome G; ~— +1, then

pGj = Z P(Cl7"'7cNagl7g2a-~)
Ci7gk:i1»
vV k#j

|G|

g;=1
N
1
= Z H(ng#n H §|Cm+7’m|
v k#j

N (3.23)
= 0g; .1 Z (H 2cm+rm\>

ci=x1 \m=1
1 A
— g+ <H 10— 1\))
m=1
1
:i(qj_'_l)?

where the fourth equality follows because for r,, € [—1, 1],
[P + 1]+ |rm — 1| = 2. (3.24)
Similarly,

bcin = § : P(Clv""CN>glag27“')
ckmgj::tla
YV k#£i

IG| N
= Z H(ng,qz (H 2’0m+rm’>

c;i=1

— = i =1
Ck’vgjk;:i':L =1 m=1 ¢ (325)
A
= 5 (I glen o
cp==%1, \m=1 ci=1
Y ki

1 1
= §|Tz +1] = 5(7"1 +1),

again using (3.24). From (3.23) and (3.25) we can obtain the expectation

values for G; and Cj:

<G> q,7 =2pqg, — 1 =gy,
3@n g ’ (3.26)

(Cir)(gm = 2pc,y — 1 =13,
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which is (3.19) as desired.
O

The model (3.18) is epistricted in the following sense: as in [Spel6], a state
is represented by joint knowledge of a set of commuting observables. For a given

(q,7), this set is G together with the observable
N
A(r) = Zﬁ;cﬂ (3.27)
i=1

(which has eigenvalues £1, by Lemma 3.1). Note that since the Cj; have expectation
values r; as in (3.19), A(7) has expectation value 1, since 7 is a unit vector. Hence,
we can think of an epistemic state as a stabilizer state (see e.g. [NCO1, Sec. 10.3])
in which one of the stabilizers, A, has been rotated by a unitary that preserves the
other stabilizers, which we may take to be ¢;G; so that their assigned eigenvalues
are +1. No probability distributions are allowed that represent more knowledge of
the state than simultaneous values of G and A(7). Note that our model describes
only pure states (as do the models in [Spel6]).

From the expectation values (3.19) for R, we can obtain expectation values
for S as follows. For any B € Z, let Jp be the set of indices such that B = [] ieTn Gj;

then

JjEITB JE€EIB
where the second equality follows because G — ¢; = %1 for all j (in other words,

the state is a common eigenstate of the G; and of B). Similarly, for C;1B € T,
(CirB) g = i H q;- (3.29)
JjE€EIB

Note that this expression indicates that for Cj B, the expectation value of the
product is the product of the expectation values; this is not true in general, but true
in this case because the expectation value of B is +1.

For any (¢,7), the expectation values (3.19) are produced by a simultaneous
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eigenstate of GU{.A(7)}, so they correspond to valid quantum states. Moreover, we
will shortly prove in Theorem 3.4 that there exists an eigenbasis for the Hamiltonian
composed of common eigenstates of G and A(7) for some 7, which means that all
eigenstates of the Hamiltonian can be expressed in our quasi-quantized model. First,
we prove the following lemma, which will be used in the proof of Theorem 3.4 to

explain why the Hamiltonian has an eigenbasis in common with A(7):

Lemma 3.3. For |¢) an eigenstate of the full Hamiltonian (3.5), the expectation
values of the Cyy satisfy SN (Ci)? = 1.

Remark 3.1. In other words, for any energy eigenstate, the (C;;) saturate the
bound given in Lemma 3.1. This means that every energy eigenvalue can be repro-

—\

duced from the expectation values (3.28) and (3.29) for some setting of (g, 7)

Proof. Since the G; commute, we may simultaneously diagonalize them. The re-
sulting form for the full Hamiltonian H will be block-diagonal, with each block
corresponding to a common eigenspace of the G, since the Cj;; commute with the
G; and therefore do not mix their common eigenspaces. Thus, the eigenstates of
the full Hamiltonian are common eigenstates of G.

Given this, if |¢) is an eigenstate of the full Hamiltonian, then |1) is also an

eigenstate of any B € G, a product of some subset of G, so
BCily) = CaBly) = ApCin[¥), (3.30)

where \p = +1 is the eigenvalue of B in the state [¢)). Thus, we may rewrite the

full Hamiltonian (3.5), acting on |¢), as

N
Hly) = ( 0+ Zthu) %), (3.31)
i=1
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for coefficients h defined by

0= hs)p,

Bez

= Z hgidg fori>0,
BeG

(3.32)

where hp; is the coefficient of BCj; in the Hamiltonian. Since [¢)) is an eigenstate

of H, by (3.31) it must also be an eigenstate of
N N
D hiCin=hY hiCa, (3.33)
i=1 i=1

the non-identity terms in (3.31), for h := Zfil(h;)Q, so that the h; :== R /h satisfy

> =1 (3.34)

By Lemma 3.1, the operator Zf\il hiCj1 has eigenvalues +1. Since |1) is an eigen-

state of the operator given in (3.33), it is an eigenstate of Zfil hiCir:

N
<Z hiCﬂ) 1) = £[¢). (3.35)
i=1
Therefore, if (-) denotes expectation value with respect to 1),

N N
(¥l (Z Mn) ) = hi{Cin) = £1. (3.36)
=1 i=1

We know by Lemma 3.1 that

> _(Cm)? <1, (3.37)

and by construction Zf\il fzf = 1. Thus the only way (3.36) can be satisfied is if

(Cin) = sh; (3.38)
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foralli =1,2,...,N, for fixed s = 1. Therefore,

N N
D (Ci)? =D hI=1. (3.39)
i=1 =1

Since this holds for any |¢) in the eigenbasis of H, it holds for any eigenstate of
H. O

Theorem 3.4. The epistemic states (3.18) give sets of expectation values that cor-
respond to wvalid quantum states, and the set of quantum states described by the

epistemic states includes an eigenbasis of any Hamiltonian whose Pauli terms are

S.

Proof. The theorem consists of two claims. For the first, note that for any epis-
temic state (¢,7), there exists a simultaneous eigenstate of the operators G, with
eigenvalue ¢; = 1 for each G, and of A(7) = Ef\;l r;Ci1, with eigenvalue 1. For
this state, the expectation value of each G is ¢;, and the expectation value of each
Cy1 is r;, as noted above. Thus every epistemic state (g, 7) corresponds to a valid
quantum state, proving the first claim.

For the second claim, consider first the universally-commuting operators: Z,
which are generated by G. Since these may in principle be simultaneously diago-
nalized, the common eigenstates of G' (which are the common eigenstates for all of
Z) are a complete set of eigenstates for any Hamiltonian whose terms are a linear
combination of Z.

Now suppose we add to such a Hamiltonian a linear combination of the terms
in T, each of which is a product of operators in G with one of the C;;. As in the
previous paragraph, we may simultaneously diagonalize G: the resulting form for the
full Hamiltonian will be block-diagonal, with each block corresponding to a common
eigenspace of the G;. Within each block, the Hamiltonian will take the form of some
linear combination of the (1, obtained by replacing the G; by their eigenvalues for
the current block, as in (3.31) and (3.32). Since the Cj; commute with G, we may

diagonalize the linear combination of the C;; within each block (i.e., the C;; do not
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mix the common eigenspaces of GG). Thus, it is still the case that we may take the
eigenstates of the full Hamiltonian to be common eigenstates of G. This justifies
the condition on ¢ (the first set of values in our epistemic states) given in (3.18),
namely, g; = %1, since these correspond to the expectation values of the G; € G.
Regarding the condition on 7 (the second set of values in our epistemic state)
in (3.18), we draw on Lemma 3.3. In (3.18), the condition on 7 is that it be a unit
vector, so since its components r; give the expectation values for the Cj; as in
(3.19), Lemma 3.3 proves that the set of expectation values thus described includes

all eigenvalues of the Hamiltonian. O

We show in Section 3.6 how for any quantum state we may construct a joint proba-
bility distribution that reproduces the expectation values for S; however, to simulate
noncontextual VQE it is only necessary to reproduce probabilities corresponding to

eigenstates.

3.3 Classical simulation of a noncontextual Hamilto-
nian

Given the model described in Section 3.2, we now define a classical variational
algorithm to simulate a noncontextual Hamiltonian. In (3.5), each A;; and each B
is a product of operators in G, i.e., is an element of G. Therefore, we may replace

A;; by B and sum over all of G, obtaining:
N
H=)>)" (hBB +) thZ-BCﬂ> , (3.40)
BeG i=1

where the hp; and hp are the same real coeflicients appearing in Eq. (3.5), just
relabeled, and in general now also including some coefficients that are zero (there

are 2/¢1 elements of G, which are guaranteed include all of the terms in Z but also
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many terms not in the Hamiltonian). Thus we can use (3.28) and (3.29) to write:

N
(H)@gn = Z (hB + ZhB,m) H qj- (3.41)

BeG 1=1 JEITB

We may now treat (3.41) as a classical objective function.

This classical optimization problem will in general be hard. Although a
convex special case of (3.41) is obtained when we fix some set of values for the g;
(or when G is empty), in general the function is non-convex. It is also in general
frustrated, even if all terms commute, since in that case (3.41) becomes a linear
combination of products of the g;. Thus, as discussed further in the next few
paragraphs, we should not expect worst-cases of this optimization to be tractable,
but they remain at worst classically hard.

The classical objective function (3.41) representing energies of a noncontex-
tual Hamiltonian also has implications for the complexity of noncontextual Hamil-
tonians. The statement of the NONCONTEXTUAL HAMILTONIAN PROBLEM is as
follows: The inputs are a Hamiltonian H of the form (3.40) with poly(n) terms,
together with a “promise” that the lowest eigenvalue of H is either greater than b
or less than a for some a < b € R such that b—a > 1/poly(n). The goal is to return
YES if the lowest eigenvalue is less than a.

A problem is in NP if for every YES instance, there exists a proof (or witness)
that is classically verifiable in polynomial time. In our case, the witness for a YES
instance is an epistemic state (¢, 7) € E (a vector with dimension at most 2n +1, as
discussed in Section 3.2.1) satisfying (H) g < a. By showing that such a witness

can be efficiently verified, we prove the following:
Theorem 3.5. The NONCONTEXTUAL HAMILTONIAN PROBLEM s NP-complete.

Proof. We demonstrated above that by varying over all epistemic states, the ex-
pected energy given in (3.41) varies over all eigenvalues of the Hamiltonian. There-
fore, if the Hamiltonian possesses an eigenvalue A < a, there is some epistemic state

(q,7) such that (H)gm = A. This epistemic state serves as a witness of the YES
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instance, as long as given the Hamiltonian as in (3.40) we can classically evaluate
the objective function in (3.41) in polynomial time.

To show this, we use the fact that by assumption |S| (the number of terms in
the Hamiltonian) is polynomial in n. Thus, the total number of nonzero coefficients
hp and hp; is poly(n); these are given in the statement of the problem instance.
Which coefficients are nonzero also determines the terms in the sum in (3.41) (and
upper bounds their number). The only remaining components of (3.41) to be evalu-
ated are the sets of indices Jp: we have one such set for each term, defined to satisfy
B = []geg, G- The Jp are obtained directly from the standard method used to
construct G (described in Section 3.5), the entirety of which requires poly(n) clas-
sical operations given that |S| = poly(n). Thus, given a Hamiltonian of the form
(3.40) and a witness in the form of an epistemic state (¢,7), we can use (3.41) to
verify that (H) g < a, in poly(n) classical operations.

The DIAGONAL LOCAL HAMILTONIAN PROBLEM is NP-complete, as follows
from [Bar82]; see also [YB12]. This remains true even for 2-local diagonal Hamil-
tonians [WBO03], so since any 2-local diagonal Hamiltonian is noncontextual with
poly(n) Pauli terms, the NONCONTEXTUAL HAMILTONIAN PROBLEM is NP-complete

as well. O

3.4 Discussion

In the quantum approximate optimization algorithm (QAOA) [FGG14], the Hamil-
tonian is diagonal (and thus noncontextual), because it encodes a classical prob-
lem, so our method simply recovers the diagonal entries. We have shown that the
NONCONTEXTUAL HAMILTONIAN PROBLEM is in NP. Thus, the potential for quan-
tum advantage in noncontextual VQE reduces to the same question that motivates
QAOA: can we use cleverly-chosen and/or physically-motivated ansatze to generate
otherwise hard-to-reach joint probability distributions, and thus efficiently converge

to solutions of classically hard problems?
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3.5 Appendix: obtaining an independent set of Pauli

measurements from a commuting set

Given a set G’ of commuting Pauli operators on n qubits, we wish to obtain an
independent commuting set G such that every operator in G’ is a product of oper-
ators in G. Since GG commutes, G is independent if and only if no operator in GG
is a product of other operators in G (see the discussion following Definition 3.1.)
Finding G given G’ is a standard procedure, and a method for performing it is given
by Nielsen and Chuang in [NCO01, §10.5.7]. We summarize the method here in terms
of the language used in this work.

The method to calculate G from G’ is a multiplicative variant of Gaussian

elimination. Let G’ = {¢1, 95, ..., g}, }, and write each g, as

gi=hia ®@hp® - @ hip, (3.42)

where each h;; is a single-qubit Pauli operator (including the identity). We may

then express G’ in an array as:

hii hia hiz -+ hig,
ho1  hoy  hag -+ hay,

G'=h3 hzy hsz -+ han, (3.43)
hml hm2 th et hmnu

where we have suppressed the tensor product symbols.

Let h denote the matrix whose entries are h;;, the single-qubit Pauli operators
appearing in (3.43), augmented by a vector § whose entries s; are the signs associated
to each row in h; (initially these are all +1). We first describe a procedure that,
given such a matrix h, transforms it to a matrix in which at most two entries in the

first column are non-identity:
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. hi1, ho1, ..., hym1 are the entries in the first column of h. If

h11:h21:'--:hm121, (344)

then we are already done.

. If for some k, hy; = X, then for each i # k, if h;1; = X, multiply row i by row
k. This corresponds to multiplying g; by g}, or the following mapping on the
entries in h:
hiv = hahgp =X =1,
(3.45)
hz'j —> hijhkj, V] > 1.
Thus when we have completed this step for each i # k, there will be no Xs in

the first column except in row k.

. If for some [, hyy = Z, then for each i # [, if h;y = Z, multiply row ¢ by row
. As in step 2, this corresponds to multiplying g, by g;, so when we have
completed this step for each ¢ # [, there will be no Zs in the first column

except in row .

. If there is both an X and a Z in the first column (in rows &k and [, respectively),
then for each i # k,I, if h;1 = Y, multiply row ¢ by row & and row [. This
corresponds to multiplying g; by g;.g;, or the following mapping on the entries

in h:

hz’l — hﬂhklhll =YXZ= —iI,
(3.46)
hij — hijhkjhlja VJ > 1.

Thus when we have completed this step for each i # [, there will be no Y's in

the first column at all (if both X and Z are present in the first column).

. If X and Z are not both present in the first column, and if for some m,

hm1 =Y, then for each i # m, if h;; = Y, multiply row ¢ by row m. As in
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step 2, this corresponds to multiplying g, by g,, so when we have completed
this step for each ¢ # m, there will be no Y's in the first column except in row

m.

Note that since we know that the full Pauli operators corresponding to the
rows commute, the total phase obtained in multiplying any row by any other row
must be £1. We record this by multiplying s; by this sign, when the multiplication
takes place in the ith row.

Call this procedure REDUCEFIRSTCOL(h). When we have completed the
mapping, the transformed matrix h will contain at most two rows in which the first
entry is non-identity (and the first entries in those two rows will be different).

Our full procedure to obtain G is then as follows:

1. Let h be the full matrix (3.43). A’ will be a submatrix of h that is updated at

each iteration; let i’ initially be equal to h.

2. Perform the mapping

h' +— REDUCEFIRSTCOL(K). (3.47)

3. For each of the (up to) two rows in A’ in which the first entry is non-identity,
put the corresponding Pauli operators in G. Then let the new A’ be the
submatrix obtained from the current i’ by removing these rows and the first

column.

4. If any non-identity entries remain in h’, return to step 2. If not, then G is

complete.

When this procedure is complete, at most two rows in h will have a non-identity
first entry, at most two others will have a non-identity second entry, at most two

others will have a non-identity third entry, and so forth. In other words, under some
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reordering of the rows, h will have the form:

Py /12 /13 /14 /15 /ln7

[ P> hiy hoz hoy hos - D, ]
I Py hyy hyy his oo by,

[ I Py 213 544 545 ﬁ;m ] (3.48)
I 1 P hyy b b

[ I I P hiy hes o |

[ I I 1 1 r - I ]

where the bracketed rows may or may not appear, and in cases where they do
appear Py # Py, Py # P3, Pg # P5 and so forth. Note that in general there may be
a collection of rows at the bottom of the matrix that have been reduced entirely to
the identity. G will be given by the non-identity rows in (3.48).

To see that G is independent, consider some particular non-identity row
i (representing an operator g; € G). Row i cannot be written as a product of
rows below it, since if h;; is row ’s first non-identity entry, hy; = I for all i’ =
i+ 2,0+ 3,..,m. The entry h(); (immediately below h;;) might not be the
identity, but it cannot be equal to h;;, so no product of the entries below h;; can be
equal to h;;. Thus g; cannot be written as the product of any subset of the g; for
Jj >

But this means that g; cannot be written as a product of any subset of the
other g; for j # i, as we can prove by contradiction: suppose g; could be written as

a product

s=To (3.49

JjeTJ
where J is some set of indices not including i. If ¢« < j for all j € J, then this
violates the condition in the previous paragraph directly. Otherwise, choose the

least 7 € J: call it /. Then since the Pauli operators are self-inverse, and all of the
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gr commute, we can rearrange (3.49) as

g =9 I 9 (3.50)
VANV
which violates the condition in the previous paragraph since j' < ¢,j for all j €
J\ {7’} Thus, all of the g; are independent.

We wish to be able to recover the original set of operators G’ from the new
independent set GG. To accomplish this, we simply need to keep track of the row
multiplications carried out in each step above. Since the Pauli operators are self-
inverse, we can reconstruct each row i in G’ as the product of the corresponding row
in G and the rows it is multiplied by in the procedure (including in the multiplication
the corresponding signs in §). Thus we can write each operator in G’ as a product

of operators in G.

3.6 Appendix: More general quasi-quantized models

In Section 3.2.1, we showed how to construct the ontic states (phase space points) for
a noncontextual set of observables. The key step is obtaining the set R = {Cj; | i =
1,2,..,N} UG, where {Cj1 | i = 1,2,...,N} is a completely anticommuting set,
G={G;|i=1,2,..,|G|} is an independent commuting set whose elements also
commute with each Cj;, and every operator in & may be written as a product of
commuting operators in R. Specifically, each universally commuting operator in &
(these compose the set Z) may be written as a product of operators in G, and every
operator in one of the cliques C; C T may be written as a product of operators in
G with the single operator Cj;.

The joint outcome assignments for R label the phase space points (each of
which defines a joint outcome assignment for all of S), so they also label the joint

probabilities associated to each phase space point. As in Section 3.2.2, we write
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these joint probabilities as

P(Clw"?CNagl’gZa'“)v (351)

where each ¢;, g; is 1 and denotes the outcome assigned to C;; or G, respectively.

In Section 3.2.2, we presented a quasi-quantized model that gives a set of
joint probabilities P (by way of a set of expectation values) that is sufficiently
general to reproduce the expectation values associated to any eigenstate of the
Hamiltonian. However, the set of ontic states in principle admits broader sets of
probability distributions, which we discuss in this section.

The probabilities for outcome +1 for each operator in S should be obtained
as marginals of the joint probability distribution (3.51). Consider an operator in S
that is written as

B or CﬂB, (352)

for B a product of operators in G (which, it is understood, may be the identity
— the product of no operators in GG). The corresponding marginal is the sum of
the joint probabilities for outcomes such that the product outcome from (3.52) is
+1. In other words, if po denotes the probability of obtaining outcome +1 upon

measurement of the operator O, then

bB = Z P(Cla-"aCNvglang"')v (353)
Cz’:!]j:iL
s.t. B—1
Pciy B = Z P(Cl,...,CN,gl,gg,...). (354)
Ci’gj::tly
s.t. Clei—}l

Exactly half of the joint probabilities will appear in each sum (3.53) and (3.54).
This is apparent when we note that for any point (cy,...,¢n, g1, g2, ...) satisfying,
say, the condition B = 1 for B a product of some subset of the g;, flipping the sign
of any of the coordinates g; appearing in the product will cause it to violate the

condition, and vice versa.
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Alternatively, we may visualize the sets of phase space points appearing in

the sums (3.53) and (3.54) by first reassigning the outcome labels as
/ 1 / 1
c—e=5l-c) gi—g=51-g), (3.55)
i.e., the outcome assignments are mapped as
1—-0, —-1-—1, (3.56)

and products of outcomes become binary sums of outcomes. In other words, we
have mapped our outcome space for each observable to Zs (also denoted Fa, the
field of two elements), as is common practice in the literature (see [GHWO04], for
example). The marginalizations (3.53) and (3.54) therefore become sums over all

the joint probabilities for phase space points satisfying conditions of the form
A& +B-§ =1 (3.57)

where @ = (¢}, ..., ¢y) and §' = (g}, g}, ...), and A, B are vectors in (Zg)N, (7)€,
respectively. We can now see that (3.57) is the equation for a hyperplane in the
phase space (Z2)™ +1G1, so we may think of the marginal probabilities for outcomes
of individual measurements as sums of the joint probabilities over such hyper-
planes [GHWO04].

We wish to demonstrate that for any state there exists a joint probability dis-
tribution P that reproduces as marginals the correct probabilities for the outcomes
of any observable in §. Since each ontic state carries with it an outcome assignment
to each observable in S, it is enough to show that for any state, P can reproduce
as marginals the correct probabilities for the outcomes of any observable in R. The
largest subsets of R that may be measured simultaneously are {C;1} U G for any

1=1,2,...,N: let us refer to the probabilities for the joint outcomes for these as
P({C“}UG)(CZ-, 915925 )5 (3.58)
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where the ¢;, g1, g2, ... = 1 label the joint outcomes. Each C;; commutes with all
operators in G, so for a given state we can directly determine (via Born’s rule, us-
ing the appropriate projectors, or by actual measurements if the state is physical)
the probabilities (3.58) (separately for each 7). P will thus correctly reproduce as
marginals the probabilities for the observables in R if and only if it correctly repro-
duces as marginals the joint outcome probabilities (3.58), since these correspond to
the largest simultaneously measurable subsets of R.

Thus, we wish P to satisfy

PUENINE) (¢; g1, go,..)
- Z P(Cly ey Ciy ...y CN, g1, 92, ) (359)
cj==1,
Vjti
for each ¢ = 1,2,...,N. Since the Cj;; pairwise anticommute, the probabilities

pUCiIIUG) and pUCIIVE) for any i # j cannot be correlated. More specifically,
the product C;1B;Cj1B; of the operators C;1 B; and Cj1B; (for i # j and B;, B
any products of operators in G) is not jointly measurable with Cj; B; and Cj B;;,
since none of the three commute with each other, and in general the product need
not even be in S. In any case, it has no bearing on the joint probabilities for
Ci1B; and Cj1Bj; all that is required of the joint probability distribution P is that
it correctly reproduce the expressions (3.59), which the assignment (3.60) does.
Therefore, we may take the probability for the joint outcome P(cy, ..., cn, g1, 92, -..)
to be proportional to the product of the probabilities PUC1VG) (¢; g1, g, ...) over
all ¢ = 1,2,..., N. Including the appropriate normalization gives an expression for

the joint probabilities:

N )
P(c1y.e,eny 91,92, ---) _ H P({C”}UG)(ci,gl,gg, )

, 3.60
P (g1, 92, ...) P (g1, go,...) (3.60)

i=1

where P(%) (g1, g, ...) denotes the probability of obtaining the joint outcome (g1, g, -..)
for the operators G (which we can also obtain via Born’s rule).

As we noted above, given any quantum state we can directly evaluate each of
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the probabilities on the right-hand side, since each is the probability for a joint out-
come of one of the commuting sets of observables {C;; }UG (or just G). Therefore, for
any quantum state, (3.60) gives a joint probability distribution P(cy, ..., cn, g1, 92, --.)
for the phase space points (ci,...,¢N, g1, g2, ...), that reproduces as marginals all
probabilities associated to the state, for observables in S.

This discussion does not provide specific methods for constructing quasi-
quantized models alternative to that presented in the main text. What we have
shown, however, is that epistemic states over the ontic states described in Sec-
tion 3.2.1 may in principle describe the measurable properties of S for any state.
Thus, the door is open for broader sets of epistemic states than those allowed in our
model as described in Section 3.2.2. For our purposes, however, the set of epistemic

states allowed in our model is sufficient.
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Chapter 4

Contextual subspace variational

quantum eigensolver

4.1 Introduction

As discussed in Section 1.3.3, the variational quantum eigensolver (VQE) is a lead-
ing algorithm for quantum simulation on noisy intermediate-scale quantum (NISQ)
computers, due to the limited resources it requires in both qubit count and coher-
ence time [DXP110, LWG*10, PMS*14, WDB*15, OBK'16, SZZ"17, PGS™17,
KMT*17, HMR*18, SWGT18, CRD 18, DMH*18, KMvB*™19, KTC*19, GEB™19,
SBMS*19, MPJ*19, SM19, NCP*20, AAB*20, KJK™21la, KJK*21b, LYTT21,
KGL"22]. VQE is a hybrid quantum-classical algorithm in which the expectation
value of the Hamiltonian, or other observable, is computed for an ansatz state gen-
erated by a parameterized quantum circuit. Optimization of the ansatz parameters
is performed iteratively using an optimization algorithm running on a classical com-
puter. VQE algorithms require a large number of measurements to be performed,
and give approximate results due to limitations of the ansatz that can be prepared
and noise on the quantum device. As a result, the largest experiments to date
either do not reach chemical accuracy [KMT*17], do not include all Hamiltonian

terms [NCP*20], or simulate restricted models such as Hartree-Fock [AAB20].
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We address these limitations of VQE by providing an approximate simula-
tion method for the full Hamiltonian that can be adjusted to use any amount of
available quantum resources. We show that in many cases our method reduces the
resources required to reach chemical accuracy. The method is based on the concept
of a noncontextual Hamiltonian as defined in Chapter 2 (based on [KL19a]), in which
definite values can be assigned to all Pauli terms simultaneously without contradic-
tion. In Chapter 3 (based on [KL20]), we gave a classical algorithm for computing
the ground state energies of noncontextual Hamiltonians based on a quasi-quantized
model [Spe07, Spel6]. This raises the question of whether a truly hybrid algorithm
can be developed for simulating general Hamiltonians, in which the noncontextual
parts of the Hamiltonians are computed classically and contextual quantum correc-
tions are computed using VQE. The method described in this chapter is such an
algorithm; this chapter is based on [KTL21].

The contextual quantum correction is obtained by performing VQE restricted
to quantum states that are consistent with the noncontextual ground state. We refer
to the space of such quantum states as the contextual subspace. The contextual
subspace represents the degrees of freedom that remain after the noncontextual
degrees of freedom have been fixed. The resulting quantum computations only
involve Hamiltonian terms in the complement of the noncontextual Hamiltonian. We
also show how to adjust the noncontextual part of the Hamiltonian, in order to move
more of the computation onto the quantum computer, while preserving the structure
of the quasi-quantized model. The technique for accomplishing this is related to
“subspace-search VQE” [NMF19], in which excited energies are found by restricting
the search space to be orthogonal to the (previously approximated) ground state.
In our case, we are not looking for excited states, but we are implementing VQE in
a restricted search space, and part of the technique for achieving this is similar to
that in [NMF19] (see Section 4.2 for details of the technique).

As an example, suppose we want to apply VQE to a Hamiltonian on n
qubits, but the available quantum processor has only ¢ qubits. CS-VQE permits

us to adjust the noncontextual approximation method so that the associated quan-
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tum correction uses exactly g qubits. Increasing the number of qubits used on the
quantum processor monotonically improves the quality of the overall approximation,
interpolating between the noncontextual approximation with no quantum correction
and full VQE. Thus, we can tune the quantum part to fit the available quantum
resources, with the classical method making up the difference.

In Section 4.2, we describe the quantum correction procedure. In Section 4.3,
we describe how to implement CS-VQE, and show the results of simulating CS-VQE
on Hamiltonians for small molecules. Finally, in Section 4.4, we summarize our
results and discuss their implications for NISQ computing. This chapter is based

on [KTL21].

4.2 Noncontextual approximation and quantum correc-
tion
4.2.1 Hamiltonian partitioning and contextual subspace

Let & be the set of Pauli terms in a general local Hamiltonian H. Suppose we
have a partition of S into a noncontextual subset S, and its complement S. (how
to obtain such a decomposition will be discussed in Section 4.3.3). This induces a
decomposition of H into a noncontextual part Hy,. whose Pauli terms are S, and
H. whose Pauli terms are Sg:

H=H, + H.. (4.1)
We will require that S,e be closed under inference within S:

Definition 4.1. S, is closed under inference within S if any operators in S whose
values can be inferred from the values of operators in S, must be included in S;e.

Formally, the equivalent definition is

Snc = Snc ) (42)

(see Section 2.1).
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Closure under inference itself was defined in Definition 2.2. The decomposition (4.1)
is the basis of the CS-VQE method. We will obtain an efficient classical description
of the eigenspaces of Hy., and use this and H. to quantum compute a correction to
the noncontextual approximation to the ground-state energy.

Because all terms in Hy,. can simultaneously be assigned definite values with-
out contradiction we can introduce a phase space description of its eigenspaces as
described in Chapter 3. The phase space points are the possible joint value as-
signments to a set of observables derived from S,., which we review below. The
eigenstates of Hy. are probability distributions over this phase space. As discussed
in Chapter 3, this is a quasi-quantized model: a classical phase-space model with an
uncertainty relation imposed upon the allowed probability distributions (sometimes
called epistemic states) on the phase space [Spe07, Spel6].

Let (¢, 7) be the noncontextual ground state, i.e., the assignment of parame-
ters (as in Eq. (3.18)) to the quasi-quantized model that produces the ground state
energy of Hy.. If we take the resulting energy of Hy. as a classical estimate of the
ground state energy of the full Hamiltonian H, we can obtain a quantum correction
by minimizing the energy of the remaining terms in the Hamiltonian over the quan-
tum states that are consistent with the noncontextual ground state. Recall that the
epistemic state (g, 7) is equivalent to the common eigenspace of the generators G;

(whose assigned eigenvalues are g; = 1) and

N
A= Zri(}ﬂ (43)
i=1

(see Section 3.2.2), whose assigned eigenvalue is +1. As discussed in Section 3.2.2,

this common eigenspace is a stabilizer subspace up to a rotation on one of the

stabilizers (which yields A). We refer to this subspace as the contextual subspace.
Before we discuss how to find quantum corrections, we establish when such

corrections can appear:

Theorem 4.1. Let S be a set of Pauli operators, and let Sp. be a noncontextual

subset that is closed under inference within S (see Definition 4.1). Then for any
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noncontextual state (¢,7) as in (3.18) describing Sy, there exists a quantum state
consistent with (q,7) (i.e., that gives the same expectation values for Sp. as (q,7))

for which the expectation value of every operator in S¢ = S \ Sp. is zero.

Proof. Let GU{A} be the independent, commuting set of observables associated to
the noncontextual state (g, 7) describing Sye: the values assigned to G U { A} in the

noncontextual state (¢, 7) are

Gj = g = +1 (4.4)
for each G; € G, and
N
A= ZTiCil — +1 (45)
i=1

(see Section 3.2.2). Let P be any Pauli operator in S\ Spe.
Case 1. If P anticommutes with any operator in G, then (P) = 0, since any
quantum state consistent with (¢, 7) is a simultaneous eigenstate of G.

Case 2. If P commutes with the operators in G and also with the Cj;1, then:

1. if P is a product of operators in GG, then P can be inferred from G, so P must
in fact be included in &, since by assumption Sy is closed under inference

within §. This follows immediately from Definition 4.1.

2. if P is not a product of operators in GG, then P is unconstrained by the non-

contextual state, and may take any expectation value, including zero.

Case 3. Finally, suppose P commutes with the operators in G, but anti-
commutes with at least one of the C;;. In this case we want to prove that there
exists a +1-eigenstate of A for which (P) = 0, as follows:

Let Ip be the set of indices such that

iEIP = [P,Cil] :0,
(4.6)

Z'¢IP = {P,Cﬂ}zo.

108



If Ip is empty, then P anticommutes with all of the Cj;: thus since

N N
d(Cu)P=> ri=1 (4.7)
i=1 i=1
(see Section 3.2.2), and
N
(PY?+ > (Ca)* <1 (4.8)
i=1

(by Lemma 3.1), it follows that (P) = 0.
The remaining case is when Ip is nonempty; there also exist i ¢ Ip by

assumption. Let

K = Z riCih L= Z T‘iCﬂ; (4.9)

i€lp i%[p
thus

A=K+1L (4.10)

and

[K,P]=0, {L,P}=0, {K,L}=0. (4.11)

Since K and L are linear combinations of anticommuting Pauli operators, their

eigenvalues are +k and =+, respectively, where

k= Z r2, 1= Z r2. (4.12)
iclp i¢lp

K=k, L*=01*1, E+P2=1. (4.13)

Therefore,

Since P commutes with K and is a Pauli operator, PK is also an observable
with eigenvalues +k, which commutes with L (since both P and K anticommute
with L). Thus, PK commutes with A, so within the +1-eigenspace of A there exist

eigenstates |£) of PK with eigenvalues *k, i.e.,

Al) = [£), PK|£) = +k|+). (4.14)
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Note that since P ¢ Sy, P cannot be written as a product of operators in G with

any of the Cj1, so both of the states |4-) are consistent with the noncontextual state

(@,7)-

The noncontextual state gives us the expectation values of the Cj;:
(see Section 3.2.2). This means that in addition to (4.14), we have

(EIK|E) = > rilE[Calx) = Y rf =k (4.16)

i€lp i€lp

Define [1)) := AQ(|+> n \—>); then

(WIPIg) = - (GIPR?9) by (413)
1
T 22

21k (<+| + H) (|+> - |—>) by (4.14) (4.17)

= o (CHET) — (HE]) + (IR — (-]K]-)

= — 5 ((HKI=) = (1K) by (416).

(¢+1+ (1) K (PK|+) + PK|-))

But since K and P commute, we similarly have

(WIPly) = i<w|PK2|w> by (4.13)
= oo ((HEP + (-IKP)E(14) + 1))

= o (= D) E (9 +1)) by (41 (418)

= o (HET) + CHE L) — (IR - (-1K])

= o (BHE) — (1K) by (416)

Together, (4.17) and (4.18) imply that

([Ply) = =(¥[Ply) =0, (4.19)
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so since |1) is a state in the +1-eigenspace of A, we are done. O
Theorem 4.1 has two useful corollaries:

Corollary 4.2. If the noncontextual states of H,. uniquely identify quantum states,
then for any noncontextual state the expectation value of every term in H. is zero,

i.e., no quantum correction is possible.

Proof. By Theorem 4.1, there exists a quantum state |¢) consistent with the noncon-
textual state for which the expectation value of every term not in the noncontextual
part is zero. Thus if the noncontextual state uniquely identifies a quantum state, it

must be [)). O

Corollary 4.3. As an approximation method for a general Hamiltonian, a quasi-
quantized model of the noncontextual part is variational, i.e., the resulting approz-
imate ground state energies are lower-bounded by the true ground state energy. It

remains variational when the quantum correction is included.

Proof. By Theorem 4.1, there exists a ground state of the noncontextual part for
which the expectation value of every other term in the Hamiltonian is zero. Hence,
the ground state energy of the noncontextual part is a possible expectation value
for the energy of the full Hamiltonian, so it is lower-bounded by the ground state
energy of the full Hamiltonian. To compute the quantum correction we minimize
the expectation value of the full Hamiltonian over quantum states consistent with a
given noncontextual state. This produces a variational estimate of the energy with

the contribution from Hy. given by the noncontextual state. O

4.2.2 Mapping a contextual subspace to a stabilizer subspace

We now show how to map the contextual subspace corresponding to the noncontex-
tual ground state to a subspace stabilized by single-qubit Z operators. To achieve
this goal we rotate the G; and subsequently the single operator A to single-qubit Z

operators.
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The number of G is some M < n, as discussed in Section 3.2.2. Therefore,
the Gj can be mapped to single-qubit Z operators by a sequence of at most 2M 7-
rotations. These rotations are Clifford operators, so they map the remaining Pauli
operators in the Hamiltonian back to single Pauli operators while preserving their
commutation relations. This is a well-known result (see for example the solution to

problem 3 in [YB12]), but for completeness, we provide a constructive proof:

Lemma 4.4. For any set of M independent, commuting Pauli operators, there
exists an efficiently calculable unitary rotation U, given by a sequence of at most
2M 3-rotations generated by Pauli operators, that maps the set to a set of distinct

stngle-qubit Z operators.

Proof. Let {B; | i = 1,2,..., M} be a commuting set of Pauli operators. We may

write B; as

Bi=Q o™, (4.20)

where each U](CBi) e {I,X,Y,Z}. We consider two cases:

Case 1. Suppose B; is not diagonal, meaning that there is some k such that

J,(CB") € {X,Y}. Consider the Pauli operator

N
Ji=Qa", (4.21)
k=1
defined as follows: for each k...
oP) =1 = o =1, (4.22)
o=z = o =7 (4.23)
U]gBi) =XorY = U,(;]") =XorY, (4.24)

where the values U,gji) = X or Y in (4.24) are chosen so that o,(cBi) and a,gji) differ
for exactly one k (as we noted above, at least one of the J,(CBZ') is X or Y if B; is not

diagonal.) This guarantees that J; anticommutes with B;.
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Consider a rotation by m/2 generated by J;, i.e.,

exp (ZEJ) - \}5(1 i), (4.25)

Upon conjugating B; by this operator, we obtain

1
5(1 +1J;)Bi(1 — iJ;)
1

= 5(32 —iB;J; +1iJ;B; + J;BiJ;)
1 .
= 5(BZ + 2iJ; B; — JszBz) (4.26)
=1J;B;
N
i@,
k=1

where the third line follows because J; anticommutes with B;, and the fourth line

follows because J; is self-inverse. By the conditions on the J,gji), we see that

o,E:Ji)a,gBi) = [ or +iZ for each k, and +iZ appears exactly once, so (4.26) be-

comes
1 N
(L) Bil —iJ;) = + R, (4.27)
k=1
where all oliDi) = [ except one, which is Z. In other words, the rotation about J;

has mapped B; to a single-qubit Z operator, as desired.

In each step, we apply the rotation exp (i%Ji) to all operators in the set.
Thus we might worry that, having already mapped some subset of the B;/ to single-
qubit Z operators D;/, applying some later rotation exp (Z%Ji) to map B; to a
single-qubit Z operator could change the previously obtained D;. This turns out
not to be the case, as we now show:

Consider some particular one of the D;/, whose expansion as a tensor product
is

N
Dy =R oy (4.28)
k=1

where one of the a,gDi') is Z and the others are I. Let m be the index such that
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cr,(q? " — 7 D; commutes with B;, since the previously applied rotations preserve

commutation relations, so since o) = 7 L olB) (as defined in (4.20)) must be I or

Z. But this implies that J; also commutes with D;/, since we know that a]gji) is I or
Z exactly when a,(gBi) is I or Z (by (4.26)), and thus o) is I or Z. Therefore, the
rotation that maps B; to a single-qubit Z preserves the previously obtained D;:.
Case 2. Suppose B; is diagonal, so a,iBi) € {I,Z} for all k. Since any
previously-obtained D;s are single-qubit Z operators and we assumed that the entire

set is independent, B; cannot be the product of any subset of the previously-obtained

D;r. Therefore, there must exist some m € {1,2,...,n} such that

oP) =z (4.29)
and
oD = (4.30)

for all of the previously-obtained D.

Apply the rotation exp (i%Ki), for K; defined by

N
k=1
where
o) —y (4.32)
and
oK) = 1 (4.33)

for all & # m. Thus exp (z%Kz) commutes with and therefore does not change any
previously-obtained D;/.

As in Case 1, applying exp (z%KZ) to B; obtains

N
T T _ (K3) _(Bi)
exp (ZZKZ) B; exp (—ZZKi> =1 g o Vo, (4.34)
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where by construction,

O-'SnKi)o-’SnBi) — Y7 —iX (4.35)
and
oK) g (B) _ (B (4.36)

for all k # m. In other words, the rotation has changed the Z at the mth spot in B;
into an X, and left B; otherwise unchanged. We also apply this rotation to all other
operators in the set, which does not change those that have already been mapped
to single-qubit Z operators, as we noted above. Now B; is no longer diagonal, so we
proceed as described in Step 1 above, applying a second Pauli §-rotation to map B;

to a single-qubit Z operator. ]

Let D denote the composition of the Clifford rotations that map the G
to single-qubit Z operators, as in Lemma 4.4, and let H' := DHD' be the rotated
Hamiltonian. After applying D, the noncontextual generators G; have been mapped
to single-qubit Z operators G;.. Without loss of generality, since we have already
found the noncontextual ground state, at this point we can choose the signs of the
G; such that they all have eigenvalue 41 in the noncontextual ground state, and
thus stabilize it.

Once D has been applied, we map A’ = DAD' to a single-qubit Z operator
as well. A’ is a normalized linear combination of the anticommuting Pauli opera-
tors C!; = DC; DY, as in (4.3), so we use unitary partitioning [TYLV20, ZTK*20,
RWT*22], in particular the LCU implementation of it, for reasons we discuss below.

Let R denote the resulting rotation; the result of applying it to A’ is

RIA'R=C14, (4.37)

a single Pauli operator. Also, R is generated by products C/;C}; of the Pauli
operators in A" [RWT*22], so it commutes with the already diagonalized operators
in G

C1, commutes with and is independent of the operators in G’, so since it is a
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single Pauli operator, we can use Lemma 4.4 to map it to a single-qubit Z operator
as well, without disturbing the operators in G’. Let D 4 denote the full rotation
that maps A’ to a single-qubit Z operator A”. We refer to the resulting final basis

as the “rotated basis.”

4.2.3 Restricting the Hamiltonian to a contextual subspace

In the rotated basis, we will restrict the Hamiltonian to the subspace stabilized by
the noncontextual generators A” and {G | j = 1,2,...,n1 — 1} (thus defining n1).

Let us define 2 to be the set of these single-qubit Z operators:
Q={A"YU{G; |j=1,2,..,n1 —1}. (4.38)

Let H1 denote the Hilbert space of the n; qubits acted upon by operators in €2, and
let Ho denote the Hilbert space of the remaining no qubits. Thus the full Hilbert
space is H = Hj ® Hy and the total number of qubits is n = ny +ny. Let H. be the

contextual part of the Hamiltonian in the rotated basis:

H, =Y hpP. (4.39)
PeS!,
The set of Pauli terms in H/ is S and terms in S! in general act on both of the
subspaces H1 and Hs.

Note that since the rotation that maps A to A” is non-Clifford, not only are
the Pauli terms H/ different from the terms in the original contextual part of the
Hamiltonian, there can be a different number of them. In the original contextual
subspace VQE paper [KTL21], this was not true, because we only explicitly diagonal-
ized G, and instead enforced the eigenvalue of A at the level of the ansatz. However,
subsequently in [RWT*22], it was shown that by using the linear combination of
unitaries implementation of unitary partitioning to map A’ to the single-qubit Z
operator A”| the increase in the number of terms in H. compared to H, is at worst

O(N?), where N is the number of cliques in the noncontextual part of the Hamil-
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tonian (see Section 3.1.2). Furthermore, these terms can be efficiently classically
calculated.

We can write the terms P in (4.39) as
P=P P, (4.40)

where P is a Pauli operator acting on H; and P; is a Pauli operator acting on Ho. P
commutes with an element of  if and only if P, ® 14, does (where 14, denotes the
identity operator acting on Hs), since the operators in {2 act only on H;. Since the
noncontextual state corresponds to a subspace stabilized by €2, if P anticommutes
with any element of 2, then its expectation value in the noncontextual state is zero.
Hence, any P that admits a quantum correction must commute with all elements
of , and thus P; ® 14, must as well. The elements of {2 comprise all single-qubit
Z operators acting in H1, so P; must be a product of such operators. Hence the
expectation value of P; is some p; = +1, determined by the noncontextual state.
Let |¢(zm) be any quantum state consistent with the noncontextual state
(¢,7). The action of any term P that admits a quantum correction on [¢(g) has

the form

Plygn) = (P1 @ P2)[ibgm)

=p1(Ty, © Po) |45

(4.41)

Therefore, if we denote by H{|(z the restriction of H{ to its action on the noncon-

textual ground state (g, 7),

Hlgn= Y. pihply, &P
PeS,

&
cogvlitmhuslzng (442)

= ]17'[1 ® Hé’ﬁz
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for

Hely, = Z pihpPs, (4.43)
PeS,

commuting

with Q
where p; and P» are functions of P defined by (4.41). This is a Hamiltonian on ng
qubits, for ng given by

ng=n—-—ny=n-—|G|—-1, (4.44)

where |G| is the number of noncontextual generators G;. Furthermore, if terms
P € &) are distinct only on their tensor factors Pj, the remaining operators P
in H/|y, will be identical. Also, any terms that anticommute with any of the
noncontextual generators (2 are dropped entirely (since their expectation values are
zero). Thus, the restricted Hamiltonian H/|y, may contain fewer than |S/| terms.
This is illustrated in Fig. 4.2, in Section 4.3.3. To obtain the quantum correction, we
perform ne-qubit VQE on the restricted Hamiltonian H/|y, within the contextual

subspace Ha.

4.3 Contextual subspace VQE

The quantum correction to noncontextual approximations discussed in Section 4.2
allows us to use limited quantum resources to improve a classical simulation result.
In this section we explain how we can systematically step back from the original
noncontextual approximation in order to enlarge the contextual subspace, thus im-
proving the overall accuracy of the approximation by using more quantum resources.
This provides a parameter that can be specified based on the quantum resources
available, taking us from the optimal noncontextual approximation at one extreme

to full VQE at the other. We call this method contezrtual subspace VQE.

4.3.1 Method

We begin with a Hamiltonian H whose noncontextual approximation is Hy.. As

discussed above, the noncontextual ground state corresponds to a joint eigenspace of
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the noncontextual generators GU{.A}. We can trade accuracy of the noncontextual
approximation for an improved quantum correction by decreasing the size of GU{.A},
which increases the dimension of the contextual subspaces. We accomplish this by
decreasing the size of G, the set of generators for the commuting part of Hy.. Since
the number of qubits used in the quantum correction procedure is the total number
of qubits minus one minus the number of generators in G (see (4.44)), reducing the
size of GG increases the dimension of the search space for the quantum processor.

We work in the rotated basis, as in Section 4.2. In this basis, we select some
subset of the noncontextual generators G}, and remove all terms generated by them
from the noncontextual part. Since the G; are single-qubit Z operators, this means
that for each generator to be dropped we remove from the noncontextual part all
terms containing the corresponding single-qubit Z operator as a tensor factor. All
the terms thus removed should be added to the quantum correction Hamiltonian H]
(as in Section 4.2.3). We now implement the quantum correction on this expanded
H!, keeping the same noncontextual ground state that we began with, but only
applying its value assignments to the generators that remain in the noncontextual
part.

The new noncontextual approximation on its own will in general be worse
than the original noncontextual approximation. However, after including the new
quantum correction the overall approximation cannot be worse, and will in general
be better. This is because the values assigned in the original noncontextual approx-
imation and quantum correction are still consistent with the noncontextual ground
state, so quantum states that obtain those values are included in the new quantum
search space. Thus, provided the state with lowest energy in the search space can
be found, in the worst case the new approximation will only recover the original
approximation. If the new quantum correction is nonzero for any additional terms,
the new approximation will be strictly better than the original approximation. In
the limit where we remove all terms from the noncontextual part and simulate them
on the quantum computer, there will be no noncontextual approximation left, and

we will have recovered full VQE.
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The additional terms that can have nonzero quantum corrections after the
removal procedure are those that anticommute with any of the generators G; that
were removed, but commute with the remaining generators. These terms were
previously restricted to null expectation values only because the noncontextual state
was required to be a joint eigenstate of the removed generators, so when that is no
longer enforced their expectation values can vary. Therefore, we can choose which
subset of the generators to remove based on which will permit the optimal quantum
correction.

Note that classically simulating the noncontextual part of the Hamiltonian
is NP-complete, so in worst cases the classical simulation part of CS-VQE will
not perform well [KL20]. However, worst case Hamiltonians for standard VQE are
QMA-complete, meaning that a similar argument applies to VQE in general. Hence,
in both cases we are interested in heuristic performance for specific Hamiltonians
of interest, rather than worst cases. Framed in this way, what CS-VQE does is
take standard VQE, which is a heuristic for an optimization problem over a set of
parameters for a quantum circuit, and transform it into two heuristics (one classical
and one quantum) for two smaller optimization problems. In practice, we have
found that a combination of Monte-Carlo and gradient descent methods works well
for the classical part of the algorithm, but continuing to optimize this is a topic for
future work. Also, depending on what the noncontextual Hamiltonian is, it may be
possible to determine what its ground state parameters are from physical arguments,

as discussed further in the next subsection.

4.3.2 Choosing noncontextual Hamiltonians

In order to implement CS-VQE, we need a method for choosing the partition of a
general Hamiltonian into noncontextual and contextual parts as in (4.1). Ideally,
since the optimization of the noncontextual part is conducted first, we would like to
choose the noncontextual part such that its ground state is a good approximation
of the ground state of the full Hamiltonian, so that the corresponding expectation

value assignments to the terms in the noncontextual part are as close as possible to
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their values in the true ground state. As a heuristic for this goal, we can simply try
to choose the noncontextual part to be as large as possible under some norm on the
Pauli coefficients.

However, even this optimization will be classically hard in worst cases, since
choosing a noncontextual subset of the Pauli terms is a generalization of the disjoint
cliques problem [JSW93], which is NP-complete. Therefore, in general cases as must
use a heuristic to solve it. One such heuristic is a pure greedy algorithm, in which we
successively add terms to the noncontextual part in order of decreasing coefficient
magnitude until no more terms can be added without making it contextual. This
algorithm runs in O(N3) time for an N-term Hamiltonian. This is because, although
testing a particular Hamiltonian for noncontextuality takes O(N?) time [KL19a],
when that Hamiltonian is the result of adding a single new term to a Hamiltonian
that we already know is noncontextual, all we need to do to check that the new
Hamiltonian is noncontextual is make sure that the new term either commutes with
all existing terms (checking this takes O(N) time) or is not a member of any triple
in which commutation is not transitive (checking this takes O(N?) time since we
have to iterate over all possible other pairs of terms that could complete the triple).
A greedy algorithm that adds optimal terms one at a time requires O(N) steps,
which multiplied by the O(N?) cost of each step yields the claimed overall O(N3)
runtime. Note that this is a tighter analysis than was originally given for this greedy
algorithm in [KL20]. This method is not optimal, but is efficient.

When applied to molecular electronic structure Hamiltonians, in all exam-
ples we tested (see Section 4.3.3, below), the above algorithm yields a noncontextual
Hamiltonian composed of all diagonal Pauli terms plus one clique of off-diagonal
terms. The corresponding fermionic terms are all number and Coulomb/exchange
terms plus one single-excitation and the corresponding number-excitations. Al-
though we originally observed this when using the greedy algorithm described above,
we can in fact motivate why this is likely to always be the best choice of terms for
molecular electronic structure Hamiltonians near equilibrium, since the resulting

Pauli Hamiltonians are not in fact worst cases for the hard classical problem of
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choosing the optimal noncontextual subset. Since it is tangential to the main thrust

of this chapter, we leave this discussion to Appendix 4.6.

4.3.3 Applications
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Figure 4.1: CS-VQE approximation errors versus number of qubits used on the
quantum computer, for tapered molecular Hamiltonians. All Hamiltonians whose
curves overlap in the region below chemical accuracy have the same total numbers
of qubits. The solid black lines indicate chemical accuracy. Within each subplot,
the ordering of the legend matches the vertical ordering of the leftmost points in
the curves.

We tested CS-VQE on a set of electronic structure Hamiltonians in the
Jordan-Wigner mapping [JW28]. In order to distinguish CS-VQE from qubit taper-
ing, we first tapered the Hamiltonians using symmetries as in [BGMT17, SCR™20],
then implemented CS-VQE in order to remove even more qubits. The initial noncon-
textual approximation Hamiltonians were chosen via a greedy classical algorithm,
as described in Section 4.3.2. The quantum parts of the procedures were simulated
classically by directly evaluating the lowest eigenvalues of the quantum correction
Hamiltonians. The results are given in Fig. 4.1, which shows the overall CS-VQE
approximation errors versus the number of qubits used on the quantum computer,
and in Fig. 4.2, which shows the number of terms that must be simulated on the

quantum computer in order to reach chemical accuracy using CS-VQE. Code to
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Figure 4.2: Number of terms simulated on the quantum processor required to reach
chemical accuracy using CS-VQE versus using full VQE. The dashed line marks
equality. All points represent either one, two, or three Hamiltonians.

reproduce our results is available!. Subsequent to our original CS-VQE paper, our
collaborators have written an improved implementation? of CS-VQE, which should
be used for any new applications of CS-VQE since it has improved runtimes and
stability.

As noted at the end of Section 4.3.1, CS-VQE is sensitive to the order in
which the qubits are moved from the noncontextual approximation to the quantum

processor. In the calculations to obtain Figs. 4.1 and 4.2, we used a heuristic that

1Original CS-VQE source code: https://github.com/wmkirbyl/ContextualSubspaceVQE
2Improved CS-VQE implementation (should be used for any new applications): https://
github.com/UCL-CCS/symmer
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begins with the noncontextual approximation, then adds qubits to the quantum
correction two at a time, greedily choosing each pair to maximize the decrease in
the ground state energy estimate. This method is informed by the structure of the
noncontextual and contextual parts of the molecular Hamiltonians, and at the time
of writing [KTL21] was the best heuristic we knew of that could be implemented
efficiently without performing full VQE.

This heuristic involves running CS-VQE repeatedly, since for sufficiently large
applications one would have to use the quantum processor to compute the quantum
corrections on the way to choosing the set of qubits for the final quantum correction.
However, these preliminary computations would only be necessary once the number
of qubits chosen becomes unfeasible for classical simulation, and from Fig. 4.2 we
see that the number of terms required to reach chemical accuracy can be many
times smaller than the number of terms required to implement full VQE. Therefore,
even the repeated runs of CS-VQE required for this heuristic can require fewer
measurements overall than full VQE, and of course they also require fewer qubits.

In spite of this, it would be much more desirable to have a heuristic to deter-
mine the order without evaluating energies at all, so that the only VQE experiment
to be performed would be the one in the final contextual subspace. We left this as
an open question in [KHKL21] (upon which this chapter is based), and subsequent
to its publication our collaborators Tim Weaving and Alexis Ralli have discovered
a new family of heuristics that appear to satisfy all of our desiderata. These heuris-
tics are based on using a classically-calculable weighting operator to score potential
orders of the stabilizers by computing the [1-norms of the coefficients of terms in
the operator that are permitted to vary by the input set of stabilizers. They have
found numerically that using the coupled-cluster operator with single- and double-
excitations yields subspaces that actually in general outperform those in our original
paper, without requiring quantum resources to choose the subspace. These exciting

new results are as yet unpublished.
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4.4 Conclusion

In this chapter, we showed how to use a quantum computer to obtain a correction
to a noncontextual approximation of a ground state energy. We then showed how
to adjust the number of qubits used on the quantum computer in order to increase
the accuracy of the hybrid approximation. This method, contextual subspace VQE
or CS-VQE, is a true hybrid quantum-classical algorithm, in which the quantum re-
sources used may be set to match whatever resources are available, and the classical
approximation algorithm accounts for the remainder. The method is approximate,
but variational, as is VQE itself. Exact methods will only achieve approximate re-
sults on NISQ devices due to their noisy character. CS-VQE allows the quantum
resources used to be increased systematically until the desired precision is achieved,
if possible.

Standard VQE is a heuristic algorithm: there are no analytic characteri-
zations of its performance for general Hamiltonians, or even for special classes like
electronic structure Hamiltonians, upon scaling the system size. This is also true for
CS-VQE: its performance is sensitive to the specific problem to which it is applied.
We do not analytically characterize the errors as a function of the number of qubits
used on the quantum processor. However, the examples in Section 4.3.3 illustrate
that CS-VQE performs well in many cases of interest going well beyond the scale of
VQE implementations to date, so we hope that as the available quantum processors
continue to grow, CS-VQE can be used to allow larger systems to be simulated using
those processors.

The technique for restricting the quantum correction to the subspace con-
sistent with the noncontextual ground state may appear reminiscent of using qubit
tapering to exploit symmetries as described in [BGMT17, SCR*20]. However, in
CS-VQE the symmetries are intrinsic to the noncontextual ground state, rather
than to the Hamiltonian (as in [BGMT17, SCR*20]), and are thus under the exper-
imenter’s control. We illustrated this point in Section 4.3.3 by applying CS-VQE to

Hamiltonians that were already tapered using the methods of [BGMT17, SCR™20];
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using CS-VQE we can eliminate additional qubits at will.

In this chapter we did not explore how to implement ansédtze for the re-
stricted VQE instance used by CS-VQE, instead finding the exact ground states of
the contextual parts. However, standard ansatz classes, like unitary coupled-cluster
(UCCQ) for electronic structure Hamiltonians [YCM™14, MRBAG16, RBM*18a],
can be transformed into ansétze for CS-VQE by projecting the gates onto the con-
textual subspace, just as the contextual part of the Hamiltonian is restricted to the
contextual subspace. This was studied in detail in the subsequent work [WRK'22].

One concern for standard VQE as well as for CS-VQE is that the ansatz
may suffer from the barren plateau problem [MBSt18, UB21, CSV*™21], where
the gradient of the cost function (in this case expected energy) vanishes exponen-
tially with the system size. It is hoped that for standard VQE, using physically-
motivated ansédtze like UCC may avoid the barren plateau problem, so since we
can use projections of the same anséitze for CS-VQE, this same hope transfers to
our case. However, even physically-motivated ansidtze may be subject to noise-
induced barren plateaus [WFCT21]: to the best of our knowledge, all variational
quantum algorithms have the potential to fail in this way, including CS-VQE. Non-
linear optimization and its attendant problems, including barren plateaus, may be
avoided by the use of quantum imaginary time evolution (QITE) or similar meth-
ods [MST*20, MJET19]. In our case, QITE could be applied directly to the con-
textual part of the Hamiltonian.

It is possible that some of the qubit and term reductions we obtained using
CS-VQE have explanations in terms of chemistry. However, in such cases CS-VQE
identifies and exploits such features using principles that are derived from the foun-
dations of quantum mechanics, and are consequently agnostic any specific, high-level
chemistry arguments. Identifying such chemical arguments would illustrate the role
contextuality plays in chemistry, which would be of independent interest.

By using CS-VQE it is possible to reach chemical accuracy for ground state
energies of numerous small molecules using many fewer qubits than would be re-

quired to implement full VQE on the tapered Hamitonians. The number of terms
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and thus number of measurements required is also substantially reduced by us-
ing CS-VQE, since groups of terms become equivalent under the symmetry im-
posed by the noncontextual ground state. The number of measurements needed
to obtain the quantum correction can be further reduced by the techniques de-
scribed in [VYI20, YVI20, GAD"20, IYLV20, ZTK 20, HKP20, HBRM22, HKP21,
SJM*21, Had21, HHR*21, WSHY21, YGI22, EFH'22], and this was studied in
detail in [RWT*22] subsequent to publication of the work described in this chap-
ter. Current VQE implementations are limited in both qubit count and number
of measurements by the available hardware, so we expect CS-VQE to be of imme-
diate practical value in accessing new molecular simulation applications on NISQ

computers.

4.5 Appendix: Moving qubits from the noncontextual

approximation to the quantum correction

We describe in detail how the noncontextual approximation is truncated to make
room for improved quantum corrections. As in Section 4.2, we work in the rotated
basis, denote by H; the subspace of n; qubits acted upon by the noncontextual
generators G, and denote by Hs the subspace of the ny remaining qubits, which
are used to implement the quantum correction. Let Zy be the set of indices of these
latter ny qubits (those not acted upon by G’), whose Hilbert space is the quantum
search space Ho. To increase the size of Ho, we first need to select some subset
of G’ that we want to remove from H,.. Since the elements of G’ are single-qubit
Z operators, this subset defines a set Z,qq of indices for qubits whose states are
initially fixed by the noncontextual state, but that we will switch to simulating on
the quantum processor. To begin with, from S/ . (the terms in the noncontextual
part of the Hamiltonian, in the rotated basis) we remove all terms that act on any

of the qubits in Z,qq, including the elements of G’ that act on these qubits. The

127



remaining elements of G’ form a new generating set G’ C G’ satisfying

G| = 1G] = Zaaal (4.45)
Let the new noncontextual set of terms be denoted S/, and let
HJ.:= Y hpP. (4.46)

PeS!,

All terms that were removed from S}, to obtain S/, should be added to S to obtain

an expanded contextual set of terms S/, whose corresponding Hamiltonian is

H!:= Y hpP. (4.47)
Pes!

We can see that this removal operation preserves closure under inference of
S!'. by again thinking of G’ U A" as stabilizers (up to some signs) for the contextual
subspace. The elements of G’ are single Pauli operators that are generators for the
stabilizer group of the subspace. In order to increase the dimension of the stabilized
subspace, therefore, for each element G} of G’ that we remove we must also remove
all elements of the stabilizer group that include G as a factor. In other words, in
this instance preserving closure under inference is equivalent to preserving closure

of a stabilizer group.
We can now implement the quantum correction on H,., and H!, keeping the
same noncontextual ground state that we began with, but only applying its value
assignments to terms in H],. Let nfj denote the new number of qubits used in the

quantum correction procedure: then by (4.45),
’I’Lg =n-— |G”| =n— |G| + ‘Iadd| =ng + ’Iadda (4.48)

where no was the initial number of qubits used in the quantum correction procedure.
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type: fermionic form types of Pauli operators
number hiia;rai Z;
Coulomb/exchange hijjia;ra;ajai Zi, i}
single-excitation hij(ala; + ala;) XiZZ---ZX;, ViZZ--- ZY;
above +
number-excitation | hjg; (aja,takaj + a}a};akai) XiZZ - ZX;Zy,
YiZZ---ZY;Zy
o t ot t ot QY ZzZz. .. zQEY) T
double-excitation | hjjii(a; ajara; + a a,a;a;) 10 27 70T

Table 4.1: Types of electronic structure Hamiltonian terms, showing their fermionic
forms and the resulting one or more Pauli terms. All indices i, j, k,[ are assumed
to be distinct: otherwise the distinct types can collapse into each other. In the last
line, all products are tensor products, and each Q°Y) is either X or Y such that
an even number are X (so an even number are Y as well).

4.6 Appendix: choosing noncontextual sub-Hamiltonians

from molecular electronic-structure Hamiltonians

The electronic structure Hamiltonian may be represented in terms of Pauli opera-
tors via several fermion-to-qubit mappings. It may also be represented in terms of
Majorana operators. From the perspective of CS-VQE, which of the above we use
has no formal effect on the performance of the algorithm (although it may matter
in practice on a noisy quantum computer), since JW, BK, and parity mappings all
map Majorana terms one-to-one onto Pauli terms, and the resulting commutation
relations and spectral properties are identical. Therefore, in this appendix I will
use the Jordan-Wigner mapping so that qubits are equivalent to fermionic modes,

bearing in mind that this choice is in fact without loss of generality.

4.6.1 Types of Pauli terms in electronic structure Hamiltonians

Table 4.1 gives the different types of Pauli terms that appear in the electronic

structure Hamiltonian, as well as the fermionic term types that they come from.
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We can derive Table 4.1 as follows. Fermionic number terms have the form
hiia;rai, (4.49)
which in the JW mapping becomes
hii%(l _ 7). (4.50)

Hence, the nontrivial Pauli terms corresponding to fermionic number terms are
single-qubit Z operators.

Coulomb/exchange terms have the form

hijjz'ala}ajai = hijjia}ajagai- (4.51)

In the JW mapping, this becomes

1 1
hijjiz(l — Zi)(1 = Zj) = hijjiz(l —Zi — Zj + Z; Z;). (4.52)

Single-excitation terms have the form

1 1
hij(alaj+ala;) = hij(afa;—aial) = hy; 5(613 —a;)(a} + a;) - 5(“1 +a;)(al - a;)
(4.53)
In the JW mapping, this becomes
1
Shi(iZZ - 2Y; + XiZZ - X)), (4.54)
Number-excitation terms have the form
Rk (azaiakaj + a}aiakai) = hikkj(azaj — aia;)azak
Loy i Lo i i (4.55)
= Nikkj i(ai - ai)(aj +aj) — §(ai + ai)(aj —aj)| ajai.
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In the JW mapping, this becomes

1
Lk (iZZ - 2Y; + X 22 ZX;)(1 - Z). (4.56)

Double-excitation terms have the form

T.1

hijkl(ai aj f

axa; + a; alzajai) = hijkl(aga;akal + aiajaza;[). (4.57)

In the JW mapping, this becomes

1 . . . .
Ehzjkl [(Xz - Z}/Z)ZZ s Z(X] - Z}/})(Xk + ZYk>ZZ s Z(Xl + ZY;)

V(X +iY)ZZ - Z(X +iY)) (X — iY3) 22 - Z(X) — in)]
1
= Zhiju [XiZZ IX X} 2D ZX) — X 2D XY D - ZY,
8 (4.58)
+ XiZZ - DY XpZZ - 2V + X Z 7 - ZYYi 22 - 2 X,
N YiZZ ZX; X D2 DY+ ViZ D ZX Ve D2 - T X

~-Y 27 - Z2Y; X ZZ - ZX Y22 - ZY; V47 - ZY .

The above is slightly imprecise, because exactly where the strings of Zs should fall
depends on the ordering of i, j, k,l (the above implicitly assumes i < j < k <[ or
i > j >k >1). However, since we only care about the form of the terms, we can

note that all Pauli terms have the form
QWM zz ... z2QWN T . 1Q¥YZ7 ... 2QXY), (4.59)

where all products are tensor products and each QXY is either X or Y such that

an even number of them are X (so an even number are Y as well).

4.6.2 Possible choices for the noncontextual sub-Hamiltonian

The possible types of Pauli terms given in Table 4.1 dramatically restrict the forms of
noncontextual Hamiltonians we can see. We will list several “maximal” possibilities,

where “maximal” means that adding any single additional term to one of these
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Hamiltonians would make it contextual.

4.6.2.1 Diagonal terms + one single-excitation and associated number-

excitations

This is one of two types of maximal noncontextual Hamiltonian we obtain if we
insist that it include all of the diagonal Pauli operators, i.e., that it contain all
number and Coulomb/exchange terms. The corresponding Pauli terms are single-
qubit Zs acting on all qubits, and ZZs acting on all pairs of qubits. Suppose we
add one single-excitation. This contains X X and Y'Y, both acting on the same pair
of qubits, as well as strings of Z operators acting on other qubits. Both of these
anticommute with the same subset of the diagonal Pauli terms, and commute with
the remainder. Hence, the diagonal Pauli terms that they anticommute with must
form one clique, and the two terms coming from the single-excitation must be in
the other clique.

Any other single-excitation contains X X and Y'Y acting on some other pair
of qubits. These will anticommute with some strictly different subset of the diagonal
Pauli terms (this is easy to see among the single-qubit Zs). Therefore, by the same
argument as above, in order for this new single-excitation to be included in the
noncontextual part, this other new set of diagonal Pauli terms would have to form a
distinct clique, but this is impossible because they commute with the diagonal clique
defined by the first single-excitation. Hence, once one single-excitation is included,
no others can be.

A similar argument rules out including any double-excitations and any num-
ber excitations besides those containing the same excitation as the single-excitation
we have chosen. These can be included, since the resulting Pauli terms are the
same as those corresponding to the single-excitation, but simply multiplied by some
additional single Z. Hence, the maximal noncontextual Hamiltonian obtained by
including all diagonal terms and one single-excitation includes all of the correspond-
ing number-excitations as well, and nothing else. Note that the same argument

applies if we instead add one number-excitation to the diagonal terms, and the re-
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sulting noncontextual Hamiltonian is the same as if we had added the corresponding
single-excitation. This is the type of noncontextual Hamiltonian suggested in the

summary section above as the best choice for CS-VQE.

4.6.2.2 Diagonal terms + one double-excitation

Suppose we again insist that the noncontextual Hamiltonian contain all diagonal
Pauli terms, but now add one double-excitation instead of one single-excitation. As
for the single-excitation, since the double-excitation includes commuting terms of the
form XX XX, XXYY, or YYYY with additional strings of Zs, it defines a subset
of the diagonal Pauli terms that anticommute with all of these and thus must form
one of the cliques. The other clique can contain only the terms corresponding to
the chosen double-excitation, since there is nothing analogous to number-excitations
for double-excitations. No single-excitations or number-excitations can be included,
because all of them would define different cliques among the diagonal Pauli terms, as
discussed in Section 4.6.2.1. Thus the maximal noncontextual Hamiltonian obtained
by including all diagonal Pauli terms plus one double-excitation is exactly that: no

more terms can be included.

4.6.2.3 Two-cells

The above two subsections cover all possible maximal noncontextual Hamiltonians
containing all diagonal Pauli terms. Hence, in order to obtain more possibilities, we
must begin to restrict to subsets of the diagonal terms. As an example, suppose we
partition the qubits up into pairs that we can refer to as cells. We then include terms
corresponding to single-excitations acting on each cell, double-excitations where
each excitation in the term acts on a single cell, and number Coulomb/exchange,
and number-excitation operators acting only on one particular cell (in the number-
excitation case, meaning that the single-excitation in it can act on any other cell
but the number operator must act on the chosen ‘special’ cell). Without loss of

generality we can label the qubits in that particular cell as 0 and 1 and let all the
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cells be labeled by pairs of adjacent qubit indices, so the included Pauli terms are

Zo, Zv, Zo 21,

XoX1,YoY1, Xo X3, YoYs, Xy X5, YaYy, ...,

ZoX2Xs, 21 X2 X3, ZoYaYs, 21YaYs, ZoXu X5, Z1 X4 X5, ZoYaYa, Z1YaYy, ..., (4.60)
XoX1X2X3, XoX1Y2Y3, YY1 X0 X3, YoY1Y2Y3,

XoX12923 X3 X5, X0 X1 29Z3Y4Y5, Yo Y1 2223 X4 X5, YoY124223Y4Y5, ...

The resulting noncontextual structure is

Z ={ZoZ1} U{X2X3,YoY3, X4 X5, YaVs, X6 X7, YsY7,...}7,
Cr=A{%y, Z1} - { X2 X3,Y2Y3, X4 X5, Y, Y5, X6 X7, Y6Y7, ...}, (4.61)

Cy = {Xo X1, YoY1} - {XoX3,YoY3, Xu X5, YaYs, Xe X7, Y6Y7, ...},

where products of sets denote the sets of all products of operators, one from each set
(and thus the square of a set denotes the set of products of pairs in the set). This is a
viable noncontextual subset of the terms that includes a much larger number of ex-
citations and double-excitations than our previous subsets. However, for molecules
near their equilibrium nuclear configurations the diagonal Pauli terms, correspond-
ing to number and Coulomb/exchange fermionic terms, dominate the coefficient
weight, which leads to the above subset yielding dramatically different spectra and
eigenbases than the original molecular Hamiltonians it is derived from. Hence, this is
not a good choice for CS-VQE. While a complete categorization of all possible forms
of maximal noncontextual subsets in electronic structure Hamiltonians has not been
carried, the above example illustrates how, once more than one single-excitation has
been included, many number and Coulomb-exchange terms must be excluded. By
the argument we have just made, we expect that excluding number and Coulomb-
exchange terms will lead to stronger errors, at least for molecules near equilibrium,
than excluding most single- and double-excitations, so in such cases we believe that

one of the first two subsets above, which include all number and Coulomb-exchange
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terms, is likely to be optimal.
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Chapter 5

Variational quantum
eigensolvers for sparse

Hamiltonians

5.1 Introduction

Methods that approximate energy eigenvalues, such as VQE and quantum phase
estimation Section 1.3.3, rely on efficient representations of the Hamiltonian. As
discussed in Section 1.3.1, three such representations are widely used: linear com-
binations of Pauli operators (which can efficiently represent all local Hamiltonians),
sparse Hamiltonians, and linear combinations of unitaries. The sparse Hamiltonian
input model strictly generalizes linear combinations of Pauli operators, since as dis-
cussed in Section 1.3.1, each Pauli operator in the linear combination is one-sparse,
so if there are N of them in total, the resulting Hamiltonian is at most N-sparse.
In variational quantum eigensolvers to date, the Hamiltonian input model has
been restricted to linear combinations of Pauli operators (1.19), which we reproduce

here for convenience:

N
H=> hP, (5.1)
=1

where the h; are real coefficients. On the other hand, other types of quantum
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simulation algorithms for sparse Hamiltonians have undergone extensive study (see
Section 1.3.2 and [ATS03, CCD*03, BACS07, Chil0, CK10, CK11, BC12, CW12,
BCCT*14, BCK15, BCC'15, LC17, LW18, LC19, BCS*20]), culminating in algo-
rithms with optimal (for time-independent Hamiltonians) [LC17, LC19] or near-
optimal (for time-dependent Hamiltonians) [BCS*20] scaling with all parameters.
In these algorithms a d-sparse Hamiltonian is accessed via a pair of oracle uni-
taries O, and Oy as defined in (1.21) and (1.22), which we also reproduce here for

convenience:

Oz, i) = |z, y(z, 1)), (5.2)

where z is the index of a row in H (i.e., a basis state in the chosen basis), ¢ € [k],

and y(z,1) is the index of the ith nonzero entry in row z of H;

OV|$7ya0> = |$ayasz>7 (53)

where H, is the value of entry x,y in H. The Hamiltonians are given via these
oracle unitaries for the sake of modularity: the sparse Hamiltonians are very general,
so oracle queries provide a standardized formalism for accessing them.

As discussed in Section 1.3.3, the VQE algorithm comprises two main compo-
nents: a quantum subroutine for estimating the expectation value of a Hamiltonian
of interest for some parametrized ansatz state, and a classical outer loop that updates
the parameters of the ansatz in order to minimize the expected energy [PMS™14].
The quantum subroutine is implemented by separately estimating expectation val-
ues of the terms in the Hamiltonian under some decomposition, which up to this
point has always been the Pauli decomposition (5.1).

In this chapter, we extend VQE to sparse Hamiltonians, the possibility of
which was briefly discussed in the appendix of [PMS*14]. We decompose sparse
Hamiltonians into linear combinations of self-inverse one-sparse Hermitian matrices.
We then show how to estimate expectation values of these one-sparse terms using two

ansatz state preparations and calls to the oracle unitaries defining the Hamiltonian
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terms. We will show that our algorithm requires at most six oracle queries per
measurement circuit.

The class of sparse Hamiltonians that admit description by oracles of the
forms (5.2) and (5.3) is much broader than the class of local Hamiltonians, which
admit efficient Pauli decompositions and are thus simulable by standard VQE. To
prove that local Hamiltonians are a subset of sparse Hamiltonians with efficient
oracle descriptions, it is enough to give oracle descriptions of the Pauli operators,
which we do explicitly in Section 5.6.1. Hence for any local Hamiltonian, we could
first decompose it into Pauli operators [JW28, BK02, SRL12|, and then simulate
each Pauli operator using sparse VQE. All electronic structure Hamiltonians that
can be simulated using standard VQE can be simulated using sparse VQE in this
way. This also provides an example of oracles with simple implementations that are
appropriate for NISQ devices.

However, when a Hamiltonian has an efficient Pauli decomposition, it is not
a good candidate for sparse VQE because the measurement scheme in Section 5.2
requires an extra qubit and an extra ansatz preparation compared to measuring
the Pauli terms directly. The cases of real interest for sparse VQE are Hamiltonians
that are sparse and admit efficient oracle implementations, but do not admit efficient
Pauli decompositions.

One such case is a Hamiltonian that includes bosons and is represented in a
direct encoding [KKG™22], in which the occupation of each mode is stored in binary
in its own register of qubits. Bosonic creation and annihilation operators in this
encoding are naturally represented in terms of Weyl-Heisenberg shift operators but
not as Pauli operators because the occupations of modes can be larger than one.
In Section 5.6.2, we give explicit implementations of oracles for this case. These
implementations can be combined with the oracles for Pauli operators to handle
Hamiltonians that act on both fermions and bosons.

The class of sparse Hamiltonians is very large, and we will not attempt to
give an exhaustive list of all theories that can be addressed within it. However,

two more examples are as follows. The first is quantum field theory in compact
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encoding [KKGT22, KHKL21], in which only the occupations of occupied modes are
stored, providing asymptotically optimal space efficiency. Oracles for field theories
in compact encoding are explicitly constructed in [KHKL21]. The second example is
the CI-matrix representation of quantum chemistry, for which oracles are explicitly
constructed in [BBST17].

The number of gates and depth of circuits required by the oracles in [KHKL21]
and [BBST17] are larger than those required for Pauli operators or for quantum
field theory in the direct encoding. Implementation of these oracles in the NISQ
era would require extensive error mitigation or significantly improved physical gates
and qubits. However, sparse VQE will become possible before other sparsity-based
simulation algorithms [BACS07, BC12, BCC*14, BCK15, BCC*15, LC17, LC19,
BCS™20], because these require more coherent queries to the same oracles.

In Section 5.2 we describe the basic structure of VQE for Hamiltonians that
can be decomposed into self-inverse one-sparse Hermitian terms that possess efficient
circuit representations. In Section 5.3, we describe methods for obtaining such
decompositions. Then in Section 5.4, we explain how to construct efficient circuit
representations of the resulting terms. These methods permit the implementation
of efficient VQE procedures for sparse Hamiltonians. We close the chapter with
some discussion and directions for future work in Section 5.5. This chapter is based

on [KL21].1

5.2 Sparse VQE

VQE was first used to estimate expectation values of the Hamiltonian [PMS™14].
However, many other quantities are of interest given an ansatz state that is a
good approximation to the ground state or other energy eigenstate. For exam-
ple, [KKGT22, KJKT21a, KJK"21b] study various properties of composite parti-
cles in interacting quantum field theory. Properties such as the invariant mass,

mass radius, parton distribution function, and form factor are expectation values of

1©2021 American Physical Society, reproduced per Author’s Rights under the transfer of copy-
right agreement (https://journals.aps.org/authors/transfer-of-copyright-agreement).
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0"y — VIG;U

Figure 5.1: Hadamard test circuit realizing estimation of the real part of the matrix
element (0|VTG;U|0).

corresponding operators, whereas quantities such as the decay constant are matrix
elements between different states [KJKT21b]. We will therefore consider estimation
of quantities (¢|O]) for sparse operators O between ansatz states |¢) = V|0) and
|t)) = U|0) prepared by quantum circuits U and V.

We begin with a Hermitian operator that we assume has an efficient decom-

position into a sum of Hermitian, self-inverse, one-sparse terms Gj:
t
0= Z OéjGj (5.4)
j=1

where «a; are real coefficients and the number of terms ¢ is polylogarithmic in the
dimension of the Hilbert space on which O acts. If O can be efficiently decomposed
into Pauli operators, then the Pauli decomposition of O is an example of (5.4)
because the Pauli operators are self-inverse and one-sparse. The terms G; are both
Hermitian and unitary, and we further assume that an efficient quantum circuit for
each G; is known. Any operator O of the form (5.4) is sparse, and the number of
one-sparse terms t is an upper bound on the sparsity. In Section 5.3 we will explicitly
show how to construct a decomposition as in (5.4) for any arbitrary sparse Hermitian
operator. However, for the purpose of this Section it is enough to assume that it is
possible, because the actual VQE implementation is agnostic to the method used to
obtain the decomposition.

Given (5.4) we perform M Hadamard tests of the operators VIG,;U via the

circuit shown in Fig. 5.1. This circuit has a state register of n qubits initialized in
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the all zeros state |0™) and a single ancilla register initialized in the state

_ 10y +11)
+) = 5 (5.5)

The first operation is application of VTGJ-U controlled on the ancilla qubit. The
second operation is a single qubit Hadamard gate applied to the ancilla qubit. After

application of this circuit, the probability of observing zero on the ancilla qubit is:

(1 + Re<on|vTGjU|o”>) : (5.6)

N | =

p(0) =

To replace the real part by the imaginary part of VTGjU in (5.6), replace the initial

|+) state of the ancilla by the state

0) — 1)

I~ =" (5.7)

After M repetitions of the circuit in Fig. 5.1, one obtains ng zeros and nq
ones from the measurement outcomes of the ancilla qubit. Some simple algebra
shows that the quantity (ng — n1)/M is an estimate of Re(0"|V1G,;U|0"). We can
therefore interpret ancilla outcome b as determining a random variable with value
(—1)°. The analysis of the variance of these estimates and hence the scaling of
M for given O and precision € proceeds exactly as for Pauli decompositions (given
in [MRBAG16, RBM18b]), so the required M for precision € scales as €~2.

In this section we have given the extension of VQE to matrices that can
be efficiently decomposed into self-inverse one-sparse Hermitian terms described by
efficient quantum circuits®. Estimation of a matrix element of a self-inverse term G
between two ansatz states U]0™) and V'|0™) is accomplished by controlled application
of the ansatz circuits UT and V as well as G ;. For estimation of expectation values

we have U = V and twice as many ansatz preparations are required as for Pauli

?Note that the linear combinations of unitaries input model (Section 1.3.1) is defined as a list of
quantum circuits together with a list of coefficients, so by using a Hadamard test we can immediately
implement VQE for LCU Hamiltonians as well, as long as we can implement controlled versions
of block-box unitaries. While this is impossible in general, given circuit decompositions of those
unitaries it is generally possible [AFCB14, FDDB14, GST20].
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decomposition VQE. The necessity of these extra preparations is apparent when one
notes the capability to also estimate matrix elements between distinct states. In the
remainder of the chapter, we will focus on Hamiltonians for easier comparison to
prior literature on sparse Hamiltonian simulation, but all of our results will apply
to general sparse, Hermitian observables. We will discuss obtaining the necessary
sparse decompositions in Section 5.3, and efficiently applying the resulting operators

in Section 5.4.

5.3 Obtaining sparse decompositions

Access to a d-sparse Hamiltonian is provided by the oracles Oy, and Oy as defined
in (5.2) and (5.3). In the case that H is one-sparse we can simplify the action of
Or:

Orlz,0) = [z, yz), (5.8)

where y, is defined to be the column-index of the single nonzero entry in row x
(corresponding to i = 0).

Given a d-sparse Hamiltonian, we wish to decompose it into a polynomial
number of one-sparse, self-inverse, Hermitian terms. In some cases of interest, most
notably fermionic Hamiltonians in second-quantized form, we already have a de-
composition into one-sparse Hermitian terms. A Hamiltonian expressed in second-
quantized form is a polynomial of some set of ladder operators for various particles
or modes. The basis for the Hilbert space is given by the occupation number (Fock)
representation for each of the modes. Each term in the Hamiltonian is a monomial
of ladder operators, which for fermions in the Fock basis is one-sparse since its ac-
tion as a linear transformation is to map each single Fock state to some scaling of a
single Fock state. Therefore, the fermionic Hamiltonian in the occupation number
basis is at most d-sparse if it contains d terms, so assuming the number of terms is
polynomial in the number of qubits, so is the sparsity.

Ladder operator monomials are in general not self-inverse, nor are they Her-

mitian. However, for each ladder operator monomial present in the fermionic Hamil-
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tonian, its Hermitian conjugate must also be present, and each such pair together
is one-sparse and Hermitian. One-sparseness follows because for a fermionic ladder
operator monomial, any given state is mapped to zero by either the monomial or its
conjugate (or both); this in fact extends to any Hamiltonian that contains fermionic
ladder operators with nonidentity action in every term, even if bosonic operators
are also present. To obtain a decomposition into one-sparse terms that are also

self-inverse, we use the following Lemma:

Lemma 5.1. Any one-sparse Hamiltonian HWD may be expressed up to to L bits

per real and imaginary part of each entry as a linear combination of

4L =4 {logQ (‘[ ”H7 Hm‘“ﬂ (5.9)

one-sparse, self-inverse Hamiltonians Gj, where 7y is the resulting error in maz-
norm. The Oy, oracles for the G are the same as the Oy, oracle for HW | and the

Oy oracle for any G; may be computed using two queries to the Oy oracle for HW,

Remark 5.1. Note that |[H(")|.c denotes the max-norm of H(, defined to
be the maximum magnitude of any entry in H()), which is upper-bounded by

1Mo [CK10].

Proof. Let A denote the least power of two that is greater than |[H™M|/,ax, the
maximum magnitude of any entry in H(). Define CR¢! and C™! as the matrices of
Ith bits of the real and imaginary parts of H(1) (each of which is assumed to begin

with the bit corresponding to A/2), so
LA
w5 (e i), o
=1

where the approximation is due to cutting the entries off at L bits. The error in

max-norm in (5.10) is upper-bounded by

A H max
N S Ll

2L+1 - oL ’

(5.11)
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since upon truncating to L bits both the real and imaginary part in any entry may
incur an error at most ZLAﬁ, giving a total error of at most \/525% in any entry,
and A < 2| HW||pax.

Let j; be the index of the single nonzero entry in row i of H®) (or if there

is no nonzero entry in row ¢, let j; be whatever index is computed by applying the

Oy, oracle for H (1)). In terms of this, let us entrywise define the operators GReb+
as follows:
(
1if Ot =1,
Re,l,+ ,
Gt =91 if C’Ef’l =1,

+1 if O =0
\ K3
(5.12)
1 if Re[Hi(jl)] > (0 and bit [ of Re[Hi(jli)] is 1,

%

=4 —1 if Re[H{'] <0 and bit [ of Re[H}] is 1,

i

+1 if bit [ of Re[H,}] is 0,

and let all other entries in GR®L* be zero. Let the operators G™4% be defined
similarly in terms of the C™ or the imaginary parts of the entries in H("). From

these definitions it follows immediately that

1
CRe,l — 5 (GRB,Z,+ + GRB’L*) (513)
and
1
CImJ — 5 (Glm,lff' + G1m7l7_> (514)
for each [, so
S\
HO ~ Z S (GRe,l,+ 4+ GReb— 4 jgimbt 4 Z'Ghn»lv—) , (5.15)
I=1

with the error still given by (5.11). The operators GR®b* and GI™ 5+ have nonzero

entries exactly where H(®) does, so they are one-sparse, and all of their nonzero
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entries are +1. Therefore, they are not only one-sparse, but self-inverse as well, so
(5.15) is our desired decomposition. The G in the lemma statement are the GRel—
and GI™b+ 5o j is a multi-index denoting the superscripts in the latter.

(5.15) contains 4L terms, and the error in max-norm is upper bounded by

(5.11). This means that to achieve some target error v, we require

L= {ng (ﬁHH;)”ma"ﬂ (5.16)

bits in the real and imaginary parts of each entry, so in terms of v the number of

terms in the decomposition is

4L =4 {10g2 (Wﬂ , (5.17)

as claimed.

Lastly, by construction the nonzero entries in GR®5* and G™b* for each I
appear in the same locations as the nonzero entries in HY, so the Oy, oracles for
each GRebE and GI™L+E are the same as the Oy, oracle for H). To compute the
Oy oracle for a given GR®b* | we first query the Oy oracle for the same entry in
H®W | which returns the value H i(jl) of that entry in an ancilla register. Then we can

GRebLE ysing the formula in the second part of

evaluate the corresponding entry in
(5.12): this is a three-qubit operation in which a single qubit storing the sign of the
entry may be flipped, controlled on both the qubit storing the sign Re[H Z-(jl)] and the
qubit storing bit  of Re[Hi(jli)}. Finally, we uncompute Hi(jl) using a second query to
the Oy oracle for H,

O]

Before moving on with the section, it will be worthwhile to go through an
example of the construction in the proof of Lemma 5.1. Suppose for simplicity that

the input one-sparse Hamiltonian is scaled so that all entries have norm less than
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1. First, split it into real and imaginary parts. Then for example if the real part is

0 0 0.110 0
R 0 —0.101 0 0
ORe — , (5.18)
0.110 0 0 0
0 0 0 0.001

its decomposition into one-sparse, self-inverse, Hermitian operators would be

0 0 0.110 0
0 —0.101 0 0

0.110 0 0 0
0 0 0 0.001
0 0 10 0010 0 0 00
1{o -1 00| 1{o0o0o0 0 -1 00
=3 - 41
1 0 00 1000 0 0 00
0 0 00 0000 0 0 01
oo ooz oRes
0 0 10 0 0 1 0 0010 0 0 1 0
1{o -t 00| 1o =10 0o 10100 1|/0 10 0
== +- +3 +3
1 0 00 1 0 0 0 1000 1 0 0 0
0 0 01 0 0 0 -1 0001 0 0 0 -1
e . e e
0 0 10 0 0 —-10
1{o -t ool 1[0 -1 0 o0
+E1000+E 1 0 0 0
0 0 01 0 0 0 1
GRe.3.+ GRe.3,—

In words, the first step is to decompose into the matrices of first (CR®!), second

(CR®2) and third bits (C®®3). This makes each row and column have norm either
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zero or one. The second step is then to split each of the matrices of bits into two, so
that each row and column has exactly one +1 in it. For example, C®®! is replaced
by (GReL+ 4 GReL=) /2 where GR®1+ the entry in CR®! that is nonzero in CR®
is replaced by +1 if it is zero in C®®! and in GR®LT it is replaced by —1. This
makes each row and column have norm one, as desired.

LE using

We also need to construct an oracle for any one of the terms GR®
oracle queries to CRe. Let Oy, and Oy denote the oracles for CR¢, and let Oge’l’i
and O‘lje’l’i denote the oracles that we want to construct. As illustrated by the
above example, Oge’l’i = Oy, for all [, £ (i.e., the nonzero entries are in the same
places in all of the GR®\* as in CR¢). For O‘P}e’l’i7 we want to simulate its action on

some pair of indices (z,y). For example, if (z,y) = (0,2) and we want to simulate

the action of 056’2’+...

=0,y =2) 2% 0,2, +0.110)

(5.19)
control on sign and 2nd bit after point ’0 2. 40.110 1>
The last qubit in the second line is the desired output of O‘P}e’2’+, so we would

subsequently uncompute the action of Oy. Second example: if (z,y) = (1,1) and

we want to simulate the action of O‘P,{e’l’”L...

z=1y=1) 2% |0,2,-0.101)

trol on sign and 1st bit after point (5:20)
control on sign and 1st bit after poin |0’2’_0.101’_1>.
Third example: if (z,y) = (1,1) and we want to simulate the action of 056’2’7...
Oy
z=1y=1 2% |0,2,-0.101)
(5.21)

control on sign and second bit after point

10,2, —0.101, —1).

Lemma 5.1 is constructive, so we can use the proof to decompose each Hermi-
tian conjugate pair of ladder operator monomials into one-sparse, self-inverse terms.

If N is the number of ladder operator monomials in the second-quantized fermionic
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Hamiltonian, the number of conjugate pairs is at most N/2, so Lemma 5.1 provides

a decomposition of H into a linear combination of at most

2N [logQ (%‘ﬂ (5.22)

one-sparse, self-inverse Hermitian terms, since the max-norm of each monomial is
upper-bounded by || H || max-

Beyond the case of fermionic second-quantized Hamiltonians we consider an
arbitrary d-sparse Hamiltonian that we only have oracle access to. This includes
the case of second-quantized Hamiltonians with both fermionic and bosonic modes.
In order to apply Lemma 5.1 we first decompose the Hamiltonian into one-sparse

terms:

Lemma 5.2 ([BCC*14], Lemma 4.4). If H is a d-sparse Hamiltonian, there exists
a decomposition H = 2?2:1 Hj; where each H; is Hermitian and one-sparse. An O,
query to any Hj can be simulated with two Op, queries to H, and an Oy query to

any H; can be simulated with one Oy query to H.

The proof (in [BCCT14]) is again constructive, so we can use Lemma 5.2 to
obtain Hermitian one-sparse terms H;, and then use Lemma 5.1 to approximately
decompose each of these into Hermitian one-sparse, self-inverse terms. The resulting

total number of one-sparse, self-inverse terms in the decomposition of H is at most

4d> |710g2 (ﬂHImeaXﬂ . (5.23)

Comparing (5.23) and (5.22), we see that in cases where either decomposi-
tion could be used, which one is preferable depends on half the number of ladder
operator monomials (IN/2) versus the squared sparsity (d?). For example, the light-
front Yukawa model studied in [KKG'22] leads to a second-quantized Hamiltonian
whose sparsity scales as ©(NN 2/ 3). This is sublinear because each ladder operator
monomial maps a large number of Fock states to zero in this model. However,

even though the sparsity is asymptotically smaller than N, the squared sparsity is
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d> = O(N 4/ 3), so for this example it is still better to separately decompose each
Hermitian conjugate pair of ladder operator monomials into one-sparse, self-inverse
terms using Lemma 5.1.

We use the decomposition provided by Lemmas 5.1 and 5.2 because it results
in terms that are one-sparse and unitary, and as we will see below, have entries +1 or
+i; the cost is that the decomposition itself is approximate. However, the resulting
terms can be implemented exactly using at most six oracle queries (see Section 5.4).
Alternative decompositions exist that avoid approximations in the decompositions
themselves (e.g., [CK11]), so it is possible that in future the method given above
can be improved if the terms in such a decomposition can be implemented using few

oracle queries.

5.4 Evolution under one-sparse unitary operators

The expectation value estimation method in Section 5.2 requires controlled applica-
tions of one-sparse, self-inverse, Hermitian operators; let G be such an operator. In
practice, G will be one of the operators G; obtained from Lemma 5.1. There is an
extensive body of methods for simulating sparse Hamiltonians [ATS03, CCD'03,
BACS07, Chil0, CK10, CK11, BC12, CW12, BCC"14, BCK15, BCC*15, LC17,
LW18, LC19, BCS'20], any of which could be used to implement the controlled
application of G. The fact that methods for simulation of time evolution generated
by sparse Hamiltonians can also be used for simulation of sparse unitaries was first
noted in [JWO09]. However, because G is one-sparse and self-inverse, we can use a
simpler method similar to the construction of the quantum walk operator in [BC12]
(see the proof of Lemma 4 in [BC12]).

Using the oracles Or, and Oy for G, we can apply G as follows: let |x)s

be any input computational basis state, and let |0)4,|0)4, be ancilla registers. The
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steps to apply G are: first,

Or,

12)510)a;10) ay > 7) sYa)ar10)ag (5.24)
O
— %) s1Y2) a1 | Gyy as (5.25)

where y, is the column-index of the single nonzero entry in row x of G, as in
(5.8). From the proof of Lemma 5.1 above, it follows that G, = +1 Vz,y, or
Gy, = +i V,y,. Whether the entries are £1 or +i is determined by j (where
G = Gj for some G; resulting from Lemma 5.1), which is evaluated in classical
preprocessing. Therefore, |Gy, )q, need only be a single qubit determining the sign,
and as our next step we can apply the entry G,,, exactly as a phase controlled by

|G'2y, )as, and then complete the implementation of G as follows:

controlled phase

Gwyz’x>s‘yr>a1|Gmyz>a2 (5.26)
oy'!
— Gy, [2)s]yr)ar|0)as (5.27)
= Gy, [Ya)s[) a1 10)as (5.28)
o;!
— Gy, [Y2)s510)a1[0)ay, (5.29)

where the last step follows because for a one-sparse, Hermitian operator, (5.8) im-
plies
Or|Yz,0) = |yz, ). (5.30)

The effect of these operations is to map

‘-73)5 — Gzyz|yx>s = G|$>s’ (5'31)

i.e., we have applied G to |z)s. This required four queries to the oracles: one
query each to Op, Oy, and their inverses. For ancillas, we required copying the
computational register s in the register a; to apply the Oy, oracle, and one additional

qubit in the register as to represent the sign of G, = %1, 4. In both queries and
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ancillas, these are the minimum requirements to apply the oracle unitaries at all.
Finally, recall that the one-sparse, self-inverse terms that we are estimat-
ing expectation values of were obtained via Lemma 5.1, above. However, the full
Hamiltonian is first decomposed into one-sparse terms H(Y) — either conjugate
pairs of ladder-operator monomials or via Lemma 5.2 — which form the inputs to
Lemma 5.1. From Lemma 5.1 we know that the Op, oracle for any of the G; is iden-
tical to the Oy, oracle for H). Also, from the proof of Lemma 5.1, we know that
the Oy oracle for any of the G; can be implemented by first applying the Oy oracle
for G; and then performing a single controlled operation (we would later undo both
of these steps to apply O(/l). Hence the number of queries to each H™M is still four,
each of which will either be implemented directly (in the ladder operator monomial
decomposition), or via one (for Oy ) or two (for Or) queries to the full Hamiltonian

oracles using Lemma 5.2. This gives a total of at most six oracle queries.

5.5 Conclusion

In prior work, the only Hamiltonian input model used in VQE has been decomposi-
tion into Pauli operators. In this chapter we have extended VQE to the case of sparse
Hamiltonians. We accomplished this by employing a variant of techniques previously
considered applicable to future fault-tolerant quantum computers [BCC*14]. For
sparse Hamiltonians, we have demonstrated how VQE can be implemented via a
decomposition into one-sparse, self-inverse Hermitian terms. As discussed in Sec-
tion 5.1, simulation of second-quantized Hamiltonians in condensed matter, high en-
ergy and nuclear physics, and in compact representations of quantum chemistry are
natural candidates for this sparse VQE method [AGDLHGO05, BBST17, KKG'22,
KJK*21a, KJKT21b, KHKL21].

This chapter focused on VQE, but the results may also be used in the context
of QAOA [FGG14]. QAOA to date treats classical objective functions that are
sums of local clauses, of which 3-SAT and MAXCUT are canonical NP-complete

examples. Classical objective operators are diagonal in the computational basis and
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hence naturally one-sparse. The techniques here would allow extension to the case
where the diagonal entries are given by more complicated classical functions. This
broadens the space of examples within which to search for quantum advantage and
also may provide practical advantages for problems with large locality such as the
travelling salesman problem. We leave the investigation of these ideas to future

work.

5.6 Appendix: oracle implementations for example ap-

plications

In this appendix, we give explicit implementations for the oracles used in sparse
variational quantum eigensolvers (VQEs) for the special cases of Pauli operators
and bosonic creation and annihilation operators. As described above, a Hamiltonian
H can be simulated using sparse VQE when it is sparse and admits description by
two oracles Op and Oy as defined in (5.2) and (5.3), which respectively give the

locations and values of the nonzero entries in H.

5.6.1 Oracles for Pauli operators

We first prove a result characterizing the locations and values of the nonzero en-
tries in arbitrary Pauli operators, then use this to construct oracles for the Pauli

operators.

Lemma 5.3. For any Pauli operator P =P, @ P, ®---® P, (for single-qubit Pauli

factors Py ), let a and b be length-n binary vectors defined bitwise as follows:

0 ifPo=1orZ,
ay = (5.32)

1 lka:X OTY,
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and

0 ifP.=1orX,
b,

(5.33)
1 ifP,=Y orZ.

FEquivalently,
Py, = bk X% 7%, (5.34)

Then for any row index expressed as a binary number x, the location y of the nonzero
entry in row x of P is

y=x®a, (5.35)

where @& denotes bitwise XOR. The value of the nonzero entry in row x of P is
pe = (=1)"*(=)*",, (5.36)

where - is the dot product in Zy, e.g.,

box=) bxg. (5.37)
k=1

Note that the binary vectors a and b are the symplectic binary representation of the

Pauli operators as in [Got97, Got98].

Proof. We first prove (5.35). For any computational basis state |i),

Pli)y=(PLQPa®--- @ Py)(i1) ® |i2) ® -+ R |in))
= Pl‘i1> & PQ‘iQ) K- Q& Pn’1n> (538)

= slj1) @ [j2) @ -+ @ |n) = [4)

for some s € {£1, +i}. In other words, each bit y in y is equal to the corresponding
bit x; in z, acted upon by the corresponding single-qubit Pauli operator Py in the
tensor factorization of P. If P is X or Y, then the bit is flipped, i.e., yr = x1 D 1;
otherwise, yx = z;. Hence,

Yk = T D a, (5.39)
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o)

1yo) = |0)

1)

ly1) = [0)
|yn—1> = ’0> ]

Figure 5.2: Circuit to implement

a) ——@

Or

4] ——¢

—o—

|z0)
_ lyo) = [0) —4
B |z1)
= |y)=10) —4
Gp—1

|Tn—1) —

—o—

’yn—1> = ‘O> —4

the Op oracle as given by

(5.46), for the Pauli

P(a,b) and input |,y = 0). zj is the kth bit in x, y; is the kth bit in y, and ay, is

the kth bit in a.

bo

—

|0)
b1

|z1)

bn—l

]

|Zn—1)

2) ——

A\
U

Figure 5.3: Circuit to implement the Oy oracle as given by (5.49), for the Pauli
P(a,b) and input |x)|z). zj is the kth bit in x, by is the kth bit in b, and |z) is a
single qubit. We do not show the register encoding |z @ a) as in (5.49) because the
action of the oracle does not depend on it.
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where a;, = 1 if P, is X or Y and aj = 0 otherwise. But this means that when we
combine the bits a; together into the binary vector a, we have exactly the definition
in (5.32), and our desired result (5.36) simply summarizes the bitwise relations (5.39)
for all k.

We now prove (5.36). First, note that P can be expressed as

P=sPPePP%. .. 2Py PP P e.. . gP%M) (5.40)

n

for some s € {£1, +i}, where each single-qubit Pauli matrix P,gX) is either I or X,
(2)

each single qubit Pauli matrix P,”’ is either I or Z. The value of s is determined

by the fact that ZX =Y, so for each k such that P,EX) = X and PIEZ) = Z we pick
up a factor of ¢ that needs to be cancelled on the right-hand side of (5.40). The
number of these factors is therefore a - b, so s = (—i)*® to cancel them.

The action of P on a computational basis state |z) is

Plz) = (-i)** (PP @ P ® --- @ PP))Jy)

(5.41)
= ()P ) © P o) @ - © PP |y).
In this expression, the tensor factor for the kth qubit is
(
P lyi) = ) A=t
(—1)% ) it B =2
B 1 i by = 0, (5:42)
RS
= (—=1)" ).
We can plug this back into (5.41) to obtain
Plz) = s ﬁ )" y) = (=1)"Y(=1)*"[y). (5.43)
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Hence

(~1)PU(=0)"? = (1) (00 ()t (5.44)

is the nonzero value in the xth column of P. We want the value in the zth row, but
by (5.35) transposing P simply corresponds to mapping x to = @ a, so the nonzero

value in the xth row of P is
(_1)b~(z@a€9a)(_i)a~b _ (_1)b~z(_i)a~b’ (5'45)

as desired.

O]

Using Lemma 5.3, the oracles for a Pauli operator P(a,b) are defined as

follows:

Orlz) = |z, @ a), (5.46)

Ovlz,y)|z) = |z,y)|z © Hay). (5.47)

Note that there is no argument 4 in (5.46), unlike (5.2): this is because there is
only one nonzero entry per row in a Pauli operator, so there is no need to index the
nonzero entries. The binary vectors a and b are defined in terms of P(a,b) as in

(5.32) and (5.33), respectively, and

()P (=)t ity =z @a,
H,, = (5.48)

0 otherwise.

Recall that for sparse VQE, one only needs to evaluate Oy for states that are the
output of Or. Also, the factor of (—4)%? in the first case above is an overall phase
that we can compute classically, so to encode the matrix element it is enough to
compute (—l)b'x on the quantum computer. Hence, in fact we will only ever need
to compute

Ovlz,z @ a)|z) = |z, z & a) ‘z@ (—1)b~m>, (5.49)
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where |z) is a single qubit that encodes +1 as

+1+—0), (5.50)

-1+ 1).

Oy, as given by (5.46) is implemented via a single layer of CNOTSs and a single
layer of classically controlled NOTs, as shown in Fig. 5.2. Oy as given by (5.49)
is implemented via a sequence of CNOTSs (which are also classically controlled), as

shown in Fig. 5.3.

5.6.2 Oracles for Bosonic operators

As our second example of oracle implementations, we consider a Hamiltonian that
acts on M bosonic modes, each of which is encoded in N qubits. For simplicity,
assume that the cutoff A on the occupation of each mode is a power of two, so
N = logy A. Assume that the bosonic Hamiltonian is written as a polynomial in
the creation and annihilation operators a;r, and a,, where p indexes the mode acted
upon. We want to give oracles for each monomial in the Hamiltonian, since in that
case we can use sparse VQE to estimate their expectation values, and hence the
expectation value of the Hamiltonian.

These oracles will turn out to involve only binary arithmetic operations on
the mode occupation encodings. Reversible arithmetic is an important subroutine
in many quantum algorithms, so various compilers have been designed specifically
for this purpose, see for example [JPK™14]. However, for completeness we will give
details below of how to implement the specific operations required for the present
case.

First consider the location oracle Oy. A monomial of creation and annihi-
lation operators is one-sparse in the Fock (occupation number) basis, so given any
input Fock state (encoded in qubits as above), we just need to identify the single
outgoing Fock state under the action of the monomial. Assuming the monomial is

normal ordered, we first have a sequence of annihilation operators, then a sequence
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Figure 5.4: Circuit to implement |w)|w’ = 0) — |w)|w’ = w & v), for a classical bi-
nary number v and a binary number w stored in qubits. w represents the occupation
of a mode in the input state x; wy_1 is the most significant bit and wy is the least.
w’ represents the occupation of the corresponding mode in the output state, which
is initially set to |0). The circuit shown is for five bits in w and w'; to generalize
to N bits, one should extend the ‘adds’ column and continue to cascade the ‘carry’
blocks as in the example above. If there is a carry from the most significant bit,
it means that w’ has reached or exceeded the occupation cutoff. Therefore, we flip
the ‘mult’ qubit from |1) to |0) if there is a carry from the most significant bit: the
matrix element will later be multiplied by the value of the ‘mult’ qubit, so this sets
the matrix element to zero when the occupation reaches the cutoff.
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Figure 5.5: Circuit to implement |w)|w’ = 0) — |w)|w’ = w S v), for a classical bi-
nary number v and a binary number w stored in qubits. w represents the occupation
of a mode in the input state x; wy_1 is the most significant bit and wy is the least.
w’ represents the occupation of the corresponding mode in the output state, which
is initially set to |0). The circuit shown is for five bits in w and w'; to generalize
to N bits, one should extend the ‘adds’ column and continue to cascade the ‘carry’
blocks as in the example above. If there is a carry from the most significant bit,
it means that w’ has reached or exceeded the occupation cutoff. Therefore, we flip
the ‘mult’ qubit from |1) to |0) if there is a carry from the most significant bit: the
matrix element will later be multiplied by the value of the 'mult’ qubit, so this sets
the matrix element to zero when the occupation reaches the cutoff.
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of creation operators. For any one of these operators, the mode it acts upon is
specified classically, so we just need to either decrement (for annihilation operators)
or increment (for creation operators) the occupancy w of the mode. The occu-
pancies of the modes are encoded as binary numbers, so these operations are just
binary addition or subtraction of the number of copies of the operator acting on
the mode. For a given monomial, we determine classically what the corresponding
additions or subtractions for each mode are. On the quantum computer, then, we
just need to implement these classically-controlled circuits. Circuits to implement
these operations are given in Fig. 5.4 and 5.5.

We now describe the action of the increment circuit Fig. 5.4 on computational
basis states: the action on generic states is obtained by linearity. The first column of
CNOTs copies (in the computational basis) the input occupation |w) to the register
|w') that will end up storing the output occupation. The column labeled ‘adds’
then adds each bit of the classical number v to the corresponding bit in w’. The
first ‘carry’ block then adds the bit carried from the zeroth place to w]: the carried
bit from the zeroth place is 1 if and only if v9 = 1 and w; = 0 (in which case wy
must be 1). Subsequent ‘carry’ blocks add the bit carried from each place to the
next more significant place. Within each ‘carry’ block (after the first), there are two
components. For a given place k, if wy, = 1 and wj, = 0, then either vy =1 or there
was a 1 carried from the previous place (but not both), and either way there is a
1 carried to the next place: this is the first multiply-controlled-NOT in the ‘carry’
block. If w;, = wy and vy = 1, then there must have been a 1 carried from the
previous place, so there is a 1 carried to the next place: the remaining three gates in
the ‘carry’ block implement this operation. However, if wj, = wy, and v, = 0, then
there cannot have been a 1 carried from the previous place, so there is no 1 carried
to the next place. Similarly, if wy = 0 and wj, = 1, then either vy = 1 or there
was a 1 carried from the previous place (but not both), and either way there is no
1 carried to the next place. The multiply-controlled-NOTs in each ‘carry’ block are
mutually exclusive, so at most one bit is carried to the next place. The logic in the

decrement circuit Fig. 5.5 is similar.
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From Fig. 5.4 and 5.5 we can see that each circuit for N bit occupations
requires N NOTs (classically controlled), 4N — 2 CNOTSs (including both control
conditions), and N — 1 Toffoli gates (controlled on |0) in the first control and |1)
in the second control). One such circuit will be required for each distinct mode
acted upon by the creation and annihilation operators in the Hamiltonian term
(monomial), so if there are f creation and annihilation operators in the term then

implementing O, requires at most

(6N —3)f (5.51)

gates and f ancilla qubits (the ‘multiplier’ qubits).

As discussed above, all that is required to implement the Op, oracle for a
creation/annihilation operator monomial is a sequence of the occupation increment
and decrement circuits given in Fig. 5.4 and 5.5. For the Oy oracle for the monomial,
we have to calculate the value of the matrix element between some input state Fock
state encoded in qubits |x) and its image |y) under the action of the oracle, which we
will have already computed using Or,. The action of a single creation or annihilation

operator acting on a bosonic mode with occupation w is given by

alw) =vVw+ 1w +1), aw) = vVww - 1), (5.52)

assuming w + 1 is still below the occupation number cutoff. Hence, the matrix

element of a product of creation and annihilation operators is

Nout—1 Nip—1

(020 o) () o), 55

(v)

where the w,;”’ are the occupations of the modes in the output state |y) whose oc-

(z)

cupations are incremented by the monomial, and the w;”’ are the occupations of

the modes in the input state |z) prior whose occupations are decremented by the

monomial. When all of the occupation number changes for single modes are plus
() (v)

one or minus one, the variables w,”’ and w;”’ in (5.53) can be read directly from
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|z) and |y). When multiple particles are created in the same mode, the occupations
appearing in the product should be those immediately after the corresponding cre-
ation operator is applied, and when multiple particles are annihilated in the same
mode, the occupations appearing in the product should be those immediately before
the corresponding annihilation operator is applied. Thus in either of these cases,
additional addition or subtraction circuits as in Fig. 5.4 and 5.5 will be required to
compute the variables in (5.53). If any of the ‘multiplier’ qubits computed by Op,
are |0), then the whole matrix element should be 0.

To compute the value of the matrix element given by (5.53) once the variables
have been determined, we require n, + nouwt — 1 multiplications followed by a square-
root operation. Reversible circuits for multiplication are given in e.g. [PRM18], the
simplest of which requires 4W?2 —3W Toffoli gates and linear ancilla space, where W
is the number of qubits used to store the value of the matrix element in (5.53) prior
to taking the square-root. Hence to implement all ni, +nout — 1 of the multiplications
requires

(4W?2 — 3W) (nin + Nous — 1) (5.54)

Toffoli gates and
W (nin + nout + O(1)) (5.55)

ancilla qubits, because the multiplications are not in place and thus the partial
products are stored at each step. Note that since we only use the matrix element
to compute the phase to be applied to the state, as described in Section 5.4, the
fact that the ancillas are not uncomputed during the multiplications is no problem
because the entire matrix element will be uncomputed after controlling the phase.
A reversible circuit for square-root is given in [SR11], requiring %WQ +TW —2
elementary gates and %WQ + 3W — 2 ancilla qubits. Hence the total gate cost of the
matrix element oracle Oy is

O(fw?) (5.56)
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and the number of ancilla qubits required is
O(fW +W?), (5.57)

where W is the number of bits in the matrix element and f is the number of creation

and annihilation operators in the Hamiltonian term.
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Chapter 6

Oracles for sparse Hamiltonians

in compact mapping

6.1 Introduction

In this chapter we describe a framework for simulating second-quantized Hamil-
tonians on quantum computers. Hamiltonians in second-quantization are ubig-
uitous in quantum chemistry, many-body physics, and quantum field theory, all
of which are target applications for quantum simulation. Fermionic Hamiltonians
with fixed particle number admit simple encodings in the Pauli basis [JW28, BK02,
SRL12] as discussed in Section 1.3.1, and these have been the focus of many quan-
tum simulation experiments to date [AGDLHGO05, LWGT10, WBAG11, KWPO™'11,
JWM*T12, YCM ™14, PMS'14, WDB'15, OBK*16, SZZ*17, PGST17, KMT"17,
MKSCdJ17, HMR ™18, SWGT18, CRD"18, BWM*18, KTC*19, PM19, NCP™20,
AABT20, MEAG'20, MST*20, HLB*20, SHE20, TRJ*20, SBW*21, YHM"22,
SY21, CMP21, CG22, BHS"22, TZC"22]. However, second-quantized Hamilto-
nians are sparse — they have only polynomially-many nonzero entries per row
or column — as long as they have polynomially-many terms. This makes them
appropriate for simulation using methods developed for sparse Hamiltonians (see

Section 1.3.2 and [ATS03, CCD*03, BACS07, Chil0, CK10, CK11, BC12, CW12,
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BCC*14, BCK15, BCC'15, LC17, LW18, LC19, BCS'20]).

The second-quantized Hamiltonians we consider are given as polynomials
in ladder operators acting on occupation number states (Fock states). The main
idea is to extend the compact encoding previously studied in [AGDLHGO05, TL13,
KKG™22|, which only stores information about occupied modes in a given Fock
state. The application of sparse simulation techniques to electronic structure Hamil-
tonians was previously studied in [BBK*16, BBS™17], and these papers use a special
case of the compact encoding (which they call “compressed representation”). In Sec-
tion 6.2.2, we will compare the overall cost of simulation using our algorithm to those
of [BBK™16, BBS™17].

The compact encoding is to be contrasted with direct encodings, which store
information about all physical modes, whether they are occupied or not. The
Jordan-Wigner and Bravyi-Kitaev encodings commonly used in quantum algorithms
for quantum chemistry are examples of direct encodings (see Section 1.3.1 and [JW28,
BK02, SRL12]). Compact encodings are suitable for Hamiltonians that are sparse
in the occupation number basis. In a sparse Hamiltonian, the number of nonzero
elements in each row or column scales polynomially with the problem size, and
therefore polylogarithmically with Hamiltonian dimension. The compact encod-
ing permits efficient sparsity-based state preparation and time evolution meth-
ods [AGDLHGO05, TL13, KKG*22].

The methods we develop in this chapter are motivated by simulation of quan-
tum field theory. In particular, we will focus on the case of Hamiltonians expressed
in the plane wave momentum basis as our main example, since it illustrates the key
techniques of our method. We use the fact that such Hamiltonians can be expressed
as sums of interactions, where an interaction is a sum of ladder operator monomials
that only differ in their momentum quantum numbers. The sum within each in-
teraction runs over all assignments of momenta that conserve the total momentum
(see Section 6.3.3 for details).

Although in Sections 6.2-6.7 we will define multi-particle states using the

plane wave momentum basis, our method extends straightforwardly to Hamilto-
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nians where the sums within interactions run over quantum numbers other than
plane wave momenta, as long as the number of distinct interactions in the Hamil-
tonian is polynomial in the system parameters (such as momentum cutoffs). This
will always be true when the Hamiltonian has only a polynomial number of second-
quantized terms, since the number of interactions is upper bounded by the number
of terms. These cases include a wide range of theories in quantum chemistry, con-
densed matter physics, and quantum field theory, including basis light-front quan-
tization [VHL110, KJK21a, KJK*21b]. How to extend our methods beyond the
plane wave momentum basis is explained in Section 6.8. This chapter is based

on [KHKL21].!

6.2 Main results for plane wave momentum basis

Algorithms for simulating general sparse Hamiltonians access the Hamiltonian via
oracle unitaries that are queried (applied) to provide the locations and values of the
nonzero Hamiltonian matrix elements (see (1.21) and (1.22) for the definitions of the
oracles, and for more general background see Section 1.3.1 and [ATS03, CCD'03,
BACS07, Chil0, CK10, CK11, BC12, CW12, BCC'14, BCK15, BCC*15, LC17,
LW18, LC19, BCST20]). If we want to apply such algorithms to a second-quantized
Hamiltonian in compact encoding, then we have to provide two main additional
components. First, we need to explicitly construct the oracle unitaries for the specific
Hamiltonian of interest, as sequences of primitive gates. We will show how to do this
in Sections 6.5 and 6.6, decomposing the oracle unitaries into qubit operations that
are log-local in the problem parameters, which for us will be momentum cutoffs,
since we focus on the example of the plane wave momentum basis. The log-local
operations can then themselves be decomposed into primitive gates from any desired
gate set with only polynomial overhead.

Second, the general sparse Hamiltonian methods assume that the oracles

act directly upon row and column indices (encoded in qubit states) of the Hamil-

1(@2021 American Physical Society, reproduced per Author’s Rights under the transfer of copy-
right agreement (https://journals.aps.org/authors/transfer-of-copyright-agreement).
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tonian [ATS03, CCD*03, BACS07, Chil0, CK10, CK11, BC12, CW12, BCC'14,
BCK15, BCC*15, LC17, LW18, LC19, BCS™20]. We instead want methods that
act directly upon compact-encoded Fock states, because the physical meaning of
such states can be directly read out, which ultimately permits efficient implemen-
tation of observables. However, unlike simply labeling the rows and columns of
the Hamiltonian by sequential binary numbers, the set of bitstrings corresponding
to compact-encoded Fock states is not simple to characterize or enumerate. These
bitstrings label computational basis states that span the subspace of qubit Hilbert
space that the Hamiltonian acts on. Therefore, we need to show that when we
implement oracle unitaries that act directly on compact-encoded Fock states, the
high-level simulation algorithms [ATS03, CCD*03, BACS07, Chil0, CK10, CK11,
BC12, CW12, BCC*14, BCK15, BCC*15, LC17, LW18, LC19, BCS™20]that use
the oracles as their building blocks will still work. This is explained in Section 6.4.

The overall asymptotic costs of our methods in both qubit and gate counts
are summarized in Table 6.2, for the example of the plane wave momentum basis.
The details of the costs are as follows. The number of qubits required to encode a
Fock state in compact encoding is derived in Section 6.3.1, resulting in the expression

in (6.22), which is asymptotically

d
Q= O<IlogW—i—IZlog (Ampax — Axpin) ) (6.1)
j=1

where [ is the maximum possible number of occupied modes in a Fock state, W is the
maximum possible occupation of any mode, d is the number of spatial dimensions,
and A;m“ and A;“ax are lower and upper momentum cutoffs in each dimension j.
Hence fixing [AT*], ]A;-nin| < A for some overall cutoff A results in the scaling given
in Table 6.2. The expression in (6.1) assumes that the number of qubits required to

encode the non-momentum quantum numbers is constant.
In our implementations the cost in log-local gates of the location oracle Oy,
(the oracle that gives the locations of nonzero matrix elements, defined in (1.21))

asymptotically dominates the cost of the matrix element value oracle Oy (defined
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in (1.22)). These costs are derived in Section 6.5 and Section 6.6, respectively, and
result in the expressions (6.84) and (6.93). The dominant cost is the former, which
is

o) (Ih + Adg) (6.2)

exactly as in Table 6.2, where h is the maximum number of annihilation operators
in any interaction in the Hamiltonian and ¢ is the maximum number of creation
operators in any interaction in the Hamiltonian.

Finally, if our Hamiltonian is time-independent, then by using qubitiza-
tion [LC19] the total number of oracle queries required to simulate time evolution

is

log(1/e)
O <T + log log(1/¢) )’ (6.3)
where 7 = k|| H ||maxt, k is the sparsity of the Hamiltonian H, ¢ is the total evolution

time, and € is the error. Multiplying by the oracle cost (6.2) gives the overall

asymptotic scaling of the number of log-local gates:

(7 etst) (7 +4°)

If instead our Hamiltonian is time-dependent, then by using the method

0 . (6.4)

of [BCS*20] the total number of oracle queries required to simulate time evolution

18

where now 7 =k f(f | H || maxdt (without loss of generality taking the starting time

to be t = 0). Hence the overall log-local gate count for our algorithm is

log(7/€) h d
—= | ["+ AY||. .
¢ [(Tlog log(7/€) " (66
Suppressing the logarithmic components in either (6.4) or (6.6) gives the expression

in Table 6.2.
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Parameters:
number of spatial dimensions

max number of occupied modes

max occupancy of a single mode

momentum cutoff

max incoming lines in any interaction

max outgoing lines in any interaction

o > S~

sparsity

max-norm of Hamiltonian | H || max

simulation time t

Table 6.1: Glossary of parameter definitions.

Costs:
qubits to encode Fock state 0] (I log(WAd))
log-local operations for oracle O(I h 4 Ad9>
total log-local operations 0] (kHHHmaxt (Ih + Adg))

Table 6.2: Summary of qubit and gate count costs for our algorithm, for a second-
quantized Hamiltonian H in the plane wave momentum basis. The parameters are
defined in Table 6.1.

6.2.1 Comparison to direct encoding

Recall that the goal of the compact encoding is to minimize the number of qubits
required to simulate a second-quantized Hamiltonian. Direct encodings, which ex-
plicitly store information about every mode including the unoccupied modes, will
require more qubits but afford simpler operations, as discussed in the introduction.

In direct encoding we store the occupation of every mode in a Fock state.
Hence each mode can be assigned to a specific register of qubits, so it is not necessary
to store the information identifying the mode in the qubit state. Therefore, the
number of qubits required for a single mode is just O(log W), where as above W is
the single-mode occupation cutoff. This is multiplied by the number of modes to

give the total number of qubits required for the direct encoding:

d
O [ (QogW) JT (AF* —AP™) |, (6.7)
j=1

where the number of modes is O (H?Zl (A?“ax — A?“in)) assuming the numbers of
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species and non-momentum quantum numbers are constant. In other words, com-
pared to the number (6.1) of qubits for the compact encoding, the direct encoding
has linear rather than logarithmic scaling with the number of modes. Hence, when
the maximum number I of distinct occupied modes is much smaller than the total
number of modes, the compact encoding will be asymptotically advantageous in
number of qubits.

The costs of oracle implementations for the direct encoding were evaluated in
Section I.B of the Supplemental Material to [KL.21]. As with the compact encoding,

the cost of the location oracle dominates, coming out to
O ((h+g)logW) (6.8)

Toffoli gates (using our notation). However, this is just the cost of the location
oracle for a single creation or annihilation operator, so for a fair comparison to the
cost of compact encoding, we should get the cost of the location oracle for a whole
interaction in direct encoding. To get this, index the nonzero matrix elements in
the same way as we index the second-quantized terms: as an ordered set of mode
indices specifying the modes acted on by the term. Then the location oracle will end
up just being creations or annihilations on single modes (each of which has the cost
given in (8)) controlled on the corresponding mode indices. Hence, we only need to
run over all possible indices for each creation and annihilation operator in the term
independently, so the multiplicative overhead will end up being linear in the total

number A? of modes. This yields
0 (Ad(h + g)log W) (6.9)

as the cost of the location oracle in direct encoding. As expected, in typical cases
this will be smaller than the cost (6.2) of the location oracle in compact encoding,
since this scales as A%,

These comparisons confirm the expected relation between direct and com-
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pact encodings: they form a space-time tradeoff, with the direct encoding using
more space to obtain shorter circuits, and the compact encoding saving space at
the expense of longer circuits. Note, however, that both are efficient in the sense
that their costs in both space and time are at worst polynomial in the problem pa-
rameters. The differences are in which scalings are logarithmic (or constant) versus

polynomial.

6.2.2 Comparison to prior work on electronic-structure Hamiltoni-

ans

Previous work has demonstrated how to implement sparsity-based simulation of the
electronic-structure problem in second-quantization [BBK16] and the configuration-
interaction (CI) representation [TL13, BBST17]. These result in gate counts of
O(N®t) and O(2N3t), respectively, where N is the number of orbitals, 7 is the
number of electrons, and t is the simulation time. The dependence on error is
suppressed in these expressions, but is polylogarithmic in the inverse error.

We can compare our method to [TL13, BBKT16, BBST17] by applying it
to the electronic-structure problem. In this case, we can replace I (the maximum
possible number of occupied modes) by 1. The total number of modes in our method
is O(A?), so we may replace A? by N in our asymptotic expressions. If we apply our
method to the Cl-matrix, Eq. (20) in [BBST17] gives the sparsity as O(n2N?), and
the discussion following Eq. (73) in [BBST17] shows that || H||max is polylogarithmic
in N. Finally, g and h are both two for the electronic-structure problem. Making

all of these replacements in (6.4) and suppressing polylogarithmic factors gives
9] (n2N2t(n2 + N2)> =0 (n2N4t> . (6.10)

This is better than the scaling for the second-quantized algorithm of [BBK*16], but
worse by a factor of N than the CI algorithm of [BBST17]. The extra factor of N
essentially comes from the fact that the algorithm of [BBS*17] uses the Slater rules

directly, which our algorithm does not take into account.
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This is illustrative of what we expect to be a general pattern: while our al-
gorithm is applicable to a broad range of second-quantized Hamiltonians, if special
structure is known about some particular Hamiltonian it may be possible to design
algorithms that are specific to that Hamiltonian and outperform ours. An interest-
ing question for future work is to what extent it is possible to design general-purpose
algorithms that are able to naturally take advantage of such problem-specific struc-

ture.

6.3 Compact encoding and Hamiltonians

In this section, we define the compact encoding, which maps Fock states to qubit
states, and the input model for our second-quantized Hamiltonians. After this
section, we will often say “Fock state” when we really mean “compact-encoded
Fock state,” since the latter is cumbersome. There will usually be no ambiguity
in this, since qubit operators can only act upon compact-encoded Fock states, but

whenever there is ambiguity we will explicitly state which we are talking about.

6.3.1 Compact encoding of Fock states

Throughout, when we refer to momenta we will mean dimensionless momenta, de-

noted by n. These are related to the dimensionful momenta p as

2
pj = —n; (6.11)
J L] J

where L; is the box size for each component j and we take h = 1. We also impose

cutoffs A on the momenta, i.e., each component n; must satisfy
AP <ny < AP (6.12)
for some cutoffs
A= ((AP™ AP, (AR AF™), L, (AF™AF™)), (6.13)
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where d is the number of spatial dimensions. In equal-time quantization, it is gener-
ally the case that each A?“in < 0 and each AJ"®* > 0, while in light-front quantization
there is some special axis 2 such that AT > 0 (see Section 6.3.2 for details of light-
front quantization).

A Fock state in compact encoding has the form:

’f> - |(q1,n1,w1), <QQ,II2,’U)2), ceey (QJ,IIJ,?UJ», (614)

where each w; is the occupancy of the mode ¢; with momentum n; [KKG22]. ¢;
is a collective label that specifies the particle up to its momentum; for example,
¢; might determine whether the particle is a boson or a fermion 2, what species of
boson or fermion it is (if multiple are present in the theory), whether it is a particle
or an antiparticle, and any other properties like spin, flavor, color, etc. We store

only occupied modes, so each occupancy w; > 1.

Example 6.1. Suppose we have a 1+1D theory containing bosons and fermions
whose only quantum number is momentum. We can let ¢; = 0 label bosons, and
¢i = 1 label fermions (and ¢; = 2 label antifermions, but for simplicity we will not
include these in the examples below). Then a few examples of compact-encoded
Fock states are:

1(0,2,1)), (6.15)

which encodes one boson with momentum 2.

1(0,2,2)) (6.16)

encodes two bosons with momentum 2.

10,2,3), (1,5,1)) (6.17)

2We leave consideration of exotic particle statistics to future work.
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encodes three bosons with momentum 2 and one fermion with momentum 5.
1(0,2,3),(0,3,2),(1,5,1)) (6.18)

encodes three bosons with momentum 2, two bosons with momentum 3, and one
fermion with momentum 5. If our theory also contained spin, for example, then we
would expand the ¢; labels to include this: e.g., ¢; = {1,1} means fermion with spin
up, so

‘({17T}7271)7 ({17\”727 1)> (6-19)

encodes one fermion with momentum 2 and spin up, and one fermion with momen-

tum 2 and spin down.

We compact-encode a Fock state (6.14) in a qubit register of the form
|X17X27"'7XI>3 (620)

where [ is the maximum possible number of occupied modes, and each X; is a mode
register capable of encoding a single mode (¢;, n;, w;). For a Fock state containing
J < I occupied modes we use the first J of the X; to encode the modes. The encoded
modes are ordered primarily by ¢;, and secondarily by momentum. Note that in
equal-time quantization the actual number of occupied modes can be unbounded,
so we would have to impose a cutoff I by hand. In light-front quantization I is finite
and determined by the harmonic resolution [KKG'22]. In chemistry, the particle
number (i.e., the total occupation) is generally fixed, so I is equal to the particle
number.

Given some maximum number I of occupied modes, either fixed by the theory
or imposed by hand, we have to encode I mode registers. Each mode register must
encode occupation of the mode (which we take to be upper bounded by some cutoff
W), the non-momentum quantum numbers of the mode (which we assume to take
a constant number of possible values, and hence to require some fixed number N,

of qubits), and the momentum of the mode. For d spatial dimensions indexed by 7,
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each component of momentum takes AJ*** — A;mn + 1 values, so the momentum of
a mode can be encoded in Z?:l {logQ (A?ax — A;-”in + 1>—‘ qubits. Hence the total

number of qubits required to encode a mode is

d
Ny + [logy W]+ Y [logy (AP — A 4+ 1)], (6.21)
j=1
so the total number of qubits to encode a Fock state that contains at most I occupied
modes is
d

Q= I(Nq + [logo W+ [logy (A™ — A 4 1)] ) (6.22)

j=1

If for some dimension 7, A;-nax and A;nin are both positive (or both negative),
the number of occupied modes [ is bounded by some fraction of the total momentum
in that dimension. If this is only true for a single dimension (i.e., all other dimensions
can have both positive and negative momentum), then this case corresponds to light-
front quantization [KKG*22]. Without loss of generality, suppose AP™ > 0. Let K
denote the total momentum in dimension 1. In this case the maximum total number
I of occupied modes in any Fock state is

I= { K J (6.23)

min
Al

since every particle must have momentum at least AJ™ in dimension 1. A Fock state
in which the number of occupied modes achieves the maximum value in (6.23) is one
containing | K/A™"| modes, all with momentum AP™ or AP® + 1 in dimension 1
such that the total momentum in dimension 1 is K, but with distinct other quantum
numbers [KKG22]. In the special case where A" = 1, (6.23) simplifies to show

that the maximum number of occupied modes is K.

6.3.2 Case study: light-front quantization

Although the compact encoding is agnostic to the form of the theory to which it

is applied, it turns out to be particularly advantageous for relativistic field theo-
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ries in the light-front (LF) formulation [PB85, HV87, BPP98, VHL 10, KKG'22,
KJK*21a, KJKT21b]. Here, we review light-front quantization and explain how
compact encoding applies in this case. We will later return to the light-front exam-
ple to illustrate methods.

We can think of LF quantization as taking the perspective of a massless
observer moving at the speed of light in some direction, which we take to be the
—z direction (this is admittedly a noninertial reference frame, and therefore not
actually a proper observer). The dimensionless discretized momenta along this
axis take strictly positive values n, € [1, K], where K is the total dimensionless LF
momentum of the Fock state (also called the harmonic resolution). Importantly,
this is also true for massless particles [BPP98]. In other words,

AP =1, AP =K, (6.24)
where we take axis 1 to correspond to the z direction. Also, since it is the total
LF momentum, K automatically imposes a cutoff on the number of excitations in
a mode (W = K), as well as on the number of occupied modes in a Fock state
(I =v2K for d=1 and I = K for d > 2) [KKG*22]. The momenta along axes
transverse to the light-front direction have the same properties as in equal-time
quantization.

The above points mean that for light-front quantization the general expres-
sion (6.22) for qubit count in compact encoding specializes to

Q=1 _ /2K (N, + 2[logy K1) (6.25)

compact

for one spatial dimension, or
d .
Qe =K <Nq +2[logy K1+ Y [log, (AT — Amin 1 1)] ) (6.26)
j=2

for d > 1 spatial dimensions.

We can compare this to the number of qubits required for the direct encoding,
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as a special case of the general comparison between the two encodings given above.

The total number of modes is
d .
K (Ar=—arm+1) | g, (6.27)
j=2

where ¢ = O(2"V7) is the number of possible values of the intrinsic quantum numbers,
the number of possible values of the light-front momentum is K, and the number
of possible values of the transverse momenta is H?:z (A?rlax - A;nin +1). In a direct
encoding we would encode the occupancy of each of these modes in [log, K| qubits
(since K is an upper bound on the occupancy), so the total number of qubits for

the direct encoding is
d .
Qlifeee = K [ [ (AP — A 4+ 1) | g log, K. (6.28)
j=2

In other words, for an upper bound A+ on the transverse momentum cutoffs,
up to constant and logarithmic factors the number of qubits for the direct encoding
is © (K (AL)‘Fl)7 while the number of qubits for the compact encoding is 5 (K).
This explains why LF quantization motivates development of compact encoding
methods. In Section 6.7, we will analyze our oracle constructions for a number of

field theories in both equal-time and light-front quantization.

6.3.3 Hamiltonian

A normal-ordered, second-quantized Hamiltonian is composed of terms with the
form

,Baza} e azalam C (6.29)

where 3 is a coefficient, a! and a are fermionic or bosonic creation and annihilation
operators, and i, j, ..., k, [, m,...,n are labels for the particles being created and an-

nihilated. In the remainder of this chapter, we will write creation and annihilation
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operators as

o (ny), (6.30)

qi

where n; is the momentum of the created or annihilated particle and g; is a collective
label for its remaining quantum numbers (including species), as in the previous
section.

We may visualize a term like (6.29) as a diagram with an incoming line for
each annihilation operator and an outgoing line for each creation operator. We de-
fine an interaction to be a sum of such terms, with the momenta varying over all
momentum-conserving combinations, but the other properties of the incoming and
outgoing particles fixed. Thus we can visualize an interaction as a diagram without
momentum specifications. An interaction whose diagram contains f external lines
is called an f-point interaction. In the remainder of the chapter, when we refer
to incoming or outgoing particles, we will mean the incoming or outgoing lines of
the diagram of an interaction, which represent annihilation or creation operators,
respectively. Note that although a diagram of this kind resembles a Feynman di-
agram, it does not represent a matrix element calculation, but instead is just a

visualization of a collection of ladder operator monomials.

Example 6.2. In a 141D theory consider the 3-point interaction

> dl(ng)ai(n)a(m), (6.31)

ni,nz,n3

where the sum varies over all momenta such that n; + ny = ng. This interaction
describes annihilation of a pair of particles of type ‘1’ to form a single particle of
type ‘2’, and is represented by the diagram shown in Fig. 6.1. So, for example, one
possible instance of the interaction would map two particles of type ‘1’, both with
momentum 2 (i.e., n; = ny = 2), to a particle of type ‘2’ with momentum (i.e.,

n3 = 4). We can represent these as Fock states in compact encoding as in (6.14):

(17,2,2)) — (2, 4,1)), (6.32)

178



1

Figure 6.1: Diagram of the example 3-point interaction (6.31), which describes
annihilation of a pair of particles of type ‘1’ to form a single particle of type ‘2’ (we
read time from left to right).

where we recall that the first entry in each tuple encodes ¢; (in this case ‘1’ or 2), the
second entry encodes the momentum, and the third entry encodes the occupation.
If instead the incoming momenta were n; = 1 and ny = 3, then the incoming and

outgoing Fock states would instead be represented as
[(‘17,1,1), (17, 3,1)) — [('2",4,1)). (6.33)

If another, non-interacting mode were present (say, two particles of type ‘2’ with

momentum 5), then we would have
(17, 1,1), (17,3,1), (27,5, 2)) = |(°27,4,1), (2,5, 2)), (6.34)

where the additional mode (‘2’,5,2) representing the non-interacting particles is
present on both sides. Note that since all momenta are positive in the above exam-

ples, they represent possible interaction instances in a 1+1D light-front field theory.
We can formally define an interaction as follows:

Definition 6.1. An interaction is specified by a set

{(Q17qQ7"'7QQ)7(QQ+17QQ+27"'7qf)}7 (635)
together with a coefficient function 8 that maps sets of momenta for the incoming
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and outgoing particles to coefficient values. The q1, g2, ..., g4 specify the outgoing

particles, and qg41,qg+1, ..., ¢f specify the incoming particles, up to their momenta.

For an interaction as in Definition 6.1, the corresponding interaction Hamil-

tonian is

g f
Hp:=> B({n;}) (H a;i(ni)> I ()|, (6.36)
i=1

{n;} i=g+1

where the sum runs over all sets {n;} that conserve total momentum, i.e., such that

g f
Zni — Z n;. (6.37)
i=1 i=g+1

Any second-quantized Hamiltonian may be expressed as a sum of interaction Hamil-
tonians H; of the form (6.36).

Notice that since the Hamiltonian must be Hermitian, for each interaction
the Hamiltonian must also contain its Hermitian conjugate. For example, a Hamil-
tonian containing the interaction in Example 6.2 (Eq. (6.31)) must also contain the

interaction

> al(n1)a(na)as(ng), (6.38)

ni,n2,n3
where again the sum varies over all momenta such that n; + ny = ng.

In this chapter, we will assume that the Hamiltonian, and thus the inter-
actions included in it, are fixed up to momentum cutoffs. Each interaction sets
particular values of f and g, so f and g can be treated as constants. We will
focus on the scaling of our algorithms with momentum cutoffs, which specify the

resolution at which we study the given Hamiltonian.

6.4 Sparse Hamiltonians

Sparse Hamiltonians and their simulation are introduced in detail in Section 1.3.1
and Section 1.3.2. We recall the key facts here. A Hamiltonian written as a matrix
in a particular basis is said to be sparse if the number of nonzero elements in each

row (or column) is polylogarithmic in the total Hilbert space dimension. Similarly,
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the maximum number of nonzero elements in any row (or column) is called the
sparsity of the Hamiltonian. A k-sparse Hamiltonian can be efficiently simulated by
a quantum algorithm if the locations and values of its nonzero matrix elements can
be accessed by a pair of oracles O, and Oy defined in (1.21) and (1.22), respectively,
which we repeat here for convenience:

Oplz,i) = |z, y(x,i)),
lz, ) = |z, y(z,i)) (6.30)

OV’.T, Y, 0> = ’xvya H:cy>7

where z, y are row/column indices, i € [k], and y(z, ) is the index of the ith nonzero
entry in row x of H. The main goal in this chapter will be to construct explicit
implementations of O and Oy for second-quantized Hamiltonians in compact en-

coding.

6.4.1 Sparse Hamiltonian Simulation for Compact-Encoded Fock

States

In the usual definition of the sparse oracles (6.39), which is the definition used in
quantum simulation algorithms for sparse Hamiltonians (see Section 1.3.2 and [ATS03,
CCD*03, BACS07, Chil0, CK10, CK11, BC12, CW12, BCC*14, BCK15, BCC*15,
LC17, LW18, LC19, BCS™20]), the oracles act upon states that encode row and col-
umn indices of the Hamiltonian. We instead want to use oracles that act upon
Fock states (recall that throughout, when we say “Fock states” we mean “compact-
encoded Fock states”).

The state-of-the-art methods for simulation of sparse Hamiltonians intro-
duced in Section 1.3.2 have in common the basic step that they use to access the
Hamiltonian. This step is implementation of an isometry typically labeled T', which
was originally proposed in [Chil0] as a component of a quantum walk, and first used
explicitly in a Hamiltonian simulation technique in [BC12]. In our notation, 7" may

be written:

27L
T = |2)al6)b.c(@lalOlbe (6.40)
x=1
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where

and @ and b label registers of the same number of qubits, and ¢ labels a single
ancilla qubit (we will typically suppress these subscripts when doing so leads to no

ambiguity). In (6.41), r € (0, 1] is a parameter,

277,
op =Y [Hayl, (6.42)
y=1

and |(;) is some linear combination of the |y). T as defined in (6.40) is not a
complete definition of a unitary. The action of T" on states of |-); . other than |0)y .
does not affect the simulation algorithms using 7', so that action may be taken to
be defined by the circuit implementation of 7.

The final ancilla qubit in (6.41) (i.e., the qubit labeled ¢) is present in order
to ensure that the last term (proportional to |(;)|1)) is orthogonal to any of the
first set of terms for any x, which is required by Eq. (25) in [Chil0]. Note that the
final terms need not be orthogonal to each other for distinct values of x. In fact,
it is the final term in |x)|¢,) (rather than just |¢,)) that corresponds to the state
|L;) in [ChilO]: this term must therefore take orthogonal values for distinct values
of = (see Eq. (24) and the corresponding discussion in [Chil0]), but this is trivially
satisfied, since the final term in |z)|¢;) is proportional to |x)|(z)|1).

A complete description of the various ways that the isometry 1" can be used
to construct Hamiltonian simulation algorithms is beyond the scope of this chapter,

but it was originally introduced in order to construct the quantum walk operator
U=iSQTT —1) (6.43)

n [Chil0], where S is the operator that swaps registers a and b, and also swaps
the ancilla qubit ¢ with an additional ancilla qubit initially in the |0) state. Re-
peatedly applying the quantum walk step U yields a discrete approximation of the

Hamiltonian evolution, up to unitary equivalence [Chil0, BC12].
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We want to use our new oracles to implement a version of 7" (6.40) that acts
on Fock states rather than on row indices. This will allow the sparse simulation
methods to be implemented directly on Fock states.

One complication is the fact that for a k-sparse Hamiltonian, there are at
most k nonzero entries in any row or column, but in general there can be fewer
than k& in some rows and columns. In such a row, some of the values of 7, which
runs from 0 to k£ — 1 and is supposed to index the nonzero entries in a given row,
cannot actually index nonzero entries, because there aren’t enough nonzero entries
in the row. There is no obvious natural mapping from these unused values of i to
matrix entries. We will see that this situation arises very commonly for interaction
Hamiltonians. We will define oracles that act on Fock states in a way that resolves
this issue, and show that we can use these to recover the desired building blocks for
the sparse simulation algorithms described above. In Sections 6.5 and 6.6, we will
then explicitly construct implementations of these oracles.

Let |F) be a Fock state, and let H be a k-sparse Hamiltonian. Then there
are at most k states | ) whose Hamiltonian matrix elements with |F) are nonzero:
assume that they are indexed by elements of some set Zr C [k]. Let O and Oy

now define oracles that act as follows:

OL|F)|0)]i) = | F)|Y'(F,i))|a(F, i), (6.44)

Ov|F)|F') = |F)|F)[(F'|H|F)), (6.45)

where i € [k] and the functions ¥'(F,7) and a(F,i) are defined by

.7:1{ ifielr,
V(F,i) = (6.46)
Fifi¢Ir,
0ifi € Zr,
a(F,i) = (6.47)
iifid Ir.
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Without loss of generality, let F{) = F whenever the matrix element of F with itself

is nonzero. Thus the location oracle O;, may be alternatively expressed as

. [FIFDI0) if i € T,
OL|F)|0)i) = (6.48)

[F)FNi) if i & T

Next, we define an analog of |¢,) (6.41) in terms of Fock states:

07) =\ 2 VIFTHIENF N a(F, FNN0) + 1= i, (6.49)

t1F)

where a(F, F’) is some binary number that is zero when (F'|H|F) # 0, or is defined

analogously to o, i.e.,

o =) [(FIHIF"), (6.50)
17

and |(r) is a linear combination of states of the form
[ F7)1b), (6.51)

where |b) is some binary number encoded in the same register as a(F,F’). Any
of these components that are not completely determined will be determined by
the algorithm for constructing |¢r), below. The fact that a(F,F’) = 0 whenever

(F'|H|F) # 0 ensures that for
Q(F) = {|F") | (F|H|F) # 0}, (6.52)

we may rewrite (6.49) as

_ L ; / ror
[0F) =4/ T lpg(ﬂ VAFH|F)FN0)0) + 4 /1 = THIL [CAI). (6.53)
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Using |¢r), we define a version of T' for Fock states:

Ti=) |F)or)(Fl. (6.54)
|7
In Lemma 6.1, below, we show how T' can be constructed using O(1) queries to the
oracles Or, and Oy as defined by (6.44) and (6.45). First, however, we will show
that T as defined by (6.54) may replace the original version of T in (6.40), and the
resulting operator acts on Fock states but otherwise reproduces all of the properties
of the basic step used in [BC12].

To see this, first note that the first sum in (6.53) is an exact analog of the
corresponding sum in (6.41), the definition of |¢,) used to construct the standard
operator T as used in [BC12, BCK15, LC19, BCS™20]. The only difference is the
inclusion of an additional ancilla register in state |0) instead of just the single ancilla
qubit in state |0).

The last term in (6.53) is also analogous to the corresponding term in (6.41),
but here |(#) includes the ancilla register |b) (see (6.51)) in addition to the register
encoding Fock states, whereas |(,) in (6.41) is a linear combination of row indices
only. However, in order to satisfy the orthogonality conditions discussed in the final
paragraph of Section 1.3.2, we only require that for any F, F', and F”, [(£)|1) is
orthogonal to |F")|a(F’, F"))|0); this is satisfied because of the final single qubit.

These are the only conditions that 7" must satisfy [BC12].

Lemma 6.1 (Construction of T). Given an input state |F), the operator T as
defined in (6.54) can be implemented using O(1) queries to the oracles O, and Oy
as defined in (6.44) and (6.45). (This Lemma closely follows Lemma 4 in [BC12].)

Proof. The operator T maps a Fock state |F) to |F)|pr), for |¢pr) as defined by

(6.53). Explicitly including ancillas, we assume an input state of the form
|7)10)]0)10). (6.55)

We map this to |F)|¢x) as follows:
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1. Prepare a uniform superposition of the indices i = 1, 2, ..., kd as:
|k
75 ; d|F)[0)]i)[0). (6.56)
2. Apply Oy, as defined in (6.44) to the first three registers, obtaining
1 < . .
M;d\ﬂl‘l’ (F,1))|a(F,1))[0)- (6.57)

3. Controlled on a(F,i) = 0, apply Oy as defined in (6.45) to the first two
registers, to calculate (F/|H|F) in an ancilla register that is initially |0) (recall
that a(F,4) = 0if and only if (F]|H|F) # 0). Then, controlled on the resulting

value (F/|H|F), rotate the single ancilla qubit (the final register) as

H(FIH|F) P(FHIF)
kd———2L10 1-— k‘d . 6.58
i an ) (699

Finally, uncompute the ancilla register encoding (F/|H|F) using another con-
trolled query to Oy . This step is identical to the corresponding step in the

method described in the proof of Lemma 4 in [BC12].

To obtain the full state after these steps are complete, we insert (6.58) into
(6.57), giving

k

>.d w|f>l‘lf’<ﬂ>>la<f,i)>|o>
=1

(6.59)
+Zd\/k1d <Fuﬁﬁﬂm’JT>\‘I“’<F,2‘>>|a<f,z‘>>u>.

Using the fact that when (F}|H|F) # 0, we have U/(F,i) = F/ and a(F,%) = 0 (see
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(6.46) and (6.47)), we can rewrite the above expression as

f>(1/HH”1|PZ JEHFF)0)0)

+Zd v W\\D’<f,z‘>>|a<f,i>>u>),

(6.60)

Thus as noted in [BC12], the expression in parentheses in (6.60) is equal to |¢x) as

given by (6.53), for |(r) given by

) =~ Zd p - M o). Gon
[EI

Hence, we have implemented T using one query to Op and two queries to Oy, as

in [BC12]. O

In Sections 6.5 and 6.6 we describe how to implement O, and Oy, respec-
tively, in the compact mapping, for general interactions as described in Defini-
tion 6.1. These implementations, together with the construction in Lemma 6.1, give
us access to the optimal sparse Hamiltonian simulation technique afforded by qubiti-
zation [LC19], as well as the other nearly-optimal techniques [BCK15, BCS*20].

In this chapter, we focus on the application to simulating time evolution,
which is the goal of all of the sparse simulation papers we have cited [ATSO03,
CCD*03, BACS07, Chil0, CK10, CK11, BC12, CW12, BCC*14, BCK15, BCC*15,
LC17, LW18, LC19, BCST20]. In Chapter 5 [KL21], we demonstrated how to ap-
proximate ground state energies of sparse Hamiltonians using variational quantum
eigensolvers. Fock state oracles of the forms given in (6.44), (6.45) apply in this set-
ting, which would allow us to implement VQE for second-quantized Hamiltonians in
compact encoding. The measurement scheme is given in Chapter 5, and for an ansatz
we could for example implement a version of Unitary Coupled Cluster [RBM™18a]
via oracle-based time evolutions generated by the Hamiltonian terms.

Because of the complexity of implementing the oracles, which we will present

below in Sections 6.5 and 6.6, the circuit depths required for such an algorithm will
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be substantially longer than those used in VQE implementations appropriate for
existing quantum computers, and will probably require fault tolerance. However,
sparse VQE will still become possible before simulation of time evolution, because it
requires only a constant number of oracle queries (at most six [KL21]) per variational
circuit, whereas simulation of time evolution requires numbers of oracle queries that

scale with the problem parameters, as in (1.35) for example.

6.4.2 Sparsity of general interactions in the Fock basis

For the simulation methods described above to be efficient, we require the interac-
tions to be sparse. Consider an interaction specified as in (6.35), in d dimensions
with cutoffs as in (6.13). The corresponding interaction Hamiltonian is given by
(6.36).

To obtain an upper bound on the sparsity we may assume that the f — g
incoming particles in the interaction may be taken from any of the modes in the
input state (recall that f is the total number of external lines in the interaction,
and ¢ is the number of outgoing lines). In general, this upper bound is not tight,
because it requires all modes in the input state to be the same up to momentum and
to match all incoming lines in the interaction, but it will suffice to show that the
sparsity is polynomial in the momentum cutoffs. In terms of the maximum number

of modes I in the input state (as in Section 6.3.1), this upper bound is

((f i g)) ) (If *9) , (6.62)

where the left-hand side denotes I choose f — g with replacement. As discussed
in Section 6.3.3, the intrinsic quantum numbers of the outgoing particles are fixed
by the interaction, but their momenta can take any values consistent with total

momentum conservation. For simplicity, we may upper bound this by counting all
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outgoing momentum assignments consistent with the cutoffs, of which there are

d
O [ T (A — amimyo=t ] (6.63)

j=1
since we assign a momentum to each of the g outgoing particles, but one of these is

fixed by momentum conservation.
Hence, an upper bound on the total number of connected states to any given
initial state under the interaction, and thus on the sparsity, is the product of (6.62)

and (6.63):
d
k<o | Do (Ar> - Ayt | <o (A;ggj)) . (6.64)
j=1

The second upper bound is obtained by replacing I with the total number of modes
as a function of Apay, the maximum momentum cutoff. This illustrates that even
in this worst case, the sparsity is polynomial in the momentum cutoffs, for fixed
dimension d and number f of external lines in the interaction. The number of
qubits Q is linear in I up to logarithmic factors, so assuming [ is polynomial in the
momentum cutoffs, Q is also polynomial in the momentum cutoffs, and thus the

sparsity is polynomial in Q.

6.5 Location oracle

In this section, we describe how to efficiently implement the oracle Oy, whose action
is given by (6.44). In the first subsection, we describe some examples that illustrate
all of the main techniques required for the general method. In the second subsection,
we describe the general method. This description refers extensively to the details
explained in the examples in the first subsection, so we strongly encourage the reader

to begin with these. Finally, in the third subsection we analyze the general method.
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6.5.1 Examples

For an input state |F)|i), where |F) is some (compact-encoded) Fock state and
i € [k] for sparsity k, the action of the location oracle should be as follows: in an
ancilla register, compute |F)), the ith Fock state whose matrix element with |F)
is nonzero, and also uncompute |i). Note that this action is assuming that i does
in fact index a nonzero matrix element (see Section 6.4); the later examples will

illustrate the possible situations where this may not be the case.

Example 6.3. Consider a boson field on which our interaction is the number op-

erator,

Hr = Z a'(n)a(n). (6.65)

In the notation of Definition 6.1, if we let ‘0’ denote ‘boson’, we would express this
interaction as {(‘0’), (‘0’)} (meaning one boson in, one boson out), and the coefficient
function is just f(n) = 1. The interaction Hamiltonian H; maps any Fock state to
itself, rescaled by a coefficient given by the total number of particles. Hence, this
interaction is diagonal and one-sparse (it maps each Fock state to at most one other
Fock state). Therefore, for any input |F)|i = 0) (since ¢ takes only one value for a

one-sparse interaction), the output of the location oracle is just |F), i.e.,
OL|F)0) = | F)[F). (6.66)

Comparing this expression to (6.44), the reader will notice that we are suppressing

the output |a(F, 7)), but for the current example a(F,?) is always 0.

Example 6.4. Let us still consider a boson field, but now with the three-point

interaction

Hy= Y a'(n; +ny)a(ng)a(m) (6.67)

ni,n2
i.e., two incoming bosons annihilate to form a single outgoing boson whose momen-
tum is the sum of the incoming momenta. In the notation of Definition 6.1, we would

express this interaction as {(‘0’), (‘0’,‘0’)} (meaning two bosons in, one boson out),
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and the coefficient function is still just f(n;,ng) = 1. Even though this example
appears only slightly more complicated than the number operator in Example 6.3, it
in fact will introduce almost all of the considerations we will require for completely
general interactions. We break the implementation of Op, up into steps.

Step 1 (identify incoming modes). Given the input Fock state |F), we
need to use the input index |i) to determine the output Fock state |F/). As a first
step, we use i to choose the two modes in |F) that will contribute the incoming
bosons in the interaction. For maximum possible number of occupied modes I (as

in Section 6.3.1), we let ¢ index all pairs J; of mode indices: i.e.,

{J’L ‘ L= 1727"‘712} = {(jlajZ) | j17j2 = 1727"'7[} (668)

(the pair could come from the same mode). So the first step in implementing Oy, is
to compute J; in an ancilla register, as a function of 4.

Step 2 (remove incoming bosons). Next, we find the momenta of the two
modes indexed by J;, and make sure that they have sufficient occupation to provide
the incoming particles. We can combine this with decrementing the occupation of
those modes, as the first step towards constructing |F}). So, prior to beginning this
step, we copy |F) to a second qubit register that will become the output register
containing |F/) at the end of the implementation. Note that this copying of |F) is
allowed because it is just copying in the (compact-encoded) Fock basis, which can
be implemented via qubitwise CNOTSs from the input |F) to the new copy register
assuming this is initially in the all-zeroes state.

On the copy of |F), we first find the jith mode (where (ji1,j2) = Ji), and
check whether it has nonzero occupation. If it does not, then we need some way
to record the fact that ¢ does not index a valid nonzero matrix element. The way
we do this is to maintain an ancilla register called the “flag” register, whose value
is initially zero and should remain zero at the end of the implementation of Oy
if and only if ¢ indexes a valid nonzero matrix element. So, to check whether the

71th mode has nonzero occupation, we add one to the flag register controlled on
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71th mode having zero occupation. Now we may proceed as if the mode does have
nonzero occupation, knowing that if the flag register is nonzero at the end of the
implementation we will simply reverse the whole procedure.

Next we decrement the occupation of the jith mode by one, and record
its momentum in an ancilla register that encodes ny, the momentum of the first
incoming boson. If the occupation of the mode is now zero, we should also set
the remaining qubits encoding the mode to all zeroes (which we can do by applying
CNOTs controlled on the corresponding qubits in the original version of |F) — recall
that we are currently operating on the copy). Also controlled on the occupation of
the current mode being zero, we store its index in the first entry of an ancilla register
FE, which we will use later.

We now repeat this whole procedure (including checking the occupation) for
the joth mode, recording its momentum in another ancilla register that encodes
ny. If this mode is left empty, we store its index in the second entry of the ancilla
register . Note that if both modes are the same, i.e., j; = jo, then at this second
step we will add one to the flag register if the initial occupation of that mode was
not at least two, since one boson has already been removed from the mode.

Step 3 (reorder modes). Once we are done with steps 1 and 2, we have
n; and no recorded in ancilla registers, and we have decremented the corresponding
mode occupations in the copy of |F). However, it is possible that up to two modes in
the copy of | F) may have been left empty after their occupations were decremented.
Since the compact encoding only stores occupied modes, and encodes them in the
first J mode registers X; (see (6.20)), we need to move any empty modes to the end
of the encoding.

To do this, we use the ancilla register £ that we introduced above. This
contains two entries F1 and Es; Fp = j; if the jith mode was left empty after
removing the incoming particles to the interaction, and otherwise E; remains in its
initial state (which should be chosen to be different from any of the values encoding
indices). FEo was similarly set according to the joth mode.

Using these, we reorder the modes as follows. Iterate over j =1,2,...,1 — 1
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(the mode indices). For each j, swap the jth register and the (j + 1)th register
controlled on E; < j (and on Fj actually encoding a valid mode index). If the
jith mode is emptied, the first time the above control condition will be satisfied
is when j = E; = j1, so this will swap the emptied j;th mode register with the
(1 + 1)th mode register. Next we move to j = j; + 1 > Ej, so the (j; + 1)th mode
register (which now contains the empty mode) gets swapped with the (j; + 2)th
mode register, and so forth until the empty mode has been moved to the last mode
register.

We now repeat this procedure for E5 in order to move the jsth mode to
the end of the mode registers if it was emptied. The only caveat with this step is
that, if both the jith and joth modes were emptied and j; < jo, then after the
first swapping sequence (for Ey = j1), the empty mode that was initially in position
Jo2 is now in position jy — 1, since the ji;th mode was swapped out from before it.
Therefore, before repeating the procedure for Fs, we should subtract one from F»
controlled on E; < ja.

Step 4 (insert outgoing boson). After we have completed all of the above
steps, the copy of |F) has had the two incoming bosons to the interaction removed,
and the modes have been reordered if necessary so that the J occupied modes are
encoded in the first J mode registers. The momenta nj, ny of the incoming bosons
are also recorded in ancilla registers. All that remains is to insert the new boson
with momentum nj + ns.

To do this, we first iterate over the already occupied modes, checking whether
each one has momentum n; + ns and incrementing its occupation if so. We also flip
a single ancilla qubit from |0) to |1) if we find such a mode, to record the fact that
we have inserted the new boson. If at the end of the iterations, this ancilla qubit is
still |0), then the new boson needs to be inserted as a new mode (so the following
operations should be controlled on this). In this case, we first find the location
where the new mode should be inserted: to do this, we iterate over j = 1,2,...,1,
checking whether n; + ng is greater than the momentum of the (j — 1)th mode and

less than the momentum of the jth mode. This will only be true for a single value

193



of 7, which we can call j/, so we record j’ in an ancilla register.

Then we iterate over the mode indices in reverse order, i.e., j =1 —1,...;1,
for each j swapping the jth and (5 4+ 1)th mode registers controlled on j' < j. Since
the maximum possible number of occupied modes is I and we are about to insert
a new mode, prior to this sequence of swaps the Ith mode register is guaranteed
to be unencoded. Hence, when j = I — 1, we swap the (I — 1)th and Ith mode
registers, moving the unencoded register to location I — 1. We then proceed to
j =1 — 2, swapping the (I — 2)th and (I — 1)th mode registers and thus moving
the unencoded register to location I — 2, and so forth. The last swap we perform
is when j = 5, so once we are done with the full sequence of swaps the unencoded
register is in location j’. Therefore, we can simply set its momentum to n; +ns and
set its occupation to one, and we are done.

Step 5 (uncompute ancillas). Once all of the above operations are com-
plete, the copy of |F) has been transformed into the desired output Fock state | F}),
so all that remains is to uncompute the ancillas. This could be done simply by copy-
ing |F]) (in the Fock basis) and then exactly reversing all of the prior operations,
but we also want to uncompute [i), the input index. In order to accomplish this,
we uncompute |i) using the register encoding .J;. But now we cannot uncompute J;
using 4, since this value has been uncomputed, so we instead need to uncompute J;
using the registers it was used to compute. The details of this are tedious, but since
|F) and |F]) together contain enough information to determine the values of all of
the ancillas that were used to compute |F), we can use those values to uncompute
the ancillas via similar operations to those used to compute |F). These details can
be found in the code® that compiles our oracle constructions, and do not increase
the asymptotic costs of the oracles.

Also, if we reach the end of the procedure and the flag register is nonzero, then
we know that the index 7 did not in fact correspond to a valid matrix element. In

this case, the desired output as given in (6.44) is |F)|F)|i). Hence, we want to keep

3Python code to compile the O oracle is available on GitHub at https://github.com/
wmkirbyl/quspice.
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|i) (which is |a(F, 7)) in this case), completely reverse the rest of the computation,
and then just copy |F) itself to the output Fock state register. This completes the

implementation of Oy, for this example.

Example 6.5. Let us again consider a boson field, but now with the four-point

interaction

Hy= > al(ny)af(ng)a(ny)a(ny), (6.69)

ni,n2,n3,ng
where the sum runs over all momentum conserving combinations, i.e., nj + ns =
n3 + ng. Many of the steps to implement the Op, oracle for this interaction are the
same as in Example 6.4, so instead of going through the entire procedure again, we
will just describe what needs to change.

Steps 1 through 3, in which we identify the incoming modes, decrement their
occupations, and reorder the modes if some of them are left empty, are the same as
in Example 6.4. However, the incoming momenta no longer uniquely determine the
outgoing momenta, since for a given value of n; + ns there are multiple values of
n3 and ng4 that satisfy momentum conservation. Therefore, our input index ¢ needs
to do more work than just to specify J; (the incoming mode indices). In particular,

after the total incoming momentum
Q:=n; +ny (6.70)

has been determined, we need to use ¢ to determine how this momentum should be
split up between the outgoing bosons.

To do this, we use a classically-precomputed lookup table A(Q,7) that maps
any possible value of the total momentum Q together with an index value i to a
partition of Q among the outgoing particles. For example, if we are in a 1+1D

light-front field theory (see Section 6.3.2) with momentum cutoffs A™" = 1, A™ax =
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K =5, then we could take A(Q,%) to be

A={
(2,0) = {1,1},
(3,0) = {2,1},
(4,0) — {3,1},
(6.71)
(4,1) = {2,2),
(5,0) — {4,1},

(5,1) — {3,2}

In other words, for each fixed value of Q, ¢ indexes the possible partitions of Q into
two parts satisfying the momentum cutoffs, and A(Q, i) returns these values. So,

for example, if Q =4 and ¢ = 1, then

A(Q,i) = A(4,1) = {2,2}. (6.72)

So, given the actual value of Q, which is stored in some ancilla register, and
the value of i, which is one of the quantum inputs, we need to compute A(Q,?) in
an ancilla register. To do this, we classically iterate over the possible values (Q’, ),
for each one setting the ancilla register to A(Q’,i’) controlled on (Q,i) = (Q',#).
When this iteration is complete, we will have the outgoing momenta stored in this
ancilla register.

Since we are now using i both to specify J; and A(Q,i), we need to keep
these independent. To do this, if A(Q,4) requires at most a distinct values of i,
then we can let A(Q, %) be a function of ¢ mod a and J; be a function of |i/a]. For

example, the instance of A(Q, %) given in (6.71) only requires two distinct values of

1, so for this case we could let

A(Q, ) — A(Q,i mod 2) (6.73)
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and

A simple special case is when a = 10° for some positive integer b, in which case
i mod a is the last b digits of ¢ and [i/a] is all remaining digits of 1.

The only additional consideration is that, as illustrated in (6.71), depending
on the value of Q not all of the values of ¢ mod ¢ may be used to specify outgoing
momentum assignments via A(Q, 7). If ¢ mod a takes one of these unused values,
then this is just another instance of ¢ not indexing a valid matrix element, so we
should add one to the flag register. This would happen, for example, if we obtained
the inputs Q = 2, ¢ mod 2 = 1 for A(Q, ¢ mod 2) as given in (6.71).

Once we have specified the two outgoing momenta n3 and ny, inserting them
in the outgoing Fock state just requires applying step 4 in Example 6.4 twice. Step
5 is then also the same as for Example 6.4, and that completes the implementation

of Oy, for this example.

Example 6.6. Let us now, finally, consider an interaction including fermions as

well as bosons:

Hy= Y al(ni)af(ng)ai(ny)ag(m), (6.75)

nj,ng,n3,ng

where subscript 0 indicates boson and subscript 1 indicates fermion, and the sum
runs over all momentum conserving combinations, i.e., n; +ns = nz+ny. Hence this
interaction is an incoming boson and fermion, and an outgoing boson and fermion.

Many of the elements of the implementation of O are the same as in the
previous two examples. One change is that the orders of the values of J; and A(Q, )
now matter, since the two incoming modes are now distinguishable, as are the two
outgoing modes. Also, we must now check that for J; = (j1,j2), the jith mode is
bosonic and the joth mode is fermionic, adding one to the flag register if either is not.
The remainder of identifying and removing the incoming particles, reordering the
modes, and computing the outgoing momenta are the same as in the prior examples.

When inserting the outgoing fermion we must also alter the procedure. When
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we iterate over the modes to check whether any match the new fermion to be in-
serted, instead of incrementing its occupancy if we find a mode that matches (as we
would for a boson), we add one to the flag register, because fermionic modes cannot
have occupancy greater than one. We then proceed with inserting the fermion as
a new mode in exactly the same way as for bosons, and complete the rest of the
procedure exactly as in Example 6.4. Note that when computing the matrix ele-
ment oracle Oy, we will have to additionally treat fermions and bosons differently
because of their different commutation relations, but for the location oracle this is

not relevant.

6.5.2 General method

We assume that the input is in the form |F)|i), where |F) is some compact-encoded
Fock state, and i € [k] where k is the sparsity. The f-point interaction is specified
as in Definition 6.1, i.e., as a set of g outgoing lines identified by (q1, g2, -.., ¢¢), and
a set of f —g incoming lines identified by (gg+1, gg+2, ---,¢¢). The momentum cutoffs

are as in (6.13): for each momentum n, each component n; must satisfy
A;mn <n; < A;nax, (6.76)

where j runs over the dimensions. All of the main ideas for the implementation of
O, were introduced by the examples in Section 6.5.1, mostly in Example 6.4, so we
simply indicate how to appropriately generalize these ideas in order to describe the
method for arbitrary interactions.

Step 1 (identify incoming modes). This step is the same as in Exam-
ples 6.4 and 6.5, except that the possible sets of incoming modes now have size
f—y

Jie{1,2,..,.1}/79. (6.77)

We therefore have to check that for J; = (ji,J2,...,jf—g), the jrth mode in |F)

matches the identifying information g4 of the kth incoming line in the interaction.
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Figure 6.2: Schematic of the circuit to implement the location oracle. Labeled
wires are input and output registers, and unlabeled wires are ancilla registers (each
initially in the all Os state). The inputs and outputs are |F) (the incoming Fock
state), |¢) (the sparsity index), and |F) (the outgoing Fock state), all as in (6.44).
The intermediate quantities computed are J; (the list of modes in |F) from which
the incoming particles are taken, as in (6.77)), Q (the total incoming and outgoing
momentum), and A(Q, 7) (the list of momenta of the outgoing particles, as in (6.78)).
The circuit hides some additional ancillas, does not show uncomputation of the
ancillas, and shows the action when ¢ is a valid index for an outgoing state. At
the points marked by red dashed lines we have to check whether this is true, as
described in detail in the text.
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This generalizes the step in Example 6.6 where we check that the jith mode is
bosonic and the joth mode is fermionic.

Step 2 (remove incoming particles and reorder modes). This step is
implemented exactly as in the examples, just with more repetitions of the removal
procedure as we decrement the occupation in modes ji, jo, through j;_,. We
store the momenta ngy1,ng42,...,ny of the incoming lines in ancilla registers, and
compute their sum Q. Reordering modes is also exactly as in the examples; the list
FE of emptied modes must now contain f — g entries.

Step 3 (compute outgoing momenta). The classical lookup table A(Q, )

maps values of Q and ¢ to ordered sets of g outgoing momenta:
A(Qvl) = (n17n27---,ng) (678)

such that
g
d . =Q. (6.79)
k=1

As in Example 6.5, we classically iterate over the possible values Q' and i’ of Q and
i, and implement a quantum operation that encodes A(Q',') in an ancilla register
controlled on (Q’,4") = (Q, ).

The only difference is that now Q and ¢ can take more values. Q can be any
momentum that is the sum of f — ¢ momenta consistent with the cutoffs A}nin, AP
in each dimension j. For a given Q, outgoing momenta can be any set satisfying
(6.79), so i must provide enough distinct values to distinguish these assignments for
whichever value of Q gives the most of them. We will provide a detailed analysis of
this below.

Step 4 (insert outgoing particles). This step is the same as in the
examples in Section 6.5.1, except that we must now repeat the insertion procedure
g times, once for each of the g outgoing modes. The momenta of the outgoing
modes are given by nq, ny, ..., ng, which we computed in step 3, and their identifying

information (particle types and quantum numbers) is given by g¢i,¢s,...,q4 in the
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interaction specification.
Step 5 (uncompute ancillas). This step is the same as in the examples
in Section 6.5.1. This completes the implementation of Oy, for a general interaction.

A schematic for the circuit is shown in Fig. 6.2.

6.5.3 Analysis

We will analyze the above algorithm in terms of the number of log-local operations
required. The specific log-local operations of interest are actions on constant num-
bers of mode registers X, either in encoded states or in ancilla registers. These are
log-local because each mode register contains logarithmically-many qubits in the
momentum and occupation number cutoffs (see (6.21)). The log-local operations
we used are all controlled arithmetic operations. The problem of compiling such
operations into primitive gates can be addressed independently, and is well-studied
(see for example [JPK*14]). The choice of primitive gate set to compile into is
also hardware-specific. Hence, we express our gate counts in terms of the log-local
operations.

We analyze each of the steps outlined in the previous section. Step 1 requires
controlling on the possible values of J;, leading to a number of log-local operations
that scales with the number of possible values of J;. By (6.77), the number of
possible values of J; is upper bounded by /79 (recall that [ is the maximum possible

number of occupied modes), so

0 (If —9) (6.80)

is an upper bound on the number of log-local operations required to implement step
1. Recall that f and g are constant, so (6.80) is polynomial in 1.

Step 2 requires finding the modes whose indices match indices in J;, decre-
menting their occupations, and reordering the modes: these are implemented via a

constant number of simultaneous iterations over the f — g entries in J;, and over
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the I modes in the copy of |F). Thus

O(I(f—g) (6.81)

is an upper bound on the number of log-local operations required to implement step
2.

Step 3 requires controlling on the pairs of possible values of Q and ¢ that give
distinct values of A(Q,4). The number of such pairs is the same as the number of
possible distinct values of A(Q, ). These values have the form (6.78), so the number
of possible values is upper bounded by the number of possible values for each entry,
raised to power g. Each entry is the momentum of a single particle, so if we take
Apax to be the maximum momentum cutoff (in magnitude) over all dimensions, the

number of possible values for each entry in A(Q, i) is O(A%

max

) (recall that d is the
spatial dimension). Hence,

0 (Afgax) (6.82)

is an upper bound on the number of distinct values of A(Q,i), and thus also an

upper bound on the number of log-local operations required to implement step 3.
Step 4 requires a constant number of simultaneous iterations over the g out-

going modes (determined by the value of A(Q, %) and q¢1, g2, ..., ¢4 as specified by the

interaction), and over the I modes in the copy of |F). Thus
O (Ig) (6.83)

is an upper bound on the number of log-local operations required to implement step
4.

Step 5, uncomputing the ancillas, at worst doubles the cost of the full algo-
rithm, so we may ignore it in the scaling. The costs of steps 2 and 4 are subsumed

by the costs of steps 1 and 3, so the total number of log-local operations required
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to implement the location oracle is
0 (If 9 4 Aﬁlgax) . (6.84)

Hence, the number of log-local operations required to implement the location oracle
is polynomial in the momentum cutoff A, .x, the number I of mode registers, and the
number of qubits (since this is linear in I and logarithmic in the other parameters —

see (6.22)).

6.6 Matrix element (value) oracle

The oracle Oy defined in (6.45) calculates a matrix element of the interaction Hamil-
tonian H; (given by (6.36)) to some desired precision. The quantum input is a pair
of compact-encoded Fock states |F) and |F'), taken to be the incoming and outgo-
ing states in the interaction, respectively. As described in the proof of Lemma 6.1,
above, Oy is only implemented when |F') = |F/) for some i (recall that |F]) is the
ith connected state to |F)), so we may assume that the matrix element of |F) and
|F') is nonzero (or that it is zero and that fact is recorded by the register a(F, 1)
being nonzero — see (6.47)).

The value of the matrix element is given by its coefficient 3({n;}) as in (6.36)
multiplied by any factors coming from the ladder operators. As usual, applying a
creation operator to a mode containing w particles contributes a factor of /w + 1,
while applying an annihilation operator contributes a factor of v/w. In order to en-
force antisymmetrization of fermions and antifermions, each (anti)fermionic ladder
operator also contributes a factor of £1 determined by the parity of the number
of particles of the same type encoded in mode registers preceding the mode reg-
ister acted upon by the ladder operator (in the canonical ordering established in
Section 6.3.1).

Consider a general interaction, with incoming lines gg1, qg42, ..., g5 and out-

going lines ¢i,¢2, ..., qy. This interaction connects Fock states |F) and |F') when

203



there is some assignment of momenta {n;} to the incoming and outgoing lines that

conserves momentum, ie., > 9 n; = Z{: g+1 i, such that

g /
(F| <H ajh(ni)> H ag;(n;) | |F) #0. (6.85)
=1

i=g+1

This is the case if and only if {(¢;,n;) | i = 1,2, ..., g} are the extra particles in |F’)
(and not in |F)), and {(¢;,n;) | i =g+ 1,9+ 2,..., f} are the extra particles in |F)
(and not in |F’)). When this condition holds,

g I g I
(7 (Ha&.(m)) [T i) |17) =+ (H wg) II wi]. (650)
i=1 i=g+1 i=1 i=g+1
where the £ is set by fermion/antifermion antisymmetrization, each w; (for i =

g+1,g+2,.., f) is the occupation of the mode (¢;, n;) in

f
IT @@ | 17). (6.87)

j=i+1

and each w] (for i = 1,2, ..., g) is the occupation of the mode (g;,n;) in

g f

[Tab,m) ) { 11 a@) |17 (6.88)
J=i J=g+1

In other words, if multiple creation or annihilation operators act on the same mode,

for each the corresponding w; or w) should be the occupation of the mode immedi-

ately before the annihilation or after the creation.

Example 6.7. Consider ag(2)7ag(1)?, i.e., annihilation of two identical bosons with
momentum one followed by creation of a boson with momentum two. If the input

state is

“F> = ‘(O, 1,5)>, (6.89)
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i.e., five bosons of momentum one and nothing else, then the output state is

|F) =1(0,1,3),(0,2,1)), (6.90)

i.e., three bosons of momentum one and one boson of momentum two. Hence w] =1
(since the created momentum-two boson is in its own mode), wy = 4, and w3 = 5
(since the momentum-one mode has occupation 5 when the first boson is annihilated
and occupation 4 when the second boson is annihilated). Thus for this example,
(6.86) becomes

(F'la(2)Ta(1)*|F) = y/wiwaws = v/20. (6.91)

Similarly, the value of the parity factor £1 in (6.86) is the product of the
parity factors due to the ladder operators at the times when they are applied. The

coefficient (8 is a function of the n;, so the complete value of the matrix element is

g f
+5({ni}) (Hﬂé) IT wi | (6.92)
i=1 i=g+1

Recall that this is all assuming that |F’) is connected to |F) by the interac-
tion, and that {n;} is the corresponding assignment of momenta to the external lines
in the interaction. But as pointed out in the first paragraph of this section, we may
assume that we only have to evaluate the matrix element for pairs of states that are
the output of the location oracle, and hence are connected. Therefore, computing

the matrix element of |F), |F’) requires two steps:

1. Find the momenta of the extra particles in each state, the occupations of
the corresponding modes (accounting for the case when multiple bosons in
the same mode are created or annihilated), and the parities of the preceding

modes for particles of the same type (for fermions and antifermions).
2. Evaluate (6.92).

When we apply the location oracle to determine |F) given |F) and i), we
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obtain the first step above along the way. In particular, the set of indices J; (6.77)
identifies the set of extra particles in |F), and A(Q,7) is the set of momenta of
the extra particles in |F]). The occupations of the corresponding modes in |F})
are identified when the new particles are inserted to construct |F;). The parities
for fermions and antifermions can be obtained by simply counting the numbers of
preceding modes with the same particle type (the particle types are defined by the
interaction), since the positions of the modes that the ladder operators act on are
specified explicitly by J; (for the incoming particles), and in the course of inserting
the outgoing particles. Therefore, by the time we have obtained |F) in the course
of implementing Op, we can also complete step 1 of implementing Oy above. We
can execute Oy as many times as desired by implementing step 2 above, as long as
we do so prior to uncomputing the ancillas used to compute Oy,.

In order to implement the quantum walk operator T (see (6.54)), we require
two applications of Oy, one to compute the matrix element, and another to uncom-
pute the matrix element after performing a rotation controlled on it (see step 3 in
the proof of Lemma 6.1, above). There is no problem in putting off uncomputing
the ancillas used in the computation of Oy until after the controlled rotation has
been executed. Thus, we can perform both applications of Oy simply by executing
step 2 above, with the inputs given by these ancillas. In other words, we can include
all necessary applications of Oy in our implementation of Of, without needing to
recompute the extra particles in each state |F), |F’).

The implementation of step 2 above, i.e., the actual evaluation of the matrix
element as in (6.92), depends on the specific functional form of 5({n;}). However,
we can make some general statements. The matrix element expression (6.92) is a
function of 2f variables, {n;} and w},w;. Each of the n; is a d-dimensional vector

whose entries are constrained by the cutoffs (6.13), so if Apax is the maximum

d
max

magnitude of any cutoff, n; takes O(A%,,) values and is encoded in O(dlog Amax)
qubits for each i. Each of the w; and w) is a positive integer upper bounded by
W, where W is the occupation number cutoff, so each can be encoded in O(log W)

qubits. Elementary arithmetic operations can be implemented as sequences of NOT,
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CNOT, and Toffoli gates with depth polynomial in the number of qubits of the
inputs [VBE96, JPKT14].
Thus, assuming that the matrix element can be expressed as a fixed combi-

nation of elementary arithmetic operations, evaluating it requires

O(d f polylog(Amax) + f polylog(1W)) (6.93)

NOT, CNOT, and Toffoli gates. In other words, for fixed interactions in fixed
dimension, the entire Oy can be executed by using the ancilla values computed
during implementation of Op, with gate count overhead that is polylogarithmic in

the momentum and occupation number cutoffs.

6.7 Example applications

In this section, we explain how to simulate several example models in 141D using
the tools we have described above. For each model, we also provide a comparison
of the number of gates required for equal-time versus light-front formulations of
relativistic quantum field theory.

The gates we are counting are log-local operations, i.e., operations on con-
stant numbers of registers encoding single modes. As noted above, we do not compile
these operations all the way into primitive gates, because optimizing such compila-
tion is an independent problem and is itself the subject of extensive study (see for
example [JPKT14]), as well as being hardware-specific. The gate counts we provide
are also only for implementing the location oracle and obtaining the inputs to the
coefficient function, since as explained in Section 6.6, once these steps are complete
computing the value of the matrix element requires a number of additional gates

that is polylogarithmic in the momentum and occupation cutoffs (see (6.93)).
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6.7.1 Free boson and fermion theory

We begin by examining free theories for bosons or fermions before moving on to
interacting theories. The Hamiltonians we consider are linear combinations of num-
ber operators, and thus diagonal and 1-sparse. More general free fermion and boson
Hamiltonians can be cast into this diagonal form. An oracle call only entails com-
puting the diagonal matrix element given the initial state |F). Clearly, applying
sophisticated quantum simulation methods to free theories is overkill. However, we
discuss these theories because they are the simplest examples, and because these
terms occur in interacting theories where nontrivial methods are necessary.

The location oracle for a diagonal Hamiltonian simply copies any input Fock

state to the output register:
Or, : |F)|0) = |F)|F). (6.94)

Thus it can be implemented by a single layer of CNOTSs, one to copy the state of
each qubit (in the computational basis).

In light-front quantization, the Hamiltonian for a free boson of mass mpg in
141D is

K
1
H=m% Z ﬁailan, (6.95)
n=1

where the different values of n are light-front momenta, and K is the total light-front
momentum (harmonic resolution; see Section 6.3.2). The coefficient function for the

Hamiltonian is therefore

Bi(o),01n) = —>, (6.96)

where ‘0’ denotes boson. Thus in this case the operations required to compute the
matrix element are just those to compute a reciprocal.

Recall that our interactions as in (6.35) (in Definition 6.1) are specified as
a pair of lists {(q1,---,4q); (¢g+1,---» )}, where (q1, ..., qg) are the outgoing particles
and (gg+1,...,qf) are the incoming particles: thus in the present example {(0), (0)}

means one incoming boson and one outgoing boson. The Hamiltonian can be rewrit-
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ten in terms of (6.96) as

H= Zﬁ{ (o (n)alan. (6.97)

The matrix element oracle for the free boson field Hamiltonian is

Ov : |[F)F) = |F)IF)

K
Zﬁ{(o),(o)}(n)wn> ,

n=1

Oy : [F)IF) = |F)|F)0),

(6.98)

where w,, is the occupation of the mode with light-front momentum n in |F), and
') # | F)-

The Hamiltonian for the Dirac field in 141D light-front quantization is

K

1

H=mp> = (blbn +didy), (6.99)
n=1

3

where mp is the fermion/antifermion mass. The coefficient function for each inter-

action is

m2

B,y () = Bya),@)1(n) = nF, (6.100)
where ‘1’ denotes fermion and ‘2’ denotes antifermion. Rewriting the Hamiltonian

in terms of these gives

The matrix element oracles for the two interactions in the Dirac field Hamiltonian
are thus identical to the matrix element oracle for the free boson field, replacing the
coefficient functions and occupation numbers with those corresponding to fermions
and antifermions for the first and second interactions, respectively.

In equal-time quantization, the free Hamiltonian in second-quantized form

looks similar to that in light-front quantization. The only difference is that the sum
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runs over positive and negative momenta, and the coefficient function is given by

Beioyon () ! ! (6.102)
0),6\n) = —F——= = —, .
(6. e T o

where ¢ = 0, 1, or 2 for the boson, fermion, or antifermion interactions, and m is
the mass of the particle (scaled by the box size L). Thus in this case the operations
required to compute the matrix element are a square, a sum, a square-root, and a

reciprocal.

6.7.2 \¢* theory

In light-front quantization, the A¢? theory in 141D has the Hamiltonian [HV87]

H = Hy+ Hj, (6.103)
where
1 Al 1
Hy=> —al 2y 6.104
and
1A alalanma 1A aTala a —l-CLJ[aJraJf a
H = - ZkZiTmn s + - g2 mEn T s 7
I 4 4 klzmn Tlmn m~+n,k+1 6 4m k%l liklmn k,m-+n-+l

(6.105)
where A is the coupling constant, and Hy, H; are the free and interacting parts of
the Hamiltonian, respectively. The sums are over light-front momenta in the range
[1, K]. We can treat the free part of the Hamiltonian by the methods of Section 6.7.1.
In this section we focus on the interacting part of the Hamiltonian, given in (6.105).

Hjy is composed of three interactions, corresponding to the ladder opera-
tor monomials azalaman, alajaman, and alTajnaLak (summed over the momenta).

In our interaction notation as in Definition 6.1, these are written {(0),(0,0,0)},

{(0,0),(0,0)}, and {(0,0,0), (0)}, respectively. Reading off from (6.105), the coeffi-
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cient functions are given by

A

kol m,n) = — 6.106
By(0,0),0,0)3 (ks 1, m, m) 167/ Elmn ( )
8 (k:lmn)—L (6.107)

10003k, Lmn) = 2o, '

and

3 (e lmyn) = — (6.108)

{(0,0,0),(0)} (%5 &, 112, 2471 klmn '

Note that the delta functions that enforce momentum conservation are not included
in the coefficient functions, because momentum conservation is enforced at an earlier
step in the algorithm than computation of matrix elements. These are the entirety of
the inputs needed to specify our oracle implementations. Rewriting the Hamiltonian

in terms of the coefficient functions gives

Hr =) Bioo.00)kLm, n)alalanan,

klmn

+ Z B10,0,0),0 (k, I, m, n)a;tazaman (6.109)

klmn

+ Z B1(0),(0,0,00} (k, I, m, n)aza;afnan,

klmn

where the sums run over momentum-conserving combinations of k, [, m,n € {1,2,..., K}
for total light-front momentum K.

In equal-time quantization, the interacting part of the A¢* Hamiltonian in
1+1D is

A 1

4! ey 16wpwiwiw

Hy [apakalafé,f,l’kw + a}ala}a}51+f7,k,p

+ 4a}apakal(5f7k+l+p + 6akal5f7p5k7_l (6.110)
+ 6aja}apak5l+fyk+p + GCLLa}L(Sf,p(sk,,l

+ 4a£a;a}ap51+f+k,p .

211



From this, we can read off the coefficient functions:

1

NN —
Proooo 0yl 1:p) = “aames:

1

kol f,p) = ———
B10,00003 (k. L, £,p) V6w’

4

B kil f,p) = —m———,
{(0,070)7(0)}( ) 16wpwlwkwf
(k, l
/3{(0 0),( )} Z 16wpwlwkw for (6'111)

6

k,l R - vaa—
Bio0.00) k1 f,p) \/W7
B0, Z \/W T

4
B1(0),0,0,003 (K, 1, f,p) = \/W.

Note that the coefficient functions for the interactions having only two external lines
(B10),0,0y and B (0,0),003) are only functions of the momenta of those lines (k and I).
For the sake of brevity, we will omit rewriting the Hamiltonian explicitly in terms
of the coefficient functions going forward, as we hope this correspondence has been
made clear from the examples above. As before, the coefficient functions together
with their associated interactions are the inputs required to define the Hamiltonian
oracles.

The log-local gate counts for an explicit implementation of the oracles for
A¢* in both light-front and equal-time quantization are given in Fig. 6.3. The
gate counts are given as a function of K. The equal-time counts are obtained by
choosing single-particle momentum cutoffs [—A, A] for A = [K/2] — 1, so that the

total number of lattice points in the equal-time simulation would be

K —1 foreven K,
2A+1=2[K/2] - 1= (6.112)

K for odd K,

for a fair comparison to K lattice points in the light-front simulation. For the equal-

time counts, we also have to impose a cutoff on the number I of distinct occupied
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modes (which is a priori arbitrary), which we choose to be K, again to provide
a conservative comparison to the light-front simulation (in which the number of
distinct occupied modes is in fact smaller still at O(vVK) [KKGT22]).

The number of log-local operations to implement the location oracle is given
by (6.84): O (I f=9 4 Aﬁ?ax>. Since the matrix-element oracle requires only loga-
rithmically many additional gates, implementing it does not change the asymptotic
scaling, as noted above. Since I = K for equal-time, this number of log-local op-
erations becomes O(K*?) due to the interactions that have four incoming particles
(f —g = 4) in (6.110). For light-front, I = v/K so the term I/~9 no longer dom-
inates, but the second term gives O(K?®) due to the interactions that have three
outgoing particles (g = 3) in (6.105) (since Apax = K in this case).

These costs are indeed what we see in the log-log plot Fig. 6.3, which shows
the exact log-local gate counts for light-front and equal-time. To illustrate the
asymptotic behaviors, Fig. 6.3 also plots K3 and K*/5. Since we expect the light-
front cost to be O(K?) and the equal-time cost to be O(K*?), as discussed above,
the slopes of the data should approach those of the plotted lines on the log-log plot,
which is what we see.

The extra operations required to compute the matrix elements for light-front
quantization are those required to evaluate (6.106), (6.107), and (6.108), namely
products, square-roots, and reciprocals. The extra operations required to com-
pute the matrix elements for light-front quantization are those required to evaluate
(6.111) for the frequencies wy, defined as in (6.102). Hence they require squares,

sums, products, square-roots, and reciprocals.

6.7.3 Massive Yukawa model

For the massive Yukawa model in 141D light-front quantization, we only write the
interaction Hamiltonian [PB85]. This is composed of the so-called vertex, seagull,
and fork terms:

Hy=Hy+ Hgs+ Hp. (6.113)
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«  light-front

x  equal-time %

log-local operations

W w

Figure 6.3: Gate counts (in log-local operations) to implement oracles for A¢* theory
in 14+1D. The equal-time cutoffs are [—A, A], for A defined in terms of K by (6.112).
The exact gate counts for light-front and equal-time quantization are given by the
points and crosses, respectively. The solid line K3 and dashed line K*/5 are included
to illustrate that the datapoints are indeed converging to their expected asymptotic
scalings of O(K?) for light-front and O(K*) for equal-time. Python code to generate
the data for this plot is available on GitHub at https://github.com/wmkirby1l/
quspice/blob/main/Plots_for_2105.10941.ipynb.
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light-front
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log-local operations
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Figure 6.4: Gate counts (in log-local operations) to implement oracles for the massive
Yukawa model. The equal-time cutoffs are [—A, A], for A defined in terms of K by
(6.112). The exact gate counts for light-front and equal-time quantization are given
by the points and crosses, respectively. The line K3 is included to illustrate that
the datapoints are indeed converging to their expected asymptotic scaling of O(K?).
Python code to generate the data for this plot is available on GitHub at https:
//github.com/wmkirbyl/quspice/blob/main/Plots_for_2105.10941.ipynb.

215



The first term, Hy/, is

2
Hy = gm (bl bmal + b} brar) + ———(dldymal + d, dya
v =4 szzm[kJrl 1 kl) (k+l)\ﬁ(k l kl)
2
% (bpdial, +dTbiam) | kit
+(k_m)\/m(k lam+ 10, a ) k+lm;

(6.114)

where the a(t) are boson ladder operators, b(f) are fermion ladder operators, and

d") are antifermion ladder operators. The resulting coefficient functions for Hy are

Bray,a,0y (ks 1, m) = Bya0),)3 (K, 1,m)

2gm (6.115)
= kL, k,l, = —,
= By2.2). 0} (k, L, m) = Bya,0),2)3 (k; I, m) Vi
2gm
ﬂ{(1,2),(0)}(k7l,m) /3{ (kal7m) m7 (6.116)

where in the subscripts, ‘0’ denotes boson, ‘1’ denotes fermion, and ‘2’ denotes
antifermion.

The second term in (6.113), Hg, is

Hg = g¢° Z { dkblam ;rl + deTanam)
Fobmn , 5 (6.117)
T T k+l,m+n
+ mbk‘blainan + ﬁdkdlaﬁ an W’
resulting in the following coefficient functions:
292
Bia,0),,01 (K, L,m,n) = Bra 2,13 (K, [,m,n) = (CEDNGT (6.118)
g2
Bi2,1),0,03(F, L,m,n) = Bro,0),2,1)1 (1, m,n) = N (6.119)
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The third and final term in (6.113), Hp, is

Hp = g° Z [k—l—l\ﬁ(bTbnal al, + bl bramay)

k,l,mmn

1
+—(dl dnaTa;rn + dILd ama
(b 1) kI kamai)
2 2
bt bdhalan o —dpbralar|Oesrsmn,
(k—n)Vin Rom (k —n)Vin W T,
(6.120)
resulting in the following coefficient functions:
Biy,0,003 (ks I,m,n) = Bro0,1),0)3(k, 1, m,n)
2 (6.121)
g
= k.l,m,n)= k,l,bmmn) = ——,
= B{(2)(0,0,2)}( ) = B{0,0,2),2)} ) i+ O
3 (k,1,m,n) = B (k,1,m, n) 29 (6.122)
y by Ty, M) = y b, My MN) = —————. .

In 1+1D equal-time quantization, the interacting part of the Yukawa Hamil-

tonian with free field expansion is:

1 (k)8 g + & ) ap i (D0 (k) G141

1
HI:%MW\/%Z [cl ckapu
+di e ap* (DY (k)S1 k4.0 — d} df ap® (117 (k) Sk 1 1
+ et al 1 (O (k)01 + ¢ d) ah 7* (v (B) s pi0
+dic]al v* (D (k)Opnp — ) dial o° (D0 (k)8 psp |

(6.123)

where p is the fermion spinor, v is the antifermion spinor, and s and  are the spin

indices. This leads to the following coefficient functions:

1
kol p,s,7) = kolpos,y) = () (k), (6124
B{(O,l),(l}( b,s 7) 5{(1),(0,1)}( p,s 7) \/Wiu ()N ( ) ( )

Bro,a.23 (kLo s,7) = Broyoa,2)y (k. Lps s, 7) = mﬂ
p
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1
6{(172),(0)}(]{7 l7p7 S, 7) = 6{(0,1,2),()}(]{5’ lap7 S, 7) = 7778@)/‘[7(]{)’ (6126)
\/7

SBwrwpwy

1 —5
Bi0,2),21 (K 1py 5,7) = By2), 0,21 (ks 1 p, 5,7) = \/j’/ (Ov7(k).  (6.127)

Bwwpwi
Note that we have expanded our set of arguments of the coefficient functions to
include the spin indices s, . If we instead wished to obtain interactions exactly as
defined in Definition 6.1, we could let each of the above coefficient functions split
into four functions, one for each of the pairs of values for the spin indices, but this
would just become unwieldy, and there is no harm in including the spin indices as
arguments.

The log-local gate counts for implementing the oracles for the Yukawa in-
teraction in both light-front and equal-time quantization are given in Fig. 6.4, with
the equal-time cutoff A = [K/2] — 1 as for the ¢* theory, above. Recall that (6.84)
gives the scaling of the number of log-local operations required to implement the
oracles. Since A = O(K) as we just discussed, and I < O(K) in both light-front
and equal-time, from (6.84) we see that in both light-front and equal-time the most
costly interactions to simulate are those with three outgoing particles. This gives a

cost in log-local operations of O(K?), which is indeed what we see in Fig. 6.4.

6.8 Beyond the plane wave momentum basis

We have demonstrated how, given a second-quantized Hamiltonian in the plane wave
momentum representation of a field theory, we can implement the oracle unitaries
necessary to apply sparsity-based simulation methods. Our methods extend to any
second-quantized Hamiltonian containing a fixed number of interactions, even if
it is not expressed in the plane wave momentum basis. All that is required is
that for each interaction, it is possible to efficiently enumerate all possible sets of
outgoing particles given a particular set of incoming particles, and to efficiently
compute the matrix element given the incoming and outgoing particles. In the
plane wave momentum representation, we used momentum conservation for the

former task: given a set of incoming particles, we can add up their momenta to
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obtain the total transferred momentum, and then enumerate all possible allocations
of this momentum amongst the outgoing particles.

However, more generally the sets of outgoing particles can always be enu-
merated in polynomial time as long as the number of outgoing particles is fixed and
there are only polynomially-many possible states for each particle. Here polyno-
mial means polynomial in whatever problem parameter(s) governs the asymptotic
scaling, which might no longer be the momentum cutoffs for a problem not in the
plane wave momentum basis. If g is the number of outgoing particles and P is an
upper bound on the number of states that each outgoing particle may take, then
P9 is an upper bound on the number of distinct sets of outgoing particles from a
particular set of incoming particles. We could apply this argument to the plane
wave momentum basis case, and it would lead to an efficient algorithm, but with
worse scaling than the one we presented above, since it would overcount the possible
outgoing states. This illustrates that using momentum conservation at the level of
enumerating outgoing states was really an additional constraint that we imposed in
order to save resources, rather than an intrinsically necessary part of the algorithm.

Hence there is no problem with extending our algorithm to a non-momentum
basis as long as it is possible to efficiently calculate the matrix element between
two Fock states. If there is no conserved quantity that constrains the outgoing
particles, then we can enumerate all of the possible sets of outgoing particles as
described above. If there is a conserved quantity (or more than one), then just as
for momentum conservation we can compute its value for the incoming particles
and then only enumerate sets of outgoing particles that conserve it. But to reit-
erate, either of these approaches is efficient; choosing whether or not to exploit a
conserved quantity simply changes the details of the scaling. Hence, although our
main presentation focused on the plane wave momentum basis, we can apply our
methods to a wide variety of theories expressed in other bases, in quantum chem-
istry, condensed matter physics, and quantum field theory, including basis light-front

quantization [VHL110, KJK*21a, KJK*21b).
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6.9 Conclusion

In this chapter, we presented implementations of the Hamiltonian oracles for second-
quantized Hamiltonians of theories including bosons and fermions. We focused on
the plane wave momentum basis, but the methods we described generalize to any
second-quantized Hamiltonian as long as it only contains polynomially-many terms
(monomials in the creation and annihilation operators), and as long as the coeffi-
cients of the terms can be computed efficiently. These oracle implementations are
the necessary inputs to any of the large collection of quantum simulation techniques
for sparse Hamiltonians [ATS03, CCD'03, BACS07, Chil0, CK10, CK11, BC12,
CW12, BCC*14, BCK15, BCC*T15, LC17, LW18, LC19, BCS™20]. The generality
of our algorithms means that for some specific field theories, it is likely possible to
develop algorithms that are tailored to the structure of the theories and outperform
our methods (see Section 6.2.2 for examples). However, our goal was to provide a
general-purpose tool, and thus to establish that for second-quantized Hamiltonians
satisfying only the modest constraints stated above, efficient quantum simulation

by optimal sparsity-based methods is possible.

220



Chapter 7

Conclusion

The fields of quantum algorithms and quantum information contain many disparate
areas of study and computational techniques. On the quantum computing side
in particular, since the field is still relatively young, many of the connections and
cross-applications both from the more mature field of quantum information and
between areas within quantum algorithms are underdeveloped. A common theme
of all of the topics in this thesis is the project of building such connections and
cross-applications.

We began by studying contextuality with an eye towards applying it to quan-
tum algorithms. Contextuality, as discussed in the introduction and in detail in
Chapters 2 and 3, is a feature of quantum mechanics that distinguishes it from
classical mechanics, and thus distinguishes quantum computing from classical com-
puting. It has been heavily studied in the abstract, from the perspective of quantum
information theory, but its known practical applications to quantum computing are
few. In the first three chapters of this thesis, we developed techniques for identify-
ing contextuality in the measurement schemes that appear in variational quantum
eigensolvers, classically modeling those schemes when contextuality is not present,
and finally using contextuality to separate a VQE instance into classical and non-
classical parts, with only the latter being simulated on the quantum computer. This
is a natural progression whose general form we believe could be applicable in other

scenarios, including finding other applications of contextuality itself in quantum
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algorithms: identify an appropriate quantum algorithm, analyze it from the per-
spective of a foundational concept in quantum theory, and extend or modify the
algorithm to better exploit the structure illuminated by that analysis.

In Chapter 5, we again focused on the variational quantum eigensolver al-
gorithm, but this time with the goal of expanding its domain of applicability. In
particular, as discussed in Section 5.1, the linear combination of Pauli operators in-
put model that prior to our work had been the only input model used in VQE can be
limiting, especially when applying VQE to quantum field theories. In Chapter 5 we
showed how VQE can be extended to take as input sparse Hamiltonians, which are
a much broader class. By writing these Hamiltonians in second-quantized form and
using one of two possible sequences of decompositions we are able to express them as
linear combinations of one-sparse, self-inverse, Hermitian terms whose expectation
values can be estimated via Hadamard tests using queries to oracles that encode
the original Hamiltonian. This extension of VQE is much too depth-intensive to im-
plement on existing quantum computers, and most likely will require fault-tolerant
quantum computers in order to be effective. However, even once fault tolerance
is achieved, VQE will be one of the least expensive simulation algorithms we can
run and therefore is likely to remain an application of early fault-tolerant quantum
computers, so we may hope that in this setting the sparse VQE algorithm can prove
useful.

Our contextuality test, and consequently the algorithms in Chapters 3 and 4,
apply only to sets of Pauli operators or other sets of observables whose product and
commutation relations are isomorphic to the Pauli operators (such as Majorana op-
erators). This suggests future work on extending efficient testing of contextuality to
more general sets of observables. A natural algorithmic motivation for this is sparse
VQE, which ultimately decomposes sparse Hamiltonians into linear combinations
of one-sparse, self-inverse observables that are measured on the quantum computer.
Pauli operators are one-sparse and self-inverse as well as being subject to additional
properties, so observables that are only required to be one-sparse and self-inverse

provide a strict generalization that is nonetheless still restricted enough that it may
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be tractable.

An initial challenge in doing this will be to appropriately generalize the no-
tion of inference, since unlike for Pauli operators, whether or not an inference is
possible given measurement of more general two-outcome observables can depend
on the specific measurement outcomes instead of only on the global commutativity of
the observables. Determining whether or not a given set of two-outcome observables
is contextual is equivalent to determining whether or not a set of boolean equations
is satisfiable, with one equation corresponding each inference relation. For the Pauli
operators, we implicitly demonstrated by giving our efficiently testable criterion for
contextuality in Chapter 2 that testing satisfiability of the corresponding sets of
boolean equations is always efficient, but generic boolean satisfiability problems are
NP-complete [Coo71, Lev73]. Hence, one should approach the problem of general-
izing beyond Pauli operators with a measure of caution, since it could be that for
some other class of operators of interest, testing for contextuality turns out to be
NP-complete. However, the possibility of generalizing our criterion for contextuality
to sparse Hamiltonians is tantalizing given the prospect of constructing a version
of contextual subspace VQE for sparse Hamiltonians as well as applying analysis of
contextuality to the rich field of sparse Hamiltonian dynamics simulation, so I still
feel that it is a research direction worth pursuing.

Finally, in Chapter 6 we gave a gate-level implementation of the sparse Hamil-
tonian oracles for second-quantized Hamiltonians in a very general class, including
all mixed bosonic and fermionic Hamiltonians in lattice field theories provided they
contain only polynomially-many second-quantized terms. This chapter is the most
purely methods-oriented in this thesis, but again bridges a gap between high-level,
theoretical and asymptotic analyses of quantum simulation algorithms, which of-
ten are expressed simply in terms of asymptotic numbers of queries to the sparse
Hamiltonian oracles, and low-level gate decompositions of quantum circuits. The
resulting circuits are, partly because of their generality, the most depth-intensive of
the algorithms discussed in this thesis, and will certainly not be applicable until the

fault-tolerant era. However, by completing the link between the asymptotic analy-
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ses that are usually the endpoints of quantum simulation papers aimed at that era
and actual circuit-level constructions, our oracle implementations provide proof-of-
principle of such explicit decompositions. They also set the stage for future work
that can hopefully optimize such implementations for more specific physical models
either directly or by utilizing general methods that adapt to take advantage of prob-
lem specific structure, paving the way to future high-accuracy quantum simulation
of quantum field theory.

One final research direction that I believe is important is construction of
improved block encodings. We mentioned block encoding in Section 1.3.2 as the
required input model for qubitization [LC19], which provides optimal scaling for
simulation of time-evolution, but it is also the required input model for my paper
on a quantum Lanczos method [KMM22] (see Section 1.3.3), which provides efficient
ground state energy approximation given an initial state with 1/poly(n) overlap with
the low-lying energy subspace. While block encodings can be implemented using the
sparse Hamiltonian oracles, and hence our method in Chapter 6 can in principle be
used as the input model for qubitization, doing this involves significant overhead even
though it is asymptotically efficient. It would be desirable to do something like what
we have done for the sparse oracles in Chapter 6, but for block encodings instead,
i.e., to construct explicit block encodings for generic second-quantized Hamiltonians
that would ideally be more efficient than those obtained from the sparse oracles.
A few papers have presented explicit block encoding constructions [LC19, SW20,
CLBY22, CB22|, but I still feel that the area is under-researched, and there are
probably useful results yet to be found. This would be a natural follow-up to the
work presented in Chapter 6 [KHKL21].
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