COLLOQUIUM
PANEL 1

Comments
Daniel C. Dennett

First, I want to offer my congratulations to Suffolk University on its
50th anniversary. I look forward to the next 50 years-indeed, the next
100 years.
I agree so wholeheartedly with almost everything Zenon Pylyshyn has
said that I will not play the usual philosopher's role of arguing and
nitpicking and trying to refute what he said. Perforce, agreeing with
Professor Pylyshyn means that I must disagree somewhat with what Pro·
fessor Miliora has just said. I will leave to Pylyshyn the task of respond·
ing to the bulk of her remarks, as he wishes. But I'm going to single out
one point with which I want to express my disagreement, and that is
her suggestion that there is an important division between, on the one
hand, the analytic or rational and, on the other hand, the creative, im·
aginative, or intuitive.
One of the things I think we have learned in artificial intelligence is
that any deep notion of rationality or of analytic power involves deep
notions of creativity and imagination and intuition-that if you have a
vision of analytic power or of rationality which is sheer brute mechan·
ical computation with no leaps of imagination, then you have an im·
poverished view of what the analytic is-of what the rational is. And
some of the most exciting work in artificial intelligence is precisely the
work that shows how any rational agent-whether it is a robot or a
theorem prover or a medical diagnosis system-has to have, in effect,
creative powers of imagination. I can't hope to defend my view at length
here; I would simply suggest that it is no longer obvious that there is a
sharp break where Professor Miliora wants to make one-between the
intuitive and the imaginative and creative, on the one hand, and the
analytic and the rational, on the other.
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Professor Pylyshyn says that computers can be, as he puts it, prostheticS of the imagination-a theme with which I am in complete agreemenL What we are facing is growth in our ability to think, a growth
enhanced by the tools- both the hardware tools and the conceptual
tools-provided by the computer and the computer revolution. Some
of these changes are not just changes in the world views of the academics and the researchers who are working on these projects but are trickling down into popular culture in a way that you are all familiar with,
and which perhaps alarm some of you. In the popular culture we have
smart cars, smart cash registers in supermarkets, and smart elevators. I
was fascinated to see this morning, as I was taking my shower, that there
is even smart shampoo these days. I noticed that on the bottle of shampoo it said that my shampoo " responded to the special cleansing needs"
of my hair. And I thought, how clever of this shampoo! Apparently it
has some rules in it for what the optimum treatment of the hair is and
it sends out its little molecular testers that see just exactly what the
deficiencies are in my hair and then does some calculations and some
computations and then provides just the right treatment! (Perhaps I'm
being a little gullible about that shampoo.)
We have no doubt gone overboard in attributing intelligence to this
fluid in a jar. And, of course, some people would say we've gone overboard in attributing intelligence to the thermostat or the elevator or the
computer-no matter how fancy the computer is. Professor Pylyshyn's
closing remarks had to do with the proposition that we have a new
natural kind. We have to move some boundaries. We now have the category of the informavore or the cognizer, which includes, not just us
and a few of our closest mammalian relatives, but also some artifacts
that we have made. This is a shocking idea to many people. I want to
say that I think he is absolutely right that we've got a new category. But
I don't quite agree with him about the placement of the boundary so I
am going to pick a fight with him about that.
What about our thermostats now? Pylyshyn suggests that it's merely
a bit of convenient anthropomorphizing to say that the thermostat is
one of these knowledge users, that it has any real intentionality, that
it has any real representation in it. And he suggests that it is easy
enough to see what the difference is between a thermostat and, say, a
fancier AI system. The AI system, he says, cannot really be understood
in its operation without attributing to it a level at which it is processing information and at which it has a representation of knowledge,
say, about the world that it consults in the course of its operation.
You have to go up to this knowledge level , to what Allen Newell calls
the knowledge level and to what I call the intentional stance level, in
order to explain the system' s behavior. This, he says, is different from
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the thermostat, whose behavior you can understand without ever as·
cending to that level.
I think that's true in a certain sense. You can indeed understand any
particular commercial thermostat. You can understand its behavior and
the regularities in its behavior without ever ascending to the intentional
stance leveL. But, if you only understand the thermostat at that level,
you've left out something important. After all, if you're willing to devote
the rest of your life to it, you can understand any artificial intelligence
system of whatever complexity at the design level or at the electronic or
physical level. And, if you do, you will, nevertheless, be missing some·
thing very important about the design (and rationale of the design) of
that artifact. Science has up to now dealt primarily with a certain class
of questions. It has dealt excellently with the what questions, the where
and when questions, and even with the how questions, but it hasn't had
much to say about the why questions. One question that we might want
to answer about the thermostat is not just "How does it work?" or
"Where does it get its inputs?" or "Where does it send its outputs?" but
"Why is it there and what is its function?" A thermostat, in effect, has a
raison d'etre-it has a reason for being. It occupies a certain niche in the
world. And if it didn' t have certain powers, it wouldn't be there.
I'm going to give you a list of why questions which, I want to claim,
reveal that they have something important in common when you set out
to answer them. One of them is, "Why did the diagnostician decide that
the patient had an infection of the blood of a certain sort?" That's a
why question. Independent of whether the diagnostician is a human
specialist or an artificial intelligence specialist, that question has an an·
swer in terms of the information that was consulted and the reasons and
the reasoning that went on. "Why did the chess player move his rook to
rook·4?" is a similar sort of question with a similar sort of answer in
terms of strategies, reasons, knowledge about the position on the board,
and so forth . But now I want to consider a somewhat different question:
"Why do some moths have those startling eye spots on their wings so
that when they open their wings up they look like much larger creatures
with big glaring eyes?" Finally: "Why do houses have thermostats?" In
each case, there is an answer to be given in terms of reasons, in terms
of these items being parts of larger systems, the design and operation
and activity of which are responsive-either swiftly or slowly-to rea·
sons that are there.
A thermostat can be understood very simply as replacing a not very
intelligent person whom you might hire to playa role for you. And you
might say to that person, "Here is my command to you: This is what I'm
going to pay you for. I want you to stand here and turn on the furnace
whenever it feels too cold and to turn off the furnace whenever it feels
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'ust right." And if the person is not very good at sensing the tempera{ure, you might hand him a thermometer and say, "I want you to watch
that thermometer, and whenever the mercury gets down below this mark,
. I want you to turn the furnace on and whenever it goes back up above
this mark, I want you to turn the furnace off." And if the person didn't
have a very good memory, you could write those directions down on a
piece of paper and give the piece of paper to the person, and the person
could stand there all day long looking at the thermometer and looking
at the directions and checking to make sure he or she was following
orders.
That gives you the essence of the thermostat. If you think, though, of
the niche that that person is occupying, you realize that there is a switch
to the furnace and two sources of input. There's the source that tells
you the temperature and there's the source that tells you what the desired temperature is, a command: Keep it at 68, keep it at 72, keep it at
65. And, my point is this: Whether you have a person or a thermostat
in that niche, it has to have two ways of sensing the world, one to sense
the actual temperature and one to sense the desired temperature. It has
to have an output- its switch-and it has to have what is known in
computer science as conditional branching so that it can "decide" what
it's going to do next, depending on what it senses about the way the
world is.
If you think about a thermostat in those terms, you realize there are
many different devices you could put on the wall utilizing different
principles of physics, different design principles. Some of them might
spell things out in very different ways. After all, in the case of our human thermostat, we have a written instruction and a thermometer that
is being visually inspected to determine the temperature. All these systems have something in common. And what they have in common is
that they are all information-processing ~ ,ystems _ What makes the thermostat special is simply that it is about as simple a system as you can
have that has these properties. So, contrary to Professor Pylyshyn, I
would say that the thermostat belongs in the natural kind with the human being and the smart computers. It'!; just like the paramecium- a
very simple case. And it's none the worse for that; in fact, it's simplicity
makes it a very nice example to draw out the very principle of information and information utilization that Professor Pylyshyn wants to
stress.
Now, go back to the moth. Why does the moth have the eye spots on
its wings? Well, certainly not because the moth- any more than the
shampoo-is clever enough to figure out the rationale and has painted
the spots on its wings in order to decei\'e the predators. Nevertheless,
that is the rationale for those spots. It's not in the moth's tiny head. And
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Darwin has shown us that it's not necessarily in God's head, either. The
process of evolution by natural selection has itself been responsive and
sensitive to the information in the environment over a much longer
time scale than , say, a human designer would be or could be responsive
to the same .things.
An information·sensitive system, such as the process of natural selec·
tion, is not necessarily an information·representing system. When you want
to speed up the responsiveness to reasons and when you want to in·
crease the plasticity and versatility of a system's responsiveness to infor·
mation, you have to build into the system a system of representation.
Our thermostat can represent only two things-desired temperature and
actual temperature. And then it just compares the two representations
and turns on the furnace if they are different. If you want to have a
more elaborate system of representation , you have to build in some·
thing like a language which can systematically represent many different
possible world situations and then permit the system that has those rep·
resentations in it to make its decisions based on its appreciation of those
representations of the way the world is. The thermostat is about as sim·
pie a case as there can be.
Artificial systems of the sort that Professor Pylyshyn was describing
are not even halfway, in their complexity, to the complexity of what we
have between our ears. We couldn't understand them-these artificial
intelligence systems-if they didn't have a level·by·level modular break·
down so that we can understand individual levels independently of the
astronomically complex details of the lower levels. It's this idea-that
we can divide the problem of intelligence (and creativity and rationality
and intuition) into manageable subproblems at different levels and ana·
lyze them-that has given us the power (not yet the actuality, but the
potential) to understand the workings of our own minds by understand·
ing the workings of other simpler members of this new class of infor·
mavores.
In closing, I would say that there's only a difference of degree be·
tween us and the thermostat, just as there is only a difference of degree
between us and the paramecium. And, as for the question of concious·
ness, I would go out on a limb that even Professor Pylyshyn did not go
out on and say that we' re on the verge of explaining conciousness itself
as an elaboration on the information process and capacities of these
cognizers and informavores. But that's a story we're not yet quite ready
to tell.

