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The growing number of internet-capable devices drives the increase in intense computation being

off-loaded to environments like the cloud, data centers, and high-performance computing clusters.

Computing resources are seen as abstract pools available for distribution in these environments,

and resources like the fast memory logic on a microprocessor, or cache are fair game. Core counts

and cache are scaling up to meet concurrent needs, but per-core cache capacity growth is stag-

nating. Application complexity is also increasing and needs more hardware resources like caches,

so running them concurrently on multi-core systems with insufficient cache leads to workloads

contending for common resources — what we know as contention.

Contention is not a bug, it’s a feature that requires frameworks that enable robust analysis

in a lightweight manner — presented are frameworks that compose contention data into a standard

format, drive cache allocation, and minimize contention experiment overheads. Characterize in

Context, or CInC posits that applications be analyzed under contention as a standard practice and

presents a framework for managing the data generated by multiple contention experiments. CInC

condenses and distills standard analysis like capacity curves to observe all behavior of a target

workload captured under different sources of contention — other workloads. Contention Analy-

sis in Shared Hierarchies with Thefts, or CASHT is a cache partitioning framework that directly

measures contention behavior in cache with a novel theft eviction metric. CASHT leverages a su-

pervised learning algorithm to predict the likelihood of each possible partition configuration being

the best solution. Both CInC and CASHT require a lot of experiments (and computing hours) to

generate the data for each effort. Probabilistic Induction of Theft Evictions, or PInTEminimizes ex-

periment overhead by inducing cache block promotion and eviction with some probability. PInTE

enables first-time SPEC and architecture characterizations under growing contention.
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1

How did we get here? Bringing cache

contention into view

Computers are pervasive. As of this writing most technological resources are su�ering a supply

chain backlog which means most manufacturers cannot get the resources to build products we

use all the time. In fact, there is one such product that's causing delays in car production, cell

phone manufacture, computer sales, any number of smart devices, and even government research:

compute processor units! That's right, the device in your pocket, on your wrist, in your ears, that

you ride in, or even in that plane that you've hopped on (hopefully vaccinated and wearing a mask)

has central processing units, or CPUs in it and can therefore be considered a computer.

Single processor performance hit limitations in power density � this is commonly referred

to as the �power wall." In response, modern CPUs include multiple �cores" across which work is

divided, an innovation that improves throughput per unit are of chip. A consequence of more cores

on chip included changes in the cache hierarchy, the collection of logic that stores frequently and

recently used data near the CPU core. Caches minimize data movement to and from the disk

memory, and the last-level cache in particular is shared by all cores on chip. A single workload

can be completed faster by dividing the work across the cores, but the modern CPU also a�ords us

resources to run more than one workload at a time. As the �eld moves towards more processors

on chip, more challenges and opportunities arise in how we manage shared resources like the last

level cache that the cores maycontendfor.

Multi-tasking, virtualization, and cloud-based applications put pressure on CPUs in the

systems they are run on, and creates a running environment that is increasingly shared among

1



distinct workloads. Workloads vary in input, access patterns, and the times that data arrives in

more complex cache designs which put di�erent pressures on the cache when run alone. Given

that it is increasingly common that more than one workload runs on di�erent cores of a system,

resources like cache that cores have in common are being shared and under contention at a higher

rate.

Evaluations tend to focus on parallelizing a single workload to take advantage of the in-

crease in computing resources, and hardware based solutions prioritize maintaining workload de-

mands as the goal for optimizing shared resources like cache. This chapter brie�y discusses the

modern CPU evolution, the organization and optimization of hardware caches as resources be-

come more shared, and the methods of evaluation that prioritize single operation at a resource

cost.

2



1.1 Modern CPUs & this new side e�ect called contention

The CPU has come a long way from its inception in 1971 [22], [53]. Figure 1.1 illustrates these

changes from transistor to a System-on-Chip in 2020 that boasts 16 Billion transistors (and re-

cent iterations boast 2X that) [103]. From 1976 to about the early 2000s we saw a renaissance in

computing power that was driven by two factors: Moore's Law and Dennard Scaling. Moore's

�Law" is the common name given to a paper published by Gordon Moore that projected transistor

density doubles every few years [94] and has held, albeit with some stretching. Dennard Scal-

ing refers to a 1974 paper by Robert Dennard modeling the inverse relationship between the size

of transistors (the electrical components that make up CPUs) and the speed that transistor state

can change [34]. Moore's law has been challenged throughout the years with many forecasting

its failure, and Dennard Scaling fails once transistor sizes were reduced to nano-scale and below.

Performance improvements also require more power and generate heat beyond what's practical

[23]. The response was to distribute work across lower-performing processor cores that work at

the same time, or in parallel [102]. In this section, I summarize microprocessor evolution, starting

with what drove single-core performance to an unsustainable peak, describing the architectures

that supplanted this design, and the new normal where multiple cores mean multiple programs

sharing and contending for resources like cache and memory.

1.1.1 Single-core

The evolution of the microprocessor saw vast improvements in speed and throughput up to the

early 2000s. It's important to understand what drove the processor to evolve and how we have

arrived at a multi-processor design that is increasingly shared among many workloads.

The Transistor Transistors made their debut in the 1950s, and are the basic electrical compo-

nent of all micro-architecture. The transistor is best described as an electrical valve with three

inputs: a gate; a source; and a drain [118]. When a certain amount of voltage is supplied to the

gate, electrons are allowed to �ow from source to drain. Gordon Moore projected in 1965 that we

would see a doubling of some aspect of computing capability, measured in performance or tran-

sistor density per square inch, every few years. In �gure 1.1 (a) we see the number of transistors

on-chip is doubling every few years from 1972 on.
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Figure 1.1: A Visual and Annotated History of the Processor and where Cache �ts in: We see
the storied history of the microprocessor through its evolution from 1 to 16 Billion transistors;
The evolution was helped along by key moments like Gordon Moore's projection that transistor
density doubling every couple years evolving into a �law," and Robert Dennard laying out how
this increased density is possible at low cost because transistors could shrink and get faster; The
addition of memory called cache would support faster processors until today where we're 3 cache
levels in, Dennard Scaling has broken down, Moore's Law is slowing, and processors are more like
systems of diverse processing capability.

Moore's Law The growth in transistor density on-chip is famously referred to as Moore's Law

After Gordon Moore published the projected doubling in transistor density per unit area in 1965.

Many engineers, researchers, and academics have contributed towards the support, exploitation,

and even downplay of Moore's Law, all to the bene�t of faster computing power. However, recent

years have seen a slowdown in Moore's Projection. Current limitations on power density, or the

number of transistors per unit area that is switching (turning on or o�) raise the heat generated

in that square inch. Certain projections suggest this would approach the same heat as the sun, but

the practical danger lies the processor being ruined because components fail or burn out at these

temperatures [23], [24].

Dennard Scaling Ten years after Moore's publication, Robert Dennard presented the notion

that the speed at which transistors can switch from on to o� increases as we shrink the gate width

[34]. The reasoning assumes faster transitions due to electron �ow through the transistor being

constant and the distance from source to drain being shorter. However, the physics of electrons

at nano-scales are more random and subject to drifting, or electrons not moving in the desired

direction. The physics of the devices themselves, made up of materials like copper or aluminum

or gold also have di�erent properties at such small scale. In addition to the behavioral changes at
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nano-scale, it's increasingly di�cult to even manipulate materials into transistors and the cost to

do so grows [3], [83], [114], [136]

Dark Silicon A combination of Moore's Law slowing down and Dennard Scaling breaking once

we reach nano-meter transistors is that now segments of the processor must be left �dark," or

incapable of being run simultaneously which limits the number of parallel operations that can

happen [41]. The response sees more specialized cores, or accelerators that target particular code

segments like FFT, compression, and even tensor-based algorithms [4], [89], [123], [146].

1.1.2 Multi-core CPU

The power density limitations motivated a shift in micro-architectural design away from one, high-

performance and general-purpose core to greater than one �cores" that operate at sub-maximum

frequencies or power consumption. Figure 1.2 (a) shows CPU performance, speed, and power

levels o� around 2005 while the number of cores increases. The key design choices that came

from this are the Chip Multi-Processor and the System-on-Chip. Caches saw some scaling with

the move towards more cores, but that has not kept pace with the core count.

Chip Multi-Processor A Chip Multi-processor (CMP) is a processor with multiple, general-

purpose cores. The design is motivated by inherent parallelism in a workload, meaning a workload

can be divided into parts that can be worked on simultaneously. A CMP can complete a workload

faster than running the workload on one core, and can sometimes achieve double the performance

with every doubling in the number of cores [102]. CMPs are frequently homogeneous or have

the same kind of core � though there are big.LITTLE designs with high-performance cores and

energy-e�cient cores splitting the work depending on performance need [81].

Systems-on-Chip A System-on-Chip (SoC) is a low-power micro-architecture design with mul-

tiple and di�erent cores that range from general-purpose, graphical, and compute acceleration

cores. The integration of all of these cores on a chip minimizes the cost (energy and time) of data

movement while o�ering fast computation for important kernels of workloads (graphics, decod-

ing, machine learning, etc) [32]. Cellphones, tablets, laptops, and even servers are employing SoCs

and is arguably the most prevalent kind of high-performance chip design on the planet, today.
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Figure 1.2: Computing Trends and The Memory Wall: (a) Moore's Law and Dennard Scaling saw
computing speed increase steadily until about 2005-2006 when Dennard Scaling breaks down; At
this point, the number of �cores" begins the increase as single core speed, frequency, and power
level o�; (b) What divides CPU performance and Disk density is performance, revealing a large
gap in how fast processors compute and disk can serve that data up; This gap is referred to as the
�memory wall" and caches are one key solution to lessening the impact; (c) Parallel to this, we
see advances in memory density, or disk space having a similar, steady increase, approaching 105

Megabits/inch2 and climbing around the same time that Dennard Scaling fails.
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Shared Resources Figure 1.2 (b) shows that increases in core performance far outpace mem-

ory performance. The addition of more cores exacerbates this performance gap because cores now

share Last level cache, data bus, DRAM, and beyond. Indeed, an increasingly highly-utilized, multi-

programmed running environment results in cores with di�erent needs contending for shared re-

sources. In �gure 1.2 (c) we see disk capacity also increasing to accommodate the growing memory

demands of workloads. Multiplying the growing memory demand by the number of cores results

in a �ght for resources that can be referred to as contention, and the �rst logic component that's

shared and contended for is the cache. Caches are a highly researched part of the microprocessor,

but research often focuses on parallelism in code and maintaining individual and isolated behavior.
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1.2 Cache: the incredible short-term memory solution

A cache is a logic circuit where processors store recently requested data. Caches were added in the

1970s to avoid the long time it takes to move data to and from the main memory module, which

can be in either DRAM or a hard disk [98], [107]. The latency for this data movement is due to

the relatively long distance between the processor and main memory, which a cache alleviates

by storing recent and frequently used information nearby. The large store of information that

represents software and operating system functionality, or memory space is logically divided into

contiguous segments with unique location identi�ers, or addresses. Addresses and the associated

data are served up to the processor for computation. A cache allows a fraction of data from the

memory space to be stored near the processor in blocks. An update to benchmark applications

signals that applications are growing in size and complexity [132], and the move towards multi-

core environments means caches will be under more pressure. This section summarizes cache

design, techniques that manage cache contents at the hardware level, and hints at the complexity

introduced once caches are shared.

Figure 1.3: Cache Evolution: Caches are logic components in the microprocessor that store recently
used data near the core to avoid frequent movement of data between the core and the disk. Here
we see a mock-up of caches at their introduction in 1976, starting out with an Instruction and
Data Cache; By 2003 the instruction and Data Caches would be grouped as part of the core, and a
shared last-level cache would be common among all cores; As of 2020, we have Systems on Chip
that have multiple types of cores with their own caches that share a system level cache.

1.2.1 Cache Organization

Caches are often described by characteristics that de�ne their organization: block size; capacity;

access latency; cache associativity; and cache hierarchy level.
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Figure 1.4: High-Level Cache Organization and Place in the Memory Wall: Caches were intended
as a general solution to the memory wall problem, but have introduced new problems as they
evolve with processors; On the left, we see a high-level diagram of how caches are organized,
with a cache being described by the number of sets (S) and the number of cache blocks per set,
or associativity (A); Cache blocks hold data (64 Bytes worth), the address in memory where the
original data lives (Tag is a part of this), and state that is used to manage blocks while they exist
in cache; Accessing cache takes time which only increases with size, but it's still preferred over
main memory; The previous growth in computing power and disk capacity means more requests
for more data to be held in cache with limited resources.

Blocks Caches are made up of components Static Random Access Memory, or SRAM [87] that

store 1s and 0s, or bits organized in contiguous units that we refer to as a cache block which is

represented in �gure 1.4. Bits composed into contiguous groups of 8 are considered a word, or a

Byte. The block size describes the number of bytes stored per block, and while 64 Bytes is common

across most architectures there are e�orts to expand that to larger block sizes dynamically [37],

[135]. Many blocks are co-located into sets, and groups of sets combine to form a cache of a given

capacity depending on memory and design needs.

Associativity and Sets Accessing a cache is dependent on the cache organization, which is

often de�ned in terms of associativity. Figure 1.4 represents a cache set that is A-way set associative

which means the total number of cache blocks in the set are equal to A, and each block has a

virtually similar location in memory (address). Cache sets are selected by taking the address of

a block (commonly 64 bits of information) and extracting a portion of it to identify which set it

belongs to. The number of set associativity and cache capacity (in bytes) dictates the number of

sets we have. Given the 64kB cache described earlier, if we want 1024 sets we would have a 1-way

cache, 2 ways would mean 512 sets, 4 ways results in 256 sets, and so on. A 1-way set associativity

is also called a direct mapped cache and allows a single location for data of similar addresses to
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exist in the cache. A 1024-way set associativity is fully associative and allows any block requested

by the core to exist in any block of the cache. There is a latency and storage trade-o� between

direct-mapping and fully-associative cache designs that designers have to make.

Cache Capacity The cache capacity describes how much of total memory the cache can hold.

We often think about cache capacity in Bytes (B), and the smallest common unit of a cache is the

block size � usually 64B. For example, if we have 1024 64B blocks then our cache size is 1024*64B

which equals 65536B, or 64 kilobytes (kB). Cache sizes range from 32kB to 64 megabytes (1 MB =

1024 kB = 1024*1024 B) which represent 32000 to 64000000 blocks, respectively. Capacity is further

deconstructed into dimensions for accessibility and speed.

Access Latency Requesting data from the cache takes some time depending on the cache orga-

nization (associativity, set count, SRAM speed, etc). Caches are checked �rst when the processor

needs new data, and this process happens by �rst identifying the set that the data would be placed

in and simultaneous comparison of address information across ALL blocks currently in the set. If

the data is in the set, it is considered a cache hit and we save the time it would take to investigate

the other memory. Otherwise, the data is missing (cache miss) and memory beyond the cache

must be accessed.

Cache Level Multi-level caches came to be around 2001 as a response to larger and faster mem-

ory demands from cores. Given 1 level of cache, growing memory needs quickly exceeded the

available capacity in L1 (commonly 32-64 kilobytes) but increasing the cache capacity increases

the time it takes to access the cache. Additional cache levels (level 2, level 3, etc) were introduced

in 2001 and 2003 to accommodate data that would not be reused as frequently as other data blocks

but are worth keeping nearby even at a larger latency than level 1. As data is stored further from

the processor, patterns that were once easily observable in L1 are now di�cult to track in L3 [75],

[82]. The patterns reveal what is referred to as locality, or the access of a set of data in the same

order (temporally) or near a certain location in memory (spatially). Deeper cache hierarchies �lter

out locality which creates a scenario where managing cache contents requires caching techniques

that predict patterns [47], [75], [145].
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Summary The ability to add more logic as Moore's Law prospected a�ords modern architec-

tures as many as 3 levels of cache and hold large amounts of data nearby. However, the shift to

multi-core architectures means resources like the cache hierarchy are increasingly being shared by

multiple programs, applications, or services that can be generalized as workloads with competing

needs. There are innovations in managing the data that address further ine�ciencies, and yet the

innovations either estimate or are agnostic of the e�ects of sharing and contenting for the cache.

1.2.2 Cache Management

Caches are well-researched logic components, and one area that researchers have hotly debated

and innovated on is managing what goes into the cache and what data to remove when new data

needs space. What I describe here are designs that consider the consequences of needing more

space, �ltered locality, multiple cores working on a single workload, and data tra�c.

Set Management Cache contents are managed on a per-set basis, and there exist algorithms

that determine how new data is placed in cache (insertion), is protected when reused (promotion),

and which block to remove when new data needs to be placed in a set. Such policies fall into

3 camps: insertion; promotion; and eviction. Insertion policies determine how protected data is

when it is placed in the cache, what data gets cached, as well as how protected the data is from

future eviction. Figure 1.4 (a) shows an example of eviction from a 4-way cache set using the Least

Recently Used policy [67]. In LRU, the eviction candidate has the highest number relative to all

other cache blocks, Promotion policies determine how well to protect data when it is accessed

while still in cache, or hit. In LRU, promotion means all blocks at LRU positions less than the

currently accessed block (way 3 in the �gure) have their LRU value incremented, and way 3 is

updated with incoming data and LRU position 0 (or Most Recently Used). Promotion happens on

eviction and on a cache hit. Eviction determines which data is removed when new data needs to

be placed Policies can be as simple as storing a number representing the order in which a block

was last accessed, and as complex as tracking previous behavior and making predictions [47], [67],

[71], [142]. Frequently, policies are designed with a thread- or core-awareness, but the intent is

to capture behavior respective of each core rather than information about how the application

is impacted by contention. There is a lot of overlap between the policies that manage content

and other techniques that seek to optimize cache utilization [113], [121], [141], [148]. Commonly,
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Figure 1.5: High-level Cache Management Flows: (a) The diagram illustrates how the Least Re-
cently Used Policy evicts the LRU block (block has the highest value in the set). (b) The inclusion
property has 3 �avors: Inclusive requires copies of data that exist at each cache level and evicts
all copies in the hierarchy if the larger cache evicts its copy; Non-Inclusive does not require that;
and Exclusive requires only one copy exist in the cache hierarchy. (c) Write policies either update
every copy of a block after it's been modi�ed (Write-Through), or only once it is evicted from the
cache (Write-Back). (d) Coherence maintains memory consistency and avoids multiple changes to
the same data; the maintenance is often sparked by a simple check of who has what data now. (e)
Prefetching brings in new data when normal (or demand) memory requests occur; a prefetch is
frequently pattern-driven but can be as simple as requesting the neighboring block.

academic techniques require hardware structures to pro�le core or thread behavior that is costly to

scale to more cores. For this reason, it's rare to see bleeding-edge implementations in the industry

without a signi�cant uplift in performance, or practical implementation.

Inclusivity Caches have grown to be multiple levels to hold data with di�erent relative locality

or relationships in space and time. While the policies in the previous section manage data blocks

within a set, there is a property de�ning inter-cache level placement that we refer to as inclusivity

[11]. Figure 1.5 (b) presents high-level representations of the 3 types of cache inclusion [11]: In-

clusive, Non-inclusive, and Exclusive. Inclusive caches require copies of data in the core cache to

be maintained in the shared cache, and evictions of the copy in the shared cache force the copies

in the core cache to be evicted, too. This property means this type of cache can have a lot of data
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moved across the hierarchy per access, and contention from multiple workloads sharing an inclu-

sive cache can result in a lot of tra�c from the core and loss in performance. There is a cache

coherence bene�t to inclusive cache when running a multi-threaded workload because copies of

data in core caches can be evicted along with the copy in the shared last-level cache. Non-inclusive

caches allow copies of data to be placed across the hierarchy, but once data is brought into the cache

it is no longer dependent on the existence of other copies being kept around. Cache architectures

are frequently non-inclusive caches because data in the core is not dependent on the existence

of data in the shared cache, and trade the performance bene�t for cache coherence complexity.

In a non-inclusive cache, sharing LLC does not result in so-called inclusive evictions which is a

common feature of inclusive cache design � inclusive caches require data to be evicted from all

cores that hold a copy when the data is evicted from the shared cache. Alternatively, exclusive

caches require that data between cache levels be unique, and o�er more unique memory capacity

on-chip that translates to more cache capacity. Data is placed in the core caches �rst when caches

are exclusive, and the only way to place data in the shared last-level cache is for it to be evicted

from the core. When the data is requested by the core and it exists in the LLC, it is invalidated to

maintain exclusivity. Industry made recent transitions from inclusive to non-inclusive in the last

12 years [36]. Further, dynamic cache regimes [64], [65] and 3D implementations of shared cache

on chip [8] means more capacity to take advantage of � a compelling environment for varying

inclusion, but even more so for the impact contention plays at this scale.

Write Policy When a processor wants to store data that it has created or changed then a write

to the original copy must occur, and �gure 1.5 (c) illustrates the two write policies that determine

when that write happens: write-through and write-back. A write-through policy updates data as

soon as the processor commits to changing the data, issuing write commands to every place in

memory where the data can exist. A write-back policy updates the nearest copy of the data in the

cache when the processor commits to changing it. Once that copy gets evicted from the cache it

can be updated in the next level memory and this repeats until it is evicted cache hierarchy. Write-

through allows immediate action to be taken when data is changed but increases tra�c across the

memory hierarchy (and can even trigger coherence tra�c, which I'll discuss next), while write-

back takes a lazy-write approach and reduces tra�c. Each policy has its bene�ts depending on

the workload being run, but sharing the memory hierarchy adds to this complexity if multiple and
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interleaving writes from di�erent workloads occur.

Coherence One aspect of the multi-core processor design is to divide work across many cores

to complete a task faster. Dividing a task also means dividing the data being worked on, and often

times programs are designed to work on the same piece of data. Coherence protocols are put in

place to prevent two cores from changing the same data block, being careful to maintain a notion

of state for each block that is placed in the cache hierarchy. Figure 1.5 (d) represents coherence in

a simple manner, seeking to see which core has a copy of a piece of data. The way this is done is

not quite as simple, and a handful of states allows the system to know if a block is modi�ed (M), is

exclusive to a given thread or core (E), is shared across threads or cores (S), or whether the block

is invalid (I) [97]. State changes trigger di�erent consequences across the cache hierarchy like if

a core wants to modify a block in the shared state it must check if any other cores have the block

and force them to invalidate their copy. This single event can o�er any number of complications

depending on the state of the copies. An interesting question arises when di�erent workloads are

run simultaneously: how does the coherence policy behavior for a given workload play out with

the tra�c from other workloads?

Prefetching Data is fetched from memory when needed, or on demand. Often times data re-

quests have distinct patterns or likelihoods of being accessed together, what we call locality. The

observable patterns are used by prefetchers, which predictively request data and place it in the

cache to improve performance [42]. Figure 1.5 (e) represents a simple memory request stream

and potential responses to the current request for R: �rst, maybe the neighboring block in the

memory address space is helpful (S); second, looks like previous data requested have been three

blocks ahead so perhaps the block that's three blocks ahead will be useful (V); and lastly, given the

number of times you've accessed blocks with a distance of three blocks between them, perhaps

using the next three in that same sequence is useful (V,Z�). The consequences of prefetching include

polluting the cache with data that's not being used, forcing out data that is frequently used, and

creating pressure on the network and data bus between the cache and main memory. Just imagine

what kind of cache, network, and memory pressure multiple and distinct workloads can cause in

a shared cache.
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Non-Uniform Memory Access, or NUMA Cache Caches are symbolically represented as

monolithic, but in a multi-core environment, the shared last-level cache is divided into slices that

correspond to each core. The reason for this is that each core may frequent cache sets in a non-

uniform way. For example, in a cache with 100 sets shared between 2 cores, core 1 may only access

the �rst 10 (non-uniform) while core 2 may access every 3rd set (uniform). Dividing cache into

slices and co-locating them to a given core o�ers workloads a portion of cache nearby to place

data unique to the work being done on the core. A NUMA last-level cache networks each slice in

a ring (or rings) that can move data around the cache to a given core if the data doesn't exist in its

co-located slice. The added NUMA network adds to access latency if data is moving between cache

slices, and sharing this resource between di�erent workloads creates a problem that's di�cult to

research and optimize for.

Summary Caches are clearly complex logic components, and the last-level cache is increasingly

critical to multi-core operations because it is shared. Sharing between multiple and distinct work-

loads adds an additional layer of complexity that is di�cult to analyze, and yet the response from

prior work has been to maintain some �delity to an individual workload's isolation behavior.
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1.3 Contention: consequences that come with sharing

The addition of more cores on the same processor chip came in parallel to the expansion of cache

size and the memory hierarchy (cache levels, DRAM, and main memory), all of which are in service

of advancing workload performance while staying within energy limits. The logic is supported

by the growing complexity and size of workloads. The SPEC benchmark suite is a collection of

workloads that researchers and computer architects use to study system performance and behavior

for comparison to similar and previous systems [132]. Between the 2006 and 2017 releases, we saw

the number of instructions per workload in SPEC increase by an order of magnitude (from Billions

to Trillions) [105]. Add to that the fact that the modern use cases for the kinds of servers SPEC

benchmarks are used to evaluate are employed in data centers for cloud computing, virtualization,

and high-performance computing.

Figure 1.6: Intel Server Cache Trends and Benchmarking SPEC 17 Rate L3 Utilization on Intel
Servers: The plots show in (a) that core count and total cache mask a �xed per core allocation, and
in (b) we see data collected from an in-house, Intel server shows the cache is being �lled while
cache misses exceed the capacity by 800X.

1.3.1 Recent Workloads can �ll server cache

SPEC 17 Rate �lls the level 3 cache of an Intel Xeon Silver 4110-based server. Figure 1.6 (a) is a

survey of Intel Xeon Silver Model servers from 2016 to 2020 showing core counts (blue bars) and

total shared last-level cache size (yellow line) varying together, but the cache size per core (red

line) is consistent. The x-axis re�ects the server model numbers, and there are two y-axes: left

axis shows the number of physical cores and the bars correspond to this axis; the right shows

cache size in megabytes (MB) and the lines correspond to this axis. It's clear that cache size scales

16



with the core count, but if each workload needs more than the per-core cache size (1 to 1.375 MB)

then running any other workloads has the potential for causing contention for LLC. Figure 1.6 (b)

shows SPEC 17 Rate benchmarks frequently �ll the shared cache on an Intel Xeon Silver 4110-

based server (top), while the bottom plot shows each workload still cannot �nd (or misses) data in

that shared cache. The x-axis re�ects SPEC 17 Rate workloads (benchmark+input pairs) and is the

same for both subplots; the y-axes re�ect the amount of space in megabytes that the workloads

�ll in cache on average (top), and the number of misses that occur in L3 multiplied by the block

size to compare against capacity � like the quantity of missed data in bytes. From the plots, we

see the quantity of missed data exceeds the shared cache capacity by as much as> 800X. The fact

that a workload can reach 7 gigabytes worth of misses is astounding in the context of the cache

space it could share with other workloads.

Figure 1.7: SPEC 17 Rate Performance Under Contention: The data represented here shows work-
loads under contention have a range of responses to contention from other workloads, from sig-
ni�cant losses (0.6 on the y-axis translates to a 30% loss) to gains in performance (1.15 translates
to a 15% gain); The x-axis shows each SPEC 17 benchmark and associated reference input, and the
y-axis shows performance under contention divided by the performance in isolation. The red line
re�ects where results have to line up to be seen as being una�ected by contention, and clearly we
have some workloads that are contention insensitive.

1.3.2 Performance Impact under Contention

Benchmarking a system with a suite of workloads is a common �rst step to evaluate system per-

formance [7], [16], [25], [35], [132], [143]. Contention is increasingly common among systems de-

ployed in cloud, virtualized, and high performance compute cluster environments [27], [30], [31],

[76], [93], [117], [140], and while benchmarks are often used to exercise architectures it should be

equally important to understand benchmarks in this context. To that end, we run a subset of SPEC
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17 Rate workloads in pairs at the same time on an Intel-based server, and �nd performance varies

from -30% to +15%. We take care to evaluate the workloads while they share a common allocation

of the last-level cache to allowcontentionfor the cache resources to occur. Contention manifests

in shared caches as forced evictions, and we observe this kind of contention in the impact each

workload has on the LLC occupancy they hold.

Figure 1.7 shows box plots for the subset of SPEC 17 Rate on an Intel Xeon Silver 4110-

based Server. In the �gure, the x-axis shows each workload, and the y-axis shows how much

performance is impacted by contention as the percentage that the rate of work accomplished is

changed from when the workload is run alone, or in isolation. Instead of individual data points,

performance data is shown as box plots to better show how much impact contention has on a

workload and roughly what percentage of experiments are impacted by contention. Box plots

have 5 key parts:

ˆ Median, or the center line representing the result in the middle of all data, or the weighted

IPC value that is greater than 50% of all contention experiments for that workload;

ˆ First Quartile, or bottom of the box represents the number between the median and the

smallest number, a weighted IPC value that is greater than 25% of all workload-speci�c

experiments;

ˆ Third Quartile, or top of the box representing the middle number between the median and

the largest number; this number represents the weighted IPC value greater than 75% of the

workload's experiments;

ˆ Whiskers, or the bars at the end of the lines that extend out from the ends of the box; the

whisker bars show the statistical maximum (top) and minimum (bottom) weighted IPC; and

ˆ Outliers, or the circles beyond whiskers show extreme data that exceeds the max or min

values and follow no distribution.

The red line denotes where performance is not changing or is contention-insensitive. Both work-

loads are pinned to di�erent physical cores, and Intel Cache Allocation Technology [60] allows the

last level cache to be partitioned so both workloads can place data within the same 10MB partition

of LLC (the remaining 1MB is left to other processes and tasks). Workloads with the same bench-

mark name are not allowed to run together, even if the inputs are di�erent. Further, workloads are
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restarted if they complete before both workloads have �nished at least once, and we take results

from the �rst iteration a workload completes.

The data shows the impact of contention is not uniform across SPEC 17 Rate, and individ-

ual workloads have distinct ranges of performance impact. A workload like 500.perlbench using

reference input 2 has a median value at -9% which means that 50% of this workload's contention

experiments see at least a -9% loss. For the workload representing 502.gcc with input 3, the per-

formance loss for contention experiments is closer to 0%. Further, the box plot for 502.gcc has

a tighter distribution which means the workload sees a similar impact from contention (+/-5%

change in performance). Workloads like 511.nab with input 0 see little impact from contention, or

are contention insensitive given the tight distributions and proximity to the 1 (indicated in red).

And �nally, workloads like 538.imagick with input 0 see performance gains, though the minimum

and �rst quartile are negative so it is not immune to contention.

1.3.3 Studying workloads under contention is complex

Workload analysis prioritizes the workload's best operating condition, but cloud computing and

virtualization suggest workloads will frequently run under some form of contention [27], [30], [76],

[140]. Contention characterization frequently focuses on inter-core contention, or contention in

DRAM or other shared components [39]. Cache-centric contention analysis focuses on micro-

benchmarks that stress a system [91], [92].
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1.4 Summary

A consequence of processors evolving from single core behemoth to a system of general purpose

and specialized computing resources on a chip is that the memory hierarchy needs to support this

new normal. In particular, I've discussed the complexity of caches, and it's clear that each feature

o�ers a new challenge to an increasingly shared caching environment. Researchers and industry

aim for the performance a workload achieves when run by itself, or inisolationwhen designing

architectures but the reality is that systems aren't running one workload at a time. There is open

research on how best to stress systems using virtual machines and cloud computers, and personal

experience with high performance computing clusters implies systems are often running multi-

ple and di�erent types of workloads at any given time. Additionally, workloads are proving to

grow in complexity and memory demands as time moves forward. Benchmarks in the SPEC 17

Rate benchmark suite can easily �ll an Intel Server's 11MB last level cache and want more, so it's

no surprise that co-running multiple pairs of SPEC 17 Rate benchmarks on a real system reveals

performance swings from -30% to +15%. The swing in performance is largely due to each work-

load attempting to use the shared resources (cache, bandwidth, DRAM, etc) without knowledge

of the other workload. The lack of run-time-environment context means each workload believes

it has sole access to the shared resources, and a consequence is that access to shared resources

are vulnerable to interference from other contending workloads. Critically, this thesis focuses on

how the vulnerability of data in last level cache to eviction by other workloads is a key source of

information that can be analyzed.
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1.5 Thesis Statement: Workloads must be characterized and un-

derstood in the context of shared resources like last-level cache,

and characterization, run-time pro�ling, and lightweight con-

tention modeling methodologies must be developed towards

that purpose.

1.6 Chapter Contributions: an itemized list

The work in this dissertation were designed towards the central premise of my thesis: how can we

standardize and scale contention analysis? Included are language and characterization methods

in chapter 1, run-time pro�ling in chapter 2, and modeling towards fast simulation in chapter 3.

The summary of the respective goals and key contributions are enumerated below.

Chapter 2: CInC: Characterizations in Context - Under Review, 2023 IEEE International

Symposium on Performance Analysis of Software and Systems (ISPASS) Contention is

a feature of how modern systems are used and we should evaluate workloads in this context as

a standard practice. In service of this, Characterization in Context is a position and framework

design method that imposes this ethos on the capacity curve. An initial e�ort saw a short pub-

lication as Capacity Curve Annotation and Feature Extraction or C2AFE [52], which is a method

to summarize capacity curves, or the representation of workload performance as a function of

cache capacity. CInC formalizes and expands C2AFE to capacity curves collected on a real system,

con�rming that miss curves can be misleading when choosing cache allocations but the extracted

features demonstrates similar behavior between the isolation and contention contexts. Addition-

ally, statistically testing the correlation of cache-centric metrics to performance in either context

shows moderate to strong correlation (0.44 and 0.74, respectively) which motivates the need for

metrics captured under contention.

ˆ CInC, a methodical framework for communicating about, and generating contention pro�les

on a real system;

ˆ Condensed Representation Model, or CReM, a new capacity curve that includes contention

variation across experiments;
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ˆ Curve Analysis Features, or CAFe are formal de�nitions for designers to use when analyzing

capacity curves;

ˆ A CInC-based characterization of a subset of SPEC 2017 Rate workloads;

ˆ A case study investigating CAFe shifts as contention increases from 0 to maximum observed;

ˆ A case study that demonstrates the statistical signi�cance and power of contention-context

data.

Chapter 3: CASHT: Contention Analysis in Shared Hierarchies with Thefts - Published,

ACM Transactions on Architecture and Code Optimization (TACO), March 2022 [51] Con-

tention Analysis in Shared Hierarchies with Thefts or CASHT [51] presents a novel contention

metric and applies in-context analysis to the cache partitioning problem and achieves competitive

performance to a partitioning scheme that is 8X the size and scales poorly. CASHT presents thefts,

a measure of inter-core cache evictions that gives ownership of the contention to the core causing

the eviction. Prior art commits time and area to pro�ling applications in service of capturing single

workload behavior, and CASHT reduces this overhead via probabilistic sampling and in-context

theft estimation to collect cache statistics while cache partitioning is enforced across the entire

cache. Statistics are passed to a training learning algorithm, Gradient Boosting Trees to predict

the next partitions for each workload, and an algorithm similar to hill climbing balances out the

partition con�guration for greater than two cores.

ˆ Thefts, a cache block eviction that is a consequence of contention for cache capacity and

re�ects when an accessing workload displaces data of another, distinct workload;

ˆ Two methods of tracking theft-based contention: Native Contention Tracking, or NCT which

checks at cache eviction whether the core ID of displaced blocks and the displacing core are

the same; and Agnostic Contention Estimation, or ACE which detects thefts in partitioned

caches by testing if the LRU state of displaced blocks are the LRU of the cache set;

ˆ Probabilistic-ally Sampled Accesses, or PSA which is a sampling method that randomly sam-

ples cache access events across where workloads place data rather than in statically or ran-

domly spaced sets that may not be accessed, removing over-estimations made by prior art

(within 1% of reported miss rate vs 3% over-estimation by known techniques);
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ˆ Applying Gradient Boosting Tree-based Supervised Learning to the partitioning problem

results in a light-weight predictor (100B-1kB) with 90-95% cache allocation prediction accu-

racy;

ˆ A hill-climbing inspired algorithm called Tree Scaling which balances greater than one par-

tition predictions to �t within the given maximum cache resources; tree scaling can predict

partition sizes for greater than two workloads by observing individual workloads as unique

entities that share cache with an entity represented by the sum of all other workload behav-

iors;

ˆ Contention Analysis in Shared Hierarchies, or CASHT combines the techniques ACE, PSA,

GBT, and tree-scaling into a framework that is within 1% of 2-core performance achieved by

Utility-based Cache Partitioning at 1/8th the overhead of a foundational partitioning tech-

nique, and scales to 4- and 8-cores by adding additional counters per core while the frame-

work remains the same.

Chapter 4: PInTE: Probabilistic-ally Induced Theft Evictions - Published, IEEE Interna-

tional Symposium on Workload Characterization (IISWC), November 2022 [49] Third,

Probabilistically Induced Theft Evictions or PInTE models cache contention as random cache inser-

tion and block invalidation which reduces simulation times by 2X and avoids multi-programmed

simulation artifacts. The probabilistic sampling in CASHT inspired the idea to target workloads

where they are accessing cache, prior research in set management policies, and deep understanding

of the theft mechanism come together in an algorithm that uses the management policy to move

data toward eviction and block invalidation to �evict" data with some probability. PInTE yields

stable results across 25 iterations of the same experiment (standard deviation in IPC and miss rate

are 0.0006% and 0.12% respectively. Because PInTE cannot claim to model a second workload's ac-

cess patterns precisely However, we see PInTE can model the consequences on a workload being

run under contention when the relative entropy is computed for Miss Rate and IPC (4 bits for miss

rate and greater than one bit, respectively).

ˆ A contention induction methodology that reduces experiments by 2.6� , average simulation

time by 2.2� , and total simulation time by 5.6� while incurring -8.46% average relative error

in performance;
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ˆ A �rst-time contention sensitivity characterization of SPEC-based traces, showing 57% of

benchmarks are insensitive to cache contention assuming a 5% performance loss is tolerable;

ˆ Case studies analysing architectural techniques under contention � replacement and in-

clusion performance becomes similar, aggressive prefetching has advantages, and branch

prediction accuracy is more important.
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2

Generating a miss curve is

time-consuming, but what if we want

to do it under contention?

Workloads are increasingly likely to be run concurrently with other, unique workloads. Increased

contention for hardware resources is a consequence of more, distinct workloads running on the

same system; this is especially true for a shared cache. However, shared cache analysis is domi-

nated by methods that center on how a workload behaves when run alone, or inisolationdespite

a growing body of research and global usage trends. Though evaluating a workload in isolation

is important, it is increasingly irresponsible to not evaluate a workload under contention as a

standard part of analysis.

Characterizing in Context, or CInC is both a position paper on modern performance anal-

ysis moving forward, and a framework of proposed standard performance analysis methods that

are contention-forward. This work takes the position that it is no longer responsible to solely

analyze a workloads' isolation behavior. Additionally, we provide a way to talk about contention

that is a formal and clear. Further, a framework is presented that CInCs cache sensitivity, or capac-

ity curves in two ways: simpli�es multi-capacity-curve analysis via a Condensed Representation

Model (CReM), and distills capacity curves into Curve Analysis Features (CAFe). The framework

also demonstrates the rich information available in the contention behavior of a workload through

a novel characterization method that measures stability. To demonstrate our CInC framework, a
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characterization of a subset SPEC 2017 rate workloads run on a real system is presented. Further,

case studies are discussed that compare the statistical power of contention data versus isolation

data, the similarity between the isolation and contention CAFe, and whether CAFe degrades under

increasing contention.
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2.1 Introduction

Microprocessors do a lot of work at the same time, or concurrently, but it's uncommon to see

each piece of work studied in this context. Further, workloads are increasingly likely to share

hardware with other workloads due to growing demands in computing. This is due to more de-

vices o�-loading work to cloud, the use of multi-tenancy for e�ciency, and increasing core counts.

Avoiding contention for shared resources is impossible in a modern application running context.

Cloud, HPC, and even multi-tasking on personal devices apply more pressure on hardware to

manage all of the work as scaling becomes more complex [12], [27], [93], [140]. Contrary to these

facts, researchers insist on characterizing applications under the assumption that all compute and

memory resources are available to a single workload [7], [16], [106]. In addition, performance-

forward hardware techniques often rely on isolation behavior to drive design decisions [11], [42],

[70], [72], [109]. In particular, cache analysis focuses on building performance pro�les for work-

loads in isolation or under the guise of isolation [96], [113], [121], [124], [137]. Familiar metrics

like cache misses and popular analysis tools like capacity curves that are common for workload

characterization were originally designed to characterize a workload in isolation [69], [106].

The focus on isolation performance indicates a disconnect between the increasingly con-

tentious running environments and the ways in which engineers design hardware. As a further

consequence of this disconnect, we �nd the research community lacks the language and formalism

for contention-forward performance analysis that this work addresses. Characterizing in Context,

or CInC is both a position paper on performance analysis and a framework for performance anal-

ysis in a contentious computing world. CInC posits that workloads executing concurrently are too

common to design around, so we should design in light of it.

Contention-forward design motivates the need for contention-forward analyses that are

clear and simple for designers and engineers to put into practice. Tools like the sensitivity curve

[63], [69], [139] and the roo�ine [144] inform workload and system behavior, project upper lim-

its on performance, and enable decisions based on resource availability. The CInC-based frame-

work we present in this work provides language and tools for advancing the notion of contention-

forward analysis with the following contributions:

ˆ CInC, a methodical framework for communicating about, and generating contention pro�les

on a real system;
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ˆ Condensed Representation Model, or CReM, a new capacity curve that includes contention

variation across experiments;

ˆ Curve Analysis Features, or CAFe are formal de�nitions for designers to use when analyzing

capacity curves;

ˆ A CInC-based characterization of a subset of SPEC 2017 Rate workloads;
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2.2 Motivation:

Contention analysis is necessary with increasing hardware complexity and system utilization.

However, standard analysis tools like capacity curves that can be found across the literature [63],

[69], [79], [139] are always generated from isolation experiments. Further, designers tacitly jus-

tify not investigating workloads in highly utilized systems when designing systems to optimize

individual workload performance. The logic is on display in architectural designs that include per

workload pro�ling architecture [71], [112], [113], or frameworks to study workloads in facsimile

isolation. Here, we motivate the need for standard analysis tools to understand contention behav-

ior. Further, we demonstrate the potential in contention-based analysis by investigating whether

contention obscures insights about workload behavior.

2.2.1 What is Standard for Cache Analysis? Capacity Curves in Literature

Analyzing how a metric varies with a change to con�guration is a standard tool in cache sensi-

tivity studies, and when cache size is changed we consider this a capacity curve. Figure 2.1 shows

cache-sensitivity capacity curves from di�erent published works on varying topics: part (a) is from

a workload characterization [69]; (b) comes from a cache partitioning paper [113]; and (c) is from

work on architecturally agnostic curve generation [58]. Misses are commonly explored in this

context when the goal is to determine cache intensity or sensitivity. Variants on miss curves, like

reuse distance curves present the frequency of reuse distances (either from a replacement policy

or from accesses between requests to the same block) [63], [79], [139]. The way metric curves are

Figure 2.1: Capacity Curves from the literature: Capacity curves are a common tool for workload
characterization and resource allocation; (a) Miss and CPI curves for SPEC 2006 benchmarks [69];
(b) Capacity curves form the basis for cache resource analysis and allocation [113]; (c) Curves
generated from an architecturally agnostic method [58]; (d) Capacity curves generated on our in-
house server for the 527.cam4 workload under di�erent sources of contention � this is too busy
to quickly analyze.
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presented can be overwhelming depending on how many there are, and facilitating di�erent con-

tention contexts with di�erent workloads exacerbates this problem. Figure 2.1 (d) shows a family

of performance capacity curves generated for the 527.cam4 workload on our in-house server. The

x-axis re�ects the range of last level cache allocations available for 527.cam4, and the y-axis shows

Instructions Per Cycle (IPC). There are observations that can be made here, but quick analysis is

not possible with this view and demands something morecondensed. Additionally, exploring each

curve in an empirical fashion is time consuming, anddistilling that insight into formal features

eases that burden. Fortunately, we employ a curve summary methods that condense the visual-

ization for quick analysis, and distills curves into features that allow for simple comparison.

2.2.2 Contention can impact workload performance, but does it also obscure

workload behavior?

In this section, we ask how much of a workload's behavior is obscured when more than one, unique

workload is running � as well as explore what we can learn from a contentious scenario. Figure

2.2 shows performance data (instructions per cycle, or IPC) collected on a real system that we

analyze for observable di�erences in workload behavior. Each plot includes di�erent information

on the x axis to demonstrate a change in granularity (per experiment in (a) to data points in (b))

and characteristic of behavior (cache misses in (b) to cache occupancy in (c)). We collect data in

Figure 2.2: Performance under Contention: We run SPEC 17 workloads in isolation and under
contention, assuming workloads are allocated 9MB of an 11MB LLC; the common y-axis represents
instructions per cycle (IPC); (a) IPC distributions (violin plots) for isolation and contention (x-
asis) reveal contention impact is muted from this view; (b) Observing performance as a function
of last level cache (LLC) misses (x-axis) shows per workload changes manifest per data cluster
but regressions of isolation and contention speci�c data are not distinct; (c) Observing IPC as a
function of the amount of LLC a workload occupies (LLC Occupancy, x-axis) shows each workload
has a distinct sensitivity to contention; Further, workload-related experiments are connected with
dotted lines what are weighted based on maximum performance change under contention, and
re�ects IPC and performance loss are correlated.
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two running scenarios, orcontexts: isolation, or run alone; andcontention, or run with another,

unique workload. Each workload is run to completion at least once, with the faster workload

being restarted until the slower workload completes. Both workloads share access to the memory

hierarchy starting at the last-level cache and extending o� the chip. The workloads share the

largest possible cache capacity allocation available to a workload in our system (9 of 11MB) � this

creates a bu�er between the experiment and system noise. Allocating the cache in this way is

made possible by Intel Cache Allocation Technology [60] that allows all cache sets to be divided

partitionedalong cache ways.

2.2.2.1 High-level Behavior: Instructions Per Cycle

Running multiple, unique workloads on systems with shared resources like a last-level cache (LLC)

can lead to performance changes beyond common system variation. Figure 2.2(a) shows violin

plots of IPC results (y-axis) observed for a subset of SPEC 17 Rate workloads [106] under the

isolation and contention contexts (x-axis) � bars indicate the location of distinct experiments. We

can tell contention has an impact on IPC by observing the compression in the violin shape and

the density of bars at lower IPC values. What we do not see is a profound shift in performance

behavior, and even at a high-level one expects obvious performance changes. We need to add a

new dimension of data to understand what is happening, and the �rst place in the architecture

where workloads may contend is the LLC.

2.2.2.2 Including a Second Dimension: Shared Cache Misses

We observe noticeable performance impacts due to contention but the shape of the violin plot is

essentially the same. Perhaps adding a new dimension of insight from LLC like cache misses can

make observing the impact of contention more obvious. Cache misses indicate how e�ectively the

cache is being used, and we show IPC as a function of LLC misses (x-axis) in Figure 2.2(b). Here,

we've represented data as scatter points and a regression plot to re�ect the relationship between

LLC misses and IPC. Zooming in to clusters of scatter points, we see shifts in IPC due to changes in

cache misses driven by contention � the impact of contention is around, orlocal to the isolation

behavior. Additionally, the similarity between the isolation and contention regressions implies

LLC misses o�er comparable insights about IPC regardless of context. The view in Figure 2.2 (b)

still muddles our view into how contention impacts workload behavior. We need a way to see how
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sensitive workloads are to changes in resources that are not muddled, and fortunately, there are

tools that show us how much of the LLC workloadsoccupy.

2.2.2.3 Adding Depth: LLC Occupancy

Contention for shared resources is something designers and architects would like to avoid, but

we investigate performance as a function of a direct consequence of contention in �gure 2.2(c)

� changes in LLC Occupancy. Measurements for the same workload are connected as a line to

re�ect the change in performance as occupancy increases (higher occupancy means lower LLC

contention). Additionally, lines are weighted depending on the amount of impact contention has

on the workload. From the data, we observe some workloads are insensitive to contention despite

how much of LLC is made unavailable to them. Further, the weighted lines indicate IPC and the

impact contention has on performance are shown to be inversely related. Clearly, understanding

workload behavior under contention o�ers insight not present in just analyzing cache misses. By

observing changes in occupancy as a consequence of contention, we are motivated to �nd out how

capacity needs change in the context of hardware resource contention.

2.2.3 Contention is rich with information and deserves a standard methodology

Observations on workload performance behavior are made richer by adding details (context, misses,

occupancy changes), and motivate the need for a framework to enable designers and architects to

analyze workloads in an increasingly common context: contention. Characterizing In Context,

or CInC is a framework for extending common analysis like capacity curves towards contention

analysis through data generation, visualization, and summary. Capacity curves represent metrics

(commonly performance) as a function of changing a resource like the last-level cache. Since the

contention is likely from other workloads, CInC realizes contention through concurrent runs with

another workload � this naturally leads to more data which manifests as a curve persourceof con-

tention. A large amount of data can be di�cult to manage, so CInC includes methods tocondense

anddistill the numerous curves while preserving trends and behavior. To our knowledge, CInC

is a unique approach to constructing and summarizing capacity curves and contention analysis in

general.
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2.3 Prior Art

Cache-centric performance analysis focuses on measuring the target workload's behavior while

striving to mitigate the impact of outside factors like other workloads and system processes. Anal-

ysis in isolation is common due to the need for understanding if the architecture itself is a good

�t for the workload. However, modern computer architectures have too many resources to not

run multiple workloads which drives cloud, high-performance computing, and systems engineers

to maximize utilization in order to meet system demands. Contention is more common as we

increase utilization, but workloads and architectures are not commonly analyzed for contention

sensitivity. We'll brie�y discuss prior works in workload characterization, miss curve analysis,

dynamic pro�ling to highlight that contention analysis is not a priority.

2.3.1 Workload Characterization

Workload characterizations investigate performance behaviors to guide designers towards rele-

vant architectural needs. For example, a benchmark that has a large memory bandwidth demand

is likely to do better on systems with more bandwidth or aggressive prefetching. However, while

there are plenty of benchmark suites and subsequent characterizations that target a range of soft-

ware domains, the characterization of contention sensitivity is not a focus [7], [16], [25], [35], [132],

[143]. Isolating workloads is a standard practice in sensitivity studies and architectural analysis.

Until recently, architectural design was also dominated byisolated, single threaded workload be-

havior. Contention is a concern for simultaneous multi-threaded (SMT) applications [39], [154],

but that is internal to a single application rather than between applications � they're also less

deterministic due to core scheduling. CInC demonstrates the potential in analyzing a workload

under contention and contrasts results with familiar, isolation results.

Dynamic Pro�ling Frameworks that study contention by measuring changes in performance

or cache misses due to sharing resources like last-level cache often incur overhead costs (time,

chip area, energy) for such analysis There are a lot of frameworks in the literature that measure

changes in performance either directly or indirectly, and incur costs (hardware or time) to pro�le

workloads [113], [124], [141]. Techniques like UCP and Futility scaling employ utility monitors

per core which sample workloads in shadow caches that isolates per workload behavior. Kpart

uses Dynaway to generate isolation capacity curves (IPC, miss rate), and leverages Intel CAT to
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create isolated cache partitions of decreasing size. Dynaway repeats this for each workload, and

KPart triggers this process every 40 million cycles. A consequence of this process is that all other

workloads share a single cache partition in the interim. Whirlpool and Jenga leverage �virtual"

caches to pro�le workload miss curves to help achieve a �best" case, and estimate shared cache

behavior via summing miss curves. Resource allocation and scheduling algorithms maintain per-

workload behavior with hardware or time-based pro�ling methods.

Pro�ling Applications There are tile-based architecture techniques that group workloads based

on pseudo-isolation behavior that they approximate through adding two isolation curves [14], [96],

[137]. There are additional, data center scale e�orts to use available computing resources to pro-

�le, but require full control of the data center to conduct such analyses and would need a lot of

downtime or o�-line training to do an exhaustive pro�ling of all benchmarks [19], [84], [99]. CInC

posits we observe workloads as they share system resources as the common case.

Resource Allocation in Real Systems Shared resources like last-level cache, bandwidth, DRAM,

and even the core itself can be allocated to a workload. In fact, Intel, AMD, and ARM all have some

form of resource allocation available in hardware [9], [10], [73]. We generate our capacity curves

using Intel Cache Allocation Technology [60] to �partitions" last level cache. Intel CAT represents

the allocations as way masks to identify which cache ways are available for caching data, and asso-

ciates each way mask with a Class of Service or CoS. Multiple workloads can be assigned to a CoS,

and CoS allocations can overlap. We take advantage of this capability to conduct our contention

studies.

2.3.2 Contention Analysis

Contention analysis disadvantages a workload by causing �contention" at key places in architec-

ture that are either limited or heavily shared between multiple entities (e.g. core, thread, process,

or task). There are numerous contention studies that focus outside of LLC, primarily looking to

interconnect and DRAM for contention [54], [85], [150] The non-cache-centric analysis focuses on

the interconnect bandwidth or the memory controller directory among other shared resources in

the memory hierarchy when conducting contention analysis [40], [44]. We focus on cache-centric

contention analysis in this work and take advantage of industry tools that enable last-level cache

tuning and monitoring.
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2.3.3 Extending Prior Work to Real System Behavior

Capacity Curve Annotation and Feature Extraction ( C2AFE) is a predecessor of CInC. C2AFE

draws attention to di�erences between workloads run in the presence and absence of contention

(isolation) [52]. Gomes and Hempstead determine that constructing a miss curve from a baseline

simulation that assumes no cache sharing is less informative than studying the workload under

a realistic running condition: sharing LLC. The outcomes reveal the workload's miss curve often

varies greatly under contention. Further, the curve under contention better aligns with the ex-

pected outcomes for IPC. The �ndings are derived from a framework that distills miss curves into

three features: a curve knee, a curve trend, and sensitivity. Concerns with the work include a lack

of representative traces, the core and cache models do not re�ect recent systems, and the lack of

real system validation. In this work, we address these concerns by running full binaries on a real

system instead of a simulator.
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2.4 Characterizing in Context

Figure 2.3: Characterization In Context: High-level �ow of capacity curve generation, condensa-
tion, and distillation.

We present a CInC-based framework for capacity curve analysis under an ever-growing

likelihood of resource contention in real systems. Building a single capacity curve starts with cap-

turing performance metrics for a target workload at each, potential resource con�guration �

the result is the performance metric (y-axis) as a function of resource con�guration (x-axis). Ca-

pacity curves provide engineers and computer architects with a tool to inspect for insights about

target workloads that drive system con�gurations. Insights include how much of a resource is

needed (knee), and how much a metric changes with a change in available resources (sensitiv-

ity). CInC proposes we evaluate workloads concurrently in order to study the impact of di�erent

sources of contention. Making CInC a standard of performance analysis naturally yields multiple

curves for one workload. a nightmare to analyze in one plot or across many without a framework.

Our CInC-based framework addresses this many-curve data explosion in two ways: condensing

the visualization; and distilling each curve into formally-de�ned features.

2.4.1 De�nitions

When conducting a CInC analysis, there are key terminology that allow the experiment to re-

peatable � the terms are de�ned in Table 2.1. For this work, there are two types ofContextto

consider:

ˆ Isolation - Operating in a single-workload context � isolation means sole access to conven-

tionally shared resources;

ˆ Contention - Operating in a multi-workload context � contention implies shared access to

shared resources.
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The types of context allow designers to distinguish how data was generated � essentially an ex-

perimental label.

Table 2.1: De�nitions for CInC Key Terms

Term De�nition

Context The mode of operation; context indicates whether or not multiple workloads
are being run � essentially identi�es the system as single- or multi-tenant

Target The focus of analysis � a target is an entity being
analyzed and is either a workload or system

Con�guration A value representing space, orcapacity�
cache size is a common con�guration

Performance Metric The metric being plotted as a function of capacity �
commonly IPC or misses, but capacity curves are metric-agnostic

2.4.2 CInC-ing Capacity Curves at a High-Level

Our framework imbues the CInC position into cache capacity curve analysis from data generation

to representation, and Figure 2.3 shows a high-level of how we accomplish this. Starting on the

left, we see a target workload, source workloads, and our cache allocations being passed to a real

system (described in Section 2.5). The output is a family of capacity curves that, while impressive,

is confusing to analyze all at once. The framework addresses the confusion by passing a family of

curves as inputs to two methods:

ˆ Condensed Representation Modeling, or CReM:condensesnumerous capacity curves into

regression and standard deviation intervals, and

ˆ Curve Analysis Features, or CAFe:distills common takeaways from individual capacity

curves into formal and parameterizable features.

Figure 2.4: Condense and Distilling a Family of Capacity Curves: We demonstrate the strategy for
(a) condensing numerous curves that come from conducting a CInC of capacity curves and (b) the
anatomy of a capacity curve, detailing questions a designer would answer from analysis � these
questions are formally answered in our distillation step.
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2.4.2.1 Condensed Representation Modeling (CReM): condensing multiple capacity curves

The CInC position means one must generate many curves for a single workload, and the con-

sequence is an increase in the time invested in analysis per workload � manageable if the set

of workloads is small but di�cult for a large number of workloads. We present the Condensed

Representation Modeling, or CReM as a solution to visualizing numerous capacity curves in acon-

densedand insightful format. As shown in �gure 2.4(a), a CReM has two distinct characteristics:

a regression line that we generate with a local regression tool, and shaded intervals surrounding

this curve that are derived via standard deviation.

Regression Locally Estimated Scatter Smoothing (LOESS) is a method of generating a curve by

computing multiple, linear regressions at small, local groups of data in the target's family of curves

[66]. The result is a curve that captures subtle changes and shifts in attitudes within the family

of curves. Capturing both allows engineers and computer architects to understand the essential

behavior of a target workload in a way that is familiar � the curve still has the anatomy of a

capacity curve.

Standard Deviation Intervals We compute the standard deviation at each cachecapacity, and

generate the upper and lower bounds by adding and subtracting the standard deviation from the

regression. The result is a shaded region around the LOESS curve, which we model in Figure 2.4.

The importance of the shaded region is to capture the dynamism that we expect from workload

behavior when resources are not isolated.

How to build a CReM Listing 2.1 is a snippet of python code showing how to generate a CReM.

First, �lter our data for a target workload, collect the allocations (x) and performance metric data

(y), and plot the data points as a scatter plot for reference. Next, we generate the LOESS represen-

tation of our data (we use the loess package available in skmisc [110] � since the code to do this

is public-ally available, we leave it out. Having our cache allocations (x) and LOESS for our target,

we compute the standard deviation per allocation. The version of the code shown here generates

intervals up to three standard deviations away, and Figure 2.5 shows the results of our CReM for

capacity curve data generated by taking the 527.cam4 workload through the data generation step.
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Figure 2.5: Converting 527.cam4 Family of Capacity Curves to a CReM

from skmisc . l o e s s impor t l o e s s as L

. . .

# P l o t s c a t t e r p l o t o f c a p a c i t y curve da ta

x = c o n t e n t i o n [ ' Cache A l l o c a t i o n' ]

y = [ round ( I , 2 ) f o r I i n c o n t e n t i o n [m] ]

ax . s c a t t e r ( x , y )

# Genera te & P l o t LOESS

. . .

c i n c _ l o e s s = [ . . . ]

ax . p l o t ( x , c i n c _ l o e s s )

# Compute s t and a rd d e v i a t i o n per a l l o c a t i o n

s t d = [ ]

f o r i i n x :

tmp = c o n t e n t i o n [ ' COS'== i ]

s t d . append ( numpy . s t d ( tmp [m] . t o l i s t ( ) ) )

# Compute lower and upper i n t e r v a l bounds

lowr= [ [ ] f o r i i n range ( 0 , 3 ) ]

uppr= [ [ ] f o r i i n range ( 0 , 3 ) ]

f o r i i n range ( 0 , 3 ) :

f o r j , l i n enumerate ( c i n c _ l o e s s )

lowr [ i ] . append ( l =( s t d [ j ] * ( k + 1 ) ) )

uppr [ i ] . append ( l +( s t d [ j ]* ( k + 1 ) ) )

# P l o t s t and a rd d e v i a t i o n i n t e r v a l s

f o r i i n numpy . l i n s p a c e ( 2 , 0 , 3 , d type = i n t ) :

ax . f i l l _ b e t w e e n ( x , lowr [ i ] , uppr [ i ] )

. . .

Listing 2.1: Generating Standard Deviation Interval in CReM: assumes pandas data frame that is

�ltered for contention data and for a speci�c target workload, and that matplotlib and numpy are

imported; Please note that m refers to the performance metric.
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2.4.2.2 Curve Analysis Features (CAFe): distilling capacity curves into features

Condensing how capacity curves are visualized enables designers and architects to gain high-level

insights quickly, but formalizing those insights removes the guesswork while allowing for automa-

tion. Further, insights that aredistilledfrom capacity curves serve as the language engineers can

use to communicate di�erent characterizations and results. We present Curve Analysis Features,

or CAFe to distill capacity curves into formulaic features.

Table 2.2: Curve Analysis Features: I = con�gurable sensitivity parameter; m = array of perfor-
mance metrics captured from each resource con�guration experiment; K = Knee; i,j = cache al-
location low and high bounds; hmean = harmonic mean; [:] = value list; Pos. = Positive; Neg. =
Negative; IPC.len = number of elements in curve; *assumes single curve;+assumes multiple curves

Feature De�nition Equation

Knee* con�guration where performance K if hmean (mK :j )
metric K

< 1 + ( I=100)%;
stops changing by more than I% K in [i:::j ]; i < j

metric values are increasing with higher con�guration Pos: if
P

K = i
int (mK � mK � 1) = mK :length

Trend* metric values are decreasing with higher con�guration Neg: if
P

K = i
int (mK < m K � 1) = mK :length

metric values vary Mix otherwise

Sensitivity* best- and worst-case metric value in a sensitive if max (m)
min (m) > 1 + ( I=100))

curve have at least I% di�erence

Stability+ Normalized Standard Deviation � normalized by the mean
P

K = n

stdv (mK [:])
hmean (mK [:]) =mK :len

Capacity Curve Anatomy Figure 2.4(b) shows the following insights that are commonly sought

when conducting capacity curve analysis:

ˆ How much capacity is needed to minimize performance loss? The point where changes stop

being obvious, or theKNEE, is the answer here;

ˆ How does performance vary? Finding theTREND of the line behavior is our answer � we

observe positive, negative, and mixed trends;

ˆ Does performance change signi�cantly as capacity changes? Here, we want to know how

SENSITIVEa workload is to changes in capacity.

The results from answering each question can very, but the spirit is the same: how best do I describe

this curve? When dealing with many curves, we want to answer this question in a formulaic way

as opposed to inspecting each curve manually.

Distilling Answers from Capacity Curve Data Table 2.2 shows expressions we use todistill

each feature, and Figure 2.6 identi�es the features on three, real capacity curves from our exper-

iments. Theknee is chosen as the cache capacity after which performance no longer changes
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Figure 2.6: Examples of How to CAFe: We identify the CAFe for capacity curves generated from the
isolation-context experiments of three benchmarks: (a) 500.perlbench has a knee at 9MB, positive
trend, and sensitivity to cache � this workload needs more cache than what the system can provide
because it needs the max allocation and is sensitive to cache size; (b) 527.cam4 has a knee at 6MB,
positive trend, and sensitivity to cache � a workload like this can �t into a cache allocation that's
smaller than the maximum, but sees signi�cant loss if the capacity is too small; (c) 531.deepsjeng
has a knee at 2MB, positive trend, and an insensitivity to cache � this workload does not care
about cache on this system.

by I% percentage (we use 1% in our studies). Looking at Figure 2.6, there are three di�erent out-

comes: 9MB for 500.perlbench; 6MB for 527.cam4; and 2MB for 531.deepsjeng. The 500.perlbench

workload has a knee at the maximum con�guration (9MB), meaning there's no cache size in the

range after which performance stops changing. 527.cam4 stops seeing changes that exceed our

1% threshold after 6MB, while 531.deepsjeng sees no changes. Thetrend is a vote on how often

a change in capacity yields a change in performance � this can be positive, negative, or mixed

behavior. We see that each curve in Figure 2.6 is identi�ed as having a positive trend due to there

no decreases in performance as cache size increases.Sensitivity re�ects the distance between

the maximum and minimum values in a capacity curve and indicates how cache size impacts per-

formance. Both 500.perlbench and 527.cam4 are sensitive, signi�ed by the di�erence between the

maximum and minimum IPC values that we mark in orange. The single curves o�er insight into

a particular experiment (isolation in the cases in the �gure), and later we show how to summarize

many curves with these features. However, the CReM design indicates we can distill a contention-

exclusive feature: thestability feature is computed as the normalized standard deviation of all

contention experiments. Stability indicates how much contention in�uences a performance met-

ric. The average of a normalized standard deviation per allocation represents our stability feature.

2.4.3 Classi�cation

Our condensed model and distilled features a�ord us rich information to classify workloads. Table

2.3 describes classi�cations based on CAFe and CReM observations. Using the table as a guide, we
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can classify the capacity curves in Figure 2.6 asCache Starved(a),Cache Satis�ed(b), andCache

Agnostic(c), respectively.

Table 2.3: CInC Classi�cation: CAFe-based classi�cations for capacity curves.

Class De�nition

Cache Agnostic workload(s) areinsensitiveto changes in cache size
Cache Satis�ed workload(s) havekneesbelow the 9MB maximum cache capacity
Cache Starved workload(s) aresensitiveand havekneesat 9MB

Contention Stable workload(s) have a lowstability value, indicating it is stable
Contention Unstable workload(s) results vary by at least 1% between contention

experiments, and have astability measure of at least 1%
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2.5 Experiment Data Generation

The experimental setup is built to generate capacity curves across two contexts, and lets us de-

termine how di�erent levels of contention impact each workload. In this section, we discuss the

features and tools available in modern systems that enable CInC analysis, as well as annotate our

experimental setup.

2.5.1 Experimental Setup

Table 2.4 describes our experimental setup that enables CInC-style data generation. We use In-

tel Resource Director Technology to both manage shared cache resources with Cache Allocation

Technology (CAT) [60], and monitor performance metrics [73]. The metrics we collect include

Instructions per Cycle (IPC), Misses, Bandwidth (GB/s), and Last Level Cache Occupancy (MB). In

addition to the system features in the table, please note that prefetching is not disabled in our exper-

iments. Prefetching is a performance feature that is enabled by default in most high-performance

systems, so disabling it would run counter to systems workloads are likely to run on.

2.5.2 Workloads

We use SPEC 2017 Rate benchmarks as our set of workloads. A recent SPEC 2017 publication

indicates workload similarities that allow a subset to represent the total benchmark suite; we use

that subset as our workloads [106] � the work even identi�es speci�c inputs. We use that subset

as our set of workloads for this speci�c study, see table 2.4.

2.5.3 Methodology

The system features available on modern systems allow contention analysis to be orchestrated via

script. The following describes the programmable steps to orchestrate a CInC-style experiment:

ˆ Partitioning with Intel CAT: each workload is assigned a class of service with the same cache

way mask (example: CoS=0x07fc allocates nine ways in all sets to workloads in the class of

service) ;

ˆ Focuses work on one socket: our system has two sockets, so we target one socket while

leaving the other to run our orchestration scripts
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ˆ Pins workloads with taskset: we assign workloads to cores speci�c to our target socket;

ˆ Samples performance metrics with pqos: Intel RDT has a monitoring tool that samples at a

con�gurable granularity, but we use the default which samples once per second;

ˆ Restarts faster workloads: workloads do not have similar run-times, so we continually restart

faster workloads if they complete early until both have �nished once.

Table 2.4: CInC Data Generation Experimental Setup & Workloads

System Feature Description

Server Dell PowerEdge R440
CPU Intel Xeon Silver 4110� 2-socket

Shared LLC 11-Way + 11 MB
DRAM 32-GB� 2-DIMMs

Compiler GCC 9.1.0

Suite Workloads

SPEC 2017 Rate 500.Perlbench + input 3, 502.gcc + input 4,
507.cactuBSSN, 511.povray, 519.lbm,

520.omnetpp, 525.x264, 527.cam4,
531.deepsjeng, 538.imagick,

541.leela, 548.exchange2
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