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Abstract
Educational research relies on a labor intensive analysis of qualitative data.
Many times, data takes the form of transcribed conversations between students and teachers. These transcripts are analyzed, annotated, and coded
to help uncover patterns and ideas. An education researcher will comb
through the documents, line by line, classifying each line or paragraph into
a pre-described category.
This thesis presents the framework of a new tool that has the potential
to greatly aid education researchers as they analyze qualitative data. By
utilizing statistical machine intelligence techniques for Natural Language
Processing (NLP), and leveraging existing Deep Learning language models,
the tool completes much of the tedious work of transcript coding, allowing
the researcher to focus his or her attention on the areas that are important.
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Chapter 1

Introduction

The goal of education research is to gain insight into how students learn and
into the best practices of a teacher within an educational system. Through
studies, experiments and observations, education researchers attempt to
determine what are the materials, environments, and teaching strategies
that best enable a student to prosper. Then, armed with this knowledge,
teachers and educators are able to improve the educational system [1].
In general, the raw data that leads to these conclusions are acquired by
recording how students behave and interact in various educational contexts. These contexts could be anything from a typical public school class
of fifty students, to a small weekend workshop of ten students. The researcher may impose constraints to guide a group, or simply observe the
natural rhythm of the existing class. During the period, the interactions
1
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and behaviors of the students are often captured via a variety of methods, including audio recording, video recording, note taking by teacher or
researcher, and examination of student work [2]. Occasionally, this data
takes a numerical form, but more often than not, the data is text based
and qualitative.
Thus, education research relies on the examination of large quantities of this
qualitative data. Whether in the form of interviews, anecdotes, recordings,
or written essays, manually inferring patterns from this type data can be
difficult and time consuming [2]. The difficulty is due to the nature of the
data, which is often text based, and requires the full attention of a human
researcher. In order to get a basic understanding of the data, a researcher
must carefully read through the data, spending time analyzing the mental
state of the author or subject. Unlike numerical data, it is often difficult
to sum up in a chart or diagram, making effective summaries difficult to
create, and patterns difficult to determine.
Conversely, when looking at purely numerical data from educational contexts, researchers can rely on tools taken from the mature field of statistics.
Though there are always potential issues with improperly used statistical
analyses, a researcher can leverage a wealth of knowledge and documentation in order to look for patterns and conclusions in the data. Numerical
data in the educational world can come from sources such as standardized
tests and demographical information. Though, analyses that are based
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purely on these sources often receive criticism for not encompassing the
entire picture [3]. Thus, it is important to look at qualitative data as well,
which often takes more time and effort to fully inspect and analyze.
As with both numerical and qualitative data, once a researcher has a good
grasp of the space, he or she can begin to analyze and ask questions of
data. Though, this can be far more labor intensive for qualitative data
than numerical data. Asking a single question of the data often requires
the researcher to read through the entire transcript. There are several
methods for making conclusions from this type of qualitative data including
coding and semantic analysis [4] [5]. All of these methods are time intensive
from an education researchers perspective, especially as data can amass to
hundreds of hours of interviews.
For decades, education researchers have used the computational power of
computers in order to examine quantitative data (e.g. test scores) [2]1 .
Through statistical tests, education research has benefited from the large
scale analysis of numerical information. Though, these techniques can fall
short when trying to make conclusions from non-numerical data.
In the last decade, advances in the fields of Machine Learning (ML) and
Natural Language Processing (NLP) have given rise to tools that begin to
provide insight into the intricacies of human language[6]. A full grasp of
1
The uproar surrounding the inflexibility of standardized tests is evidence of the need
for more personal, qualitative data to help understand education[3].
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the complexities of human language is still beyond computational understanding, but there are many innovations in the field that will prove useful
for analyzing the qualitative data sources found in educational research.
Cutting edge research in Natural Language Processing has given rise to
useful innovations, such as language translation and effective email spam
filters[7]. Additionally, work in the field of Active Learning has led to intelligent tools that leverage the decision making power of both human experts
and computers[8]. With proper scaffolding, many of these innovations can
provide a new foundation for the tools built for education research.
This thesis presents a tool that leverages the advances in Machine Learning, Natural Language Processing and Active Learning, in order to greatly
benefit educational researchers as they examine qualitative data. The tool
relies on the expertise of the educational researcher and leverages the computational power and language association abilities of the computer. Specifically, the goal of the tool is to aid transcript coding by merging the worlds
of Natural Language Processing and education research.
The design of the tool relies on a core tenant: how can we allow an education
researcher to focus his or her effort on the most critical pieces of data
analysis, while offloading much of the arduous labor to a computational
tool. In theory, this will allow education researchers to better explore the
data, helping them to discover new conclusions and become more playful
with the data. It is it up to the researcher to determine the high level lenses
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and categories that could be of interest. It is up to the computational tool
to take those initial ideas and explore how they propagate throughout a
dataset.
Often, a new tool eases the burden of the professional, allowing them to
reach new heights in their craft. This can be seen throughout history;
taming fire improved the human diet, organized farming produced enough
food to support cities, and the internet encouraged split-second idea sharing
around the world. Hopefully, by creating a tool that allows education
researchers to shift their focus away from the tedious quantity of data, and
towards their inspirations and interests, the coming years will herald a new
understanding of education.

Chapter 2

Background

2.1

Data for Education Research

Education is one of many fields that relies on an analysis of qualitative
data. In order to determine which strategies are effective in promoting
learning, one must look for patterns in human behavior. These patterns
often cannot be boiled down to a number, nor can they be easily classified
into pre-existing categories. Thus, this qualitative data must be analyzed
as conversations and interactions [2].
Often raw educational data is procured in the following way. A teacher or
education specialist will lead a class, interview a subject, or design a session
that focuses on answering a research question. The class or interview will be
recorded using an audio or video recording device. Next, the recordings will
6
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be transcribed to text either by a human or computational transcription
tool [2]. Now, with these transcripts in hand, the researcher looks for
patterns and evidence that are used to answer a research question [4][9]

2.2

Coding in Education Research

Typically, these transcripts are analyzed through a process called coding.
The goal of coding is to help an education researcher begin to see patterns
and behaviors in the data. In coding, the researcher first determines a set
of categories that will serve as lenses, through which one looks at the data.
These categories can either be custom or taken from one of many standards
[10]. That is, categories can either be universal (e.g. “When does a participant ask a question”) or specifically relevant to the data (e.g. “When
does a participant use a new material in their design?”). The categories are
often developed by reading through the data, and determining which ideas
or concepts could be interesting to track and explore. Then, one or a group
of researchers goes through the transcripts, line by line, looking for words
or phrases that fit into one of the predetermined categories. These phrases
are then denoted or highlighted with a code, signifying their importance in
relation to the category. Once the documents have been fully examined,
the researcher can begin to look through the coded lines to find patterns
and make conclusions [4]. This first pass allows researchers to quickly ask
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questions like how often was Code A mentioned versus Code B?, What
percentage of participants mentioned Code C?, or, more abstractly, What
events caused participants to mention Code D?.
This process of manual coding has been a standard in education research for
decades [2] 1 . Many tools and strategies have been invented in order to aid
in the coding process, but at its core, coding has remained the same. The
new tools focus on organization, collaboration and effectively viewing data,
but do not attempt to provide any assistance to the key, labor intensive,
coding process. For even a small amount of text, this process of coding can
be highly labor intensive and time consuming. Even an hour of recorded
data can lead to tens of hours of coding.

2.3

Inter-Rater Reliability

Given the complex and human-based nature of this qualitative data, coding consistency and objectivity are a major concern. Even once a coding
category has been determined, the category could be interpreted differently by different researchers. Here, subjectivity of the researcher is a clear
element of the coding process [11]. There are many schools of thought,
which debate how subjective a researcher should be when looking at data,
ranging from complete objectivity to full subjectivity [12]. However, one
1

Coding is also used in many other disciplines that analyze qualitative, transcript
based conversation, such as psychology.
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idea threads through all of the schools of thought: assuming a researcher
follows the same coding guidelines and category descriptions, a transcript
should ideally be coded identically by another researcher employing the
same guidelines and category descriptions. In order to ensure this ideal is
obtained, the transcript coding process includes a key component called
Inter-Rater Reliability (IRR) [4].
The goal of Inter-Rater Reliability is to ensure that the coding technique
and category description are consistent and robust. In theory, any education researcher with a working knowledge of relevant information, should
be able to code the document in an identical manner. In Inter-Rater Reliability, a group of reviewers are given the same small section of transcript
data, as well as a thorough description of the coding categories. Then,
each researcher independently codes the section. Ultimately, the coded
documents are analyzed side by side to examine coding consistency. If a
metric of consistency (e.g. percentage of identically coded lines), is above a
determined threshold, the coding scheme is determined robust and objective, allowing the researcher to continue to analyze the data in its entirety
[4]. Again, this is a labor intensive process as it requires the same passage
to be thoroughly coded multiple times by a number of different researchers.
The process must be repeated until the code categories are robust and the
researchers reach an adequate level of agreement.

Background
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Potential Issues in the Coding Process

The manual coding process for a dataset can be tedious for an education
researcher, but as the dataset grows in size, the issue worsens. Because each
new coding scheme takes fair amount of effort to explore, it is possible that
researchers may shy away from introducing new coding schemes. This may
cause researchers to be far less playful and exploratory while investigating
a dataset, and may cause an interesting finding to go unnoticed and/or
unexplored.
Additionally, the current practice of coding presents the following chickenegg problem: how does one know if a coding scheme is worth the effort of
implementing before one completes the effort of implementation?

2.4

Existing Technologies

As this task of coding is used by researchers across the world, a few tools
have been developed to help with various aspects of qualitative coding.
Education researchers often use coding software such as Nvivo or Atlas
[13][14]. These software packages focus on information organization and
work flow, allowing the user to easily navigate the entire corpus of data.
The tools also allow the user to easily code any section with a preexisting
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code. Once the user has coded a document, the tools help with queries, visualizations and quantitative analysis of the coding output. However, these
tools do not attempt to help the researcher initially code the document itself, providing no suggestions or machine intelligence to help the user code
a document. Though, it is important to note that, for these tools, the
decision to abstain from intelligent coding suggestions could be purposeful.
Perhaps it is an attempt to remain as objective as possible, and not risk
imbuing any tool-based biases into the coding process.
There is a community education researchers working on creating computational tools to aid in qualitative data analysis. Many of those tools aim to
create fully automated tools that can give insight into patterns and behaviors [15].
Additionally, labeled data is a key resource for the machine learning world.
The majority of Machine Learning models and innovations depend on large
sources of labeled data sets. Generating labels can be time consuming and
expensive, especially if the labeling requires a human expert. Quite a few
tools exist to support labeling for ML datasets. These include Mechanical
Turk and Prodigy [16][17]. However these tools are not specifically made
for educational research as they focus on much larger datasets, and are
built for computer scientists.

Background
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Machine Intelligence: Natural Language
Processing and Active Learning

Machine learning refers to an implementation of artificial intelligence that
allows a program or system to improve itself based on available data without being explicitly programmed [18]. This concept is especially relevant
in the world of Natural Language Processing, where one attempts to create
systems that begin to understand the inner workings of the ever complex
system of human language. Here, machine learning techniques are key, as
its difficult, to say the least, to compile a list describing every rule or new
situation that arises in language, and even more difficult to use a finite set
of rules to intuit any sort of higher level conceptual knowledge. Instead, researchers attempt to create systems that learn the inner workings of human
language by looking at large quantities of examples of language, as opposed
to being explicitly trained. This process begins to mirror how young children learn their first language, learning through inundation versus through
a grammar class [6].
As with many Machine Learning applications, Natural Language Processing
models rely on large quantities of data in order to learn patterns and rules
that exist in language. Past systems have been trained on large data sets
that are often publically available [19]. These datasets provide thousands
of examples of written text for an algorithm to inspect. In theory, by
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comparing many instances of a certain language pattern, a tool can learn
the core rule or idea as opposed to the surface level implementation. For
example, this methodology has been highly successful in developing spam
filters for email inboxes. By training a model upon hundreds of thousands of
examples of emails, both spam and non-spam, the model can often correctly
classify future, unseen emails. Each of our inboxes are far less crowded by
spam because of these trained filters [7].
As one may expect, these models are far from perfect. This is evidenced by
the occasional spam email that makes it‘s way into our inbox. Training a
computer to fully understand the core meaning of a passage of text is still
an elusive goal. However, modern Natural Language Processing has found
success in more basic areas, focusing on word associations and classification.
These successes take the form of language-to-language translation [20] and
semantic segmentation [21] among others. These successes focus much more
on the surface representation of text as opposed to the underlying idea or
theme. Though, with a little scaffolding, these advances can potentially
prove to be useful in fields like education research.
Work in the Machine Learning subfield of Active Learning provides the
proper framework to scaffold Natural Language processing for education
research. Active Learning represents a special case of supervised machine
learning where an algorithm has the ability to query an expert to gain
more insight on hard to understand examples in a dataset [6]. This comes
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in handy when labels on data are necessary but expensive to obtain. For
example researchers have built systems to medically diagnose patients based
off of symptom descriptions. It is expensive to determine if a prediction is
correct or not, because it relies on the time of trained human doctor [8].

2.6

State of the Art in Natural Language
Processing

Natural Language Processing has become a technology buzzword in recent years. The promise of a computational understanding of written information is enticing, as its ramifications could affect almost every area
of human exploration. The short term areas of interest include machine
translation, email spam detection, information extraction, summarization,
medical diagnostics, and question answering, as well as new frontiers of
Natural Language Generation [6]. It is an exciting field because advances
in the technology get us closer to computationally modeling how humans
communicate and think. Given the state of the art in Natural Language
Processing, the industry seems to be far away from any breakthroughs in
true higher level understanding. However, teaching computers to learn from
textual language is a powerful concept as it would allow these systems to
benefit from the incredible mass of data available from written books and
most of the internet [6].

Background
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NLP Word Databases

WordNet

WordNet is a large lexical database of the English language. Nouns, verbs,
adjectives and adverbs are grouped into sets of cognitive synonyms (synsets),
each expressing a distinct concept [22]. As opposed to other, more modern
word models, WordNet has been assembled by hand. This incredibly labor intensive process has led to one of the most widely used databases for
automatic text analysis and artificial intelligence [22].
At its core, WordNet is split up into a collection of Synsets. A synset is
a group of words that all have similar meanings. If a word has multiple
meanings, it may be a member of multiple synsets. Additionally, Wordnet
contains many other word relationships beside synonyms. These include
antonyms, hypernyms, and hyponyms.

2.7.2

Word2Vec Model

Word2Vec is a machine learning model that was created by Google Research
in 2013 [23]. The Word2Vec model attempts to assign a vector to every
word in a text corpus. Words that are related in the text corpus will be
assigned to similar locations in the multidimensional space described by
the word vectors. In theory, words that refer to similar concepts will be
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Figure 2.1: An example of related words based on seed word “Thesis”,
from WordNet and Word2Vec models

placed in space in locations that are near each other (though, this will be
in multi-dimensional space).
Word2Vec is powerful because, by training the model on a large corpus
of unlabeled data, the vectors can begin to describe underlying meanings
of language such as gender, synonyms, and word relations. This comes
in stark contrast to WordNet, the dataset described above, which requires
human annotators to label each and every word by placing it in the proper
set of synonymous words.
In the context of this paper, we focus on a model pre-trained on the Google
News Dataset [23], which contains about 100 billion words. The model itself
contains 300-dimensional vectors for 3 million words and phrases.

Background
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Word-Cleaning Process

As human listeners, we automatically parse text and speech into what is
and isnt important. Innately, we can determine what the key subjects and
actions are, and which are the helper words added for grammar and context. Given the current state of the art in Natural Language Processing, it
is important to lend computers a helping hand when asking them to intuit
any sort of meaning from text. There are a variety of different textual preprocessing tools that help a computer algorithm focus on the core meaning
instead of getting distracted by meaningless filler words. This paper explores the use of several text parsing techniques, including stop words and
stemming.

2.8.1

Stop Words

Generally, stop words refer to the words that are removed from a corpus of
natural language text before processing [24]. These words are removed to
ensure that the processing algorithm focuses on the important words in a
document, and does not get caught up on trivial words. A list of stopwords
to remove can be generated in a variety of different ways depending on use
case. In general, the list is developed by including the most common words
in a given language. In English, this produces a list including words such
as the, is, at, which and on [24]. As one can see, these words are integral
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to the grammar of the English language, but provide little insight into the
core meaning of a given idea or sentence.

2.8.2

Word Stemming

Again, humans who are fluent in a language have little trouble determining
the roots of words. Either through phonemic knowledge or rote learning,
its relatively simple to intuit that heavy, heavier, and heaviest all refer to
the same general concept, and should be grouped accordingly [25]. Additionally, the stem of this word family would be heav. Its highly useful to
help a computational system leverage this concept. By filtering words by
their stem, a computational system can do a much better job of wholistically understanding how a word or family of words is propagated through a
document, identifying a stem family as one core concept instead of several
different concepts.
Obtaining high accuracy in algorithmic stemming remains a difficult task,
especially in the English language. The core idea is built upon a few simple
rules. However, the exceptions are endless. So far, stemming tools have
been created by hard coding a series of rules and examples into an algorithm
[25]. These work well for many situations but often fall short. For example,
how can an algorithm know that weigh and weight are in the same stem
family, but star and start are not.
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Document Co-Occurrence

Document Co-Occurrence is a technique for determining potentially relevant words, given an initial keyword. Unlike the lexical databases described
above, this method relies solely on the information in a given dataset. This
technique queries a new set of words that are determined by searching for
keyword Document Co-occurrence. The idea is that a given chunk of text
is likely only to refer to one or two concepts. Thus, there is a higher probability that words which occur in the same sentence will refer to similar
concepts. This concept is called Word Co-occurrence [26].
By searching a dataset for words that have a high co-occurrence rate with
the user generated keywords, the tool can generate a list of potentially
relevant words. The effectiveness of this technique depends on many key
factors. First, it is necessary to filter out all words that dont refer to a
clear topic (e.g. Stopwords). Second, this technique‘s success is highly tied
to the size of the dataset, and specifically the number of examples of given
coding category. More examples lend to a more refined co-occurrence list.

Chapter 3

Design of the Tool

3.1

Overview of the Tool

The goal of the tool presented in this thesis is to help educational researchers more quickly and playfully analyze qualitative data sets. Utilizing
innovations in Machine Learning, Active Learning, and Natural Language
processing, the tool attempts to remedy current issues in the coding process. Specifically, the tool focuses on improving the coding pipeline through
several methods. First, it attempts to relieve much of the tedious burden of
coding large datasets, by offloading the work from the education researchers
to the computer. Second, the tool eases the task of asking new questions
of a dataset, hopefully increasing the exploration and playfulness of the
researcher. And third, by the systematic nature of the tool, it reduces
20
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the chance of subjectivity in data analysis. To accomplish these goals, the
tool uses an Active Learning framework to work, back and forth, with the
researcher in order to implement a first pass coding of the documents.

3.2

Capturing High Level Coding Categories

When analyzing transcript data during coding, education researchers develop a coding category that helps classify examples in a dataset. Developing a high level description of this category is necessary in order to
consistently find elements of the text that fit into the category. This high
level description is first determined by the education researcher, and then
is used as a lense to analyze a dataset. The tool described in this paper
attempts to encompass the researchers conception of the coding category
by encapsulating it in a Word Cluster.
A Word Cluster attempts to represent the core coding category via a list
of highly relevant terms. This cluster will ultimately be used to search the
dataset for pertinent examples. The idea of this high level representation
comes directly from the process of Inter-Rater Reliability described earlier.
In order to improve coding consistency, each reviewer will reference the
same core description of a category. In order to share this description, the
lead coder usually creates a high level written document that summarizes
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the coding categories. The Word Cluster technique used in this tool attempts to parallel the Inter-Rater process, by encapsulating the keywords
of the coding category description. In theory, if the word cluster is built to
adequately encompass the coding category, the tool will be able to roughly
mirror the researchers‘ coding of a document.
Depending on the concept, this word cluster can be highly effective or
problematic in describing the idea. For example, a researcher may want
to code for a straightforward category like Weight. A good word cluster
for weight may include heavy, light and weigh. However, if the researcher
is focusing on a more abstract category such as Student Enthusiasm, it
may be more difficult to determine a proper word cluster. Though this
shortcoming is also true of human coding: the more abstract the coding
concept, the more variability in the coding implementation.

3.3

Tool Workflow

The tool’s focus is to work with the user to determine an effective high level
representation for each coding category, and then use a statistical analysis
to complete a first pass coding of the documents. After a new dataset of
transcripts is uploaded into the tool, the user is presented with the option to
define a new coding category. To begin this process, the user simply inputs
a few pieces of information; code title, brief description, a few keywords
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that begin to describe the code (e.g ’Weight ’. ’When do students discuss
the weight of their design?’, ’heavy, weight’). Next the tool analyzes the
given terms and will work with the user to improve the word cluster. Here,
the tool attempts to help expand the core concept generated by the user.
While the user is far better at idea generation, the computation tool can
be helpful by quickly scouring thousands of potentially pertinent ideas in
order to help the user better explain his or her idea with a word cluster.

3.3.1

Relevant Word List

Via several methods, the tool determines a list of potentially relevant additional words. The tool queries two lexical datasets, Word2Vec and WordNet
in order to determine a set of potential synonyms based off of preloaded
information that is separate from the education researchers dataset. Additionally, the tool uses a method of Document Co-Occurrence in order to
search for pertinent words directly from the dataset in question. While
both of these methods perform well by finding relevant words, they also
find words that are not useful. This is where the benefits of Active Learning come into play. The computational tool is highly effective at quickly
discovering a list of potentially relevant words, but does a poor job classifying which words are the most relevant. The user is effective at determining
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relevancy by comparing the potential words to the high level coding concept. By working together, the user and the tool will more effectively refine
the word cluster.
Through a back and forth between tool and user, the words will be classified
as highly relevant or not useful. Specifically, the tool will present the user
with the most potentially relevant word, and ask the user to click yes, this
is relevant, or no, this isn’t relevant. Based off of the users response, the
tool may add the word to the cluster and then update the suggested word
list. This recipe is done for a number of words in the potentially relevant
list.
At this point, the cluster will be adequately filled out, containing a set of
words and terms that describe the concept of a coding category. Next, this
word cluster is used to code the entire document.

3.3.2

Automatically Coding the Document

Once a coding category has been fully described by a word cluster, the
tool has the ability to automatically code the document. This allows the
user to get a general idea of how the coding category is spread through
the document. Though the following method may be less thorough than
a human coder, the coding can be done in a matter of seconds, giving the
researcher the ability to ask any number questions of the data without
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needing to pour through the data that number of times. In theory, this
allows the researcher to be more playful and daunting with their preliminary
data analysis as questions can begin to be answered in seconds instead of
hours.
To automatically code the document, the algorithm goes line by line, using
a statistical analysis to determine whether a certain sentence should be
classified and coded. Basically, the algorithm compares word occurrence
rates in each chunk of data to word occurrence rates in the rest of the
document. Text chunks that contain words in the word cluster are given a
positive score, as calculated below. In a first pass coding, any text chunk
that is scored as positive will be coded in the category. However, in order
to narrow the results, it is possible to create a threshold, such that only
chunks with an adequate score get coded. This can be useful in the case of
coding for multiple, mutually exclusive categories.
In the process, a sentence score is determined as follows for each sentence:
For each word in sentence: score+ =

#occurrences in cluster
#occurrences in document

For each text chunk in the document, a score will be generated for each
coding category. Then, based on the value of the scores, each chunk will
be coded with the proper category. This coding strategy is effective in
translating the core idea of the coding category to the transcripts.
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As one can imagine, this simplistic approach to document coding is not
perfect. However it appears to do a good job as a baseline dissection of a
document. The goal of the first pass coding is to help the researcher begin
to understand how an idea flows through a dataset. This automatic coding
does exactly that, helping to answer questions such as; Is this a common or
infrequently mentioned idea?, Is this idea mentioned in all of my transcripts
or just one?

3.4

The Power of the Word Cluster

Using word clusters to describe coding categories has powerful implications,
allowing for easy sharing, robust reliability and coding consistency.
Several education professionals have attempted to create universal coding
categories. If adopted, these standard make comparison and collaboration
much easier because a researcher doesn’t need to understand a new coding
scheme in order to look at someone else’s coded data [10]. However, in
the current form, these standard codes are shared via a high level written
description. To ensure coding consistency, a secondary researcher must try
to adopt the mental state of the primary code developer when coding a
new dataset. This opens up the chance of subjectivity and inconsistency,
and requires a fair amount of work by the education researcher to simply examine how new data looks under a pre-existing framework. Instead,
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if code word-clusters are distributed to describe a coding framework, any
researcher could quickly and consistently implement a new coding scheme
onto new data, and immediately begin to compare the new data to preexisting knowledge. Imagine taking a fresh transcript and being able to quickly
compare how it looks under the lense of a handful of widely accepted coding
schema. The Word Cluster coding category conception allows for straightforward sharing of coding schemes. Thus, Word Clusters could promote
better sharing, collaboration and conversations among researchers around
the world.
Additionally, Word Cluster analysis would help to solve the issues with
Inter-Rater Reliability discussed earlier. Once a Word Cluster is defined,
the process of coding a document is robust and consistent. This fact
will shift the discussion of an Inter-Rater. Instead of requiring many researchers to independently scour a transcript in isolation, this tool will pull
researchers together to discuss the intricacies of a coding category and determine whether this Word Cluster analysis fully picks up on the nuances
of the category.

3.4.1

Potential Shortcomings

While there are many clear benefits to this tool, there are a few key areas of concern. Education researchers care about coding categories that
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range from the specific (i.e. mentioning of materials in a design exercise)
to abstract (i.e. student engagement). As expected, the core concept of
a specific category is much easier to model in a word cluster than an abstract category. This tool leverages the current state of Natural Language
Processing, which can handle specific word associations but quickly fails
when faced with abstract ideas or concepts. Thus, the more abstract a
coding category is, the less successful this tool will be. Additionally, when
a human coder reads through a transcript, he or she easily tracks how ideas
flow, over time, through a transcript. This tool has no short term memory.
That is to say, if a keyword is in question, the tool is currently unable to
reference prior information to better understand the context. Once again,
innovations in Natural Language Processing are just beginning to understand context [27]. As these innovations become more robust, tools like this
one will be able to leverage the increased computational understanding of
context.
Also, it is important to look at the inherent biases in the data sources
leveraged by this tool. By the nature of language, its very difficult to get an
unbiased analysis. The words we speak and think depend on our personal,
highly subjective state. Thus, at some level, the language databases used
here are also subject to the beliefs of the individuals who have dictated the
language that has been used to create them.
WordNet is a lexical database curated by university professors and graduate
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students. So, there is always a chance that the inherent biases of the curators trickled their way into the word classification. Though, the synonymic
nature of WordNet is based off of the interpretation of objectively accepted
dictionary definitions [22]. So, it is unlikely that the curators‘ personal
beliefs have sullied the information to any noticeable degree. However, it
is worth noting this potential contamination as one begins to dissect the
inner workings of the tool described here.
The Word2Vec model used in the current implementation of the tool has
a higher probability of straying from objective definitions of the included
words. The specific model was trained on a large dataset comprised of
news articles in the Google News database. These articles were written
by journalists for a specific readership, and thus are likely to be highly
tailored by both the subjectivities of the author as well as the interests
of the audience. These are sure to include phrasings, like puns and slang,
that may paint a word in a different light than it‘s dictionary definition or,
more importantly, it‘s interpretation in the context of education research.
The goal of the Word2Vec framework is to intuit word associations from
a large corpus of text. Thus, if subjective word associations are contained
in the text, these subjective associations will also occur in the model that
is produced. An argument for the objectivity of this large model can be
made by claiming that the average language use of many subjective news
articles should produce a fairly objective summary of how words are used.
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This is an interesting idea with no good means for verification. Though,
this still overlooks the fact that the model is only trained on news articles, which comprise only a fraction of the forms of the english language.
Though, again, for the purposes of this tool, the potential subjectivities of
the Word2Vec model should not be an issue, as the tool works, via Active
Learning, with the researcher in order to ensure the coding scheme reflects
the goals of education researcher.

3.5

Coded document to Word Cluster

Relying on the same core concepts, the tool has a second method to aid
in educational research. The first section discusses a tool that allows a
researcher to analyze a new transcript of data. This second section discusses
how an intelligent tool can aid researchers if they already have obtained a
corpus of coded data.
Instead of asking the user to work with the tool in order to generate the
core idea, it is possible to learn this core idea from pre-coded text. After
a researcher has fully coded a section of a transcript, a tool can learn the
ideas and patterns that the researcher used for coding, and summarize them
into a word cluster. Once the word cluster is developed, the researcher
can simply apply the automatic coding recipe described earlier. This is
highly useful when dealing with large quantities of data. Often a researcher
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may code a small section (say, 10%) of the data in order to get an idea
of the patterns that exist. When coding by hand, the researcher must
subsequently go through the labor intensive process of coding the remaining
data (the other 90%). However, when using the tool, the researcher can
get an immediate preliminary coding of the entire document. Again, in
addition to increased efficiency, this could possibly lead to a fuller and
more playful analysis of data.

3.5.1

The Algorithm

The computational process for learning coding categories from pre-coded
data works in three steps: Word-Frequency Analysis, Synonymic Filtering,
and User Confirmation.

3.5.1.1

Word-Frequency Analysis

When a pre-coded document is loaded into the tool, the data is analyzed
by a word-frequency analysis. As always, this process includes a wordcleaning process identical to the former tool feature. First, the entire corpus
of text is analyzed and the words are listed. This process produces a list
of all included words and their number of occurrences in the document.
Second, an individual coding category is analyzed. Similarly, the algorithm
parses the document for only the text chunks that have been coded to that
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category, by a researcher. Then, a list of words and counts is produced for
only the coded corpus. Third, for each word in the corpus, the Relative
Occurrence Rate (ROR) is calculated in the following manner.
ROR =

#counts in coded section
total # of counts

This simple numerical value allows for easy filtering of the important words
for a given category. By normalizing the number of code counts for a single
word, by the number of document counts, we gain insight into how pertinent
each word is to a coding category. For example, the word the may be in
every single coded example. However, the is also included multiple times
in every uncoded example. Thus, even though the word has a high coded
occurrence rate, the Relative Occurrence Rate will allow us to effectively
avoid the word as we attempt to intuit the core meaning of the code.
Now, by sorting the document list of words by Relative Occurrence Rate,
we get an ordered selection of words that are most likely to represent the
core meaning of the coding category in question.

3.5.2

Synonymic Filtering

The second step of this process focuses on correcting for the imprecise
nature of the English language. Through synonyms and slang, the same
idea can be expressed in a multitude of different ways. Our brains have
no problem determining that two completely differently worded sentences

Design of the Tool

33

refer to the same core concept. This step is a computational attempt to
attain the same level of consistency.
Once a list of words, ordered by Relative Occurrence Rate, is obtained,
the top words are grouped by synonyms. This is completed by referencing
WordNet. In a given coding category, the synonyms of each potential word
are determined using WordNet. Then, all of the synonyms in the top word
list are grouped, and the Relative Occurrence Rate is recalculated for the
entire group. This process ensures that obscure keywords are not overlooked
even if they have a low rate of occurrence.
After Word-Frequency Analysis and Synonymic Filtering, the tool has
queried a list of words that potentially represent the coding category.

3.5.3

User Confirmation

A computational tool can only go so far in understanding the core ideas
behind natural language. Thus, it is important to obtain feedback from an
expert education researcher in order to determine which words and ideas
are actually relevant. Luckily, provided that the tool is being used by
the researcher, we have an expert knowledge source in the user. In the
final segment of the Coded Document to Word Cluster process, the user
interacts with the tool via the same Active Learning framework presented
above. The user is presented, one by one, with the potentially relevant
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words as determined by the algorithm, and is asked to classify the words as
relevant or not. This final human touch helps ensure that the word cluster
describing the category is as precise and effective as possible.
Later, this coding category word cluster can be used for a number of things.
First, the word cluster can be used to code any new data via the Automatic
Coding Process. Secondly, the code cluster can be used to analyze other
coded data to look for consistency and reliability, especially in Inter-Rater
Reliability. And finally, a user will be able to edit and improve the coding
word cluster through all of the ways described above, including using the
generated word cluster as the seed for a new code entirely.

3.6

Transparency

In order to promote user interaction with the tool, a design effort was completed to give users an insight into the inner workings of the tool. By
making the tool‘s automatic coding decisions transparent to the user, there
is a hope that the user will be able to more effectively understand and
subsequently update the high level representation of the coding category.
This was accomplished by highlighting which words in a snippet of text
contributed most to the tools coding decision. In a quick glance, a user can
see which words were deemed important versus unimportant. By understanding this information, the user may be able to better add and remove
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Figure 3.1: An example of the tool‘s highlighting of the key words
found in the automatic coding process

words from the Word Cluster in order to better refine the category description. It is believed that this increased transparency and subsequent
interactions lead a more engaged and effective use of the tool.

3.7

Framework of the Tool

The tool itself is built as an easy to use webapp, which is currently hosted
on the local computer. The webapp is comprised of a SQLite database,
a Flask based server side backend, and a Javascript/HTML frontend that
can be used in any internet browser.1

1

For a more thorough investigation of these design choices, reference Appendix A.
The code for the current implementation can be found https://github.com/swoolf/Tator

Chapter 4

Evaluation of the Tool

This paper has presented a tool to aid education researchers as they analyze qualitative data. In order to gauge the potential success of this tool,
there are several reasonable methods. The first, is to test the core concepts
of the tool with potential users through hands on exercises. The second,
is to perform a numerical analysis of the core concepts of the tool, focusing on word association framework, and the efficacy of Word Cluster idea
summarization.
Through these methods, we hope to get a better idea of whether a tool
like this would ever be useful for education researchers as they analyze
transcript based data.
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User Testing

In order to get feedback on the tool, participants were recruited to test its
core functionality. The goal of the user testing was to see, both quantitatively and qualitatively, whether the tool was helpful in terms of coding
efficiency, playfulness, and accuracy. By asking users to navigate the tool
with a keen eye on feedback and suggestions, invaluable information was
obtained about both the current status of the tool, as well as its possible
future directions.

4.1.1

Participants

Five participants were recruited to test the tool, who all had backgrounds
in education research and the qualitative data coding process. These participants ranged from graduate students, to education research faculty, to
professors. The participants were recruited via a public email announcement, requesting participants, distributed through the Center for Engineering Education at Tufts University.
While all of the participants had spent time coding in the past, they had
used a variety of different processes and tools. Some of the participants
had focused solely on coding video data, never looking a written transcript.
Some participants had coded transcripts, but never had used a tool built
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specifically for coding. Other participants had coded written transcripts
using a variety of different coding tools, including Atlas and Nvivo [14][13].
While the user testing study only included a small number of participants,
the thoughts and opinions of a few expert users will serve as a guide for
the potential success and potential failure points of any tool similar to the
one described here. The user work flow and comments from the five participants provide an interesting insight into the the possible future benefits
and drawbacks of a similar tool, and give insight into many directions of
future work.

4.1.2

User Test Overview

During the user testing, each participant was asked to sit down for a one
on one, half hour session to explore the tool. The half hour sessions were
split into four sections: Pre-Testing Questionnaire, Introduction to the Tool
and Data, Hands on Exploration of the tool, and Post-Testing Questionnaire. Additionally, the conversation audio between the researcher and the
participant was recorded in order to gain insight into the thoughts of the
participant as they used the tool.
The Pre-Testing Questionnaire was used to get insight into the background
of the participant, focusing on coding experience and tool usage.

Evaluation

39

The Introduction was a verbal and visual explanation of the tool and
dataset, in order to ensure the participant understood the space and the
goals of the tool.
The Hands on Exploration was used to give the participant a chance to
explore the tool, and also provide insight into the typical user workflow of
the tool.
The Post-Testing Questionnaire was used to gain insight into the experience
of the participant, as well as feedback on the tool and its future possibilities.

4.1.3

Data Set

The goal of this tool is to help education researchers analyze a qualitative
dataset. In order to properly test the success of this tool, it is necessary to
look at a specific dataset. The dataset in question was chosen because it was
publically available, relevant to education research, and the participants of
the study were familiar with this type of dataset. The dataset used in
the user testing comes from The Case Studies of Students Doing Science
project, published by the Tufts University Education Department [28]. The
goal of this project is to provide examples of students doing science in the
classroom to promote discussion and professional development for educators
who are interested in recognizing and promoting the pursuit of science in
their classrooms [28]. This project provides open source datasets that are
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Figure 4.1: An image of the class session that the participants analyzed
during the user testing

perfect for analysis using the tool presented in this paper. Each case study is
full of learning moments, themes, and interesting student-teacher dialogue.
A discussion from a college Physics class was used as the dataset for the
user testing. In this dataset, a group of students discuss the answer to the
following question: A cylinder and a block are each pulled down a frictionless ramp by a strings at equal force. The blocks string is attached in its
center, whereas the cylinder’s string is wrapped around its circumference.
Does the Block or the Cylinder get to the end of the ramp first? Do they
tie?
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The actual answer doesnt matter for the purposes of the user testing, but
it is an interesting question. Instead, this conversation is full of interesting
educational phenomena, including disagreements, moments of realization,
idea collaboration, and discussion of many physics concepts including energy, force, friction and work. Each of the five participants used the tool
described in this thesis to analyze this dataset during the user testing.

4.1.4

Workflow of Hands-on Section

When looking at the data, the participants were asked to use the tool to
code for three different categories. First, all participants were asked to code
the document to find examples of Agreement and Disagreement. The goal
of this coding scheme was simply to show the participant all of the relevant
features of the tool. After becoming familiar with the tool, the participant
was given more freedom to explore.
The ask of developing the subsequent two coding categories was quite open
ended. The participant was asked first to come up with any coding category
that had clear keywords (e.g. “weight”, and “heavy, light, weigh”). And
second, the participant was asked to come up with a category that was
more abstract, and did not have clear synonymic keywords (e.g. “When do
students get emotional”).
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In all three cases, the participant worked with the tool to develop a coding
category, and then allowed the tool to automatically code the document.
After the document had been coded, the participant was asked to peruse
the coded transcript, looking for examples of correct coding and incorrect
coding. Then, if needed, use any insights gained to edit the high level
description of the coding category.

Chapter 5

Results

The data from the user testing falls into two categories. The first category includes the quantitative data pulled from the tools internal logging
system. The second category focuses on the qualitative feedback from the
participants taken either from the audio recording, or the pre and post
questionnaires.

5.1

Tool Workflow Analysis

This sections serves to analyze how the users interacted with the tool. By
looking at the specific workflow of each user, we can gain insight into where
the tool provides benefits and where the tool fails to provide successes. The
following sections look at the development of the coding category Word
43
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Cluster as defined by each participant in the user testing, and then analyzes
the coding categorys success by looking at examples that the users deemed
as coded correctly versus incorrectly. In order to fully understand the
space, the following will detail three case studies taken from the user testing
results.

5.1.1

User Test Example One:

In the first example, the participant was asked to code the dataset, specifically looking for student agreement and disagreement. As mentioned earlier, this task was used as a training example to help the participants become familiar with the tool. This simple example is detailed here to ensure
that the reader is familiar with the workflow as well.
With the coding category in mind, the participant inputted a couple of keywords into the tool initiate the code development process. As can be seen
in Figure 5.1, the initial keywords were agreement, agree. Next, the tool
worked with the user in order to flesh out the relevant keywords. The tool
suggested twenty to thirty potentially relevant words and asked the user
to decide whether the words were relevant or not. During this process, the
user added relevant words to the word cluster, ultimately settling on with
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Figure 5.1: User Workflow Example One, exploring the coding category of ‘agreement’

agreement, agree, correspondence, like, disagreement, understanding, argument, match. Subsequently, the tool used the fleshed out coding category
in order to automatically code the dataset.
Looking through the coded dataset, the participant highlighted coded examples that appeared to be properly and improperly coded.

5.1.2

User Test Example Two:

This second example of user workflow provides a greater insight into the
interactions that arise within the tool. In this instance, the participant
was asked to code for a category in the dataset that has specific synonymic
keywords. By reading through the dataset, the participant settled on the
coding category of, where do the students discuss the physics concept of
force. Working with the tool, the participant inputted a few keywords,
namely force, push, pull, normal, as displayed in Figure 5.2. Then, using
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Figure 5.2: User Workflow Example Two, exploring the coding category of ‘Force’

the word suggestion feature of the tool, the participant fleshed out the
Word Cluster to include force, push, pull, normal, work and let the tool
automatically code the document.
Looking through the coded dataset, the user found both properly coded
examples and improperly coded examples. Specifically, the participant
mentioned that the following examples was coded incorrectly, because it
focused on work as opposed to force.
[00:01:00.06] When you pull it some of the work is going into the rotational
kinetic energy. Alright. So and when you pull on the block, all of the work
you do goes into the block’s kinetic energy.
To remedy this incorrect coding, the participant went back to edit the
Word Cluster. A simple word deletion, completed by the user, seemed to
remedy the incorrect coding issue. By removing the word work from the
word cluster, the automatic coding of the tool no longer mis-coded lines in
the same way. This is not too surprising, but it goes to show the interactive
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nature of the tool. By working back and forth with the tool, the user can
sharpen the proper high level description of the coding category in mind.

5.1.3

User Test Example Three:

The third example explores a participants journey when prompted with the
task, code the document for a category that does not have clear keywords.
The participant chose to code for the category where do students discuss
the correct answer. More specifically, the participant wanted to find all of
the examples where the students mentioned that the block and the cylinder
would tie in the time it took them to go down the ramp.
This example is particularly interesting because of the seed words chosen
for the category. The motivation for these seed words came directly from
the dataset. Before jumping into the tool‘s coding scheme, the participant
carefully explored the dataset, looking for an example that fell into the
coding category. Then, with example in hand, the participant determined
the keywords to feed into the automatic coding algorithm. By using the
tool in this fashion, the participant was able to more efficiently find relevant
examples of the coding category in the text. As seen, in the figure, by using
the tool, and referencing the coded examples, the participant was able to
further refine the Word Cluster to include time, line, tie.
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Figure 5.3: User Workflow Example Three, exploring the coding category of ‘where do students discuss the correct answer’

5.2

Participant Feedback

The second method of analysis came from the verbal and written user responses. Participant feedback touched on many aspects of the tool, and was
colored by varying levels of enthusiasm for the utility of the tool. The interesting participant feedback on the tool falls into several categories: utility
of the tool, the current user interface of the tool and future suggestions.

5.2.1

Tool Utility

Between the five participants there were varying degrees of enthusiasm for
the current implementation of the tool, but all the participants seemed
to believe that there was a ripe need for an intelligent to tool to aid in
the education research process. This idea is brought up in the following
participant quotes, saying “An interesting endeavor especially in this era
of auto transcription. I think many qualitative researchers are familiar
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enough with their data to do more sophisticated things.”, and “It’s a wide
open field! Make new stuff to help. It’s so important to help us get at the
mechanism of learning.” The researchers seemed interested in the idea of
leveraging advances in other fields in order to help with the coding pipeline.
However, when playing with the current implementation of the tool, the
audience seemed split, mentioning that the tool seemed to work well when
asking simple questions but often failed when asking anything complex.
This is evidenced by the following quote,“this tool attempts to actually
help me in the process of analyzing, and in some cases, it seemed to help”.
Additionally, one participant poignantly stated, “seems to depend heavily
on the type of question being considered; if it’s a question that requires
more interpretation of the discourse, then it will be difficult to get benefit
from it. but a question that requires less interpretation will be more easily parsed by the program.” This idea was echoed once more by another
participant; “Good for coding certain categories (ie certain vocabulary in
physics- I imagine it would be helpful for sorting through large datasets to
pick out conversation around a pointed topic. Harder to code for more abstract moments, which are also very important in coding, such as moments
of agreement, realization, tension, etc).” Additionally, one participant described the overall utility of the tool as “It doesn’t offer much more than
word counting software.”
The tool itself was not looked at as a full solution to the coding process, and
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instead as a playful tool that could help researchers explore the data before
diving into the traditional coding process. To this effect, one participant
stated, “I see this tool mostly as a tool to be used in addition to, not in
place, of another coding tool, for playing around and initial exploration of
a large dataset.”

5.2.2

User Interface Thoughts and Suggestions

Though the goal of the user testing was not to analyze the User Interface
of the tool, the participants had many interesting thoughts, suggestions,
and critiques about the tool‘s look, function, and workflow.
Overall, the feedback seemed to say that the user interface was well matched
to the goals of the tool. One participant summarized this saying,“It is super
easy to use. The suggestions of other words was helpful. The visual display
was great.”, and another, saying “I haven’t used other coding tools to
compare it with, but generally it was a very clear workflow of creating new
coding schemes and editing them as I needed.” Based off of user feedback,
the tool‘s workflow seemed to be seen as simple and intuitive.
Though, the users had plenty of suggestions of how to make the tool better
in the future. First, the majority of users wanted to be able to filter a
document by who the speaker is; words spoken by a teacher may be far less
interesting than the same words spoken by a student. Additionally, multiple
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users thought that organization by color would be highly useful. Adding
color to each separate coding category would allow the researchers to gain
a lot of information quickly by simply glancing through the document,
removing the task of pausing to read each line in order to get a first pass look
into the utility of a new coding category. According to the participants, this
would allow for much quicker iterations in the development of the coding
categories.

5.3

Summary of Results of User Testing

The user testing proved useful as way to check the effectiveness of the
current tool, and the potential benefits of a fully finished similar tool. As
shown through both the workflow analysis and the user questionnaires,
the tool, in its current form, begins to help the user code documents with
playfulness, effectiveness, and efficiency. The playfulness is apparent as
users continually refined their coding category as they used the tool, and
became more familiar with the data. The effectiveness is apparent as the
users consistently used the tool to find examples of the category in question.
The efficiency is apparent as the users were able to produce a first pass
analysis of the entire dataset in less than 20 minutes.
Though, it is also important to highlight the clear limitations of the tool.
Many of the users mentioned that the tool seemed to work will for clear

Results and Analysis

52

categories (e.g. looking for physics concepts), and performed more poorly
for abstract categories (e.g. what were students thinking). Additionally,
one of the users found the word suggestion service useless in its current
form.
The main strong conclusion that can be intuited from the user testing is
that transcript coding for education research is ripe for improvements, and
many education researchers are eager to see improvements come in the form
of increased computational intelligence and natural language processing.

Chapter 6

Future Work

The combination of knowledge in the education research and machine learning worlds can lead to many useful tools and interesting applications. Developed through user testing, discussions, and literature investigations, the
following details several ideas about the future of qualitative data analysis.

6.1

Information Loss in the Coding Pipeline

Current best practices attempt to include as much contextual information
in the coding process as possible. However, a glaring information bottleneck sits just upstream of where this tool functions. As mentioned earlier,
one of the key steps in educational data is going from video data to a written transcript. There are two schools of thought that currently govern this
53
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step. On one hand, automated transcription tools are quick and decently
accurate. These current transcription tools do a great job in perfect scenarios (clear annunciation, no background sounds, one speaker at a time).
However, when applied to the often muffled voices of children in video, these
tools produce far inferior results. Additionally, these tools only focus on the
sound of the video, ignoring all of the visuals. Any contextual information
that is not captured in spoken word will be missed as one goes from video
to transcript. In order to better compensate for this potential pitfall, many
education researchers complete the transcription process without relying
on any automated tools.
By transcribing video data by hand, education researchers can better include important bits of contextual information. Although the process is
highly labor intensive, it is possible to note integral information that would
have otherwise been lost in the transcription process. This could include
information as simple as mentioning the identity of the speaker, or as complex as noting non-verbal communication such as eye gaze or facial expressions. However, even in the most meticulous transcription methods, this
hands-on process still combats issues of subjectivity and an information
bottleneck. When presented with the large amount of potentially relevant
information that exists in a video, it is impossible to note every element
in the transcription process. So, it is up to the education researcher to
filter the important versus the extraneous. This has the potential to be a
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highly subjective process [11]. Additionally, even if there is a way to ensure
transcriber objectivity, there is a huge information bottleneck going from
video to text. There will always be a potential for important information
to be lost.
As automated video analysis tools improve in the future, we will begin to
be able to combat this problem, and improve how information is carried
through the entire coding pipeline, classroom to video to transcription to
coded document.

6.1.1

Nonverbal Queues

A sophisticated enough video analysis tool could provide a wealth of relevant information to the coder that comes in the form of nonverbal cues.
Imagine producing an automated ledger of not only the identity of the
speaker, but also who the speaker is addressing. This would be useful
information in the coding process, allowing the researcher to make comparisons about how a student speaks to a peer versus a teacher. Additionally,
a video analysis tool could pick up on dozens of other potentially relevant
nonverbal cues, such as identifying all members on screen and highlighting
nonverbal engagement like writing or building.
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Emotional state of speaker

Often the words we use don‘t, by themselves, give a full insight into our
emotional state. In order to fully understand an emotional state, one must
look at additional information streams such as facial expression, tone, and
body gestures. If these ideas were tracked by a transcription tool, they
would add color and context to a textual transcript. When looking for
patterns in the data, a sentence said in frustration may have an entirely
different meaning than the same words said in patience.
As innovations in video analysis continue to improve, there will be a wealth
of new information available to add to the education research coding pipeline.
Though, more information is not useful if there isn‘t a good way to parse
and navigate it. Thus, it will be necessary to develop tools, such as the one
described in this paper, in order to help the education researcher suss out
patterns and conclusions. Only by building interfaces that leverage both
the computational power of new language and video analysis tools, as well
as the expertise of a education professional, will we be able to use modern
innovations to push forward education research.
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Future Developments in Natural Language Processing

As Natural Language Processing makes its way into our everyday technologies, we begin to leverage the benefits that it provides. For example, at any
point one can pull out a smart phone and verbally ask any one of a number
of questions to it‘s internal AI assistant. No need to click through websites,
when you can directly ask, When is my next meeting?, How many calories
is in a blueberry muffin?, and Did the local sports team win last night?.
This form of communication begins to mimic human to human interaction,
hopefully allowing us to gain information in a more natural way.
This type of human-computer interaction relies on two key moments of
Natural Language Processing: understanding the meaning of the question,
and querying the proper informational response. Perhaps, as the cutting
edge of Natural Language Processing continue to improve, tools will be
created that allow education researchers to interact with their data in a
similar fashion. Imagine directly asking the dataset, Can you show me all
of the examples of student excitement?, or What are the conflict moments
between people?. These questions could give a researcher immediate access
to information to help explore a dataset. In the same way that a researcher
may brainstorm with a fellow researcher, a tool like this could potentially
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tap into the same core behavior, helping the researcher to explore a dataset
in novels ways, leading to new conclusions.

Chapter 7

Conclusion

The core ideas explored by this tool show promise, inspiring education
researchers to ponder the implications that arise when ideas from the Machine Learning world can be leveraged in education research. Although the
current efficacy of tool is limited by both the current state of the art in
Natural Language Processing, as well as the limited features of the prototype, future tools have great potential. Each new innovation in developing
a computational understanding of the written language can lead to better
tools to help education research. Hopefully, this exploration of the space
will lead to a new suite of tools that allow an education researcher and
a computer to work together in order to gain a better understanding of
learning methodologies.
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Looking at the future, it is useful to prioritize the behaviors and decisions
that help push forward innovation. In the Machine Learning world, most of
the great breakthroughs have been found after a large new dataset has become available. This is acutely true for object recognition in the Computer
Vision world. Only after the massive open source image database called
ImageNet was released were researchers able to greatly improve their image classification algorithms [29]. Though curating this dataset required an
incredible amount work, it would have been close to impossible to obtain
the same innovations without it. Machine Learning research relies on the
open source nature that the field has fostered.
Through my investigation into coding processes for education research, I noticed that there are very few coded documents available for public viewing.
It made it difficult to understand proposed coding schemes, and subsequent
conclusions, without being able to see the raw transcript data. This is partially due to privacy, attempting to protect the transcript‘s participants.
However, there appears to be room for publishing data that has all potentially identifying information removed. Publishing more of these coded
transcripts provides a few key benefits. First, it allows for researchers to
learn from each other by truly understanding other coding techniques and
design decisions. Second, transparency often leads to higher standards of
work, as the foundational data is available for anyone to inspect and critique. Third and finally, a growing corpus of coded education transcripts
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could lead to powerful innovations in Machine Learning enabled tools. As
discussed here, attempting to intuit coding categories from a handful of
examples is highly error prone. However, a similar tool trained on a huge
corpus of examples could potentially lead to much more powerful results.
Results that could be shared and improved upon by a growing community.
For decades, education researchers have spent countless hours deciphering
core meaning from complex conversations. Open sourcing this work could
be of great value as we continue to try to understand the intricacies of
natural language.

Appendix A

Tool Design Decisions

A.1

Choice of WebApp

Education Research is highly collaborative. In order to come to conclusions from a dataset, researchers work in groups, both locally and from
afar, sharing ideas. Conclusions often come from a consensus based on an
interpretation. So, it is important that the nature of the tool reflects this
highly collaborative space. Instead of building an isolated, locally hosted
tool, a WebApp caters to collaboration and sharing. In theory, the tool will
be able to be accessed on any computer with an internet connection. This
allows for easy sharing of ideas and classification metrics. Additionally,
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this web based framework never requires personal computer specific installations, or updates. All in all, the choice of webapp increases collaboration,
and decreases headaches.
With any internet enabled tool, data privacy can be a big concern. In
education, specifically, data comes from sensitive sources such as classrooms
of minors. So, it is of the utmost importance to have proper security
measures. As this tool moves into a state where it is used by education
researchers on real data, it will be key to implement industry standard
methodologies for security and data privacy.

A.2

Flask

Flask is a micro web framework written in Python [cite]. The library allows
for easy implementation of web based tools, and is perfect for prototyping.
The Flask framework strives to ensure simplicity and transparency. It is
deemed a micro framework because it focuses on giving the user the core
tools necessary for building a webapp and absolutely nothing else, allowing
the user to customize and build in as they see fit. This simple framework
has great power and is used as the backbone of many production level
websites including Pinterest, Reddit, and LinkedIn [cite].
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Flask was chosen for the backbone of this tool because of its simplicity and
robustness. Using the off the shelf resources Flask provides, one can be
up and running with base functionality in a matter of hours. Additionally,
because the framework is Python based, one can easily leverage the ever
growing set of existing code libraries, including Natural Language Processing toolkits and database management systems. Additionally, due to the
organizational setup of a Flask, it is trivial to spin up new instances of the
tool, allowing easy prototyping and experimentation.

A.3

SQLite Database Management

As with any tool that focuses data exploration, its integral to create an
organizing framework for keeping track of the data. Briefly, a database
management system ensures consistency and reliability as a user edits, adds
to, deletes from, and updates a dataset. This becomes especially critical
when a dataset can be editted by multiple different users concurrently. In
order to accomplish this, the tool uses the SQLite database management
engine. SQLite is the most widely used database engine in the world,
and is found in every iPhone, Android Phone, Apple computer, and most
web browsers, to name a few [cite]. The SQLite framework was chosen
for this tool because of its self-contained, high-reliability, and open-source
nature [cite]. Additionally, there exists a Python library to easily query

Tool Design Decisions

65

the database, allowing the tool to easily integrate with its Flask based
backbone.

A.4

User Interface/Front End

As described previously, it was integrally important that this tool take
the form of a webapp. Thus the design choices for the User Interface
framework were clear. The tool was built with a HTML/javascript frontend
built on top of the Flask based backend. This design choice allows for
users to access the tool in any web browser on any computer, regardless
of installed packages or hardware platform. Additionally, one can expect
most education researchers to have experience using a web browser, so
this tools design can leverage the users previously obtained knowledge in
order to ensure a smooth transition to becoming a super user of the tools
capabilities.

Appendix B

Tool User Interface

The following displays screen shots taken from the current implementation
of the tool. The working name of the tool is “Tator”, inspired by the word
annotator.
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Tool User Interface

Figure B.1: A screen shot of the home page of the tool, preloaded
with the dataset analyzed in the user testing.
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