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Tszhim J. Leung

Department of Mechanical Engineering
Tufts University
Medford, MA
tszhim.leung@tufts.edu

Abstract—As an alternative to conventional fault trees, where
system components are classified as either faulted or fault-free, this
paper introduces a multi-level analysis that maps directly into
aviation definitions for consequence severity (including minor,
major, hazardous and catastrophic conditions). The key enabler
for the new method, which we dub Consequence Severity Level
(CSL) analysis, is the substitution of specialized modifier gates in
place of the traditional AND gate used in binary fault-trees. An
unmanned aircraft example demonstrates how accounting for
severity levels can relax certain design requirements by as much as
two orders of magnitude.
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I. INTRODUCTION

Unmanned aerial systems (UAS) are being considered for
civilian tasks that are time-consuming and costly for humans,
such as package delivery or surveillance. To derive maximum
benefit in these applications, UAS will need to be autonomous
rather than remotely operated. Safety rules for autonomous,
unoccupied vehicles have yet to be defined. As of February
2015, the Federal Aviation Administration (FAA) still requires
that a UAS operator maintain line of sight with the UAS [1]. As
safety standards for autonomous flight emerge, it is expected a
very large number of UAS will take to the skies.

Current methods for certification of aviation technologies
are rooted in the assumption of manned flight in relatively low
density airspace. The massive number of expected UAS flights
and the introduction of increasingly autonomous software
autopilots mean that new methods for certifying UAS
technologies are warranted. In particular, it is overconservative
to assume that failures that could result in the loss of aircraft are
necessarily catastrophic, as they would be in the case of a
manned aircraft. In order to provide more flexibility in modeling
faults, this paper introduces methods that tune certification
processes to better match FAA standards and to reduce
overconservatism that can delay system certification.

The basic idea of our work is to update the venerable fault
tree, which is at the heart of most certification cases for new
aviation technology. A fault tree quantifies risks associated with
various failure events and maps the risk to a consequence, which
is an unfavorable or hazardous outcome of those fault events [2].
Failure events (also called fault modes) and their associated
consequences (also called effects) are typically identified
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through a process called Failure Modes and Effects Analysis
(FMEA) [3]. Failure modes are then mapped on to the fault tree,
where related faults form branches that lead to an undesired
consequence. Typically fault trees use a binary state to represent
each event: either a fault event has occurred or it has not. The
probability of fault occurrence is generally much, much lower
than the probability of a non-occurrence.

Whereas conventional fault-tree analysis uses a binary state
for each fault, our proposed method is different in that it uses a
multi-level state. Introducing multiple severity levels allows for
the consequences of events to be classified more precisely,
recognizing that not all faults have the same (e.g. catastrophic)
consequences. More precise classification of consequences
promotes reduced overconservatism, particularly in safety-
critical applications, like aviation, where sets of faults are
classified by the worst-case example from the set [4].

Our work is not the first to generalize fault-tree analysis to
use fault states with more than two values. Notably, fuzzy logic
has been applied in the past to model multi-level fault states in
general and aviation-specific safety systems [5],[6]. The
limitation of prior work is that multiple severity levels have been
assigned at the level of the fault mode (root cause) rather than at
the level of the fault effect (final consequence). For safety
analysis, unfortunately, it is not usually clear how to combine
faults of different severity levels to determine their effect. Do
two low-severity faults occurring simultaneously result in a
higher-severity consequence? There is no generic answer to this
question for aviation applications, because the answer depends
on the relationship between the two faults, which must be
characterized on a case-by-case basis, for example by using an
FMEA.

Our proposed method modifies the structure of a traditional
fault tree, by shifting focus away from individual faults and to
groups of faults, called fault chains. A fault chain is a set of
events that together result in an undesired consequence. Because
the focus of the method is on consequences (rather than fault
events) and because those consequences may take on multiple
levels of severity, we call our method Consequence Severity
Level (CSL) analysis.

The remainder of the paper describes CSL analysis and its
applications. As a starting point, section II provides background
on aviation severity levels and fault-tree analysis. Section III



introduces CSL analysis. Afterward, section IV presents a UAS
case study for a representative application: the use of a UAS for
an inspection application. Section V quantifies this application
using both conventional and CSL analysis. To conclude, a final
section summarizes key technical results and their impact for
certification of future UAS.

II. BACKGROUND

This section describes why aviation severity levels are
difficult to analyze with conventional fault trees, whether using
conventional or fuzzy logic. To arrive at this conclusion we first
review aviation severity levels and fault trees. Then we discuss
the challenges associated with bringing the two together.

A. FAA System Safety Definitions

To quantify aviation risk in the US, the FAA has defined five
severity levels [7]. Similar definitions have been established by
other civil aviation authorities around the globe. The five
severity levels are no failure, minor, major, hazardous and
catastrophic. As loosely summarized below, each severity level
describes the consequences of an aviation accident.

¢ No failure: An accident with no safety effect.

e Minor: An accident that reduces safety margin but not in a
significant way, such that effects do not impede operational
functions even though they may increase workload (e.g. for
air traffic control), cause minor property damage, or impact
the environment in a noticeable but minor way.

e Major: An accident that reduces safety margin in a
significant way, reducing the effectiveness of operational
functions to result in increased workload, major property
damage, or damage to the environment.

e Hazardous: An accident that causes one or more fatalities.

e Catastrophic: An accident that causes many fatalities and
complete loss of the aircraft.

These severity levels serve as a basis for defining safety
requirements for new aviation technologies. The notion is that
safety risk is the product of severity and frequency. If the
potential outcome of an accident is more severe, it must be
guaranteed to happen with lower frequency. For the purposes of
certification, the FAA quantifies allowed frequency for each
severity category in terms of worst-case probability values, as
tabulated in Table 1.

B. Fault Trees

Fault trees are used in civil aviation as a graphical and
quantitative tool for assessing system safety. Fault trees are
commonly used to catalog all fault modes and associated risks
in the process of certifying new aviation technologies. The
structure of a fault tree is defined to show the relationships
among fault events that may lead to an undesired outcome. In
this graphical structure, the undesired outcome (e.g., loss of
aircraft) is at the top level of the tree (its root). The branches of
the tree are the sequences of events that result in the undesired
outcome. A representative fault-tree diagram is illustrated in
Figure 1.

TABLE 1. FAA AVIATION SEVERITY LEVELS AND ALLOWED RISK [7]

Severity Maximum Allowable Probability
No Failure 1
Minor 1
Major 10
Hazardous 107

Catastrophic | 10°

A common process for constructing a fault tree is to leverage
a Failure Modes and Effects Analysis (FMEA). The FMEA is a
systematic brainstorming and analysis effort that leverages
expert knowledge to catalog possible failure scenarios and their
severities [3]. The FMEA traces cause and effect relationships,
ultimately mapping component level failure events to high-level
consequences and their associated risks. The fault tree
effectively catalogs all identified failure events, connecting
them to the consequence at the root of the tree. As a result of its
rigorous structure the fault tree can be used as a functional
mapping to quantify how low-level risks associated with each
failure event map into a high-level risk associated with a
particular consequence.

Fault trees are commonly used in system verification,
validation, and certification (VV&C). However, fault trees are
also useful in the design process, allowing engineers to identify
areas where mitigations might be introduced to reduce overall
system risk [8].

The key to quantifying risks is the introduction of logic gates
(AND and OR gates) that can be used to combine failure
probabilities. When either of a pair of events might result in the
same consequence, an OR gate is used to combine their
individual event probabilities. When a consequence only occurs
as the result of multiple events occurring together, an AND gate
is used to combine their probabilities. Design mitigations are
typically incorporated into a fault tree using an AND gate, as
shown in Figure 1.

I Loss of Aircraft I

Root
ﬁ !
Branches
[ mitigation 1 || Faurs || Faur2 || Faur3s |

Fig. 1. A representative fault-tree.

The function of each logic gate is to map two events to a
single outcome. The input events and the output events can both
be thought of as probability distributions over a discrete set of
system states. In a conventional fault tree analysis, these states



have two possible values: {fault-free, faulted}. The associated
distribution assigns a value of probability to each state, such that
probabilities sum to one. The gate combines two such
distributions to compute an output probability distribution.

In order to embed aviation severity levels into a fault tree, it
becomes necessary to embrace the notion that the system states
may take on more than two possible values. In the case of
aviation severity analysis, states can take one of five possible
discrete values from the following set: {no hazard, minor, major,
hazardous, and catastrophic}. The corresponding distribution of
state probabilities assigns a positive value to each of these five
categories, with values summing to one.

Here we introduce a notation that allows us to model how
gates map input probability distributions to output probability
distributions. This notation allows us to represent binary and
multi-level analyses in a common manner. To this end, label the
input states A and B, and label the output state C. The probability
distributions associated with each set of discrete states are
labeled P(A), P(B), and P(C). The purpose of the gate is to
operate on the two input distributions to obtain an output
distribution. Let the label f describe the mathematical operation
performed by the gate on the two input distributions.

P(C) = f[P(A),P(B)] (D

What makes each gate different is how output state values are
defined from input state values. To describe this process, define
a mapping g that relates any pair of discrete input values to a
particular discrete output value.

C=9(4B) 2

In general, for a state with N possible values, there are N>
permutations of inputs (A and B) but only N possible outputs.
This means that there may be many input pairs that map to any
given output state. For analysis it is useful to identify the set of
all possible input pairs (A,B) that result in a particular outcome
C and label that set Q.

Qc ={(4,B)|g(4,B) =C} 3)
The probability for each possible output state value is the sum

of the probability of each pair in this set. Summing over all the
pairs gives the output probability:

P(C) = X@apen.P(A,B). 4)

In this paper, we will assume that the two input events are
always independent, such that the joint probability distribution
P(A,B) can be defined through multiplication.

P(A,B) = P(A) = P(B). ()
Combining (4) and (5) we obtain the following equation that

models outcome probabilities when input probabilities are
independent.

P(C) = Xapjea,P(A) = P(B) (6)

Both AND and OR gates can be analyzed with (6). The
primary difference between the AND and OR gates is in the
definition of the mapping function g, as described by (2).

C. Challenges Modeling Aviation Severity with Binary Logic

For the binary logic case, all state variables take one of two
discrete values: 4,B,C € {0,1}. The output probability can be
computed using (6) for both the AND and OR gates. The
primary difference between these gates is in the definition of the
mapping function g, as described by (2). For the OR gate, the g
function is a logical OR, which operates on inputs A and B
according to the logic table shown as Table 2. For the AND gate,
the g function is a logical AND, as described by Table 3.

TABLE 2. CONVENTIONAL (BINARY) OR TABLE

Binary

OR A=0 A=1
B=0 Qp Q
B=1 Q Q

TABLE 3. CONVENTIONAL (BINARY) AND TABLE

Binary

AND A=0 A=1
B=0 Q Qo
B=1 Q Q

It is common in binary analysis to track only the faulted
probability (and not the probability distribution) at the output of
each gate. This is true because the fault-free probability can be
computed implicitly (one minus fault probability). This
tendency to think of gates as outputting a single probability
(rather than a distribution) is underscored by the simplicity of
working only with fault probabilities when those probabilities
are small. To see this, consider the case of small fault
probabilities P(A =1) €« 1 and (B =1) € 1. In this limit,
OR gates effectively sum fault probabilities, in the sense that

Por(C=1)~P(A=1)+P(B = 1). (7)

Thus, the OR gate can be viewed as a summation, the AND gate
can be viewed as a multiplication of input fault probabilities.

Pyyp(C=1)=P(A=1)*P(B=1). (®)

Although binary analysis is intuitive and convenient, it has a
limitation in that the binary model leads to overconservatism.
For example, a binary state description cannot distinguish
between different levels of accident (hazardous as compared to
catastrophic). Instead, all faults of any severity must be lumped
together. To be safe, it is conservative to apply the most severe
applicable requirement (e.g., from Table 1). For instance, if the
top-level fault probability might represent either a hazardous or
a catastrophic fault, it would be conservative to apply the more
stringent requirement, that for catastrophic faults. This
conservatism makes verification and validation extremely
onerous. If, by contrast, the probabilities for each severity



category were tracked separately, validation would be simpler in
that system safety analysis for a less severe fault could be
compared to a less strict regulatory requirement.

D. Challenges Modeling Aviation Severity with Fuzzy Logic

A straightforward approach to tracking severity categories
separately would be to apply fuzzy logic. Fuzzy logic is a well
understood concept that can generalize binary logic gates to
apply to a wider range of possible state values [9]. In this case,
assume that all state variables can take one of five (non-
overlapping) values from the set {no fault, minor, major,
hazardous, catastrophic}. It is customary in fuzzy logic
applications to map the discrete levels onto the range between 0
and 1. In our analysis, however, we will simply designate each
state with an integer value, as summarized in Table 4.

TABLE 4. SEVERITY LEVELS SUBSCRIPTS

No Failure 0 A€[0,0.2)
Minor 1 A€[0.2,0.4)
Major 2 Ae[0.4,0.6)
Hazardous 3 A€[0.6,0.8)
Catastrophic 4 A€[0.8,1.0]

The fuzzy-logic mapping function for the OR operation is
C = max(4, B). 9)
The corresponding mapping function for the AND operation is
C = min(4, B). (10)

These fuzzy-logic definitions generalize conventional binary
logic described by Table 2 and Table 3. To see this let us apply
(9) and (10) to define equivalent logic tables for the fuzzy OR
and AND gates (Table 5 and Table 6, respectively). Compare
the upper left 2 x 2 block from Table 5 with Table 2. They are
identical. Similarly, compare the upper left 2 x 2 block from
Table 6 with Table 3. They are again identical. This parallelism
suggests fuzzy logic is a rational extension of binary logic.

TABLE 5. FuzzYy-LOGIC OR TABLE

TABLE 6. FUzZY-LOGIC AND TABLE

iﬁg’ A=0 A=1 A=2 A=3 A=4
B=0 Qo Qo Q Q Q
B=1 Qo Q Q Q Q
B=2 Qo Q Q) Q Q
B=3 Qo Q Q, Q3 Q;
B=4 Qo Q Q Q; Q

ngéy A=0 A=1 A=2 A=3 A=4
B=0 Q Q Q Q; Q
B=1 Q Q Q) Q3 Q4
B=2 Q) Q; Q) Q3 Q4
B=3 Q; Q; Q; Q; Q
B=4 Q Q Q Q Q

Although the fuzzy logic approach introduces multi-valued
states, which in principle should reduce overconservatism, a
new problem arises. The problem lies in trying to define severity
levels for individual fault modes. The question is particularly
evident in the context of the AND gate. What should be the
severity level for each of two events if both are required for
failure? To help understand this, consider an example, involving
two faults combined by an AND gate. The first fault is that the
pilot fails to take mitigating actions when the aircraft wing
begins to ice; the second fault is that sensors fail to detect and
warn the pilot that icing is occurring. The severity of the icing
itself is relatively clear. Left unmitigated the icing could have
hazardous or catastrophic consequences (Ae{1,2,3,4}). The
severity of the alarm failure is much less clear. In isolation the
alarm failure has low severity, perhaps minor at worst (B = 1).
If these two inputs were combined in an AND gate then,
according to Table 6, the output would be a minor event (C=1).
This result would be nonsensical. The combination of the wing
icing and alarm failure should have a greater severity than the
wing icing alone. In other words, we would expect Ce {2,3,4}.

Note there would be no ambiguity in the binary case. For
binary states, the icing fault implies A=1, and the monitor fault
implies B=1. The resulting output is also a fault (C=1).
Ambiguities only arise when we introduce the notion of severity.

To retain the advantages of the multi-level analysis without
introducing ambiguity, it is necessary to add additional nuance
to our analysis. For instance, in the above example, it seems
prudent to model the failure of the icing monitor not as a fault
but as a modifier. The modifier would adjust the severity of
another fault, in this case the severity of the icing event.

III. CONSEQUENCE SEVERITY LEVEL ANALYSIS

This section introduces a new method for quantifying risk
that resolves the limitations of the conventional logic and fuzzy
logic fault-tree analyses identified in the previous section.

The new approach is called Consequence Severity Level
(CSL) analysis. The basic concept in CSL analysis is to
recognize as faults only those events (or sequences of events)
that can result in negative consequences for the aircraft. This
sequence is labeled a fault chain. Each fault chain can be
assigned a severity level from Table 4 appropriate to the
consequences. In general, the consequences of the fault chain
are probabilistic, with a distribution of nonzero probabilities
associated with any or all of the severity levels from Table 4.

An important property is that each fault chain is analyzed
assuming that its consequences are not related to those of other




fault chains. The implication is that fault chains can only be
combined with OR gates and not AND gates. In place of using
AND gates, a distinct fault chain must be introduced for each set
of interacting faults.

Events that can modify fault chain severity but that do not
directly result in a new consequence are designated as modifier
events. For instance, darkness is a modifier event. An aircraft
accident might be aggravated by darkness (resulting in a more
severe consequence), but darkness by itself cannot cause an
aircraft accident. In this sense, darkness is a modifier that can
increase (or promote) the severity of an accident. This is in
contrast with an automated monitoring system, like the icing
monitor discussed in the prior section. Such monitors are
modifiers that decrease (or mitigate) severity.

For completeness, we also consider another type of modifier,
one which places a cap (or threshold) on the severity of an
accident. An example that might be modeled as a threshold on
severity is automobile airbag deployment. An airbag does not
activate for minor incidents like skidding stops or small bumps,
and therefore does not impact safety for low speed crashes. In
a high-speed collision, however, the vehicle decelerates sharply
enough that the airbag deploys. The airbag greatly reduces the
risk of loss of life during a high-speed collision. This step
change in effectiveness might be modeled as an upper threshold
on the risk of loss of life, with severity increasing to a particular
level but not increasing farther. The complement to an upper
threshold event is a lower threshold event, which would be an
aggravating factor that guarantees a minimum severity for a
fault chain. Though upper and lower thresholds have some
potential applications, they are most useful as points of
comparison to fuzzy logic gates.

Taken together, we have qualitatively described four types
of modifiers: promotion events (that increase severity),
mitigation events (that decrease severity), upper threshold
events (that put a ceiling on severity), and lower threshold events
(that put a floor on severity). In concept, other types of modifiers
might be defined, but this set of modifiers is sufficiently to
convey the concept of CSL analysis. Each modifier event, like
each fault chain, is modeled as a state variable described by a
probability distribution over a set of discrete values. We assume
in this paper that the discrete values for each modifier event are
the same as those for a fault chain, e.g., {0,1,2,3,4}.

The introduction of the concept of modifier events means
that the notion of the logic gate must also be generalized. As in
the binary and fuzzy logic cases described above, a gate will still
be defined as an operator that combines two input probability
distributions into a single output probability distribution. In CSL
analysis, however, the output and one of the inputs must be a
fault chain. The second input can be a fault chain or a modifier.
The second input determines how the gate functions (i.e. what
mathematical operator is used to combine the two input
probability distributions into an output probability distribution).
Before defining the gates as mathematical operators it is perhaps
helpful to visualize them graphically.

In order to support visualization, each modifier event is
assigned a unique icon, as illustrated in Fig. 2. Since the nature
of each gate is determined by its inputs, there is no need to depict
gates explicitly in a CSL network

. Rather, the fault tree can simply depict nodes, which are
points on the fault tree where a fault chain intersects with
another fault chain or with a modifier. Where two fault chains
combine, an OR gate is implied. Where a fault chain intersects
a mitigation, a Mitigation gate is implied. Similarly, where a
fault chain intersections some other modifier, the appropriate
gate associated with that modifier is implied.

} Fault Event

~

> Modifiers

Lower

Fig. 2. Five types of state variable for CSL analysis

Two examples of CSL networks are shown in Fig. 3. In Fig.
3(a), the network consists of four fault chains. Fault chains must
be combined with an OR gate, so each node (black circle) in this
graph is an OR gate. In Fig. 3(b), the right side of the tree shows
two fault chains, implicitly combined by an OR operation. The
output of the OR operation is another fault chain, which is
combined with a promotion event. Implicitly, the node
combining the promotion event with the fault chain must be a
Promotion gate.

(a) Loss of Aircraft
(b) Loss of Aircraft
Fig. 3. Two CSL networks including (A) a case with four fault chains and no

modifiers and (B) a case where a promotion event, such as nightime conditions,
aggravates the severity of a pair of independent fault chains.

Fault 2

In order to compute probability distributions in CSL
analysis, we must define a mathematical model for each gate.
The model for the OR gate is identical to that for fuzzy logic, as



described by equation (9) and Table 5, above. The Mitigation,
Promotion, Upper Threshold and Lower Threshold gates are
defined below. In each case, the variable M is used to indicate
the modifier state. The variable A indicates the input state of the
fault chain and C indicates the output state of the fault chain.
Each gate is associated with an operator that maps values of A
and M to a particular value of C. When the modifier is a
promotion, the mapping is

C = min(A + M, Apgy), (11)

where Amax corresponds to the highest possible value on the
range of A. When the modifier is a mitigation, the maping
instead reduces severity, such that

C =max(4A — M, Anin), (12)

where Amin corresponds to the lowest value on the range of A.
The minimum and maximum operators are introduces to make
sure that the output state stays in the desired range. For instance
if A, M, C € {0,1,2,3,4}, then Anin =0, and Amax = 4.

Whereas the promotion and mitigation gaits shift severity,
the threshold gates cap severity. If the modifier is a lower
threshold, then the mapping is

C = max(4, M). (13)
When the modifier is an upper threshold, the mpaping is
C = min(4, M). (14)

For comparison with gates used in conventional and fuzzy
analysis, it is useful to convert the CSL gate mappings into
tabular form. For the case of aviation severity levels, the
mappings for the Promotion, Mitigation, Lower Threshold and
Upper Threshold gates, given by (11)-(14), are expanded in
Tables 7-10. For each gate, the output probability distribution
P(C) can be obtained by combining the appropriate table for the
gate with (3) and (6). The last two equations must be very
slightly modified, with M substituted for B.

In some sense, the four gates that operate on modifiers can
be considered as generalizations of the operators used in
conventional and fuzzy logic. Of the CSL gates defined, the
Upper Threshold gate (Table 10) is the closest analogy to the
AND operator (Table 6). In fact, the two are essentially
identical.

The advantages of CSL over conventional binary and fuzzy
logic are twofold. First, by replacing conventional fault trees
with CSL networks (and individual faults with fault chains), it is
now possible to map all fault events directly to a consequence, a
necessary step to allow consistent analysis with more than one
severity level. Second, by introducing a wider range of
modifiers, it is easier to model events that increase or decrease
the severity of a fault.

An implementation detail is that some modifiers promoting
(increasing) severity are actually instances in which a particular
fault event occurs more than once. Such promotion modifiers are

perhaps best modeled by repeatedly combining a fault state with
itself using an OR gate. An example is provided in the appendix.

TABLE 7. CSL PROMOTION TABLE

CSL(+) | A=0 A=1 A=2 A=3 A=4
M=0 Qo Q Q) Q3 Qy
M=1 Ql Qz Q3 Q4 Q4
M=2 Qz Q3 Q4 Q4 Q4
M=3 Qg Q4 Q4 Q4 Q4
M=4 Q4 Q4 Q4 Q4 Q4

TABLE 8. CSL MITIGATION TABLE

CSL(-) | A=0 A=1 A=2 =3 A=4
M=0 Qo Ql Qz Q3 Q4
M=1 Qo Q() Q1 Q2 QZ»
M=2 Qo Q() Qo Ql Q2
M=3 Qo Qo Qo Qo Ql
M=4 Qo Qo Qo QO QO

TABLE 9. CSL LOWER THRESHOLD TABLE
CSL _ _ _ _ _

(MAX) A=0 A=1 A=2 A=3 A=4
M=0 Qo Ql Qz QZ. Q4
M=1 Q[ Q] Qz Q3 Q4
M=2 Qz Qz Qz Q3 Q4
M=3 Q3 Q; Q3 Q3 Qq
M=4 Q4 Q4 Q4 Q4 Q4

TABLE 10. CSL UPPER THRESHOLD TABLE
CSL _ _ _ _ _
(MIN) A=0 A=1 A=2 A=3 A=4
M=0 Qo Qo Qo QO QO
M=1 Qo Q] Ql Ql Ql
M=2 Qo Q Q) Q, Q)
M=3 Qo Q Q) Q3 Q3
M=4 Qo Ql Qz Q3 Q4
IV. USE CASE

In order to evaluate the utility of CSL analysis, we consider
a use case. Specifically, we consider a UAS inspection
application in which the aircraft flies a grid pattern, as shown in
Figure 5. Currently, in the US, such applications are limited by
the restriction of having a human pilot within line of sight of the
vehicle [1]. Eventually, however, it is hoped that countless
numbers of UAS will operate autonomously, with no remote
pilot required. As a first step toward enabling autonomy, a small-
scale FMEA and an accompanying CSL analysis for collision




risk were conducted. The FMEA considered a hybrid
implementation in which the UAS mission would be conducted
through either remote piloted and autonomous operations.

Table 11 provides a list of faults and associated
consequences for the autonomous inspection (FO1 to F11). The
table also lists modifiers including mitigations (M01 to M04)
and promotions (P01 to P05). The descriptions of these events
are compatible with either remote piloted or autonomous flight.
For instance, a loss of sensor that causes the UAS to collide with
another flying object (e.g. another UAS or a bird) might indicate
the loss of visual contact by a remote pilot (due to an occlusion,
a distraction, glare from the sun etc.) or a loss of a sensor used
for autonomous flight (such as a sense-and-avoid radar). Though
the fault descriptions apply both to remote pilot and autonomous
operations, the actual probability distribution values vary for
each context.

Fig. 4. UAS creating a 3D image of a building using SAR.

It would seem that the risk of damage during a collision with
terrain is different for a UAS than for a conventional aircraft.
For example, crashing into an open field would likely be just a
minor event if the UAS were unscathed, or major if the UAS
were severely damaged. On the other hand, crashing into a
playground densely populated with children could be
catastrophic [10]. In the inspection application illustrated above,
the consequences would likely be in the hazardous category
were the inspection UAS to crash into the building (and not
catastrophic due to the aircraft’s low kinetic energy).

A CSL network that considers damage to person or property
in the UAS inspection application is shown in Fig. 5. The
network combines fault chains with appropriate modifiers that
account for design choices that reduce risk (mitigations) as well
as environmental factors that increase risk (promotions). In
mathematical terms, the network is technically not a tree; rather
it is a directional graph in which each edge flows from an event
(fault chain or modifier) toward the high-level safety criterion
(damage to person or property). Each gate is indicated as a dot
where two input lines connect to one output line. In the diagram,
faults chains are shown as red hexagons and modifiers as green
triangles. For instance, consider promotion event P04 (loss of
communications). This promotion increases the severity of fault
chains FO3 (control system failure causing crash with terrain)
and F02 (control system failure causing crash with another
flying object).

TABLE 11. STATES IN CSL NETWORK

State Description

FO1 | Loss of sensor results in collision with flying object

F02 | Loss of control results in collision with flying object

FO3 Loss of control results in collision with terrain

F04 | Loss of sensor results in collision with terrain

Vibrations cause parts to loosen resulting in UAS

FO5 falling to ground

F06 | Fatigue fracture causes UAS to fall to ground

FO07 | Payload shift causes UAS to fall to ground

Control commands result in stall and UAS falling to

FO8
ground

F09 Programming or data error (e.g. reference height of
ground) causes UAS to impact ground

F10 Battery drain causes loss of power that results in
UAS falling to ground

F11 Battery or actuators overheat causing loss of power
that results in UAS falling to ground

MO1 | Flying object detects UAS and steers clear

MO02 | Maintenance detects cracks or wear

MO03 | Power meter reports low battery

MO4 Mission plan calls for UAS to land with margin on
battery (e.g., with 10% battery remaining)

POl UAS operates in dense airborne traffic at low

altitudes (other UAS, birds, etc.)

P02 | Severe winds

UAS operates in complex 3D terrain (urban setting,

Po3 trees, geofencing, etc.)

P04 | Communication with ground station interrupted

P05 Hardware or communication delays cause poor

feedback performance (e.g., excess oscillations)

Damage to Person or Property l
. P\ w3

é, Diooi‘iL

Fig. 5. CSL network for a UAS loss of aircraft in UAS inspection application.

V. ANALYSIS AND DISCUSSION

Categorizing faults using more than just one severity level
allows each fault to be assessed in a more refined manner. This
contributes to reducing overconservatism, since conventional
fault-trees lump less severe faults together with more severe
faults, and since those combined faults must all be modeled at




the severity level associated with the worst fault in the group. By
contrast, because CSL analysis allows fault probabilities to be
separated into different severity levels with different safety
requirements, CSL analysis allows designers more flexibility to
meet overall safety requirements.

In quantifying our use case related to UAS inspection, we
assumed the damage conditions of most concern would fall in
the hazardous category, based on the presumed low speed, low
weight and small size of the aircraft. As such, we analyzed the
risk of damage using Fig. 5, assuming a requirement that top-
level risk not exceed 107 for hazardous consequences.

The details of the assigned fault probability values are
provided in the appendix. Fault probabilities were selected such
that the top-level probability for a major consequence was
approximately 10~ and for a hazardous consequence, 107. In
other words, the probabilities were allocated so that the system
would satisfy the design specification, at least in concept.

The resulting top-level fault risk for each of the three
methods described in this paper (binary, fuzzy, and CSL
analyses) are summarized in Table 12.

TABLE 12. TOP LEVEL RISK PROBABILITY

None | Min Maj Haz Cat
Binary | 1-10° 107
Fuzzy | 0.956 | 0.044 | 107 107 5.0%10°1°
CSL 0.951 | 0.049 | 1.4*10° | 5.1*10% | 6.0*102

Of the three analyses, the binary analysis is most
problematic, because it lumps Major, Hazardous and
Catastrophic consequences into one category. As such, there is
no way to distinguish between the various categories, so the
entire top-level risk (a probability of 10-%) must be compared to
the specification (allowable probability of hazardous
consequence should be no more than 107). In this sense the
binary analysis cannot verify the system meets its requirement.

The fuzzy and CSL analyses introduce more granularity, and
separate out major consequences from hazardous consequences.
As indicated by the values in Table 12, both analyses suggest the
system meets the 10”7 limit on hazardous consequences.

Although both fuzzy and CSL analyses suggest hazardous
consequences are sufficiently rare, it is not clear that the fuzzy
method is a useful tool for verification of a safety-critical
system. On closer scrutiny, it is evident that the fuzzy and CSL
analyses differ in their predicted probability distributions at all
severity levels. Notably, the fuzzy analysis results in higher
probabilities at both extremes; this is to say that the fuzzy
analysis has both a higher probability of “no failure” events and
a higher probability of “catastrophic” events than CSL analysis.
This phenomenon can be understood by examining the fuzzy
logic mappings described by equations (9) and (10). Because the
fuzzy operators use max and min functions on the input states,
they tend to push probability to the more extreme states (i.e., to
no failure and catastrophic consequences). By comparison the
promotion and mitigation operators described by equations (11)

and (12) are designed such that it is possible to restrict shifts of
probability to only one severity level up or down. This means
that the CSL promotion gate does a better job of maintaining
probability at all severity levels, unlike fuzzy logic, which tends
to push probability to the extremes of the distribution. The fact
that fuzzy analysis pushes probability toward the extreme
severities makes for a gradual erosion of the probability
distribution, with the distribution tending increasingly toward a
binary distribution (with all probability at the top and bottom
severity level) as the number of fuzzy logic operations increases.

This limitation of fuzzy logic is complemented by two
additional issues: (1) if a fuzzy OR gate is used to model a
promotion event, the result is highly sensitive to the promotion
event’s assigned probability distribution, (2) if a fuzzy AND
gate is used to model a mitigation event, the result does not
guarantee safety, as the process of mapping probability toward
the lower extremes (the “no fault” case) tends to underpredict
consequence probabilities at later stages of the analysis.

The CSL analysis addresses these undesirable characteristics
of a fuzzy analysis through simpler yet more accurate modeling
using promotion and mitigation gates. The result is that CSL
analysis more appropriately preserves gradations of probability
across all severity levels.

VI. CONCLUSION

This paper described a new alternative to fault tree analysis
for a UAS, an approach we dub Consequence Severity Level
(CSL) analysis. Since not all faults in unmanned aircraft will put
human lives in danger, splitting up faults into different severity
levels and then performing CSL analysis allows the less severe
faults to be subjected to less restrictive safety requirements. In
this sense, CSL analysis allows UAS designers more flexibility
to meet the FAA’s safety requirements, particularly in certifying
low-cost UAS. Although we focus on UAS, the ideas presented
in this paper are generalizable to conventional aircraft as well.
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APPENDIX

This appendix specifies values used in analyzing Fig. 5. The
figure shows a network containing eleven fault events
(FO1-F11), shown as red hexagons. Each fault events was
specified with a baseline fault probability, as given in Table 13.
The baseline fault probabilities were assigned such that the
binary analysis resulted in a total fault probability equal to 105,

TABLE 13. BASELINE FAULT PROBABILITIES

Event Baseline fault probability
FO01-F04, F07, F09, F11 | f=107

F05 f=9*10%

F06, F10 f=10"*

F08 f=5*10"7

The baseline fault probabilities were extended to multiple
consequence levels, as shown in Table 14. Our analysis
considered five consequence severity levels: no failure, minor,
major, hazardous, and catastrophic. The binary analysis grouped
the severity levels into two categories, a “faulted” category
consisting of major, hazardous and catastrophic consequences
and a complementary “fault-free” category consisting of minor
and no failure consequences. For fuzzy and CSL analyses, all
five severity levels were explicitly represented. In both fuzzy
and CSL analysis, the “major” severity level was assigned the
baseline fault probability from Table 13; the “hazardous”
severity level was assigned a small additional probability, equal
to 100% the baseline probability; and the “minor” severity level
was assigned an additional probability m (with m = 10-). The
“no failure” level was assigned the complementary probability
C, such that the sum of event probabilities was one.

TABLE 14. MULTI-LEVEL FAULT PROBABILITIES

Event None | Min Maj | Haz Cat
FO1- | Binary | C f
F11 -
Fuzzy | C m f f*102 | 0
CSL Cc m f f*102 | 0

The fault event probabilities were combined using
appropriate gates given the nature of the input states. OR gates
are represented as black dots in Fig. 5. Promotion gates were

used to combine fault probabilities with promotion states
(upwards pointing triangles). Mitigation gates were similarly
applied to combine fault probabilities with mitigation states
(downward pointing triangles). In addition, repeated threats
were illustrated using a special type of promotion gate illustrated
as an upward pointing triangle modified by an integer number
(e.g. promotions PO1 and P03).

A repeated fault is a special type of promotion, in which a
particular threat occurs more than once over a finite time
window. This particular class of event seems similar in nature to
a promotion (increasing severity of a threat), but is in fact better
modeled as a combination of a great many independent faults
(i.e. using an OR gate). In the case of PO1 (possible collisions
with flying objects), an upper bound of 100 events per hour was
estimated, and in the case of P03 (possible collisions with
terrain), an upper bound of 10 events per hour was estimated. As
such, for the P01 case, 100 instances of the same distribution
were combined by a sequence of OR operations. For the P03
case, 10 instances were combined. A standard OR was used for
binary analysis, a fuzzy OR for fuzzy analysis, and a CSL OR
for CSL analysis. The number of repeated instances in each case,
summarized in Table 15, is highly dependent on operational
assumptions. Note that traditional fault-tree analysis accounts
for multiple repeated fault instances using multiplication, at least
for low probability events, as described in the development of
equation (7). (For example, if an event carries a very small
failure probability p then the approximate failure probability for
ten events would be 10p.) Multiple occurrences of an event are
more precisely modeled by applying an OR gate, particularly
when probabilities are non-negligible (as in the “no fault” case
for our analysis).

TABLE 15. PROMOTION (REPETITION) OPERATIONS

Event Instances of input distribution
combined by OR

P01 NO1 =100

P03 N03 =10

More conventional promotions elevate the severities
associated with a fault event. In Fig. 5, such events included
promotions P02, P04, and PO5. The promotion events were
implemented with an OR operation for binary analysis, a fuzzy
OR operation for fuzzy analysis, and a promotion operation for
CSL analysis. In all cases, the promotions were modeled to
introduce an additional 10”7 probability of a major consequence
and a smaller additional probability of more severe
consequences. In the binary analysis, all major, hazardous, and
catastrophic consequences were grouped together, so the 107
fault probability covered all relevant cases. In the fuzzy analysis,
additional values in the probability distribution needed to be
defined, to allow promotion of severity to higher levels. To this
end, probabilities of 10° and 10! were assigned to the
hazardous and catastrophic severity levels of the modifier
distribution used in fuzzy analysis. By comparison, the CSL
promotion operation is simpler to implement, because the
promotion allows all severities to be promoted by one level with
a specified probability. Thus, only one probability needed to be



assigned to define the CSL promotion states. In our analysis the
CSL probability for promoting severity by one level was set to
10”7/m. The value was based on the minor event probability m,
based on the notion new major events result from the promotion
of otherwise minor events. In this example, the end result is that
promoted minor events contribute an additional increment of
1077 (or more) toward the combined probability of major events.

TABLE 16. PROMOTION (STANDARD) OPERATIONS

Event None | Min Maj ‘ Haz ‘ Cat

P02, Binary | C 107

P04

Pgs’ Fuzzy | C 0 107 | 10° 101
CSL C 107/m | 0 0 0

Mitigation modifiers reduce the risk associated with each
fault event. In the binary analysis, mitigation was implemented
using a binary AND gate. In fuzzy analysis, mitigation was
implemented with a fuzzy AND gate. In CSL analysis,
mitigation was implemented with the mitigation gate. (The
mitigation gate provides a probability of reducing each fault
event by one severity level.) Mitigation failure probabilities are
listed in Table 17. The probability that the mitigation succeeds
is the complementary probability C, computed to ensure a unit
sum for the total mitigation probabilities in each row of the table.

TABLE 17. MITIGATION OPERATIONS

Event None | Min Maj | Haz Cat
MO1, | Binary | C 102
ﬁgi’ Fuzzy | C 0 0 0 102
CSL 102 C 0 0 0
M02 | Binary | C 107
Fuzzy | C 0 0 0 103
CSL 10° Cc 0 0 0
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