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Abstract

This thesis investigates the efficiency and accuracy of the Fourier approximation

method employed by the North American Nanohertz Observatory for Gravitational

Waves (NANOGrav) for detecting gravitational waves (GWs) using millisecond pul-

sars’ time of arrival (TOA) data.

NANOGrav utilizes a Python package called "Enterprise" to conduct Bayesian

analyses of Gravitational Wave Background (GWB) models. This is computationally

intensive, due to the requirement of inverting large covariance matrices, thus leading

to the adoption of Fourier approximation for matrix inversion.

The primary aim of this thesis is to evaluate the adequacy of the Fourier approx-

imation method used by Enterprise, specifically regarding how this approximation

could potentially affect the accuracy of the GW detection process. The analysis

includes extending the current Fourier approximation in Enterprise to incorporate

more Fourier modes with various frequency spacings, implementing analytic calcu-

lation, and a comparison of the likelihood results obtained from different Fourier

spacings with the analytic calculation results.

Preliminary findings suggest discrepancies between the likelihood results using

Fourier approximation and those derived analytically, due to the fact that Fourier

approximation only includes a certain range of frequencies. However, how that affects

GW detection remains unknown.
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Chapter 1

Introduction

Gravitational Waves (GWs) are produced when massive bodies accelerate [2], such

as when two black holes orbit each other, or when a supernova explodes. The ex-

istence of GWs was predicted by Albert Einstein, and GWs were first detected by

the LIGO-Virgo collaboration’s observatories in 2015. LIGO stands for “Laser Inter-

ferometer Gravitational-wave Observatory”, and they detected gravitational waves

by using a technique called laser interferometry, which measures tiny changes in the

distance between mirrors caused by passing gravitational waves. An alternative way

to detect GWs is to analyze data from pulsars’ signals. This second appraoch is the

approach that the North American Nanohertz Observatory for Gravitational Waves

(NANOGrav) uses, and the approach that we are working on in this thesis.

Pulsars are neutron stars with strong magnetic fields, first discovered by Jocelyn

Bell Burnell. They emit radio beams from their magnetic poles, and when they reach

a position so that their radio beams point toward the Earth, we receive pulses from

them. Millisecond pulsars are a type of pulsars that spin very rapidly and stably.

Because of this, they are known as “cosmic clocks”, meaning we receive pulses from

them very regularly [3]. We can observe a millisecond pulsar and record the Times

of Arrival (TOAs) of its pulses. Putting the individual TOAs together, we will get

a list of TOAs, represented by a vector t⃗.

When GWs pass between the Earth and a pulsar, they squeeze and stretch the

spacetime between the two bodies, affecting some pulses’ TOAs. This thereby gives

us a way to detect the GWs by studying the observed data of many pulsars. In

the absence of GWs, the pulses would arrive regularly, modified by sources of noise

such as the motion of the pulsar, the motion of the Earth, intrinsic variations in the

pulsar, and uncertainties in the observations. Therefore, we can model and predict

when the pulses arrive taking into consideration of all those noises and sources of
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error, and then compare the results of this modeling with the data observed – the

TOA lists. Hopefully, the deviations between these two will indicate the existence

of GWs.

The way that NANOGrav carries out this detection of low-frequency GWs using

TOA lists is by using a Python package that they developed, “Enterprise”, to do a

Bayesian analyses of Gravitational Wave Background (GWB) models. Each model

is described by a set of parameters. To detect GWs, Enterprise first determines the

Bayesian likelihoods of the TOA data we observed given those models. Enterprise

uses Markov Chain Monte Carlo (MCMC) methods to sample from a parameter

space describing those models, and because the parameter space is very large, it uses

Monte Carlo integration to integrate out unwanted parameters. We are particularly

interested in two parameters: the GW amplitude, and the GW power-law spectrum

slope γ.

This MCMC process requires us to calculate thousands of Bayesian likelihoods,

involving large covariance matrices of a power-law spectrum. Inverting these matrices

is computationally expensive. Therefore, Enterprise approximates the covariance

matrix by using Fourier modes to make it easier to invert. This raises questions about

the accuracy of the matrix approximation, and how that will affect the likelihoods.

I will describe in this thesis the efforts I made to evaluate the accuracy of this

Fourier approximation method used by NANOGrav. To do this, I extended the exist-

ing Fourier approximation of the analytic results that is done in Enterprise to include

more Fourier modes (that is, frequencies of the GW spectrum). I tried doing this by

adding 1
4T spaced frequencies, logarithmically spaced frequencies, and very densely

spaced frequencies. I calculated the Bayesian likelihoods based on those frequencies

and compared the results. Then, I implemented the analytic likelihood calculation

and calculated the analytic results. I compared the analytic results with the re-

sults provided by Enterprise. I found out Fourier approximation, as implemented in

Enterprise now, only includes a certain range of frequencies, while the analytic calcu-

lation includes all frequencies. This leads to large differences between the Bayesian

likelihood results, and can potentially lead to inaccuracy for GW detection.
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Chapter 2

Time-Of-Arrivals (TOAs) in

gravitational wave detection

2.1 Time-Of-Arrivals of pulses

NANOGrav uses radio telescopes, such as the Green Bank Telescope, to observe

pulsars. Scientists at those telescopes observe each pulsar occasionally for a short

amount of time, and record the Times-Of-Arrivals (TOAs) of pulses in those obser-

vation period. The TOAs are first cleaned from radio frequency interference, low

signal-to-noise TOAs, and outliers [1]. Then, the cleaned TOAs from all observation

periods for one pulsar are put into a vector, a list of TOAs, t⃗, for the pulsar. In the

data set used by this thesis, there are 44 lists of TOAs from 44 pulsars. Together,

they are called Pulsar Timing Arrays (PTAs).

We decompose each list of TOAs in two parts: a deterministic part and a stochas-

tic part.

t⃗ = t⃗det + t⃗stoch. (2.1)

When a pulsar rotates to an angle so that its magnetic pole points towards the

Earth, we receive a pulse. Each pulsar has its own rotational period affected by the

pulsar’s features, such as its spin period and spin period derivative, sky location and

proper motion [1]. The rotation period for a millisecond pulsar is very stable, and

we only use data from millisecond pulsars in NANOGrav. Therefore, we expect to

receive pulses from a pulsar very regularly. This makes up the deterministic part of

a list of TOAs: t⃗det. In other words, t⃗det tells us when we are supposed to receive

pulses from the pulsar when there is no noise. Entries in t⃗det are evenly spaced for

each observation period. Because t⃗det is not related to GW, we try to model it and

subtract it out from t⃗ and study the residuals. t⃗det is modelled by t⃗M , a timing
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model specific to each pulsar.

t⃗det ≈ t⃗M + δt⃗tm, (2.2)

where δt⃗tm represents the differences between t⃗det, the actual pulsar phases and t⃗M ,

the timing model. δt⃗tm is modeled as a first order Taylor expansion,

δt⃗tm ≈ Mϵ⃗. (2.3)

M ∈ RNTOA×2 is the timing model design matrix. ϵ⃗ ∈ R2 represents the uncertainty

in the timing model parameters [6].

M =



1 t1

1 t2
...

...

1 tNTOA


Then, we can subtract t⃗M from t⃗ to get the timing model residuals δt⃗:

δt⃗ = t⃗− t⃗M = δt⃗tm + t⃗stoch. (2.4)

t⃗stoch is the stochastic part of the TOAs list, describing a random Gaussian processes.

It tells us how the TOAs list are affected by noises, including per-pulsar red noise

and white noise, and GWs. The red noise includes the pulsar’s intrinsic rotational

instabilities and propagation delays in the interstellar medium. The white noise

includes the detector’s noise and measurement uncertainties. Gravitational waves

affect all pulsars as a common red noise [7].

t⃗stoch = δt⃗white + δt⃗red + δt⃗GW . (2.5)
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The timing model residuals δt⃗ then becomes:

δt⃗ = δt⃗tm + δt⃗white + δt⃗red + δt⃗GW . (2.6)

Therefore, if we subtract the effects from the red and white noise on t⃗stoch, we

can potentially detect GWs.

2.2 Covariance matrices

For each pulsar, we calculate a covariance matrix C describing the stochastic process

t⃗stoch. There is one matrix for each of the three noises, and C is the summation of

those three matrices.

C = Cwhite +Cred +CGW . (2.7)

The white noise has three components: EQUAD, ECORR, and EFAC. EQUAD is

white noise that adds (in quadrature) to the signal; ECORR represents the correlated

white noise in the same observation period; and EFAC multiplies the signal [1].

Therefore, the white noise matrix is the summation of three matrices.

Cwhite = NEQUAD +NECORR +NEFAC . (2.8)

Notice that NEQUAD and NEFAC are diagonal matrices, and NECORR is a block

diagonal matrix. Therefore, Cwhite is a block diagonal matrix, so it is easy to invert

Cwhite and calculate its determinant.

Cred and CGW are covariance matrices for the red noise and GWs [9]:

Credij = ⟨δt⃗redi , δt⃗redj ⟩ (2.9)

CGWij = ⟨δt⃗GWi , δt⃗GWj ⟩ (2.10)

We use a power-law power spectral density S(f)s of the red noise and GWs to
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calculate Cred and CGW . S(f) describes the characteristic strain of a GW back-

ground [8].

S(f) =
A2

12π2

(
f

yr−1

)−γ

yr3, (2.11)

where A is the amplitude of the signal, γ is the power-spectral index, and yr is the

length of a year. S(f) is the same for the red noise and GWs. The only difference is

when calculating Cred, we use Ared and γred. When calculating CGW , we use AGW

and γGW . This is the only difference in the Cred and Cgw calculation.

Next, let us define Cred and Cgw. We will define them by using named terms

factor, power, and ksum, since this makes the presentation of the equations shorter

and this is also how we calculate them. factor, power, and ksum are defined as:

factor =
A2

12π2

(
1yr−1

fL

)γ−1

, (2.12)

power = Γ(1− γ) sin
(πγ

2

)
(fLτij)

γ−1, (2.13)

ksum =
∞∑
n=0

(−1)n
(fLτij)

2n

(2n)!(2n+ 1− γ)
. (2.14)

As before, here A and γ stand for Ared and γred when calculating the terms in the

Cred matrix, and stand for AGW and γGW when calculating the terms in the CGW

matrix. Furthermore, fL is the lower cutoff of the integration which we will define

below. Then, Cred and CGW can be calculated as the following:

Cred = factorred(powerred − ksumred). (2.15)

CGW = factorGW (powerGW − ksumGW ). (2.16)

Both matrices can also be written as a Fourier transform of the power spectral

density S(f) [10],

Cred or GWij
=

∫ ∞

fL

S(f) cos(fτij)df, (2.17)

where τij = 2π|ti − tj |.

Adding Cwhite, Cred and CGW together, we will get the complete covariance
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matrix C.

2.3 Markov Chain Monte Carlo (MCMC) sampling

Given one set of parameters ϵ, γred, γGW , Ared, AGW for one pulsar, we can calculate

the complete covariance matrix C for it. Then we calculate the Bayesian likelihood

of measuring the timing residuals δt⃗ of the pulsar’s TOAs, given that parameter

set [8]. We define ϕ⃗ to be a vector of γred, γGW , Ared and AGW .

L(δt⃗|ϵ, ϕ⃗) = 1√
(2π)n detC

exp

(
−1

2
(δt⃗−Mϵ)TC−1(δt⃗−Mϵ)

)
. (2.18)

This Bayesian likelihood is calculated for each pulsar, and the final likelihood is

the summation of all the pulsars’ likelihoods. Therefore, each full set of parameters

includes model parameters of all 44 pulsars. To form one set of parameters, we

need to draw them from a large parameter space. Enterprise uses MCMC sampling

to draw thousands of sets of parameters, and for each of them, it calculates the

Bayesian likelihood. It then records the γreds and Areds for all pulsars, followed by

γGW , AGW , and the likelihood for all sets of parameters to make a MCMC chain

file.

To calculate one likelihood for one pulsar with NTOA TOAs, we will need to

invert the C matrix of size NTOA ×NTOA. Different pulsars have different lengths

of TOAs, and the lengths increase as we observe the pulsar for a longer time. In

the NANOGrav 12.5 Years Dataset, NTOA ranges from 1555 to 37698. Because

inverting a matrix is an O(n3) operation, calculating the likelihoods becomes very

computationally challenging as NTOA grows, making it prohibitive to do a MCMC

sampling with thousands of likelihoods. In the next chapter, we will discuss how

Enterprise solves this problem.
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Chapter 3

Enterprise calculation and two attempts

to improve accuracy

This section discusses two modifications that I made to the Fourier method to try

to increase the accuracy of it. The first thing I did was I evaluated the results but

pretended that Tspan is longer to address the problem of the spectrum not being

periodic. The second thing I did was I added more low frequencies that are close to

0 to address the problem of there not being enough low frequencies.

Section 3.1 describes the technique that Enterprise currently uses to evaluate the

likelihoods using a Fourier approximation technique. The frequencies that they use

is evenly spaced frequencies. The remaining sections discuss problems in accuracy,

describe what I did, present the results I got, and analyze those results.

3.1 Fourier approximation in Enterprise

In the previous section, we discussed how calculating the likelihood can be pro-

hibitively expensive due to the high cost of inverting the C matrix. In this section,

we discuss how Enterprise resolves this problem.

To avoid the prohibitively high cost of inverting C, a large and dense matrix,

Enterprise approximates C−1 in the following way. First, it approximates the Cred+

CGW part of the equation for C (that is, eq. (2.7)) with a Fourier expansion matrix.

This approximation of the Cred + CGW is called K. Next, it uses the Woodbury

matrix identity to express C−1 ≈ (Cwhite +K)−1 with a formula that only requires

the inversion of Cwhite – which is easy because Cwhite is a block diagonal matrix.
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First, Enterprise models the red process by a Fourier expansion, which is ex-

pressed by the following equation:

δt⃗red = Fa⃗. (3.1)

Here, a⃗ is a 2Nfreq-dimensional vector of Fourier coefficients, while F is a matrix

that includes the Fourier basis functions, defined as follows:

F =



cos (2πf1t1) sin (2πf1t1) . . . cos (2πfNfreq
t1) sin (2πfNfreq

t1)

cos (2πf1t2) sin (2πf1t2) . . . cos (2πfNfreq
t2) sin (2πfNfreq

t2)

...
...

. . .
...

...

cos (2πf1tNTOA
) sin (2πf1tNTOA

) . . . cos (2πfNfreq
tNTOA

) sin (2πfNfreq
tNTOA

)


F is a NTOA × 2Nfreq matrix. 2Nfreq is the total number of Fourier modes we use,

with Nfreq sin modes and Nfreq cos modes. tn is the Time of Arrival (TOA) for the

nth pulse, while the fms are the frequencies we select to evaluate the integral S(f)

– the spectrum for the red noise or the GWs. Enterprise currently simply defines

fm = m
Tspan , where Tspan is the total length of observation, although Chapter 4 will

later discuss how we added more frequencies in a different way to see what happens.

Let the covariance matrix KGW ≈ CGW , and Kred ≈ Cred. Let K be the

approximation of the summation of the Fourier red noise matrix and the Fourier

GW matrix.

K = KGW +Kred ≈ CGW +Cred. (3.2)

K can be written as

K = ⟨Fa, (Fa)T ⟩ = FϕFT , (3.3)

where ϕ is defined as:

ϕ = ⟨a, aT ⟩. (3.4)

The (i, j)th entry of ϕ, ϕij , has two components: one from the red noise (κij) and

one from the GW (ρij).

ϕij = (ρij + κij)δij . (3.5)
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Here, ρ is the GW power spectral density, defined as

ρ(fk) = S(fk)∆f =
A2

GW

12π2

(
fk

yr−1

)−γGW

yr3
1

T
, (3.6)

and κ is the intrinsic red-noise power spectral density [7]:

κ(fk) = S(fk)∆f =
A2

red

12π2

(
fk

yr−1

)−γred

yr3
1

T
. (3.7)

In Enterprise, we set ∆f to be 1
T , so we evaluate linearly 1

T spaced frequencies fk.

Note that κ and ρ are essentially the same functions but with different γ and A.

Because K ≈ Cred +CGW , we have:

C ≈ K+Cwhite. (3.8)

This enables us to use the Woodbury matrix identity to invert the matrix C [10]:

C−1 ≈ (Cwhite+K)−1 = Cwhite+FϕF = C−1
white−C−1

whiteF(ϕ
−1+FTC−1

whiteF)
−1FTC−1

white.

(3.9)

Because Cwhite is easy to invert due to it being a block diagonal matrix, this signif-

icantly reduces the amount of time Enterprise uses to calculate the likelihoods, and

makes it possible to produce a chain file in a relatively short amount of time.

3.2 Causes of inaccuracy

Using the Fourier-sum approximation raises the question of whether this approxi-

mation is close enough to the analytic result. Fourier sum expansion, as currently

implemented in Enterprise, can be inaccurate when approximating C for two main

reasons. The first is that Fourier-sum expansion will always produce a periodic func-

tion, but the spectrum we are approximating is not periodic [10]. The second is that

the lowest frequency evaluated is 1
Tspan . Frequencies below 1

Tspan are not sampled,

and we do not know whether those frequencies are important. A reason for consid-

ering these frequencies, however, is that S(f) blows up when f = 0, so f < 1
Tspan is
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worth considering.

We anticipate that both of these factors will affect the accuracy of the final

likelihoods we get. Therefore, this thesis tries to find out whether the approximation

is accurate enough.

3.3 Method

This section discusses two methods that I used to add more frequencies, in order to

address the two problems mentioned above. The first thing I did was I evaluated

the results but pretended that Tspan is longer. The second thing I did was I added

more low frequencies that are close to 0.

Normally when using Enterprise, we set Nfreq = 30. That is to use 30 Fourier

sin modes and 30 Fourier cos modes in the F matrix (T = Tspan for convenience).

Recalling that Enterprise sets fm = m
T , the F matrix that results is:

F =



cos (2π t1
T ) sin (2π t1

T ) . . . cos (2π 30t1
T ) sin (2π 30t1

T )

cos (2π t2
T ) sin (2π t2

T ) . . . cos (2π 30t2
T ) sin (2π 30t2

T )

...
...

. . .
...

...

cos (2π
tNTOA

T ) sin (2π
tNTOA

T ) . . . cos (2π
30tNTOA

T ) sin (2π
30tNTOA

T )


.

To address the first problem of the spectrum not being periodic, I evaluated the

usual results but pretended that Tspan is longer. That is, I multiplied the Tspan by

a constant factor c, changed the frequencies from 1
T spaced to 1

cT spaced, and used

cNfreq instead of Nfreq frequencies, to evaluate S(f) with the same range of f . This

pushes the period of the Fourier-sum expansion to be beyond Tspan. By comparing

this result with the original result, we can see if periodicity can cause a problem [10].

We also use more frequencies, which is meant to approximate the integral better.

I set c = 4, and used 120 Fourier sin modes and 120 Fourier cos modes in the F

matrix to see if that makes a difference.

To address the second aforementioned potential cause of imprecision – the lowest

frequencies not being sampled – I changed the lowest cutoff frequency from 1
T to
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Figure 3.1: 1
4T vs 1

T spaced likelihoods

1
10T . I also added 7 logarithmically spaced frequencies below 1

T , with the lowest one

being f1 = 1
10T . The difference between the log of two adjacent frequencies are the

same. Comparing linearly spaced frequencies, log-spaced frequencies are closer when

f is closer to 0, so they can sample the lower frequencies better.

3.4 Results

I used Enterprise to make Ks with 1
4T linearly spaced frequencies, and log-spaced

frequencies. Then, with the same sets of parameters, I calculated the likelihoods

using the original Ks, 1
4T Ks and log-spaced Ks. The comparison of the results are

shown in Figure 3.1 and 3.2.

I also made two MCMC chain files with the 1
4T Ks and log-likelhoods Ks. I

compared them with the original 1
T spaced frequencies chain file by plotting the

distribution of γ and log10A in the three chain files, to see if the MCMC prefers

different γ and log10A after I change the frequencies. The figure is shown in 3.3.
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Figure 3.2: log-spaced vs 1
T spaced likelihoods

Figure 3.3: 1
T , 1

4T and log-spaced: gamma and A
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Figure 3.4: Adding linear 1
4T spaced frequencies

3.5 Analysis

I used 30 frequencies in the original calculation, 37 in log-spaced, and 120 in Fourier

1
4T . We expect the approximation by Fourier 1

4T frequencies and log-spaced frequen-

cies to be better than the original one.

Figures 3.1 and 3.2 show that the likelihoods calculated by Fourier 1
4T and log-

spaced frequencies do not make too much difference. However, Figure 3.3 shows that

in the chain file make by log-spaced Ks prefer larger γs and log10As. γs and log10As

in the chain file produced by 1
4T Ks do not differ very much from the original chain

file.

To see why log-spaced γs and log10As deviate the most, I added individual 1
4T

spaced frequencies to the original frequencies one by one. I made chain files with

them, and plotted the distribution of γs and log10As. The result is shown in Figure

3.4, where I added 1
4T spaced frequencies up to 1

4T , 2
4T , 3

4T , 7
4T and 11

4T . We see

that until 7
4T , adding more frequencies prefers larger γ. However, when we add

frequencies until 11
4T , the preference shifts back to be the same as the original.
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Chapter 4

Adding more frequencies to see

convergence

Adding more sampled frequencies should, in principle, make the Fourier result con-

verge to the analytic result. This chapter describes an attempt at seeing whether

this does indeed happen. To do this investigation, I added even more frequencies to

the original 1
T linearly spaced frequencies.

Specifically, varying numbers of evenly-spaced frequencies were added to each of

the three adjacent low frequency ranges [ 0T ,
1
T ], [

1
T ,

2
T ], and [ 2T ,

3
T ] – independently.

For each of these three intervals, 3, 7, 15, and 31 frequencies were added with even

spacing 1
4T , 1

8T , 1
16T , and 1

32T , respectively.

Next, the likelihoods were calculated for each of these 3 intervals× 4 spacings =

12 frequency spacings and on all parameter sets from the same MCMC chain file.

Figures 4.1, 4.2, and 4.3 show the result of the likelihoods for the first interval, i.e.

adding 1
4T , 1

8T , 1
16T , or 1

32T spaced frequencies between [ 0T and 1
T ]. Figures 4.1 shows

the results of 1
4T verses the results of 1

32T . Figures 4.2 shows the results of 1
8T verses

the results of 1
32T . Figures 4.3 shows the results of 1

16T verses the results of 1
32T .

Here, I am assuming that the 1
32T spaced frequencies produces the closest results to

the analytic ones, because it samples the highest number of frequencies. The Figures

show that as we add more frequencies, the likelihoods are converging to 1
32T spaced

results.

Then, for each one of the 12 frequency spacings, an approximate measure of how

accurate it is against analytic was calculated, still based on the assumption that the

1
32T spaced frequencies results are the best. More specifically, for each of the three

intervals, I calculated the average of the absolute likelihood differences between 1) 1
4T

and 1
32T , 2) 1

8T and 1
32T , and 3) 1

16T and 1
32T . The results are presented in Table 4.1.
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Figure 4.1: Adding 1
4T spaced frequencies between 0 and 1

T

Figure 4.2: Adding 1
8T spaced frequencies between 0 and 1

T
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Table 4.1: Average absolute difference between 1
32T and other spacings’ likelihoods

Where Adding 1
4T Adding 1

8T Adding 1
16T

From 0 to 1
T 2.61 1.68 1.24

From 1
T to 2

T 8.85 2.77 1.43
From 2

T to 3
T 8.41 2.69 1.42

Figure 4.3: Adding 1
16T spaced frequencies between 0 and 1

T

For each set of results, I calculated the average absolute difference between them

and the 1
32T ones. We can see a clear trend that the results from 1

4T , 1
8T , 1

16T con-

verges to 1
32T as we add more frequencies, because the average difference decreases.
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Chapter 5

Analytic results

5.1 Implementing analytic calculation

To further explore the difference between the 1
4T result and the logarithmic result, I

implemented the analytic calculation for the matrices and the likelihoods. I selected

12 parameter sets to do the calculation. The 12 parameter sets have the largest

likelihoods in the “Varying spectral index, 30 frequencies” chain file provided on the

NANOGrav website [4]. Each set is at least 120 sets away from the other, because

that is the autocorrelation length in the MCMC chain file. This ensures that they

are independent of each other.

The matrix calculation is based on the code presented by [10]. The process

requires the calculations of an integral we named as ksum:

ksum =
∞∑
n=0

(−1)n
(fLτij)

2n

(2n)!(2n+ 1− γred)
. (5.1)

The value of fLτij is lower bounded by 0, and upper bounded by 2π, when

fL = 1
Tspan and τij = 2πTspan. For each pulsar, we need to calculate this integral

N2
TOA times for the GW matrix, and another N2

TOA times for the red noise matrix.

This takes very long as NTOA gets larger. To save time on calculating this integral,

I pre-calculated 106 results of this integration for 106 evenly spaced fLτijs ranging

from 0 to 2π, for all the GW and red noise γ in each of the 12 parameter sets. Then,

I use the pre-calculated results to do an interpolation on the actual results.

The white noise matrix Cwhite is a block diagonal matrix. Its entries are provided

by Enterprise, and I calculated its entries based on that. From this, we get all the

components of the analytic matrix for one pulsar: C = Cred +CGW +Cwhite.

I then added my own function to calculate the likelihoods based on C. I also

reduced the amount of memory it takes by deleting the matrices that were no longer
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necessary after use.

I used Fourier matrices with 1
T , 1

10T , and 1
100T spaced frequencies to compare with

the analytic matrices. The lowest cutoff frequency for all but Fourier 1
T ones are 1

10T ,

whereas for Fourier 1
T ones, the lowest cutoff is 1

T . Likelihoods for all these four types

of matrices are calculated in the same procedure, without using Enterprise.

5.2 Matrix comparison results

I calculated the fractional approximation errors for the Fourier matrices, which is

the Euclidean 2-norm of the difference between the Fourier matrices and analytic

matrices divided by that of the analytic matrices [10]. Fractional approximation

errors are calculated separately: for the GW matrices in Table 5.1, and for the red

noise matrices in Table 5.2.

Table 5.1: Fractional error for each GW matrix

Parameter Set Fourier 1
T Fourier 1

10T Fourier 1
100T

1 0.99784973 1.92720487 0.13971219
2 0.96203894 0.80734409 0.06434482
3 0.99838597 2.04748227 0.14743980
4 0.95233836 0.72852179 0.05866933
5 0.59999298 0.96003126 0.07108710
6 0.98505376 1.14917372 0.08822540
7 0.99231999 1.40813506 0.10571555
8 0.96719309 0.85894343 0.06802098
9 0.97728879 0.99231732 0.07739777

10 0.99509480 1.58782508 0.11762203
11 0.60020759 0.98190626 0.07252405
12 0.97826990 1.00862906 0.07853323

The result shows that for many matrices, especially the red noise ones, as we

add more frequencies, the fractional error first increases, and then decreases. The

fractional errors for Analytic - Fourier 1
T are almost one, this means the Fourier 1

T

matrices calculated by Enterprise are almost zeros.
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Table 5.2: Fractional error for each red noise matrix

Parameter Set Fourier 1
T Fourier 1

10T Fourier 1
100T

1 0.99990138 3.55166718 0.24165216
2 0.99995221 3.87792824 0.26185462
3 0.99972175 3.08708417 0.21281070
4 0.99997546 4.17909731 0.28049921
5 0.99995271 3.64979585 0.24774486
6 0.99912547 3.79137772 0.25299944
7 0.99999287 4.73911302 0.31523109
8 0.99871156 2.40801737 0.17024794
9 0.99995899 3.89231485 0.26274748

10 0.99999820 4.99520586 0.33114120
11 0.99998875 4.63875277 0.30899713
12 0.99999727 4.80697616 0.31943374

5.3 Likelihood comparison results

I calculated the likelihoods with only the GW covariance matrices for the same 12

sets of parameters. Note that there are 47 pulsars in the whole data set, but only

44 were used. For each set of parameters, there are several pulsars whose red noise

spectral index γ is less than 1. This will cause numerical error when calculating

the likelihoods and the norms of the matrices (further explained later), so they

are currently ignored. I calculated the absolute value of analytic likelihoods minus

Fourier likelihoods in Table 5.3.

Table 5.3: Analytic minus Fourier likelihoods

Parameter Set Fourier 1
T Fourier 1

10T Fourier 1
100T

1 0.8823 0.5938 0.6025
2 16.7774 17.1136 17.1011
3 2.0239 0.2348 0.2529
4 20.6175 19.4860 19.4767
5 1.9529 1.3318 1.3376
6 3.8340 6.3919 6.3907
7 0.9906 3.2456 3.2480
8 12.0027 13.1372 13.1319
9 4.3336 7.4514 7.4523

10 0.5905 2.1682 2.1718
11 2.0595 1.1783 1.1845
12 7.9257 9.9265 9.9206
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The result shows that the likelihoods do not converge to the analytic likelihoods.

Even though Fourier 1
100T matrices are close to the analytic matrices, the likelihoods

are not necessarily closer for Fourier 1
100T .

5.4 Likelihood comparison results with same range of fre-

quencies

The reason why the likelihoods do not converge is because CGW and the Fourier

KGW matrices are not sampling the same range of frequencies. KGW s only sample

frequencies below 30
T , while CGW does not have an upper limit. Therefore, frequen-

cies above 30
T are causing the deviation. To make the results comparable for analytic

matrices and Fourier matrices, we need to subtract the evaluation of frequencies

above 30
T from CGW .

I now define the matrix CGWfh
to have the lowest frequency cutoff being 30

T .

For fLτij < 2π, I calculated the analytic results. I assumed CGWfhij
= 0 for other

fLτijs, because it is very small when fLτij is large.

CGWfhij
=


factorGWij (powerGWij

− ksumGWij ), if fLτij < 2π

0, otherwise
(5.2)

I calculated CGWnew = CGW −CGWfh
, and used CGWnew to calculate the likeli-

hoods. This time, the differences are much smaller. For most sets of parameters, we

can also see a trend of convergence towards the analytic likelihoods as we add more

frequencies. This means the large difference between the analytic likelihoods and

Fourier ones, as shown in Table 5.3, is due to the fact that KGW matrices do not

actually converge to CGW as we add more frequencies. However, they do converge

to CGWnew , because KGW and CGWnew are sampling the same range of frequencies.

In other words, frequencies above 30
T are causing the difference seen in Table 5.3. It

is not clear now how this will affect the detection of GWs.
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Table 5.4: Adjusted Analytic minus Fourier likelihoods

Parameter Set Fourier 1
T Fourier 1

10T Fourier 1
100T

1 1.5509 0.0748 0.0661
2 0.1512 0.1850 0.1725
3 2.3053 0.0466 0.0285
4 1.3513 0.2199 0.2106
5 3.3812 0.0966 0.0907
6 2.5594 0.0015 0.0027
7 2.3477 0.0927 0.0903
8 0.9795 0.1551 0.1498
9 3.1054 0.0124 0.0133

10 1.6918 0.1141 0.1105
11 3.3305 0.0928 0.0865
12 1.9034 0.0974 0.0916
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Chapter 6

Future work and conclusion

6.1 2D interpolation and interpolating the whole matrix

When calculating the analytic matrices, I pre-calculated 106 results of the summa-

tion,

ksum =

∞∑
n=0

(−1)n
(fLτij)

2n

(2n)!(2n+ 1− γred)
, (6.1)

for each γ with 106 evenly spaced fLτij between 0 and 2π. These data points were

then used to be interpolated through later. Ksum is not continuous at γ = 1, 3, 5...,

as shown in Figure 6.1, which prevented me from doing a 2D interpolation on ksum.

However, as γ in

power = Γ(1− γ) sin
(πγ

2

)
(fLτij)

γ−1 (6.2)

approaches a positive integer, the power function is asymptotic with the negative

ksum function [5]. Therefore, we expect the discontinuous part cancels out, as shown

in Figure 6.2. Then we can do a 2D interpolation. The results I have now are

currently limited to the 12 sets of parameters. A 2D interpolation will enable me to

calculate the matrices faster for all sets of parameters.

6.2 Likelihoods with red noise matrices

As we add more frequencies, the likelihoods calculated by the Fourier KGW matrices

converge to those calculated by the analytic CGW matrices (after adjusting for the

frequency range). However, the likelihoods with both the GW and the red noise

matrices are the meaningful ones. I did not calculate them because the spectral

index γ for some red noises are closer to or less than 1. This means I cannot assume

Credfh = 0 when fLτij > 2π. Therefore, I need more interpolation results for ksum.
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Figure 6.1: 2D plot of ksum

Figure 6.2: 2D plot of power - ksum
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I have not done that yet.

6.3 What to do with the blue noise pulsars

In each set of parameters, there are several pulsars whose red noise spectral index

γ is less than 1. In these cases, the (fLτij)
γ−1 term in the calculation is raised to

a negative power. When i = j, τij = 0, so we will be raising 0 to a negative power

on the diagonal terms. Then, the C matrices will have inf on the diagonal terms.

This will cause numerical error when calculating the likelihoods and the norms of

the matrices. Currently, when calculating the likelihoods for each set of parameters,

I ignored those pulsars. I need to figure out what to do with them.

6.4 Conclusion

In this thesis, I evaluated the Fourier approximation used by NANOGrav in their

Python package Enterprise which is used to detect low-frequency gravitational waves

from pulsar timing arrays. I did this by adding more frequencies to the Fourier

approximation and calculating the analytic results. I found that adding more fre-

quencies will approximate the likelihoods better. However, a problem exists that

currently the highest frequency considered in Enterprise’s Fourier approximation is

30/T , so frequencies above this cutoff are ignored. This could potentially lead to

inaccuracy in the likelihood calculation. I hope to address these problems in the

future, and I hope this work will be useful to NANOGrav for doing faster and more

accurate analyses.
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