
Improving Run-Time Bug Detection in Aviation 
Software Using Program Slicing 
 
Hu Huang, Samuel Z. Guyer, and Jason H. Rife 
Tufts University 
 
 
>> Accepted Article << 
 
 
 
 
 
 
 
 
CITATION: 
H. Huang, S. Z. Guyer and J. H. Rife, "Improving Run-Time Bug Detection in Aviation Software Using Program Slicing," 
2017 IEEE 7th Annual International Conference on CYBER Technology in Automation, Control, and Intelligent Systems 
(CYBER), Honolulu, HI, 2017, pp. 1252-1256. 
doi: 10.1109/CYBER.2017.8446584 
 
 
CORRESPONDING AUTHOR: 
Jason Rife 
jason.rife@tufts.edu 
 
 
COPYRIGHT: 
© 2017 IEEE.  Personal use of this material is permitted.  Permission from IEEE must be obtained for all other uses, in 
any current or future media, including reprinting/republishing this material for advertising or promotional purposes, 
creating new collective works, for resale or redistribution to servers or lists, or reuse of any copyrighted component of this 
work in other works. 
 
 
FINANCIAL SUPPORT: 
National Science Foundation grant CNS-1329341 
 
 

 



Improving Run-Time Bug Detection in Aviation
Software Using Program Slicing

Hu Huang∗, Samuel Z. Guyer∗ and Jason H. Rife†, Member, IEEE
∗Department of Computer Science, Tufts University, Medford, MA, 02155

Email: hu.huang@tufts.edu, sguyer.cs.tufts.edu
†Department of Mechanical Engineering, Tufts University, Medford, MA, 02155

Email: jason.rife@tufts.edu

Abstract—We present an improvement to run-time bug detec-
tion by using program slicing instead of a heuristic to identify
relevant program variables to monitor. Our results show that
selecting variables using the program slice produces higher sen-
sitivity compared to selecting variables heuristically. Moreover,
at least in the experiments conducted, program slicing resulted
in more consistent detection, with lower variance in sensitivity
as compared to the heuristic approach.

INTRODUCTION

In modern commercial aircraft, flight software interacts
with nearly all electromechanical system components, forming
an integrated Cyberphysical System (CPS). To meet market
demands for more complex features, flight software continues
to expand, doubling in size every two years [1]. However,
much like traditional software, aerospace software also suffers
from bugs. Despite best testing efforts, bugs still slip through
into deployment. In a study of 18 unmanned space missions
[2], approximately 500 bugs were reported after the spacecraft
was deployed, with a third of the bugs classified as difficult
to reproduce using traditional testing methods. These findings
reinforce the fact that certain bugs are likely to evade compile-
time testing, even when very rigorous standards are imposed.

A proposed solution advocates for run-time monitoring of
the software. Examples of existing run-time monitoring sys-
tems include MaC [3] and MOP [4]. These systems typically
monitor assertions based on a set of formal specifications writ-
ten in temporal logic. However, these formal specification are
difficult for non-experts to understand and maintain. Instead
of using a formal specification to be checked at run-time, we
propose to infer the specifications by learning a model of
nominal system behavior via machine learning. To construct
the model, we monitor the values of program variables during
run-time.

However, one question that remains unanswered is which
variables to monitor. In this paper, we address this question
by leveraging program slicing, a well-known static analysis
technique originally proposed by Weiser [5]. Specifically, we
propose a method that adapts program slicing as a means to
systematically identify relevant variables to monitor. The basic
idea is that a program slice reveals sets of variables related by
code structure; leveraging these structural relationships enables
machine learning to build more precise models of the source
code. Thus, our hypothesis is that variables chosen using

program slicing result in better bug detector performance than
variables chosen through a reasonable heuristic. We construct
bug detectors using a standard machine learning algorithm, the
One-Class SVM. We use the One-Class SVM to conduct two
computational experiments in order to test our hypothesis. The
experiments, which consider a simplified but representative
flight control code, address two questions.

1) For the same level of specificity, do instrumentation
variables chosen using a program slice, as opposed to
a heuristic, result in higher monitor sensitivity for bugs
injected at different locations in the model code?

2) Is the benefit of selecting instrumentation variables using
program slicing enhanced as bug magnitude gets smaller,
indicating greater sensitivity when detection is hardest?

BACKGROUND

In order to apply a program slicing algorithm, a program
must first be transformed into a graph. From a graph-theoretic
point of view, a program P can be represented as a hammock
graph, which is a directed graph that maps the inputs U into
the outputs Y . An example of a program and its equivalent
hammock graph representation is shown in Fig. 1 and 2.
Program slicing reveals the internal structure and identifies
all variables with a data flow relationship to a particular
variable (or a set of variables) selected by a software engineer.
Formal definitions of program slicing and algorithms to derive
a program slice can be found in Weiser [5] [6] and Tip [7].

A conventional program slicing algorithm comes in two
forms, forward slicing and backward slicing. Forward slicing
identifies a graph that extends from a set of externally identi-
fied input variables U to include all statements which depend
on U . Backward slicing identifies a graph that regresses from a
set of externally defined instrumentation variables Y to include
all statements on which Y has a data flow dependence.

For a bug detection algorithm, backward slicing is par-
ticularly relevant. Given a set of proposed instrumentation
variables that might be used to monitor for bugs, backward
slicing identifies all other internal variables that play a role
in defining the values of the instrumented variables. (Forward
slicing is less relevant because it identifies variables whose
values will be set in the future, a causality paradox for real-
time CPS applications.) By modeling the slice with machine
learning, it is possible to approximate the actual code in



1 #include <iostream>
2 #include <cstdlib>
3
4 using namespace std;
5
6 int gcd(int a, int b)
7 {
8 if (b != 0) {
9 return gcd(b, a % b);

10 } else {
11 return a;
12 }
13 }
14
15 int lcm(int c, int d)
16 {
17 int r, t;
18 t = abs(c) / gcd(c, d);
19 r = t * abs(d);
20 return r;
21 }
22
23 /*
24 * Computing the least commmon multiple
25 */
26 int main()
27 {
28 int n1;
29 int n2;
30 cout << "*****************" << endl;
31 cout << "Computing the LCM" << endl;
32 cout << "*****************" << endl;
33 cout << "Enter the first integer: ";
34 cin >> n1;
35 cout << "Enter the second integer: ";
36 cin >> n2;
37 cout << "LCM of " << n1 << " and "
38 << n2 <<" is: " << lcm(n1,n2) << endl;
39 }

Fig. 1. A program to compute the least common multiple between two
integers.Flowgraphs
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Fig. 2. A hammock graph for the Program P shown in Fig. 1 consisting of
three functions: main, lcm and gcd.

a manner that maps all input-output relationships and that
eliminates dependencies on hidden (unmodelled) variables. If
the machine learning algorithm is trained to model typical
behavior, then it can be used to flag cases of anomalous
behavior, which are likely to be bugs. This is the concept
explored in the remainder of the paper.

METHODOLOGY

Our hypothesis is that is that monitoring variables chosen
from a program slice enhances performance as compared to
monitoring heuristically chosen variables. In order to test our
hypothesis, we need a way to evaluate how well we do. We be-
gin by first defining two terms for the reader’s understanding:
A program slice detector is an anomaly detector trained on
data collected from variables that form a hammock graph, as
identified by a program slicing algorithm. Similarly, a heuristic
detector is an anomaly detector trained on data collected from
variables which are identified heuristically by a domain expert
as being important to the operation of the program, but which
are not necessarily related by data flow dependence.

A common way to evaluate detector performance is to
assess the accuracy based on how well the detector correctly
predicts new and unseen data. However, one of the usual
assumptions for an anomaly detector is that most of the data
is nominal. So using accuracy as a measure would not be
meaningful since accuracy will always be high. Instead of
accuracy, we have chosen to use sensitivity and specificity.
Sensitivity and specificity (precision and recall in other fields)
are defined as follows: Sensitivity = TP

TP+FN , Specificity
= TN

TN+FP . TP, TN, FP, FN are the number of true positives,
true negatives, false positive and false negatives respectively.
Sensitivity is how often the detector correctly alerts that a
bug is present, and likewise specificity is a measure of how
often the detector correctly recognizes that no bug is present.
While it is ideal for the model to minimize both FP and FN,
in practice there is a tradeoff. For this reason it is common in
designing aerospace monitors to define a detection boundary
based on specificity requirements and subsequently to analyze
the resulting sensitivity. We take this approach in the current
study, setting specificity to 0.8. Though this level of specificity
is low for an aerospace system, it nonetheless provides a
reasonable starting point for an investigation of the role of
program slicing in selecting which variables to monitor.

In order to test our hypotheses, we first identify a represen-
tative piece of software for our experiments and also the bug
to inject. Next we select the variables to monitor using two
approaches: one based on heuristic determination reflecting
domain expertise and the other based on program slicing.
We construct the program slice manually based on data flow
dependencies. Next, values of monitored variables were stored
for a series of Monte Carlo simulations of an aircraft landing
scenario. Using this data, we trained a One-Class SVM to
bound “normal behavior” and evaluated detector performance,
which was quantified using a small dataset withheld from
training.

A. Software

We make use of a custom autopilot simulation discussed
in our previous work [8]. To collect the value of variables
at run-time, we manually added instrumentation code. The
instrumentation code printed the values of relevant variables
to a log file for downstream processing.



B. Operational Scenario

The custom autopilot simulates two aircraft landing scenar-
ios. The first scenario consists of a standard approach where
the aircraft follows a continuous descent trajectory during
the final phase of landing. The second scenario consists of a
missed approach, where the aircraft encounters an emergency
situation during the continuous descent, leading to an abrupt
change to an ascent trajectory.

The autopilot also had several parameters which were de-
termined randomly at the start of each new run of the landing
scenario to ensure variation between runs. These included the
aircraft’s initial altitude, which was chosen uniformly between
200 to 1000 meters above a reference height, and the descent
angle, chosen uniformly between 1 to 6 degrees. In addition,
we added Gaussian noise to each altitude and vertical velocity
sensor measurement.

C. Bug Injected

In order to simulate buggy software, we inject nondeter-
ministic anomalies. We first assume that most of the time the
system behaves normally and that bugs in the system are rare.
We modified the source code and injected a bug that would
trigger itself 5% of the time on average. The bug is a units
conversion bug, in the vein of a conversion between feet and
meters, but where the conversion is not always correct. The
notion of introducing a nondeterministic bug models the cate-
gory of ”difficult to reproduce” bugs as described by [2]. When
the bug is injected, the buggy conversion factor is maintained
for three seconds and then reset to its nominal value. All bugs
were injected into statements that were observable to both the
heuristic and program-slice detectors.

D. Monitoring Variables

To choose variables heuristically, we inspected the source
code and selected 6 input/output variables representing sen-
sor readings, actuator commands, and key internal variables
used at each time step of the control code. These variables
are known to be reasonably sensitive to the injected bug
based on our prior work [8]. The variables used include
time_fromStart, pitch_angle, reftraj_alt, sensor_alt,
sensor_vel, accel_new. For completeness, it is worth noting
that [8] also considered sensorThread_dt as an additional
relevant variable; however, sensorThread_dt was omitted
from the current study because it resided in a different thread
than that in which the bug was injected.

To choose variables from the program slice, we manually
performed a backwards slice from an actuator command
variable named throt_cur and included all the local variables
(7 in all) identified through the slice. The variables identified
through the slice include estalt, reftraj_vel, reftraj_alt,
sensor_alt, sensor_vel, throt_cur and throt_new.

E. Anomaly Detection Model

To implement the anomaly-detection model, we chose to
use the One-Class Support Vector Machine from Schölkopf
[9]. The One-Class SVM uses a number of different kernels

to learn a complex decision surface. The decision surface is a
hyperplane in a high dimensional space, but becomes a contour
when projected into a lower dimension. The decision surface
separates the nominal and anomalous data by encapsulating
a large portion of the nominal data within a boundary and
classifying anything outside the boundary as anomalous. The
shape of the decision surface and the amount of nominal data
being bounded depends on three parameters: the Kernel and
the parameters γ and ν.

The Kernel and the parameter γ determine the overall
shape of the decision surface. We chose to use the Gaussian
Kernel since the Gaussian Kernel can construct any arbitrarily
complex decision surface in lower dimensions. The parameter
γ ranges between [0, 1] and controls the width of Gaussian
Kernel. If γ is small, this implies a wide Gaussian distribution.
Conversely, if γ is large, this implies a narrow Gaussian
distribution. The width of the Gaussian distribution affects
the continuity of the decision surface. A wide Gaussian
distribution allows for a smooth continuous surface over a
larger area whereas a narrow distribution restricts the decision
surface to smaller areas. We set γ to 0.001.

The parameter ν specifies how much of the data will be
excluded outside the decision surface. For instance, if ν =
0.2, this implies that 20% of the data will be excluded and
be classified as “anomalous” and 80% of the data will be
classified as normal. So 1 − ν is the expected sensitivity for
the system if trained on nominal data. In our experiments, we
set ν to 0.2, reflecting a desired sensitivity of 0.8.

EXPERIMENTAL RESULTS

F. Experiment 1

In our first experiment, we compared performance for the
heuristic and program slice detectors when bugs were injected
in different locations in the code. We devised the following
experiment: Firstly, we located the main altitude-control loop
within the autopilot simulator and identified all the local
variables within the thread.

There were only six local variables in the control thread, so
the bug location was limited to these six variables. Secondly,
we injected the units conversion bug, as mentioned above,
statically into each of the local variables. Thirdly, we compiled
two versions of the autopilot simulator, one version monitored
heuristically chosen variables and the other version monitored
variables chosen from the program slice.

After the program was compiled, we ran each version of the
autopilot simulator 100 times to obtain a total of 200 trials.
For each trial, we linearly detrended each monitored variable.
To construct the training and the validation data, 180 trials
(90%) were chosen randomly and used for model training
and 20 trials (10%) for validation. Before using the one-class
SVM, the training and validation sets were z-score normalized
using the mean and standard deviation derived only from the
training set. We trained a separate anomaly detector for each
bug injection location and monitoring set.

Our results for experiment 1 are shown in Fig. 3. The
sensitivity to the injected bug varies among the different
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Fig. 3. Sensitivities of both heuristic and program slice detectors for the
six local variables where bugs were injected (higher is better). While the
program slice performs better across four of the six variables, it does not
always perform better. The program slice detector actually performs slightly
worse for throt_cur and ties for reftraj_alt. For all the bug injection
sites, the specificity was set to 0.8.

variables; bugs occurring in some variables are easier to detect
than others. In four cases the program-slice detector performs
better, slightly better in two cases (0.07 improvement) and
much better in two cases (improvement by 0.037 or more).
While the program slice detector performs better for estalt,
reftraj_vel, sensor_alt, sensor_vel), it does not always
perform better than the heuristic detectors. In fact, the program
slice detector ties with the heuristic detector for reftraj_alt

and has a slightly lower sensitivity (by 0.07) for throt_cur.
Overall, program slicing improves the detectability of the

least detectable variables. If the magnitude of the injected
bug is sufficiently large, then both detectors should be able
to detect the bug.

G. Experiment 2

In our second experiment, we wanted to quantify the sensi-
tivity of the heuristic and program-slice algorithms in detecting
bugs of different magnitude. To verify our hypothesis, we
varied the magnitude of the injected units bug across five
different values compared to our baseline bug value: 1.5×, 3×,
6×, 12× and 25×. We then reran the bug injection experiment
for the six different bug injection locations, with each location
having five different bug magnitude values. By varying both
injection location and bug magnitude, we ran a total of thirty
sets of bug injection experiments, with each set requiring 200
trials.

The box plots in Fig. 4 shows the sensitivities of both
heuristic and program slice detectors as the magnitude of the
injected bug increased for each different bug injection location.
Each box plot has two components, the box and the whiskers.
The box is constructed from the middle two quartiles (3 of the
6 data points, which each correspond to a sensitivity value for
a different bug location). The whiskers extend to contain all
of the data points.
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Fig. 4. Box plots for Experiment 2, where higher on the vertical axis cor-
responds to better sensitivity. With larger bug magnitudes, both the heuristic
and the program slice detectors have relatively high sensitivities. At lower
bug magnitudes, the program slice detectors perform significantly better.

Our results showed that program slice detectors performed
better compared to heuristic detectors, especially at lower bug
magnitudes of 1.5× and 3×. Higher sensitivity implies that
program slice detectors can more easily detect smaller sized
errors compared to heuristic detectors. Moreover, program
slice detectors perform more consistently, having less variance
in the sensitivity.

We were surprised by the large variations in sensitivity for
heuristic detectors. We believe this large variation comes from
the fact that heuristically chosen variables do not span the
space of all relevant variables which needs to be monitored.
In other words, some variables with a data flow dependence
to the heuristically selected variables are not considered and
therefore hidden to the machine-learned model during both
training and validation. In contrast, program slicing is able
to identify all the relevant variables given a starting variable,
contributing to a more consistent performing bug detector.

CONCLUSION

In this paper we proposed a principled method to choose the
correct set of variables to instrument for run-time bug detection
by using a classic static analysis technique called program
slicing. In our experiments on a simplified but representative
flight control code, we found that for the same level of
specificity, instrumentation variables chosen using the program
slice, as opposed to a heuristic, result in higher monitor
sensitivity on average for bugs injected at different locations
in the model code. In addition, our results indicate the set of
variables identified using program slicing produces an anomaly
detector that is more sensitive to an injected units bug of
smaller magnitude. With this new technique and automated
tools, we hope to evaluate this method for a much larger UAV
code base, such as Ardupilot [10].
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