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ABSTRACT
This study examines the potential use of functional nearinfrared spectroscopy (fNIRS), a
measure of brain activity, and electrocardiogram (ECG), a measure of heart rate, as
physiological sensors that can determine a user’s cognitive workload and emotional
valence. Eight participants wore both sensors simultaneously, and completed two tasks. In
one task, they performed a working memory task known as nback, which can be used to
manipulate cognitive workload. In the other task, they viewed a series of images from the
International Affective Picture System (IAPS), which are documented as evoking known
emotional responses. Using the support vector machine (SVM) machine learning
algorithm, a classifier was generated for each subject for each condition and was
evaluated using 10fold cross validation. Results show that the fNIRS classifiers performed
significantly better on the workload data than the ECG classifiers. For the emotion data,
one of the ECG classifiers performed slightly better than the fNIRS classifiers. Both
devices could be used as passive input sources for creating adaptive computer interfaces.
Although each device was evaluated separately, the two could be used in conjunction to
better classify a user’s state.
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1.0 INTRODUCTION

1.1 Background
Since the invention of computers, humans have had to use some form of input in
order to make them doing anything significant. The first computers required the user to
input a set of specific instructions for the computer, but later innovations like the keyboard
and mouse have made the computer accessible to the common man. And even more
recently, people have gotten used to controlling computers with other types of inputs like
touch screens and voice commands. What all of these computer interfaces have in
common is that they are explicit in nature. In other words, the user intentionally uses these
input devices in order to get a specific, desired response from their computer. Explicit
input is good because it allows us to make computers do exactly what we want, but there is
an alternative way of interacting with computers: passive input. Passive input is any input
from a human to a computer that is not intentionally generated by the user, but still has an
effect on the computer. For example, a computer could use a camera pointed at your face
to guess how you’re feeling. If you look very frustrated, it could offer you assistance or
adapt the program in some way to make it less frustrating for you. What makes this an
example of passive input, instead of explicit or active input, is that you are not intentionally
making faces at the computer to get a response — the computer is simply adapting based
on the faces you are naturally making.
Passive input is just one way that researchers are exploring to increase the
“bandwidth” between human and computer communication. A primary focus of the field of
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Human Computer Interaction (HCI) is to improve humans’ abilities to express themselves
to computers and computer’s ability to express their state in a meaningful way to humans.
Humans have evolved extremely rich methods for communicating with each other, like
spoken and written natural language and body language, but, unfortunately, computers
can’t currently understand human language as well as we would like. As a result, much of
our interactions with computers consists of inputting things with a mouse and keyboard and
getting information back from a display and speakers. These are extremely limiting
channels of interaction, and many people can probably relate to the experience of not
being able to tell a computer what they want it to do. The field of HCI recognizes this
problem, many believe that passive input will greatly improve our interactions with
technology.
1.2 fNIRS
1.2.1 Overview of fNIRS
Although anything that a person naturally does while interacting with a computer can be
used as a form of passive input, one of the best sources of information about a user comes
from the user’s brain. The field of BrainComputer Interactions (BCI) has looked at different
ways to use information from a user’s brain to enhance computer usage. The three most
common technologies used for BCI are electroencephalography (EEG), functional
magnetic resonance imaging (fMRI), and functional nearinfrared spectroscopy (fNIRS).
These devices measure brain activity (or something that correlates with it) over time, and,
to varying degrees, which parts of the brain are active. These techniques can be used in
realtime to guess some aspect of a user’s mental state and serve as input to a computer.
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Although I introduced BCI as a passive input technique, BCI can also be used for
active/explicit input, and, in fact, is probably more common. Explicit input with BCI is more
common for medical uses in which the user is unable to use traditional computer input
devices. For example, for patients experiencing fullbody paralysis, a BCI system could
allow them to think about squeezing their right hand to indicate “yes” as input, and visualize
houses to indicate “no” as their input. This would obviously be a great inconvenience for
nonhandicapped users, therefore they are not typically the subject of active BCI systems.
Perhaps one day BCI systems will be sophisticated enough to actually “read minds” and be
useful to everyone as an active input technology, but such technology is nowhere near in
sight. Passive BCI, on the other hand, is currently feasible and has the potential to be useful
to all demographics.
1.2.2 How fNIRS works
Although it is significantly newer than other BCI methods, fNIRS has shown much promise
as a tool for computer input. fNIRS uses near infrared light to measure brain activity. The
wavelength of light emitted by fNIRS is able to travel into the cranium and is reflected back
by the cortical surface of the brain. This light then is scattered and reflected back towards
an fNIRS probe, which also has a light detector to measure this light. fNIRS emits two
different frequencies of light (830 nm and 680 nm), each exhibiting distinct reflective
properties when reflecting off of oxygenated and deoxygenated hemoglobin in the
bloodstream. This allows fNIRS to measure the relative levels of oxygenated and
deoxygenated hemoglobin flowing through the brain, and this is known as the
bloodoxygenleveldependent (BOLD) signal. During periods of increased activity, the
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brain requires more oxygen, thus the BOLD signal can be used as a physiological
measure of brain activity. By placing multiple light detectors on each fNIRS probe (see
Figure 1), the different patterns of light reflection measured by each detector can be used
to form a spatial map of brain activity.

Figure 1: These images show the light emitting and detecting probes for fNIRS. The probe (left) is placed
flush against the subject’s forehead. Once the probes are in place, a headband (right) is placed around the
subject’s head to secure the probes in place.

1.2.3 Advantages of fNIRS
Relative to other devices used for BCI, specifically EEG and fMRI, fNIRS offers multiple
advantages. Compared to fMRI, fNIRS is smaller, cheaper, nonobtrusive when using a
computer, can be set up by nonexperts, could be made portable, permits users to move
their head freely, and does not interfere with electronic devices. Compared to EEG, fNIRS
has better spatial resolution, can tolerate head movements, and doesn’t require gel or
other substances for conduction. Like fMRI and EEG, fNIRS is completely safe and
noninvasive (Cui et al. 2011, Merzagora et al. 2009).
1.2.4 Disadvantages of fNIRS
There are some inherent disadvantages to fNIRS as well. Compared to fMRI, fNIRS has
poorer spatial resolution, does not create a map of all neural activity in the brain, and is
usually not as accurate. Also, like fMRI, fNIRS is dependent measures the BOLD signal
8

which may only reflect a person’s cognitive state from several seconds ago. And compared
to EEG, fMRI has much worse temporal resolution. fNIRS is also sensitive to ambient light,
so detectors must block out any external light, and the detectors must also be used directly
on bare skin (like the forehead). In most cases, this limits fNIRS to only being used for
measuring activity in the prefrontal cortex.
1.2.5 fNIRS and Human Computer Interaction
As previously mentioned, fNIRS uses nearinfrared light to measure oxygenated and
deoxygenated hemoglobin in the brain (I.e., the BOLD signal). Although NIRS works on any
part of the body with blood flow, fNIRS is used on the head for BCI applications, usually on
the forehead because it must make physical contact with bare skin. As a result of this,
fNIRS is typically used to measure brain activity in the prefrontal cortex, but this is not a
serious limitation because most higher level cognitive processing is attributed to activity in
the prefrontal cortex anyway.
When fNIRS is used to measure prefrontal activation, it can be used as a measure
for any cognitive functions that correlate with prefrontal activation. Studies have succeeded
in using fNIRS in measuring user preferences, cognitive workload, different types of
multitasking, and maybe even emotion (Peck et al. 2013, Afergan et al. 2014, Solovey et
al. 2012, Hermann et al. 2008).
It’s important to note that these HCI studies using fNIRS do not try to determine
exactly what they are measuring (e.g., cognitive workload vs. attention), but are content with
showing that fNIRS can be used to improve the efficacy of humancomputer interactions.
Therefore, future studies may show that researchers were not actually measuring what they
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thought they were measuring, but this isn’t very important for HCI research.

1.3 Electrocardiograms (ECG)
1.3.1 How ECG’s Function
Electrocardiograms (ECG, or sometimes EKG) measures slight electrical changes on the
surface of the skin which are caused by electrical impulses originating from cardiac tissue
(see Figure 2).

Figure 2: This image shows the electrocardiogram (ECG). The band was placed securely around the
subject’s chest, with the electrodes in the front.

By placing electrodes on at least two separate points on the skin, voltage changes can be
measured and plotted against time. This graph is known as an electrocardiogram and is
the output of ECG. In a healthy heart, this will look like a repetitive pattern, especially after
the signal is preprocessed. By measuring the difference between recurring peaks or
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troughs in the graph (like the RR interval) a person’s heart rate can be calculated. The
electrical pattern detected by the ECG is caused by the wave of depolarization triggering
each heartbeat and originates from the sinoatrial (SA) node.
1.3.2 What ECG’s Measure
As mentioned, ECG is capable of measuring heart rate and also is one of the most
accurate devices for measuring it. ECG is also often used to measure heart rate variability
(HRV), which is simply any pattern of variation in a person’s heart rate over a period of
time. HRV is be used for diagnosing heart conditions by cardiologists, but can also be
used for HCI to detect normal changes in heart rate that might occur while interacting with
technology. ECG (and heart rate sensors in general) have been used as a measure of
physical activity, but have also been used in HCI studies to measure cognitive workload
and emotion (Malik and Camm 1990, Strath et al. 2000, Rowe et al. 1998, Palomba et al.
1997).
Although ECG may be a relatively simple measure compared to fNIRS, it has been
shown to be a reliable measure across the HCI studies examined. In fact, it may even be
better than fNIRS at measuring some things, a point which will be revisited later. ECG also
has the advantage of being a mature technology, that has made its way into highquality,
small, portable, wireless, consumergrade products, such as the one used for this study.
This means that HCI applications using ECG could enter consumer applications
immediately, which is not true of other physiological sensors like fNIRS.
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1.4 Cognitive Workload
1.4.1 Definition of Cognitive Workload
Cognitive workload (or just cognitive load) may be defined as the relative level of working
memory used by a person during cognitive processing. A precise definition is difficult
because the mechanisms underlying cognitive processing and working memory are poorly
understood. However, it can be roughly defined as a measure of how “hard” a person is
thinking (Meshkati and Hancock 2011). For example, solving complex math problems in
your head probably creates more cognitive workload than reciting the alphabet. Working
memory has been thought of as a limited mental resource, although it’s not directly
measurable outside of performance metrics, such as the maximum number of digits a
person can keep in their head at a time.
1.4.2 Physiological Measures of Cognitive Workload
Although cognitive workload is currently illdefined, it is still measurable using multiple
physiological sensors. ECG and fNIRS have been mentioned already, but it has also been
measured using fMRI, EEG, and galvanic skin response (Brouwer et al. 2012, Solovey et
al. 2014, Wierwille 1978).
1.4.3 Nback Task
Cognitive load has been assessed in many different ways, but one technique has shown to
be especially robust at inducing controlled levels of cognitive load in participants. This task
has been called “nback” by its creators. First described by Gevins et al. (1990), the nback
task requires subjects to respond when the current stimulus is equal to the stimulus
presented ’nstimuli’ ago. For example, a 1back requires subjects to respond when the
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current stimulus, such as an image of a letter from the Roman alphabet, is the same as the
last stimulus they were presented. Meanwhile, a 2back requires subjects to respond if the
current stimulus is the same as the one presented 2 stimuli ago. This design works for any
value of n greater than or equal to 0. A 2back is harder than a 1back, and a 3back even
harder still, because it requires the participant to keep more items in their working memory.
Stimuli are presented in realtime, one at a time, so the participant cannot memorize the
stimuli order ahead of time and must simply hold nitems in their head at all times. Many
studies, especially fMRI studies, have shown that the nback is a robust measure of
cognitive load and greater values of n also correlates with perceived difficulty of the task
(Owen et al. 2005).
1.5 Emotion
1.5.1 Definition of Emotion
Everyone probably has some idea of what emotion means, but emotion can encompass a
wide range of diverse experiences. Much research into emotion exists in psychology and
neuroscience (where it is often called “affect”), but for the purposes of the present study,
emotion will be defined in an extremely simplified way. One aspect of emotion studied by
psychologists is “valence”, which characterizes emotions on a scale ranging from negative
to neutral to positive. Emotions with negative valence may include sadness, disgust, fear,
and anger and emotions with positive valence include happiness and mirth (I.e., humor).
Emotions with neutral valence occupy the space between these points, and might be what
most people think of as a lack of emotion. Emotions can also be characterized in terms of
arousal level. This loosely refers to the “intensity” of an emotion. For example, something
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that makes you really angry is more arousing than something that only makes you a little
angry (Lang et al. 2005). Obviously there is much more to emotion than valence and
arousal, but more specific classification of emotion is beyond the scope of this research.
1.5.2 Physiological Measures of Emotion
Many methods exist for assessing a person’s emotional state. Unlike cognitive load,
emotion cannot be directly measured through task performance, but is usually measured by
asking participants their emotional state using precise surveys. One of the more common
tools for doing this is the SelfAssessment Manikin (SAM) developed by Lang (1980).
Rather than simply asking participants how they feel, SAM displays cartoon images of
people whose faces reflect emotional state across a certain metric. For example, to
measure arousal on a scale of 15, level 1 arousal would be represented by a person with
a relaxed face and level 5 arousal would be represented by a person with an extremely
excited face. Five cartoons would be depicted, one for each level of arousal, and the
participant would circle the figure that best matches their emotional state.
The SAM is considered a good direct measure of emotion, but in HCI applications
it’s not usually practical to directly ask people how they’re currently feeling. Instead,
physiological correlates of emotion can be used as a substitute measure. Emotion has
been successfully been measured using fMRI, EEG, heart rate/ECG, and possibly fNIRS
(Lang et al. 1993, Anders et al. 2004, Guillaume et al. 2006, Oonishi et al. 2014).

1.5.3 Measuring with the International Affective Picture System (IAPS)
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Another way that emotion has been studied is with the International Affective Picture
System (IAPS). First published by Lang et al. (2005) and maintained by the NCEA group of
the University of Florida, the IAPS is a database of photographs designed to evoke a wide
range of emotional responses. Using the SAM survey as described above, researchers
have given an average valence and arousal score for every image. These images are not
publicly available, which ensures that subject response is not biased by previous exposure.
In some ways the IAPS is analogous to the nback task, because it is used as a way to
“force” the participant into a desired mental state. The IAPS has been used to measure
emotional response in fMRI, fNIRS, EEG, and heart rate studies (Lang et al. 1993, Anders
et al. 2004, Guillaume et al. 2006, Oonishi et al. 2014).
1.6 Machine Learning
1.6.1 Definition of Machine Learning
Machine learning is an area of computer science that uses computer algorithms to find
hidden patterns in data. Two major types of machine learning exist: supervised learning
and unsupervised learning. Unsupervised learning is not relevant to the present study, so
we will only discuss supervised learning. Supervised learning uses a set of training data
where each data point/instance has a classification label to algorithmically generate a
model/classifier that can be used to predict the classification of new, previously unseen
data points. For example, let’s say you want to predict whether or not it will snow on a
particular day. Using the features (e.g., temperature, humidity) and class (I.e., did it snow?)
of all previous days as training data instances, you can use a machine learning algorithm,
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of which there are many, to build a classifier which will predict whether it will snow on future
days (this is usually called test data) based on their features.
1.6.2 Machine Learning in Realtime Human Computer Interaction (HCI)
Machine learning has proven useful in nearly every field imaginable, including finance,
medicine, linguistics, and computer vision, so it’s no surprise that it has also been utilized
by the HCI community. Machine learning can be applied to HCI in many ways, but one way
relevant to the present study is with passive input. Passive interfaces respond to the
behaviors of the user that they do naturally, without specifically intending to make the
computer do something. For example, a computer might observe the pressure applied to
the keyboard while typing. Although a pressure sensitive keyboard might be used for an
“active” interface, like if pressing harder resulted in uppercase letters instead of lowercase,
this passive interface would only pick up the pressure differences that the user would
create while normally typing on a nonpressure sensitive keyboard. Passive inputs are
often also used in adaptive interfaces, where the interface will gradually adapt to a user’s
current needs. For passive, adaptive interfaces to be useful, the computer must be able to
know what the input means. In the keyboard example, this could be the prediction of how
frustrated the user is based on the pressure applied while typing. One way to do this would
be by setting a threshold pressure value for the frustrated state, like if any key is pressed
with a force greater than 1 N the user is likely frustrated. But what if the relationship
between frustration and key presses is not this simple. Maybe 1 N of force on the J key
indicates frustration, but is perfectly normal amount of force for the space bar. Although
such rules could be determined by a human and manually programmed, it is often easier
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and better to generate these rules automatically using machine learning. Machine learning
is good at finding patterns in data that humans don’t see, and therefore can be much more
reliable at classifying new data.
1.6.3 Previous HCI studies using Machine Learning
As mentioned, machine learning has been used in many HCI studies, but here I will
describe cases where it was used for passive, adaptive interfaces. Solovey et al. (2012)
used machine learning to classify user state using fNIRS data into one of three categories:
branching, delay task, and dual task. These correspond to the three types of multitasking
performed by humans. Based on the current predicted state of the user, a robotic partner
dynamically scaled its level of autonomy based on the user’s current needs. The study
found that when the robot autonomy adapted to user state in this way, overall task
performance was enhanced and the robotic partner was viewed as more useful. In another
study, Peck et al. (2013) used machine learning to predict user preferences for displayed
movie titles. By using fNIRS to detect users’ degree of interest, a movie recommendation
engine was able to continually integrate user preferences and show increasingly better
movie recommendations. In another fNIRS study, Afergan et al. (2014) generated a
classifier for cognitive workload by using brain data gathered during an nback task as
training data. Using this model custom made for the user, the difficulty of a
unmannedaerial vehicle (UAV) simulator could dynamically adapt based on current
cognitive load. By increasing the number of UAVs they needed to control during periods of
low cognitive load and decreasing the number of UAVs during periods of high cognitive
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load, users could remain in an optimal state of “flow” and improve their overall task score.

1.7 Specific Aims of This Study
For my experiment, I am testing the classification accuracy of models based on
ECG and fNIRS data for classifying emotional state and level of cognitive load. For each
participant, six models will be generated using a machine learning algorithm: a classifier
for emotional state based on fNIRS data, heart rate data, and RR interval data; and a
classifier for cognitive load based on fNIRS data, heart rate data, and RR interval data. I
hypothesize that for cognitive load the fNIRS classifier will perform better than the ECG
classifiers, and that the ECG classifiers will perform better than the fNIRS classifier for
emotional data. Cognitive load is clearly a largely mental phenomenon, so a direct
measure of brain activity should perform better than a measure of heart rate. Previous
fNIRS studies have not been able to reliably detect emotional state, but ECG has been
used successfully in similar experiments measuring emotion, so it may perform better than
fNIRS (Lang et al. 1993, Oonishi et al. 2014). Additionally, I hypothesize that the classifier
built from the R R interval data will perform better than the classifier built from the heart rate
data because it is a much more precise measurement (milliseconds vs. seconds) and is
recorded after each heartbeat, instead of only once per second.
I will also compare the classification accuracies of the classifiers built from the data
with and without feature definition (described in Method section). Feature definition
combines all instances in a trial into a single instance that captures patterns in the entire
trial. Although this reduces the total number of instances, it has been used successfully in
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fNIRS studies measuring cognitive workload (Afergan et al. 2012), therefore I predict that
the classifiers based on the data with defined features will have higher cross validation
accuracies.
Another goal of this study is to examine the accuracy of a classifier that uses data
from both fNIRS and ECG. Previous HCI studies have called this “sensor fusion”, and the
goal is to improve accuracy by combining input from multiple physiological sensors
(Hussain, Calvo & Pour 2011; Monkaressi, Hussain & Calvo 2012). This is also related to
the machine learning concept of “boosting”, where you combine multiple weak learners
(i.e., the classifier from each sensor) into a single strong classifier (i.e., the sensor fusion
classifier) (Freund & Schapire 1996). If the data/classifiers are combined in the right way,
the classification accuracy from the sensor fusion classifier should perform better for
workload and emotion classification than the classifier from any individual sensor. Two
strategies for combining sensor data will be explored in this study.
1.8 Experimental Approach
I will construct the six classifiers for each participant in the following way. For the
duration of the experiment (excluding training), fNIRS and ECG will be used to record
physiological data from the participant.
First (or second, depending on the order for the participant), the participant will
passively view images from the IAPS database, discussed previously. This task is used to
assess our ability to classify a user’s current emotional state. Based on its SAM scores,
each image is labeled as positive, neutral, or negative valence. For each image, fNIRS and
ECG data will be recorded while the image is shown on screen, and that data will be
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labeled according to the valence of the image. After the experiment, three types of
classifiers will be built from this data: one using just the fNIRS data, one using just the ECG
data, and one using the combined ECG and fNIRS data (i.e., fusion classifier). Each image
will be treated as a single training instance with a timeseries of physiological data and a
single associated class label (positive, negative, or neutral). Once the classifier has been
built, it’s accuracy will be assessed using cross validation on the IAPS training data from
which the classifier was built. This process is described in detail in the Method section.
Next, participants complete a series of 1back and 3back tasks, as described
previously. This task will allow us to assess our ability to classify a user’s current level of
cognitive load. As with the IAPS task, each trial will represent a single training instance with
the class label of “hard” for 3back trials and “easy” for 1back trials. During each trial, ECG
and fNIRS data will be recorded from the subject. Just like with the IAPS task, three types
of classifiers will be built based on the training data (fNIRS, ECG, and combined/fusion),
and each classifier will be evaluated using crossvalidation.
1.9 Relevance of This Study
This experiment is interesting because it will allow us to directly compare the
effectiveness of two common physiological sensors for HCI for two common dimensions of
user state that could be useful in HCI applications. In the examined literature, ECG and
fNIRS have never been used simultaneously in an experiment, so this is a novel approach.
The results of this study could help steer decisions for future HCI applications. Imagine the
implications if the ECG based models were found to perform better than fNIRS for emotion
and cognitive load. This would suggest that current computer applications detecting user
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emotion and cognitive load should use ECG rather than fNIRS because it is cheaper, more
portable, and more effective. The opposite holds true if the fNIRS model is found more
effective than the ECG model. And if the model based on combined fNIRS and ECG works
significantly better than either sensor alone, then perhaps in the future, multiple
physiological sensors could be used in conjunction.
Another reason why this experiment is interesting is because it utilizes a classifier
that combines ECG and fNIRS data. With few exceptions, most studies only classify user
state using a single physiological sensor (Lang et al. 1993, Anders et al. 2004, Guillaume
et al. 2006, Oonishi et al. 2014), but using two sensors together may hold untapped
potential. Intuitively, the combined classifier should perform better than either sensor alone,
but this isn’t necessarily true. For reasons discussed previously, machine learning
algorithms can be negatively impacted by an overabundance of features in the data, which
makes this experiment interesting from a machine learning perspective.

2.0 MATERIALS AND METHODS
2.1 Technology Used
2.1.1 fNIRS
The fNIRS device used in this experiment was a multichannel frequency domain Imagent
fNRIS Device from ISS Inc. (Chaimpaign, IL). The device uses two probes which are
secured against the participant’s forehead using an athletic headband. Each probe has
four light sources, each emitting nearinfrared light at wavelengths of 830 nm and 690 nm,
and a single light detector which detects the light reflected back from the four sources. The
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distance from the source to its detector ranged from 1.5 cm to 3.5 cm and the device
recorded measurements at a rate of 11.79 Hz.
2.1.2 ECG
The ECG sensor used in the experiment was a Zephyr HxM Smart Heart Rate Monitor. The
HxM Smart is a lowcost, consumer product that uses Bluetooth to report heart rate
information in realtime. The device outputs the wearer’s heart rate in BPM at a rate of 1 Hz
and the RR interval in ms after every heartbeat. The device, however, does not give the
raw ECG waveform data. The device is worn around the torso just below the breastbone
against the skin, and uses two electrodes spaced approximately 30 cm apart to measure
the ECG signal. Each electrode was moistened with water before use to ensure sufficient
conduction. Subjects put the HxM Smart on themselves, and correct device positioning
was confirmed by checking that the participant’s heart rate was in a normal range (60  120
BPM).
2.1.3 Experiment Computer
Participants performed both the IAPS and nback task using a Dell computer running
Windows 7, using a standard keyboard and mouse. Subjects sat approximately 50100 cm
from a 23” computer screen with a resolution of 1368 x 763, but were allowed to move their
head freely during the experiment. Since the experiment was completed in a darkened
room for the benefit of fNIRS, the screen was dimmed to a comfortable level to reduce
eyestrain.
2.1.4 Android Device
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The ECG used for the experiment must be connected to a Bluetooth device to function, so
an Android Nexux 7 tablet was used to communicate with the sensor. The tablet was
running a custom application written using the Android SDK, which logged heart rate at a
rate of ~1 Hz and the RR interval after every heartbeat.
2.1.5 Matlab computer
Preprocessing of fNIRS data was performed on a PC running custom Matlab code written
by the Tufts University HCI Lab. This preprocessing of the data was performed in realtime,
and at the end of the experiment, an output file containing the processed fNIRS data was
saved for subsequent analysis.
2.2 How the Devices Were Connected
All of the technology described works in unison simultaneously. For both tasks, the
computer running Matlab receives data from the fNIRS device via serial port connection,
and class label/marker data from the experiment computer via TCP socket connection. The
computer running Matlab then automatically combines the fNIRS data with the class labels
received from the experiment computer to create a labeled training dataset.
Simultaneously, the ECG sensor is logging timestamped heart rate data while the
experiment computer logs timestamped class label/marker data. These two log files are
timesynchronized and combined into a single labeled training dataset after the experiment
using a script.
2.3 Stimuli Used
Participants were shown two sets of stimuli, one for each phase of the experiment.
2.3.1 IAPS Images
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For the IAPS phase of the experiment, subjects were shown 60 images from the IAPS
database (Lang et al. 2005). All images selected had a standard deviation of less than
1.75 to ensure that individual perception of image valence was minimized. 20 high valence,
high arousal images were randomly selected with valence means greater than 7.0 (values
in range of 1.0  9.0) and arousal means greater than 5.0 (values in range of 1.0  9.0). 20
neutral valence, low arousal images were randomly selected with valence means between
4.0 and 6.0 and arousal means less than 5.0. 20 low valence, high arousal images were
randomly selected with valence means less than 3.0 and arousal means greater than 5.0.
2.3.2 Nback Task
For the nback task, participants focused on a sequence of images. Four different images
were used. All images had a target in the center, and a black square near the top, right,
bottom, or left side of the image. Commonly used stimuli for nback tasks include letters of
the alphabet and sounds (Herff et al. 2014, Solovey et al. 2014), but four boxes in different
positions were used in this study to specifically test visuospatial working memory.

2.4 Experimental Procedure
8 participants (5=F, 3=M) were found by recruiting collegeaged students
(Mean=19.9, S.D.=2.100, Range=1825) using an onlinead board for Tufts University
students. All subjects were righthanded. Each subject was paid $10/hr for participating in
the study.
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The experiment procedure consists of training, and an IAPS phase and nback
phase. First, participants are asked to sign a consent form, and survey to ensure that they
are righthanded and familiar with standard computer interfaces. They are then instructed
to put the ECG sensor on themselves in a bathroom, and correct positioning of the device
was confirmed using heart rate output. They are also informed that they will be wearing the
fNIRS device for the actual experiment. Both phases of the experiment are then explained.
Subjects are warned that some of the images in the IAPS phase may be intense. After
explaining the nback task, they are allowed to practice 1 trial of 1back and 1 trial of
3back, to ensure that they understand the task.
At this point, the participant is outfitted with the fNIRS probes by the experimenter
and is calibrated according to standard fNIRS protocol (Bunce et al. 2006). The participant
then completes both phases of the experiment, in a randomly assigned, counterbalanced
order. Subjects are given a cup of water during the experiment, and the experimenter sits
out of sight in the far corner of the room in case any questions or technical issues arise.
For the IAPS phase, subjects are first shown a gray target image for 30 seconds
and told to relax. This data is used as a baseline measure for the fNIRS data. After the
baseline resting period, subjects are shown the 60 IAPS images (20 positive, 20 neutral,
and 20 negative) in a completely random order, for 6 seconds each. Between each image
is 8.012.0 seconds where a grey target image is shown. This gap between images is
used to ensure that the participant returns to a normal emotional state after each image.
The rest period is randomly determined so that participants cannot anticipate the arrival of
the next image. This protocol is adapted from the experiments of Palomba, Angrilli, and
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Mini (1997). Once all images have been shown, the participant is instructed to notify the
experimenter and may take a short break. In total, this phase of the experiment takes
approximately 20 minutes.
For the nback phase, subjects complete 30 nback trials (15 1back, and 15
3back) in a completely randomized order. Before beginning, subjects are asked to relax
during a 30 second baseline period, just like for the IAPS phase. Immediately after this, the
30 trials of nback begin. For each trial, the type of nback (1back or 3back) is displayed
for 5 seconds, then 13 stimuli are randomly presented and shown in sequence. Each
stimuli is one of four images (square at top, right, bottom, or left) and is shown for 0.5 s,
and followed by 1.5 s of a blank target image. For the 1back task, if the current stimulus
matches the previous stimulus they are instructed to press the L key. Otherwise, they
should press the A key. For the 3back task, if the current stimulus is the same as the
stimulus 3 stimuli ago, they should press the A key. Otherwise, they should press the A key.
After all 13 stimuli have been presented, a white screen is shown for 15 seconds as a
baseline, resting period. This protocol is based on the research of Herff et al. (2014). Once
they have completed all 30 trials, they are instructed to notify the experimenter. In total, this
phase of the experiment takes approximately 23 minutes.
At the end of the experiment, fNIRS and ECG is removed and participants are paid
$10/hr for their time.
2.5 Preprocessing and Machine Learning
2.5.1 Preprocessing
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Both the fNIRS and ECG data was preprocessed before use in the machine learning
algorithm. ECG signal processing was done automatically by the HxM Smart device itself,
but filters the raw electrical signal and extracts the RR interval and heart rate and BPM
from the ECG waveform. fNIRS input was received by Boxy (fNIRS acquisition software
from ISS, inc.) and then sent to a computer running custom Matlab code for preprocessing.
This code calculated the time series of change in light intensity relative to the initial 30
second baseline period at the beginning of each phase, for each of the 16 channels (2
probes x 4 light sources x 2 wavelengths). Each channel was filtered for heart rate,
respiration, and movement artifacts using a thirddegree polynomial filter and lowpass
elliptical filter. Further details of these algorithms can be found in experiments conducted
by Peck et al. and Solovey et al. (2013, 2012).
2.5.2 Support Vector Machine (SVM)
After input from fNIRS and ECG was preprocessed, the support vector machine (SVM)
machine learning algorithm was used to build each classifier. SVM works by partitioning
the training data with hyperplanes that travel through the ndimensional space of the
training data, where n is the number of features in each training instance. SVM seeks to
position these hyperplanes in a way that best separates the training instances based on
their class label. See experiments conducted by Cortes and Vapnik for a more indepth
discussion of the method (1995). For this experiment, the linear variant of SVM was used
as in previous studies by Afergan et al. (2014). All machine learning was performed using
the open source tool Weka 3 and its API (Hall et al. 2009). Classification was performed

27

using Platt’s sequential minimal optimization algorithm (SMO) for training SVM (Platt
1998), using the default parameters in Weka.
2.5.3 Feature Definition
Feature definition was performed on both the raw fNIRS data and heart rate data. Results
are shown with and without feature definition. For each trial in an experiment phase, all
instances for that trial were combined into a single instance. For the fNIRS data, this was
done by calculating the mean and linear slope from linear regression for each of the 16
channels, for each trial. This resulted in 32 total features and 1 instance per trial (Afergan et
al. 2012).
For the heart rate data, feature definition was done in two separate ways: on the
heartrate in BPM data and the RR interval in ms data. Although heart rate and RR interval
are reciprocal measurements, as represented by the equation (heart rate in beats/min) =
60 / (RR interval in sec), the ECG sensor used only recorded heart rate at a rate of 1 Hz,
yet recorded the RR interval since the last heart beat after each detected beat. Although
feature definition is an idea used in machine learning work, heart rate data has long been
analyzed using an equivalent idea known as heart rate variability (HRV). HRV measures
the variability between a person’s heart rate from different time periods. HRV has
previously been used to measure cognitive workload. Frequency domain methods are
commonly used as a measure of HRV, but this requires processing of the raw ECG
waveform, which was not available from the ECG sensor used for this experiment. Instead,
three (and four) time domain methods were used, according to the recommendations by
the Task Force of the European Society of Cardiology the North American Society of
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Pacing Electrophysiology (1996), according to the needs of the present study. On both the
heart rate and RR interval data, three simple statistical measures were calculated for each
trial: mean, standard deviation, and root mean square. For the RR interval data, the
triangular index (a common geometric method) for each trial was calculated, as described
by the Electrophysiology Task Force (1996). For a single trial, triangular index = (number of
RR intervals) / (the most common RR interval value, when intervals are grouped in 7.8125
ms bins).
2.5.4 Cross Validation
Classification accuracy for each of the six classifiers built was assessed using 10 fold
crossvalidation. This is a technique commonly used in machine learning to assess the
accuracy of a classifier. In 10fold crossvalidation, the data is partitioned into 10 random
samples of equal size, each representing 10% of the data. 10 classifiers are then built from
the data, each leaving out a different one of the 10 random samples from the training data.
Each classifier is then tested on the 10% of the data that was excluded when building the
classifier, and the average classification accuracy of all 10 classifiers is reported. Data is
also shown for leaveoneout crossvalidation for the nonfusion, defined feature data.
Leaveoneout cross validation (LOOCV) is equivalent to a kfold cross validation, where k
is equal to the number of instances. k classifiers are built using all but one instance, each
leaving out a different instance, and is used to predict the class of the instance that was left
out. Accuracy is the percentage of leftout instances that are correctly classified. This
method has the advantage of using more training instances for each classifier.
2.5.5 Sensor Fusion
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Two methods for combining sensor data are used in this experiment: one with boosting
and one without boosting. For data, both methods relied on the same data sets, which
were created from the defined feature data by combining all of the features from each data
source (fNIRS, heart rate, and RR interval) into each instance. In other words, each
instance has 39 total features: 32 features from fNIRS (mean and slope for 16 channels), 3
from heart rate (mean, standard deviation and rms), and 4 from RR interval (mean,
standard deviation, rms, and triangular index).
The nonboosted classifiers were built by simply running the SMO implementation of
SVM on these datasets, exactly the same was as all the other classifiers were built. The
boosted classifiers were built using an algorithm known as MultiBoosting, which is based
on the wellknown boosting algorithm Adaboost (Freund & Schapire 1996). The base
classifier used was SVM, although others were tried with low success. Multiboost is
considered an improvement over Adaboost because it also uses a technique called
“wagging” to reduce variance in its classification. See Webb 2000 for a complete
description of the method. For the boosted data, each feature was treated as a unique
learner. These two techniques (boosted and nonboosted) are similar in that they both
assign a weight to each feature, which is analogous to some form of feature selection.
3.0 RESULTS
3.1 Nback (no fusion) Results
Each subject completed 15 trials of 1back (easy condition) and 15 trials of 3back
(hard condition) for a total of 30 trials. Data from the baseline period and rest between
trials were not used. The table shows the 10fold, crossvalidation accuracy for each
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subject, using an SVM classifier built from the fNIRS data, heart rate data, and RR interval
data, with and without feature definition. Classification accuracy should be compared to
random guessing, which in the case of this evenly balanced 2class problem, would yield
50% accuracy. For the classifiers built using raw data, average classification accuracy was
48.81% (SD=12.659) for the fNIRS data, 42.84% (SD=17.402) for heart rate data, and
33.18% (SD=14.47) for RR interval data. For the classifiers built using the defined feature
data, average classification accuracy was 61.08% (SD=14.284) for the fNIRS data,
47.26% (SD=15.080) for heart rate data, and 48.51% (SD=16.431) for RR interval data.
This data is shown in Figure 3.

Figure 3: 10fold cross validation accuracy (percent correct) for all tested conditions, averaged across all
participants. Error bars show +/ 1 standard deviation. Accuracy based on a classifier that guesses
randomly is shown for comparison.

3.2 IAPS (no fusion) Results
Each subject viewed 20 positive images, 20 neutral images, and 20 negative
images for a total of 30 images. Data from the baseline period and rest between trials
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were not used. The table shows the 10fold, crossvalidation accuracy for each subject,
using an SVM classifier built from the fNIRS data, heart rate data, and RR interval data,
with and without feature definition. Classification accuracy should be compared to random
guessing, which in the case of this evenly balanced 3class problem, would yield 33.33%
accuracy. For the classifiers built using raw data, average classification accuracy was
30.77% (SD=9.161) for the fNIRS data, 22.67% (SD=8.122) for heart rate data, and
21.08% (SD=8.199) for RR interval data. For the classifiers built using the defined feature
data, average classification accuracy was 34.43% (SD=5.153) for the fNIRS data, 35.69%
(SD=6.820) for heart rate data, and 39.35% (SD=2.891) for RR interval data. See Figure
3 for a summary of these findings. Figure 4 shows the results from leaveone out cross
validation on the defined feature data.

Figure 4: Accuracy from leaveone out crossvalidation on defined feature data. All means, except fNIRS on
nback are below random guessing. There is no significant difference.

3.3 Fusion Results
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Results for the fusion data classifiers are shown compared to the other classifiers in
Figure 5. For the nonboosted data (just SVM), 10fold mean classification accuracy was
60.68% (SD=15.485) on the nback task, and was 37.28% (SD=9.543) accurate on the
IAPS task. For the boosted data (using MultiBoost), 10fold mean classification accuracy
was 60.63% (SD=) on the nback task, and was 37.28% (SD=10.774) accurate on the
IAPS task.

Figure 5: Classification accuracy from 10fold crossvalidation for fusion (with and without boosting), fNIRS,
heart rate, and RR interval. Differences between boosted and nonboosted data are not significant, and
fusion data is not significantly better than the best classifier for each task, or significantly different from
fNIRS.

4.0 DISCUSSION
It is clear from the data that the defined feature data classifiers are significantly
better than the raw data classifiers. This makes sense, because each instance of the
defined feature data captures the pattern for an entire trial, while each raw data instance
only contains information from a single time sample of data. For this reason, raw data
analysis was not used for leaveoneout crossvalidation analysis or fusion data analysis.
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For defined feature data, fNIRS performed significantly better than either of the ECG
measurements on the workload condition. Also for the defined feature data, fNIRS was the
only one of the three measurements to perform better than chance for workload/nback.
There was actually a problem with fNIRS for subjects 1 and 8 (one of the fNIRS detectors
was receiving too much light), so if their data is removed, accuracy would be even higher.
In the IAPS/emotion condition for the defined feature data, all three measures only perform
slightly above chance, although the RR interval data may have a slight edge and seems to
perform significantly better than chance.
Overall, the results for the heart rate data and RR interval were not significantly
different. This is not surprising because the two measures are essentially equivalent.
However, on the defined feature data, the RR data seemed to perform slightly better,
which could be due to the inclusion of the triangular index feature. One interesting thing
about the ECG measurements during the nback phase, the classifiers for the defined
feature data performed significantly above chance. Without more subjects it’s hard to say
what this means, but it could be that heart rate is only a useful measurement of cognitive
workload in some subset of the population.
Although one might expect classification accuracy to be higher for leaveoneout
crossvalidation than 10fold because it’s using more instances for training the classifier.
However, mean accuracy was significantly lower and variance was greater. One possible
explanation for this is that since all datasets had an equal number of instances in each
class, by leaving out one instance you create a classimbalance problem which biases the
classifier towards selecting instances in the majority class(es). However, the left out
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instance will always be from the minority class, which would bias the classifier towards
incorrectly classifying the instance. Due to the unreliable performance of leaveone out
crossvalidation, only 10fold crossvalidation was used for analysis of sensor fusion data.
Now I’ll discuss the results from the sensor fusion analysis. Unfortunately, the fusion
techniques presented seem to be no better than using the best sensor for the task (fNIRS
for nback and RR interval for IAPS), and performed at a similar rate to fNIRS. There was
also not a significant difference between classification accuracy with or without boosting.
This, however, does not definitively mean that there is no way to achieve better
performance through sensor fusion with this data, and only means that the two techniques
used do not result in better performance. One possible reason why the fusion classifiers
performed so similarly to the fNIRS classifiers is because all features of the data received
equal representation in each instance. This might be a flaw because the data from fNIRS
(for defined features) had 32 features, while the heart rate data only had 3 features and RR
interval data only had 4 features. This may have caused the fNIRS data to be too influential
when building the classifer, even though each feature was weighted. One possible solution
is to build a classifier that builds three separate classifiers (one for fNIRS, one for heart
rate, and one for RR interval) and have each classifier give a weighted vote for the
predicted class. These three classifiers could also be combined using boosting. This is an
avenue for future work.

5.0 CONCLUSION
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In the present study, we examined the capabilities for fNIRS and ECG as passive
sources of input that can classify a user’s current mental and emotional state. As predicted,
fNIRS was significantly more accurate in predicting cognitive load. Patterns in the emotion
data are less clear, but it appears that RR interval from the ECG device may have
predicted emotional state significantly better than chance. The success of the ECG device
is of particular interest because the device used was a consumergrade, commercially
available product. Unlike fNIRS, which is currently large, expensive, and nonportable, the
ECG device is a real product that is already on the market. Potentially, this could mean that
functioning, passive input devices could enter mainstream use within the foreseeable
future.
Besides repeating the experiment with additional participants, there are many
avenues of research that could be pursued from the current study. As discussed previously,
although results from the fusion data was disappointing, there exist other ways that the data
could be combined to create a single classifier. This is an interesting machine learning
problem, and other techniques and types of boosting may be explored in the future.
If the sensor fusion classifier is successful, this could enable research exploring the
classification of user state in multiple dimensions. For example, if ECG and fNIRS could
classify workload and emotional state simultaneously, user state could be described in
terms of both dimensions. One example of how this could be useful is differentiating
between when a user is bored and relaxed. Both states would probably correspond with
low cognitive workload, but the two could be distinguished through the emotional
dimension, where bored is a negative emotion and relaxed is a positive emotion.
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The end goal of this research is to develop technology that can be used in a
realtime HCI application. This would most likely be an adaptive interface that would
change based on the user’s mental state. Eventually, fNIRS and ECG could be tested in a
realtime experiment, and instead of simply measuring offline crossvalidation accuracy,
the technologies could be evaluated based on how effective they are at enhancing user
interaction. Ultimately, this is what actually matters most in HCI.
Since the research presented in this paper can sometimes sound farfetched and
like a solution to a problem that doesn’t exist, it’s important to remember that is working
towards creating new ways of interacting with technology that don’t currently exist, so we
have to also imagine what technology will be like when these new interaction techniques
are more practical. Although the ECG device used for this experiment was an affordable,
commercially available product, the fNIRS is still far too new to be affordable to anyone
outside of research and medicine. This may not always be the case, however. There is no
inherent reason why fNIRS can’t be affordable and portable, and one day this might be the
case. And while most people do not typically wear extra devices while operating a
computer, there has been a very recent surge in wearable technology, as indicated by
interest in products like Google Glass, smart watches, and physical activity trackers. One
day wearing passive sensors and computers may be commonplace, and with the physical
devices constantly shrinking, adaptive interfaces through passive input may become
increasingly important, in lieu of traditional, explicit input devices. Someday users may
come to expect their technology to understand how they are feeling, even though many
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people today probably can’t even imagine such a future. Although this experiment may only
be a small step, I hope that it may bring us closer to that future
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