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Abstract

The larynx is a crucial organ for normal speech production. However, every year
approximately five thousand patients are diagnosed with laryngeal cancer and undergo a total
laryngectomy resulting in the removal of their entire larynx. Without the larynx, these patients
are unable to produce speech through conventional means and many use an artificial larynx,
also called an electrolarynx (EL), to communicate. ELs are battery operated handheld devices
which transmit a pulse train the user’s neck where the sound may be modulated into speech.
They are commonly selected as a method of voice restoration due to their portability and ease
of use. However, EL devices have many qualities which result in the speech being unnatural and
unintelligible. Two of the qualities which contribute most to the unnatural and unintelligible
nature of EL speech are the lack of accurate frequency variation and the irradiated noise from
the device. Of the devices currently available, most provide little or no opportunity to vary pitch
or provide a method of pitch variation which does not allow for pitch contours similar to those
found in normal speech. Additionally, due to the nature of their construction, irradiated noise
is found in all EL devices. This research focuses on a method of improving the control of the
fundamental frequency of the device and methods of reducing the irradiated noise from the
device.

Ch. 1 Background

1-1.Normal speech production
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Figure 1. Before laryngectomy (Left) and after (Right) (Kabir, 2006).



In normal speech production, air flow passes from the lungs to the vocal folds in the larynx.
Here, tension between the vocal folds causes them to begin vibrating due to a phenomenon known as
the Bernoulli effect. This effect is due to the increased air flow through the vocal folds resulting in a
reduced air pressure which draws the folds together. This further restricts airflow between the folds
until pressure beneath the folds causes them to once again separate, restarting the cycle (Kabir, 2008).

Tension in the larynx is responsible for the frequency at which the vocal folds vibrate. Through
controlling this tension, a speaker is able to control the fundamental frequency (FO) of their speech
(Lieberman, 1967; Kabir, 2008), normally 60-150Hz in male speakers and 200-400Hz in female speakers
(Kabir, 2008). Additionally, when there is tension between the vocal folds, the vibration created what
are called “voiced” sounds — otherwise, the air travels easily through the folds and no vibration is
created, causing “unvoiced” sounds (Ladefoged, 1982).

The distinction between voiced and unvoiced sounds is important for communication. For
example, we may examine some voiced consonants and their unvoiced counterparts.

Type of Bilabial Alveolar Velar Labio- Dental Alveolar Palato-

Consonant Stop Stop Stop Dental Fricative Fricative | Alveolar

Fricative Fricative

Unvoiced p (poor) t (tart) k (pick) f (life) 0 (thigh) s (seal) [ (bash)

Voiced b (bore) d (dart) g (pig) v (live) 0 (thy) z (zeal) 3 (asia)
(partial list)

Figure 2. Voiced consonants and their unvoiced counterparts (Ladefoged, 1982).

Inability to properly express unvoiced consonants or their replacement by their voiced
counterparts could cause ambiguity of meaning. This issue will be further addressed in section 1-5.

After leaving the larynx, the sound travels though the vocal tract where it is modulated by
articulators, such as the tongue and lips. The sound which leaves the lips is then interpreted by a listener
as speech.

1-2. Laryngectomees and Treatment Options

Every year, approximately five thousand patients diagnosed with laryngeal cancer undergo a total
laryngectomy resulting in the complete removal of the larynx (Kabir, 2008). In the surgery, the trachea
and pharynx are separated and the trachea is brought out into a hole in the front of a neck called a
stoma. This allows the patient to breathe through the stoma in the front of their neck while eating and
drinking through their mouth which is connected to the esophagus. The removal of the larynx results in
a loss of speech capability (Kabir, 2008).




Now without the normal method of speech, there are a few options for laryngectomees to regain
speech. One method is the electrolarynx (EL), which will be described further in section 1-3. It consists of
a handheld vibration source held against the neck to supply the excitation source lost with the removal
of the larynx. The vibration is then carried through the neck tissue to the articulators such as the tongue
and lips where the sound is modulated and formed into words (Hillman & Meltzner, 2005; Kabir, 2008).

Another method available to some laryngectomees is esophageal speech. This method produces
sound by taking in air from the mouth and compressing it in the esophagus where is pushed past the
esophagus and pharynx causing a vibration which is then shaped by articulators such as the tongue and
lips. However, this method requires time-consuming speech therapy lessons and it has become a less
popular option for laryngectomees (Lewin, 2004).

A third method of voice restoration is tracheoesophageal (TE) voice restoration. This method
involves creating a valve between the esophagus and trachea at the time of removal of the larynx. This
means that the patient only needs surgery once for both the removal of the larynx and implantation of
the valve and allows for the patient to begin speech therapy earlier. The valve created allows for air to
pass into the esophagus from the lungs while keeping food and liquid from passing the other way. The
air is expelled from the esophagus causing vibration which is modulated by articulators in the mouth
and vocal tract for speech production. This method has the advantage of allowing hands-free
communication. However, some patients are unable to have the surgery due to complications such as
scarring due to heavy irradiation. These patients must pursue other methods of alaryngeal speech such
as esophageal speech and electrolaryngeal speech (Lewin, 2004).

1-3.The Electrolarynx

In the 1959 Patent by Harold Barney, the handheld artificial larynx is described as a low duty cycle
pulse train generator connected to an electroacoustic transducer. The device was introduced as an
improvement on previous devices which were cumbersome and “obtrusive”. Some pitch variation was
available by applying greater pressure between the diaphragm of the electrolarynx and the throat
tissue. More drastic change was available by control of a rheostat. Using pressure to control pitch was a
conscious decision on Barney’s part as he states that “...there is a direct and natural correlation between
changing the pitch of one’s voice and the exertion of muscular force. Conversely, in reducing the pitch of
one’s voice, there is a natural tendency to relax muscle tension” (Barney, 1959).

The purpose of this setup is described in Barney’s patent is as follows:

“..to generate a tone having a fundamental frequency in the speech range and to
introduce the tone into one of the resonant speech cavities of the user, such as the
mouth or pharynx. To speak, the user modulates the artificially generated tone by
varying the shape of the resonant speech cavaties comprising the pharynx, mouth, and
nose by making the usual constrictions with the tongue, teeth, and lips” (Barney, 1959).

Due to the intuitive nature of the device, patients are able to use the electrolarynx as a means
to begin speaking as quickly as possible. Even though patients may choose other options of alaryngeal



speech such as esophageal speech, the electrolarynx may be used while the patient is still learning the
new method of speech. This is helpful as learning esophageal speech is a long process (Kabir, 2008).

Devices operate by an on/off button pressed by the patient’s index finger. The commonly used
Servox by Siemens has two buttons, one with higher pitch and one with lower pitch to accommodate for
different situations. Also, on the Servox there is a wheel to control the volume of the device (Kabir,
2008). One new device, the TruTone made by Griffin Laboratories, uses a pressure-sensitive button to
map finger pressure to frequency. As the user exerts a higher pressure, the FO of the electrolarynx
increases.

1-4.Construction of the Electrolarynx

The electrolarynx generally consists of a battery, internal circuitry, a piston, and a diaphragm, all
housed inside of a plastic body. The exterior contains a volume slider and either two buttons (in the case
of the Servox) or one pressure sensitive button (in the case of the TruTone). The device runs off of
rechargeable batteries (7.2V custom rechargeable batteries for Servox and 9V standard rechargeable
batteries for TruTone).

The internal circuitry consists of a pulse generating circuit. In the Servox, one button maps to a
lower frequency generated in the pulse circuit while the other button maps to a higher frequency. A
screw-top potentiometer inside the casing changes the frequencies generated by these two buttons. In
the TruTone, a pressure-sensitive button controls the frequency of the pulse generator and thereis a
control for setting the range of FO variation. In both devices, when a button is pressed the EL begins
vibrating, and when it is released the EL stops vibrating.

The pulse generator creates a voltage signal which is approximately a square wave. This voltage
signal is then sent to the piston. The piston functions similar to the cone of a loudspeaker; the piston is
embedded in a flexible membrane situated above a permanent magnet. The side of the piston closest to
the interior of the EL is then wrapped with an insulated copper wire. One end of the wire is connected
to ground, while the other end is connected to the voltage output of the pulse generator. We know
from the Lorentz force equation that F=qg(v x B), so the changing current in the piston above the
constant magnetic field of the permanent magnet causes a changing force on the piston.

The piston itself sits below a plastic disk, or diaphragm. When the piston reaches its peak
displacement, it strikes the plastic disk. Thus, the square wave generated by the internal circuit is
transformed into a pulse train in pressure waves outside the device. When the EL is pressed against the
neck, the pulse train is transmitted through the neck tissue (transcutaneous EL type) to articulators to
be modulated into speech. Alternatively, many EL devices come with oral adapters (intraoral EL type)
which place the sound source directly in the back of the mouth where it may similarly be modulated into
speech. The neck-type EL is by far more common than the intraoral type, so this research will focus on
neck-type devices (Saikachi et al., 2009)

1-5.Deficiencies of the Electrolarynx



There are many ways in which the electrolarynx strays from ideal speech reproduction; however, to
improve the device we must first understand what these deficiencies are. In one study in which a group
of electrolarynx users and a group of speech pathologists were asked to rank different problems with
the electrolarynx, the top five deficits were ranked as follows.

1) Reduced intelligibility (“EL speech is hard to understand”)

2) Lack of fine control over pitch and loudness variation, and voice onset and offset
(“EL speech is monotonous”)

3) Unnatural, non-human sound quality (“EL speech sounds mechanical”)

4) Reduced Loudness (“EL speech is too quiet”)

5) Inconveniences related to EL use (“EL is inconvenient to use”) (Meltzner, 2003)

The primary concern of EL users and speech pathologists is the impaired intelligibility of EL
speech. This has many contributing factors which include voiced-unvoiced consonant distinction,
background noise of the device, and intonation control.

Traditional EL devices use a button to start and stop the EL buzzing, however precise timing is
difficult and often the device remains on while consonants which should be unvoiced are pronounced.
This causes unvoiced consonants to be spoken as their voiced counterpart, leading to ambiguity of
meaning. Even in experienced users, the effect is apparent. Consider the phrase “l had my voice box
and saliva glands removed in October two thousand and one due to cancer.” Changing unvoiced
consonants to their voiced counterparts via Figure 2, we can see that a person speaking with an EL might
be heard as saying, “l add my voizbogs and zaliva glands removed in ogdober due thouzand and one
due due ganzer.” While many of the words can be inferred by context, the potential for mistaken words
is obvious. We can see that while the vowels are maintained, there are many changes in the consonants.
In the first transcription, there are 40 consonants. In the EL speech, one was lost entirely (the ‘h’ in
“had”) and 10 were changed to their voiced counterparts. This means that in this case, 25 percent of the
consonants were never created correctly.

This difficulty has been observed by researchers who noted that “the greatest source of
confusion is in discriminating between voiced and unvoiced stop consonants [p,t,k vs. b,d,g], with more
of these errors occurring when consonants are in the word-initial position as compared to the word-final
position.”(Meltzner, 2003) Also apparent from the above transcription, ‘h’ sounds are not possible with
an electrolarynx as they are the voiceless version of whichever vowel they precede. (Ladefoged, 1982)
As users of the electrolarynx do not have an air passage from the lungs to the vocal tract, there is not
sufficient power to produce the sound and it is often indiscernible in EL speech.

Another contributing factor to poor intelligibility is the constant background noise from the
electrolarynx. While the buzzer sends pressure waves through the neck tissue, a significant amount of
sound which is generated irradiates out from the device. This noise combines with the “spoken” sounds
decreasing the signal to noise ratio and making it harder for the speech to be understood. One study
measured the radiated noise intensity to be approximately 20-25dB when the mouth was closed and
was found to be concentrated between 400Hz-1kHz and 2kHz-4kHz. (Liu, 2006) It has also been noted



that an improper frequency spectrum at the source of the electrolarynx device is an important
contributor to the unnatural sound of EL speech (Meltzner, 2003).

Pitch information, or intonation, was listed as the second greatest deficit in EL speech; however,
it also contributes to the primary concern of EL users which is reduced intelligibility. Pitch variation can
help to remove ambiguity of meaning in certain phrases. In particular, in English “’...the fundamental
frequency (f0) of so-called yes-no questions tends to show a final rising contour, while the fO of
statements tends to show a final fall.”” (Lieberman, 1967) In cases such as this, the lack of pitch
information leads to the grammatically ambiguous phrase remaining ambiguous to the listener. This was
found to be even worse in tonal languages such as Cantonese, Mandarin, and Thai, where intonation
provides important cues as to the meaning of a word (Saikachi et al. 2009). Although the lack of
intonation in EL devices contributes to a lack of intelligibility, it also contributes to the overall machine-
like sound of the electrolarynx (Meltzner, 2003).

1-6.Previous Attempts at Improving EL Speech
1-6.1. Noise Reduction

Various attempts have been made to reduce irradiated noise from the device. One
method aimed at altering the device by acoustically shielding the vibrator. However, this
approach was found to add to the size of the device making it difficult to hold (Espy-Wilson,
1999). One other experiment which aimed at removing the irradiated EL noise in recordings
used a hole in a door through which the user could speak (Meltzner, 2003). Ultimately, however,
both of these methods are impractical for day-to-day use.

Other attempts have been made at cleaning up EL speech with noise-reduction
algorithms. In particular, this research is interested in spectral subtraction algorithms. This
method modifies the speech signal in the short-term Fourier Transform, or spectrogram,
domain. Originally used for cleaning up normal speech signals, there has been recent research
as to how spectral subtraction algorithms may be used to clean up EL speech (Kabir, 2008).
Additionally, it has been found in one study that of several methods (pitch enhancement, noise
reduction, and low frequency compensation) that noise reduction made the EL speech sound
the most like normal speech (Meltzner, 2003).

1-6.2. Spectral Subtraction

The block diagram for a traditional spectral subtraction algorithm is show in Figure 3
below.
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Figure 3. Traditional Spectral Subtraction Block Diagram (Kabir, 2008).

The signal chain starts with a sampled speech signal y. This signal contains both the
informational clean speech x and irradiated noise n. Windowed segments of the signal are then
transformed into the frequency domain using the Discrete Fourier Transform. This portion of the
algorithm is done using an FFT algorithm thus increasing the overall speed of the spectral subtraction
algorithm. The FFT’s of the windowed signals are then overlapped and combined to create the
spectrogram of the noisy speech signal Y(n,w) with n frames and frequency values w (Kabir, 2008).

In the spectral subtraction method implemented by Roanaak Kabir in 2008, an
estimation of the noise was then taken over the first k frames representing approximately the first
second of the signal. The noise was estimated to be the average of the magnitude of each frequency
component in the first k frames of the signal. This noise estimate was then used to update the
magnitude of each frequency component in the spectrogram. In a basic form of spectral-subtraction, if
the updated magnitude is negative, it is set to 0. This keeps new frequencies from being introduced into
the signal when the magnitude of the noise estimate is greater than the magnitude of the input signal.
The inverse spectrogram is then taken by undoing the overlap and windowing and taking the inverse
Discrete Fourier Transform. The output signal then represents a cleaned-up version of the input signal.



1-6.3. Pitch Enhancement

As previously mentioned, pitch enhancement was the single most effective technique for
improving EL speech quality of the three techniques that Meltzner employed. This contribution to
speech quality as well as pitch enhancement’s inherent contribution to intelligibility makes it a
worthwhile pursuit.

Many attempts have been made to add variable frequency to the EL device by altering the
device itself. Barney’s original 1959 patent in fact was intended to have some pitch control based on the
pressure of the device against the user’s neck though it is unclear if this technique was ever widely
adopted by EL users.

The Servox design includes two buttons which allow for slightly varying frequencies; however,
this is not a good match for the continuous FO variation of normal speech. Another device, the
UltraTone changes the fundamental frequency of the EL along a fixed pattern to provide a more natural
sounding voice, but the device does not allow the user to control the pitch. Yet another device used an
air pressure sensitive resistive element placed on the stoma to control the fundamental frequency of
the electrolarynx. However, this device proved to be too difficult to master (Meltzner, 2003).

Currently, a device called the TruTone Electrolarynx allows for such finger-controlled button
control of pitch. An increased pressure increases the pitch of the device, while reducing the pressure
causes a drop in pitch. Though this allows the user to have some control over the intonation in their
speech, when they wish to stop talking (such as at the end of a sentence or between words) the user
must lift their finger completely off the button causing a drop in pressure and corresponding drop in
pitch. This could cause a yes-no question to be interpreted as a statement. Thus, the control is too
cumbersome to allow for fine pitch control and that control is not complete.

There have also been attempts at improving controlling the pitch contour of the EL by making
use of some external apparatus. One design used a microphone to measure the amplitude of the speech
leaving the patient’s mouth. The amplitude was then mapped to the FO of the electrolarynx. This was
found to have some correlation with the pitch contours of natural speech, but did not allow for the user
to control the FO of the device (Saikachi 2009).

Additionally, Goldstein et al. developed an electromyographically controlled electrolarynx with
the ability to vary pitch with hands-free operation. (Goldstein et al., 2007) However, it is yet to be
determined whether or not the device can be made portable.

2. Team Red’s Approach to Pitch Enhancement

2-1. Defining the Problem
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For their 2009-2010 senior design project, Team Red (Jael Jose, Nick Matiasz, and George Nagel)
set out to design an improved interface for intonation in EL devices. As we have already seen, current
state-of-the-art electrolarynx devices provide FO variation which cannot match FO contours in normal
speech. In the case of the Servox electrolarynx, only two possible fundamental frequencies are possible.
In the case of the Trutone electrolarynx, a continuous range of frequencies are available, but the
speaker must start and end phonation at a low frequency.

Other pitch-varying devices - such as the stoma-controlled device, the speech amplitude device,
and the electromyographically controlled device — require some additional apparatus in order to
function. As it has not yet been shown that new or existing EL users would be willing to adjust to
requiring additional equipment in order to speak, the group decided that they would investigate a
means of allowing the EL user to control the pitch of the EL via a new interface on the EL itself.

2-2. Customer Requirements

The project sponsor, Dr. Karen Panetta, set out a list of design requirements for our new
interface for intonation in EL devices.

The device must be handheld and portable
The device must be battery operated
The device must be able to operate within the male fundamental frequency range (60Hz-
150Hz) or the female range (200Hz-400Hz).

4. The device must be able to begin buzzing at any FO within their frequency range, change the
FO continuously to any other FO in their frequency and stop buzzing with any FO within their
frequency range.

2-3. Designing a Solution

In order to obtain a better understanding of what the group was attempting to change,
the group was asked to create a system block diagram of an existing device (the Servox electrolarynx)
and their own device. The block diagram for the Servox is shown below in Figure 4.
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Servox Block Diagram
Frequency
Selection
A = Volume Slider
Button 1 Button 2
(Low (High
Frequency) Frequency)
Volume Selection
Information
Ve A
Frequency Pulse Generator
Information Frequency g Circuit
Selection
Information
Pulse Wave
(Voltage Signal)
A
Mechanical
Diaphragm Movement Transducer
(Plastic Disk) | (Piston)

Articulators
Neck Tissue > (Lips, o Listener

Pulse Train Tongue, etc.)
(Sound Pressure)

Speech

Figure 4. Servox Speech Block Diagram.

This block diagram helps to show the limitations of the Servox device. The method of
choosing frequencies allows for only binary frequency values (one is either speaking with a higher FO or
a lower FO) which means that natural pitch contours are impossible. By contrast, the block diagram of
our design demonstrates the device’s ability to begin and end at any FO in the user’s frequency range
while moving continuously along natural pitch contours. Shown below in Figure 5, we can see that the
two frequency selection buttons and volume slider have been replaced by the new user interface.
However, the majority of the other components remain the same. The new design still uses a pulse
generator circuit, piston, and plastic disk diaphragm in order to transmit sound to the neck to be
modulated into speech.
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Team Red EL Speech System Block Diagram

Team Red EL Block Diagram

Frequenc New User
q i y <
Selection Interface
Frequency
Selection
A v A
Volume
Low (Frequency Range)  High Selection
\/%
Frequency Pulse Generator
Information Frequency g Circuit
Selection
Information
Pulse Wave

(Voltage Signal)

) Mechanical
Diaphragm | Movement Transducer

(Plastic Disk) | (Piston)

Articulators
Neck Tissue > (Lips, o Listener

Pulse Train Tongue, etc.)
(Sound Pressure)

Speech

Figure 5. Team Red EL Speech Block Diagram.

2-4. Building a Prototype

The details of the interface must be left out due to the current investigation for
patentability of the device. However, the group was able to obtain a functional frequency selection
module. When frequency values were fed to the pulse generator circuit, the group was initially unable
to obtain the low frequency values necessary to meet the design requirements of being able to produce
a pulse train in the 60Hz-150Hz FO range. As the pulse generating circuit was an integral part of the
entire design, it could not be removed or replaced with a pulse generating circuit capable of handling
the lower frequencies.

Thus, the group decided to use a SN7476 dual J-K flip-flop to create a square wave of a
frequency which was one quarter of the frequency leaving the pulse generator circuit. The chip was set
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so that both flip-flops were operating in toggle mode. This was achieved by tying all input and control
pins to Vcc except for the two clock signals, CLK1 and CLK2. The pulse generator circuit was then tied to
CLK1, the clock input of the first flip-flop. The output Q1 of the first flip-flop was then tied to the clock
input of the second flip-flop, CLK2. Finally, the output of the second flip-flop, Q2, was taken as the
square wave of appropriate frequency. The process is shown below in Figure 6.

Hight
Iopurt: Signal {CLKL Input)
(Prlan Bansmior Madule)
Lovwe
Toggle Toggle Toagle Toagle Toszle Toggle
Intermediate Siznal High
§ G1 ouiputand
CLE2 Inpurt}
Low
Toggle Taggle Toggle
High
Outpark Signal {02 output)
] Lows

Figure 6. Pulse Generator Frequency Division Diagram.

Once this frequency-quartering circuit was put in place following the pulse generator
circuit, the collective module was able to output a square wave with a FO varying in the range of 60Hz-
150Hz. Originally, the group had considered using a piezoelectric transducer to convert the voltage
signal from the pulse generator module into a pulse signal in the air. However, it was found that the
piezo elements were not loud enough. Thus, the group decided to use a diaphragm style like that found
in the Servox. The complex piston structure was, however, deemed to be too complex to develop within
the time allotted for the project. Thus, a diaphragm structure was harvested from a spare Servox
electrolarynx.

The group decided that in order to use the Servox diaphragm as it was designed, that
the voltage signal entering the Servox diaphragm should be measured. A plot is shown below in Figure 7.
The amplitude of the signal was found to be 4 Volts, matching well with the amplitude of the output of
the pulse generator module. However, there was a higher DC offset than was coming out of the pulse
generator.

14
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Figure 7. Oscilloscope Printout of Servox Voltage Signal.

The diaphragm was measured to have a 10 Ohm resistance. When the group tried
connecting the pulse generator to the diaphragm, the signal faded. This was found to be due to the
inability of the logic circuitry in the pulse generator to create sufficient current to create the maximum
of 9 Volts across the diaphragm. Initially the group tried using an operational amplifier circuit to provide
the necessary DC offset and sufficient current, but the current was not enough and the signal faded.

After consulting with Prof. Denis Fermental, the group learned that a Darlington transistor
arrangement should be used in order to create the DC offset necessary while producing enough current
to create the appropriate voltage across the diaphragm. The arrangement is shown below in Figure 8.
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Figure 8. Darlington Arrangement.

For the transistors, two TIP31A NPN power transistors were used, each with a $1=20. We know
that the combination of transistors can be modeled as one transistor with a f2=B1* 1=400. The DC
voltage at the node between the two biasing resistors (V1) is found by calculating the voltage division
circuit (Malvino, 1985).

V1 = 9V * (470,000 Ohms) /(470,000 Ohms + 220,000 Ohms ) ~6V

This was decided to be close enough to the 7.06V average found in the Servox signal.
Additionally, the combined B of 400 was found to provide enough current amplification so that the
amplitude of the pulse generator circuit would not fade when connected to the small resistive load of
the piston. A 330 Ohm switching resistor was found to help maintain the intended 4 volt amplitude of
the pulse generator circuit.

Finally, the group needed to create a means of operating the 9V supply across the
Darlington network while simultaneously providing a 5V supply to the flip-flops. A 7805 voltage
regulator was chosen for its ability to convert any input voltage above 5V into a 5V DC supply. Once in
place, all of the circuitry was able to function off of a 9V battery, thus fulfilling the design requirement
for 9V battery operation.

3. Results of Prototype for New Intonation Interface

To demonstrate the effectiveness of the new prototype, a recording was taken of the Servox
buzzing at two tones (high and low) with a sampling frequency of 44.1kHz. The recording was then
down-sampled by a factor of 8 using the Matlab downsample function. This was done so that the
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spectrogram of the recording could be better observed. The spectrogram of the Servox recording was
then obtained using the Matlab spectrogram function. A window size of 512 samples was used with an
overlap of 256 samples and 1024-point FFTs. The result is shown below in Figure 9.

Spectrogram of Servox with High FO (first) and Low FO (second)

250

2000

150

Frequency (Hz)

=
o
o
o

500 —

0.5 1 15 2 2.5 3 3.5

Figure 9. Spectrogram of the two Servox tones.

As we can see from the figure above, the Servox was turned on with the low fundamental
frequency button at t =0.6 seconds. We can tell that this is a low frequency due to the close spacing of
the harmonic frequencies. At t=1.4 seconds, the button is released. Then, at t=2.2 seconds, the high
fundamental frequency button is pressed. We can see that the signal has a high fundamental frequency
due to the distant frequency spacing of the harmonics.

Recordings were then obtained of the prototype EL buzzing. Similarly, the signal was down-
sampled in Matlab and the spectrogram was obtained, shown below in Figure 10.
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Spectrogram of Prototype EL Buzzing
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Figure 10. Spectrogram of Prototype EL Buzzing.

We can see from the above figure that at t=1 second, the EL begins buzzing at a low
frequency and then transitions to a high frequency before stopping at t=2 seconds. Then, at t=3 seconds,
the El begins buzzing at a high frequency and transitions to a low frequency before stopping at t=4
seconds. Finally, the El begins buzzing at t=5 seconds at a medium frequency, transitioning to many
different frequencies before ending at a low frequency at t=7 seconds. This demonstrates the device’s
ability to begin buzzing at any FO within a set frequency range, change to any FO within the range, and
end at any FO within the range.

The group also tested the voltage signal entering the diaphragm of the EL with an
oscilloscope. The signal’s fundamental frequency was found to vary from approximately 60Hz to 150Hz
when functioning in one mode. When functioning in another mode, the FO was found to vary from
approximately 200Hz to 400Hz. Thus, the device is capable of producing a varying fundamental
frequency within either the male fundamental frequency range or the female fundamental frequency
range.

Next, we can test the ability of the device to produce pitch contours which provide
statement/question distinction. An ambiguous sentence was spoken with a normal voice. The sentence
was spoken once as a question, “It’s my turn?” and then as a statement, “It’'s my turn.” Recordings were
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taken with a sampling frequency of 44.1kHz and then down-sampled by a factor of 8 so that their
spectrogram could be better viewed. This procedure was repeated while using the prototype EL to

speak. The four spectrograms are shown below in Figure 11 with pitch contours drawn in dark blue for
easier viewing.
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Figure 11. Spectrograms of Normal Speech and Prototype EL Speech Showing Pitch Contours.

As we can see from the above spectrograms, the prototype EL is able to simulate the
different intonation curves found in ambiguous question/statement phrases. In particular, we can see
how the EL is able to rise in frequency at the end of a question to match the intonation curve of the
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natural speech signal. Additionally, when speaking a statement, the EL is able to fall in frequency at the
end of the phrase to match the intonation curve of that naturally spoken statement.

4. New Approach to Spectral Subtraction Algorithm

As was previously discussed in Section 1-6.2, the spectral subtraction method employed
by Roanaak Kabir in 2008 involved taking an estimate of the noise over the first k frames. This approach
has several flaws. Firstly, the method requires that the speech recordings begin with approximately one
second of the EL being turned on against the user’s neck while their mouth is closed. This requirement,
however, makes the algorithm fairly inflexible as it places significant restraints on the type of speech
recordings which may be used.

Another flaw arises from the constraint that the noise estimate is taken from a time when the
patient’s mouth is closed. This is problematic, as closed mouth voicing corresponds with ‘m’ sounds.
Thus, if the spectral subtraction functioned perfectly, all ‘m’ sounds would be completely removed from
the speech recording. As the patient may at times intend to make ‘m’ sounds, this approach could
remove key information from the EL speech recording.

It also seems that using an ‘m’ sound as an estimate for the irradiated EL noise is not optimal for
other phonemes. Kabir notes that “...\When a laryngectomee is speaking, the noise spectrum is stable
while the formants change quickly.”(Kabir 2008) So, it seems that the noise is fairly constant irrespective
of which sound is being formed by the patient. If this is the case, then using one particular voiced sound
as the estimate of the noise would result in the sound leaving the patient’s mouth being included in the
estimate of the noise.

If we could take advantage of the fact that the noise remains constant while the speech
formants change rapidly, we might be able to obtain an estimate of the irradiated noise which better
approximates the noise irradiated from the electrolarynx. In fact, that is the basis of one of the
algorithms tested in this study. Rather than taking a magnitude average of the first k frames for our
noise estimate (as in the method shown in Figure 3) this algorithm we will be testing takes a magnitude
average of the k previous frames as the estimate for the noise. We can hypothesize that this approach
will result in an estimate of the irradiated noise which is less dependent on the contributions of
formants and will thus be more dependent on the constant irradiated noise. A block diagram for the
algorithm is shown below. Note the similarities to Figure 3. The single major difference is how the noise
estimation is performed.
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Spectral Subtraction Method 2
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Figure 12. Block Diagram of Spectral Subtraction Algorithm (Method 2).

4-1. How the Algorithm Works

The algorithm takes as its input a recording of noisy EL speech. Overlapped windows are
then taken of the signal before a Discrete Fourier Transform (DFT) is calculated. The frames (FFTs of
windowed signals) are then combined into a spectrogram. From here, an estimate of the irradiated EL
noise is taken by averaging the magnitudes of the past k frames of noisy EL speech. For each frequency
in the current frame, the magnitude is updated with the value of the difference between the old
magnitude and the magnitude of the noisy signal. If this subtraction would result in a negative
magnitude, the updated magnitude is set to 0; this is done to remove the possibility of noise being
added to the speech signal due to the creation of frequencies with negative magnitude. Once the
magnitude of each frequency in the frame has been updated, it is recombined with the original phase
values of the frame. Finally, an Inverse Discrete Fourier Transform (IDFT) is calculated and the effects of
windowing and overlapping are removed so that the output signal can be constructed in the time
domain. The Matlab code for Method 1 and Method 2 are shown in the Appendix.

4-2. Testing the Algorithm
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To test the effectiveness of the Method 2 algorithm, we will perform three experiments
comparing it to Method 1. The first will test the algorithm’s effectiveness at removing pure tones, the
second will test its ability to remove noise from Servox speech, and the third will test its ability to
remove noise from speech produced while using the prototype EL.

4-2.1. Testing Method 1 and Method 2 with Pure Sinusoids

Before we can test how effective the algorithms are at reducing the irradiated noise from EL
speech, we will first examine how well they can eliminate pure sinusoids. Three tones were tested
representing the low, middle, and high end of the human hearing range. Three signals were created,
each lasting for 1 second at a sampling rate of 44100Hz; a 100Hz tone, a 1kHz tone, and a 10kHz tone.
The tones were each passed through the Method 1 algorithm and Method 2 algorithm, each using a
4096 window size and an overlap of 2048 samples. In both Method 1 and Method 2, 20 frame noise
estimates were taking, resulting in a noise estimate of approximately one second.

4-2.2. Testing Method 1 and Method 2 with Servox Speech Signals

In order to test the spectral subtraction algorithms on EL speech, several recordings were taken
of someone speaking the phrase “1,2,3” into a microphone. Four recordings of EL speech were taken
and one recording of normal laryngeal speech was taken to compare against the outputs of the
algorithms. The first EL recording was spoken with 1 second of EL buzzing at the beginning and the EL
continued buzzing between words. The second EL recording began with 1 second of buzzing, but had
silence between words. The third recording began with 1 second of silence, but the EL continued buzzing
in-between words. The forth EL recording began with 1 second of silence and was silent between words.
These four recordings were chosen to test the algorithms’ ability to remove irradiated EL noise in
different situations. All four EL recordings and the normal laryngeal speech recording were spoken with
similar timing in an attempt to limit timing as a source of error. Additionally, the normal voice recording
was spoken in a monotonous tone of the same pitch as the Servox. This was done so that an ideally
cleaned EL signal would match up exactly with the normal speech signal.

A mean square error was calculated between the magnitude of the original EL recordings’
spectrograms and the magnitude of the normal voice spectrogram. Next, a mean square error was
calculated between the magnitude of the algorithm output spectrograms and the magnitude of the
normal voice spectrogram. Finally, the two error measures were compared to see the relative
effectiveness of the two spectral subtraction algorithms. The magnitude of the spectrograms was used
to measure error because the magnitude, not the phase, was affected by the spectral subtraction
algorithms.

4-2.3. Testing Method 1 and Method 2 on Prototype EL Speech.

As was noted by Geoffrey Meltzner, when noise reduction and pitch enhancement are both
performed on EL speech, the resulting speech is heard to be more natural sounding than if pitch
enhancement of noise reduction had been performed alone (Meltzner 2003). In order to test the ability
of Method 1 and Method 2 to reduce irradiated noise in pitch-enhanced EL speech, a recording of EL
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speech was made of the phrase “1,2,3” using the prototype EL. The pitch-enhanced recording was
spoken with one second of buzzing at the beginning followed by speech of varying fundamental
frequency. Then, a recording of normal speech was taken with intonation curves matching the recording
of the prototype EL.

Mean square error measurements were taken between the magnitude of the spectrogram of
the original EL recording and the magnitude of the normal speech recording. Mean square error
measurements were also taken of the magnitude of the algorithms’ output spectrograms and the
magnitude of the normal voice spectrogram. The two errors were compared to see how well Method 1
and Method 2 performed at reducing irradiated noise from a pitch-enhanced EL device.

Ch. 5. Results of Spectral Subtraction Experiments

5-1. Results of Pure Tone Experiment
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Figure 13. Spectrogram Plots of Pure Tones (Left), Cleaned Signals Using Method 1 (Middle), and Cleaned Signals Using
Method 2 (Right)
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Above in Figure 13, we can see the spectrograms of the pure tone signals corresponding
to 100Hz (top left), 1,000 Hz (center left), and 10,000Hz (bottom left). The spectrograms of the resulting
signals from Method 1 spectral subtraction algorithm are shown in the center column, while those
resulting from Method 2 spectral subtraction are shown to the right.

It is clear from the center and right columns that both Method 1 and Method 2
algorithms are able to significantly reduce the spectral content of the 100Hz signal. There is still some
apparent spectral smearing, perhaps due to the fact that the original spectrogram has small periodic
changes. In removing the 1,000Hz signal, Method 1 and Method 2 provide similar results. The energy in
the signal is significantly reduced, but there are still some periodic artifacts which are common to both
Method 1 and Method 2 outputs. Both spectral subtraction algorithms were able to completely remove
the 10,000Hz signal.

It is worth noting that in both methods, the signal is allowed to pass through for the first second.
This is because over the first second, a complete estimation of the noise is not yet possible. As the
spectral subtraction method is not yet completely functioning during this time, estimations of the error
in later experiments will be performed only for times after the noise estimation has been taken. Also of
interest is the behavior of the algorithm during the first second when the noise estimation is occurring.
In the Method 2 algorithm, noise is gradually removed from the signal with a partial noise estimation
until the full estimation is available after 20 frames. This has the effect of slowly transitioning between
the noisy and cleaned signal. By contrast, as the noise estimation in Method 1 by definition is taken from
the first 20 frames of the signal, no noise is removed until the first 20 frames have occurred. This effect
is shown in Figure 14 below.

100Hz Pure Tone

Samples
100Hz Cleaned Signal (Method 1)

0 2 4 6 8 10 12 14 16 18
Samples ¥ 10°
100Hz Cleaned Signal (Method 2)
1 . : : : : : : :
Ao *%
_1 1 1 1 1 1 1 1 1
0 2 4 6 8 10 12 14 16 18

Samples

Figure 14. Plot of 100Hz pure tone and cleaned signals.
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5-2. Results of Servox Experiments

In the results shown below, El speech beginning with one second of EL buzzing and
containing buzzing between words will be referred to as “nn”. EL speech beginning with one second of
buzzing with silence between words will be referred to as “ns”. Recordings beginning with silence
containing EL buzzing will be referred to as “sn”, while EL speech beginning with silence containing
silence between words will be referred to as “ss”.

Mormal Waoice Signal
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Figure 15. Spectrogram of Normal Speech
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Figure 16. Original Signal Spectrograms. Normal Speach (Top Left), El Speech (nm) (Top Center), EL Speech (ns) (Top Right), EL
Speech (sn) (Bottom Left), EL Speech (ss) (Bottom Center).
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Figure 17. Method 1 Output Spectrograms. El Speech (nn) (Top Left), EL Speech (ns) (Top Right), EL Speech (sn) (Bottom Left),
EL Speech (ss) (Bottom Right).
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Figure 18. Method 2 Output Spectrogram. EL Speech (nn) (Top Left). EL Speech (ns) (Top Right). EL Speech (sn) (Bottom Left).
EL Speech (ss) (Bottom Right).
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The error was calculated by a mean-square error between the spectrograms of EL
speech and the spectrogram of normal speech.

Original Signal Method 1 Output Method 2 Output
EL Speech (nn) 1.5580 2.6712 2.7074
EL Speech (ns) 1.5008 2.7304 2.6981
EL Speech (sn) 1.5149 2.6818 2.6763
EL Speech (ss) 1.5368 2.6012 2.6746

Figure 19. Mean Square Error between EL speech and normal speech.

These results are certainly not what we might have expected. The fact that the error
increases between the original signals and both of the spectral subtraction outputs clues us in to the
idea that perhaps mean square error is not the best way to judge how effective the spectral subtraction
algorithms are at removing the irradiated EL noise. Perhaps a better, if more qualitative, view of the
effectiveness of the Method 1 and Method 2 algorithm can be taken by looking at the spectrograms of
the outputs of the spectral subtraction algorithms and comparing them to each other and to the original
EL spectrograms, rather than to the normal voice signal.

In the EL recording with initial noise and noisy pauses, Method 1 and Method 2
produced similar output. This seems to be in part due to the fact that at t=1 second, the noise estimates
are the same for both algorithms. We can see a slightly more effective noise reduction in Method 2 from
approximately 2 to 3 seconds, where harmonics not present in the normal speech signal were removed
more than in Method 1.

The EL recording beginning with the EL buzzing which has pauses in-between words
seemed not greatly improved by Method 2 as compared to Method 1. We can see, however, that there
is a greater reduction of background room noise provided by the Method 2 algorithm during the pauses
between words.

The El speech recording which begins with silence but has buzzing between words was
greatly improved by Method 2 as opposed to Method 1. The improvement is not noticeable until
approximately 2 seconds. After this point, the improvement is drastic; much of the harmonic content
which was not present in the normal speech signal was removed, especially between 2 and 3 seconds.

In the forth recording, in which there is an initial silence and silence in between words,
both Method 1 and Method 2 provide similar results. Both fail to remove any significant amount of the
noise during speech, but both methods also remove background room noise in the pauses between
words with Method 2 providing slightly more background room noise reduction.
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5-3. Results of Noise Reduction Experiment on Pitch-Enhanced EL

the algorithms on speech with changing fundamental frequency.
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The spectral subtraction results from the Method 2 algorithm were significantly better
than those from the Method 1 algorithm in recordings when there were no silent pauses between
words. This allowed the algorithm to obtain a better estimate of the noise due to the longer on-time of
the electrolarynx. Additionally, this took advantage of the rapidly changing formants in continuous
speech to obtain a larger noise average. In the two EL recordings with silence between words, there was
less speech signal present, and thus the noise estimate was weaker.

The spectrograms were down-sampled by a factor of 8 to better illustrate the effects of
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Figure 20. Spectrogams of Speech Signals With Intonation. Normal Speech Signal (Top Left). Prototype EL Speech Signal (Top
Right). Prototype EL Cleaned Using Method 1 (Bottom Right). Prototype EL Cleaned Using Method 2 (Bottom Left).
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Original Signal Method 1 Method 2

Mean Square Error 2.6603 3.8779 3.9893

Figure 21. Mean Square Error Results for Spectral Subtraction Methods with Prototype EL.

The mean square error was obtained by comparing the magnitude of each spectrogram
to the magnitude of the normal speech spectrogram. As with the results in Figure 19, we see that this
error figure increases from the original prototype EL speech signal to the output from the Method 1 and
Method 2 spectral subtraction algorithms. Again, this is deceptive, as we can see background room
noise being removed in the outputs of both algorithms. It is necessary to note, however, that there is no
significant reduction in the noise irradiated from the EL in either algorithm.

It appears that the methods studied here are unable to remove noise in the prototype
speech signals due to the rapidly changing FO. The spectral subtraction method is based on the idea that
if there is noise present in a signal, it likely has certain harmonic content which is relatively constant.
Because the noise is supposed to be relatively constant, it can be separated and removed from the rest
of the speech. In the case of the prototype EL, however, the placement of the harmonics is changing
rapidly, meaning that both Method 1 and Method 2 are unable to create an appropriate measure of the
irradiated noise.

Ch. 6. Discussion of Results
6-1. Prototype EL

The prototype EL was found to be a significant improvement on current state-of-the-art
models. The prototype was shown to be able to start and end at any frequency within a pre-determined
range while changing between frequencies continuously. Thus, it is hoped that a user would be able to
master the functionality given enough time.

The Darlington network proved to be perfect for providing sufficient current to the
diaphragm. However, there was an unforeseen consequence of the power transistors getting very hot
during operation. The transistors are equipped with heat-sinks, so there is little danger of them burning
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out. There is, however, a possible danger to the user should they touch the power transistors during
operation. Thus, this may not be a viable option when for embedding inside the device.

6-2. Spectral Subtraction on Pure Tones

The pure tones studied, by definition, had a constant frequency content. Thus, both
Method 1 and Method 2 were able to remove them from the signal. This helped to show that both
algorithms were functioning correctly.

6-3. Spectral Subtraction on Servox EL Speech

The results from testing Method 1 and Method 2 on the Servox showed that Method 2
significantly outperformed Method 1 in situations where there were no pauses between words. This
result was most striking in the recording of the EL with buzzing at the beginning and buzzing between
words. Because we can see that Method 2 was much better than Method 1 in these cases and was not
found to perform worse than Method 1 in any situation, it seems that any continued research should
use a noise estimation technique similar to Method 2 rather than Method 1.

6-4. Spectral Subtraction on Pitch-Enhanced EL Speech

It was noted that both Method 1 and Method 2 were unable to reduce the irradiated
noise in the pitch-enhanced EL speech. This is because the spectral subtraction algorithm assumes that
the noise has a constant harmonic signature, but in pitch-enhanced EL speech, the frequency placement
of the harmonics changes with the fundamental frequency.

In future research, it may be worth investigating a method of spectral subtraction which
tracks the fundamental frequency of the speech and estimates the noise based on the fundamental
frequency of each frame. Such a method would still be compatible with monotone EL devices like the
Servox and should provide a better estimate of the irradiated noise from the electrolarynx.

6-5. Recommendations for Future Research

The prototype EL was found to be functional in its ability to allow a user to select FO
values. However, it has yet to be shown if a user is able to master the use of this new interface. It would
be worthwhile to study the ability of new and existing EL users to adapt to the new interface. The
volume-selection functionality also has yet to be added to the prototype. It would be interesting to see
if the user would be able to use the interface to simultaneously create varying pitch and varying volume
in the device.

It seems that spectral subtraction is an attempt to fix a problem after it has already
occurred; if the diaphragm could be redesigned to have a linear transducer, the harmonic content of the
EL could be altered to better match what is found in normal speech. In addition, if the patient’s voice
had been recorded before their laryngectomy, the harmonic content could be optimized to match their
original voice.
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It might also be possible to obtain an estimate, similar to the noise estimates obtained
in spectral subtraction, of the average harmonic content of a patient’s pre-laryngectomy voice. An
estimate could then be taken over an entire EL speech signal to obtain the EL’s average harmonic
content. A process could then be run which subtracts the EL’'s average harmonic content from the EL
signal and adds to it the average harmonic content of the patient’s pre-laryngectomy voice. Such an
approach could help to fix many of the deficits associated with EL speech, such as machine-like quality
and low frequency deficit.

Finally, as was noted by Prof. Ronald Lasser, the spectral subtraction Method 2 was used
based on the claim by Roanaak Kabir in 2008 that the irradiated EL noise is fairly constant. Further
research should be done to measure the irradiated EL noise while the EL user is speaking in order to
verify this claim. This might be done in a similar fashion to the noise-isolation techniques implemented
by Geoffrey Meltzner in 2003. However, rather than record the speech signal on the other side of a hole
in a door, the irradiated EL noise could be measured on the side of the door where the user is standing.
This should remove most of the speech signal from the recording so that the irradiated noise alone
could be measured.
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Code for Method 1 Spectral Subtraction

function [stftout] = specsubl(stftin,nave)

%[stftout] = specsubl(stftin)

%INPUT ARGUMENTS

%STFTin = input spectrogram (noisy signal)

%Nave = number of points over which noise estimate will be taken

%OUTPUT ARGUMENTS
%STFTout = output spectrogram (cleaned signal)

%This algorithm is based on the traditional method of Spectral Subtraction
%using the formula Y(I,k)=X(I1,k)-N(1,k) when X(I,k)>N(I,k) and 0 elsewhere
%here Y is the output spectrogram, X is the input spectrogram, and N is the
%spectrogram of the noise estimate. Here, | is the frame number and k is
%the frequency component in the Short-Term Fourier Transform.

%make sure STFTin is large enough to perform a spectral subtraction
a=size(stftin);

it a(2)<2
display("ERROR. Not enough frames to perform spectral subtraction.®)
return;

end

%make sure nave is not too large
a=size(stftin);
it nave>a
display("ERROR. Nave too large. Must be more total frames than noise
estimate frames")
return;
end

%determine number of frames and window size
a=size(stftin);

window=a(l);

frames=a(2);
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%In method 1, use the first frame as an estimate of the noise
%We will be using magnitude-based spectral subtraction, so obtain
%amplitudes of frequency components of noise signal
noise=zeros(window,1);
for n=1:nave
for m=1:window
noise(m,1l)=abs(stftin(m,n))+abs(noise(m,1));
end
end
noise=noise./nave;

%create output stft
stftout=stftin;

%iterate through frames and remove noise
for n=nave+l:frames
for m=1:window
if(abs(stftin(m,n))>=noise(m))
%create magnitude scalar to update magnitude of frequency
a=(abs(stftin(m,n))-noise(m))/abs(stftin(m,n));
stftout(m,n)=a*stftin(m,n);
else
%set to 0 to remove musical noise created by negative amplitude
stftout(m,n)=0;
end
end
end
end

Code for Method 2 Spectral Subtraction

function stftout = specsub2(stftin,nave)

%[stftout] = specsub2(stftin, nave)

%INPUT ARGUMENTS

%STFTin = input spectrogram (noisy signal)

%Nave = number of frames to be averaged for noise estimation

%OUTPUT ARGUMENTS
%STFTout = output spectrogram (cleaned signal)

%This algorithm is based on the traditional method of Spectral Subtraction
%using the formula Y(I,k)=X(I,k)-N(1,k) when X(I,kK)>N(l,k) and 0 elsewhere
%here Y i1s the output spectrogram, X is the input spectrogram, and N is the
%spectrogram of the noise estimate. Here, 1 is the frame number and k is
%the frequency component in the Short-Term Fourier Transform.

%

%This algorithm will use an n-point running average of frames for the noise
%estimate rather than just using the first k frames
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stftout=1;

%make sure variables are of correct size
a=size(stftin);

if a(2)<2

end

display("ERROR. Not enough frames to perform spectral subtraction.®)
return;

a=size(nave);
if a@@)—=1]la()~=1

end

display("ERROR. Nave should be scalar.")
return;

%determine number of frames and window size
a=size(stftin);

window=a(l);

frames=a(2);

if navet+l1>frames
display("ERROR. Nave too large. Must be more frames than noise-estimation
frames. ")

end

%create output stft
stftout=zeros(window, frames);

%iterate through frames and remove noise
for n=1:frames

%create empty noise matrix
%matrix will stay empty for first iteration
noise=zeros(window,1);

if n<nave+l && n>1

%we have not yet constructed a complete running noise estimation

for k=1:n-1
%cycle through frames to create a running average of noise
RunSum=abs(stftin(:,n-k));
noise=noise+RunSum;

end

noise=noise./nave;

elseif n>=nave+l && n>1

%we can create a full estimation of the noise

for k=l1:nave
%cycle through frames to create a running average of noise
RunSum=abs(stftin(:,n-k));
noise=noise+RunSum;

end

noise=noise./nave;

end

%cycle through frequencies and remove noise
for m=1:window
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if(abs(stftin(m,n))>=noise(m))
%create magnitude scalar to update magnitude of frequency
a=(abs(stftin(m,n))-noise(m))/abs(stftin(m,n));
stftout(m,n)=a*stftin(m,n);
else
%set to 0 to remove musical noise created by negative amplitude
stftout(m,n)=0;
end
end
end
end



